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(i) 

STRACT 
This thesis discusses some of the problems and practices of 

applying digital image processing to scientific and industrial problems. 

An interactive image processing system is described. This system 

has been found to be useful for the development of image processing 

commands and algorithms to solve image processing problems. An image 

capture subsystem based around a 576 x 385 element frame transfer charge 

coupled device is described. This system has a variable integration time, 

giving it considerable flexibility over more conventional cameras. 

The properties of the RANK filter are described. The usefulness of 

this nonlinear filter is demonstrated by its performance on a number of 

common image processing tasks. The edge detection properties of RANGE 

filters, which are the difference between the outputs of two RANK filters, 

are discussed. This family of filters has considerable flexibility in the 

type of output response obtained, but was found to be slightly more 

sensitive to noise than the commonly used SOBEL filter. 

A new iterative solution to the Fourier phase retrieval problem is 

described, This solution is less efficient than current solutions, but 

does prove the optimality of an operation common to existing iterative 

methods of solution. 

An approach to developing algorithms to solve image processing 

problems is described. The various commands that may be used at each stage 

are discussed. Although this approach does not say which command should be 

used when, it does provide a guide. 

The algorithms developed for three applications are presented. 

These are: the calibration of a photoelastic material used in the 

measurement of the foot-ground pressure pattern of a standing person; the 

measurement of areas within stem disk growth rings; and the detection of 

surface blemishes of kiwifruit being graded for export. 
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PREFACE 
When I first decided to come to University, I had difficulty 

deciding whether to do mathematics or computer science. In the end I 

decided to do electrical engineering since I was interested in electronics 

as a hobby. My interest in image processing was aroused at the end of my 

second professional year when I did my second period of practical work 

within the Electrical Engineering Department here at Canterbury. I was 

working in the image processing group for Dr Bob Hodgson and two of his ME 

students Jeff Atkinson and Duncan Hall. This work involved designing a 

video amplifier for the flying FADS system, and software development for a 

spectrograph readout system. 

Towards the end of my BE, I decided that I would like to do 

research, so I approached Dr Bob Hodgson about possible projects in image 

processing. At that meeting, we decided that it would be good for me to 

become familiar with, and understand, the field of applied image 

processing. My provisional topic at that stage was 'Image Processing for 

Science and Industry'. Since Dr Hodgson was about to leave for nine months 

sabatical, I also approached Professor Richard Bates about doing some work 

with him. 

Within the applied image processing group. a lot of the work tends 

to be project oriented. This is because a significant portion of the 

funding comes from industry or research institutes. In such situations, 

image processing problems often come with the funds. In a lot of these 

applications the work is done as a team, if not explicitly, then by 

discussing some of the problems with others within the group. The applied 

image processing group takes the problem as far as determining how readily 

applicable image processing techniques are to the problem presented, but 

normally stops short of actually producing a going system. The reason for 

this is that the group does not have the resources to do the development 

work (and the corresponding maintenance, support and documentation work) 

which is probably best not carried out within a university environment in 

any case. Consequently. all of the applications discussed in this thesis 

have been the subject of pilot studies rather than the development of 

complete solutions to the respective problems. 
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It was for the reasons mentioned above that I worked on many quite 

different projects, The approach taken was to work on two or three 

applications and discover from a practical viewpoint what image processing 

involves. This was accompanied by a broad literature search into the 

techniques that could be used at various places within the image processing 

algorithms. 

Following is a brief chapter by chapter synopsis of this thesis. 

Each chapter contains a separate project and is relatively independent of 

other chapters. In the descriptions, I will point out the part of the work 

that is my own contribution. 

The first chapter provides a general introduction to the field of 

image processing. Particular emphasis is placed on the industrial 

application side of image processing - machine vision. The disciplines 

involved in applying machine vision to a particular problem are described 

briefly. 

The remainder of the thesis comes under three main categories: 

systems, operators, and algorithm development. 

Chapter 2 describes the VAX Image Processing System (VIPS) 

concentrating on some of its more novel features. It started as the 

limited subset of image processing commands that I needed to perform a 

large number of repetitive tests on RANGE filters. After an image display 

was added, the VIPS command language was developed and the number of image 

processing commands was increased to give what is now known as VIPS. Two 

technicians, Richard Cox and Andrew Earl, developed the display hardware 

and wrote the low level software required to drive the display. This 

provided an image display facility around which I built the image 

processing software. The development of VIPS has proved timely as is 

indicated by its popularity, from both within the department, and outside. 

The Wool research Organisation of New Zealand and Forest Research Institute 

are to acquire copies of the VIPS hardware and software for their own use. 

The third chapter describes an image capture subsystem built for the 

High resolution Image Processing System (HIPS). Many people were involved 

in the design and construction of the various components required. My 
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effort was on the clock drivers, debugging and combining the other hardware 

to give a complete system. This chapter is included in the thesis as a 

matter of record. 

The next three chapters examine the properties of some operators 

and techniques. Chapter 4 brings together the results of research on RANK 

filters. The relationship of RANK filters with other filters is briefly 

discussed. The main properties of RANK filters are listed and an 

explanation is given for these properties. Several software and hardware 

implementations of the filter are described. Major applications to image 

processing are discussed, including noise smoothing, cluster detection, 

skeletisation, edge enhancement, and edge detection. The section on the 

use of RANK filters for edge enhancement is my major original contribution. 

Chapter 5 examines the properties of the RANK based edge detection 

filter - the RANGE filter. The deterministic and noise properties of the 

RANGE filter are described and compared with the commonly used SOBEL 

filter. The work described in this chapter is original. 

Professor Richard Bates suggested that I should look at the 

possibility of solving the Fourier phase problem in a single space to avoid 

the need for repeated FFTs. Chapter 6 describes the current iterative 

solutions and examines the possibility of using a single space. No 

convenient single space solution was found, but a proof of the optimality 

of one of the steps common to all of the iterative solutions was developed. 

The next four chapters concentrate on algorithm development. 

Chapter 7 outlines a "bottom up" approach to developing an algorithm. Some 

of the possible operators that may be applied at each stage are described 

briefly. The use of this approach is demonstrated on three applications in 

chapters 8 to 10. 

Chapter 8 investigates the use of image processing techniques for 

measuring the foot ground pressure pattern of a standing person. I was 

approached by Wendy Johnston, then a student with the Mechanical 

Engineering Department, with the problem of calibrating the photoelastic 

materials used to measure the pressure distribution. The algorithm that 

was developed for this purpose is described. 
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In chapter 9 the problem of measuring the area within tree growth 

rings is discussed. Of the possible image processing approaches to this 

problem, a method of tracking the growth ring boundaries was chosen. 

Several different tracking algorithms are presented, and their tracking 

performance compared on a test image. A method for calculating the area 

within the rings from the boundary is also described. Finally, the 

resultant image processing algorithm is given, with preliminary results on 

actual tree cross sections. 

The final application chapter, chapter 10, describes the 

application of image processing techniques to detecting blemishes on the 

surface of kiwifruit. The approach adopted was to create a model of an 

'ideal' fruit from the one being examined. The fruit is then compared with 

this model to locate the defects. The preliminary algorithm development 

work was carried out in conjunction with Roger Blick for his final year 

project. Later improvements in the modelling approach made the algorithm 

more robust. The current state of the algorithm is described with the 

results of using it to classify a sample of real fruit. Suggestions for 

further improvements are made, and some of the problems of practical 

implementation of the algorithm are addressed. 

Chapter 11 presents a summary of the conclusions. 

Following is a list of publications and presentations incurred 

during the course of this thesis. 

Hodgson R.M" McNeill S.J., and Bailey D.G., 'Computers with "eyes" for 

inspection, measurement and automation', Institute of Measurement 

and Control Conference, Christchurch (May, 1983) 

Hodgson R.M., Bailey D.G" and McNeill S.J., 'Computer vision for 

inspection, measurement, automation and robotics', National 

Electronics Conference, Auckland (August, 1983) 

Hodgson R.M., McNeill S.J., and Bailey D.G., 'Image processing goes to 

work', Institute of Professional Engineers of New Zealand 

Conference, Napier (February, 1984) 
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Bailey D.G., Hodgson R.M., and McNeill S.J., 'Local filters in digital 

image processing', National Electronics Conference, Christchurch 

(August, 198q) 

Hodgson R.M., Bailey D.G., Naylor M.J., Ng A.L.M., and McNeill S.J., 

'Properties, implementations and applications of rank filters', 

Image and Vision Computing, Vol 3, pp 1q (1985) 

Bailey D.G. and Hodgson R.M., 'Range filters: local intensity subrange 

filters and their properties', Image and Vision Computing, in 

press. 
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Chapter 1 

INTRODUCTION 

BACKGROUND 

From time immemorial, man has been fascinated by his environment, 

Sight is one of the most important senses used by man as he has sought to 

manipulate the things around him, and understand the laws governing their 

behaviour. As man developed implements and machines to make it easier to 

manipulate his environment, he also developed machines and methods to 

assist and improve his vision. More recently, man has been adding vision 

to his machines to increase their power and flexibility. 

One of the earliest applications of digital image processing was in 

the early 1920s to improve digitised newspaper pictures after they had been 

transmitted across the Atlantic Ocean (McFarlane, 1972). However it was 

not until the advent of third generation digital computers in the mid 1960s 

that such digital image processing techniques started becoming widespread 

(Gonzalez and Wintz, 1977). This was because the processing speed and 

storage required for implementing practical image processing algorithms was 

unavailable before then. Since then, the field of digital image processing 

has grown considerably, being studied and applied in such diverse fields as 

engineering, computer science, artificial intelligence, physics, astronomy, 

chemistry, biology, psycology, medicine, and geology. 
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1.2 APPLICATIONS OF DIGITAL IMAGE PROCESSING 

Image processing is best defined by the types of applications that 

it is used for. In a following section, the disciplines involved in the 

design and use of a digital image processing system are described. 

There are three main application areas of digital image processing. 

The first is image coding, where the volume of data contained in an image 

is reduced for storage or transmission. Another area is the improvement of 

pictorial information for human interpretation. This is also called 

computer assisted vision. The final application area is computerised 

vision where an image processing system is used to automatically extract 

information from, or analyse scenes or other images (Gonzalez and Wintz, 

1977), 

1.2.1 IMAGE CODING 

Images contain large amounts of data, much of which is redundant. 

For example an image containing a single intensity is completely specified 

by the image size and the intensity. Useful images contain more 

information than this, but often contain significant redundancy. When 

these images are stored, or transmitted from one place to another it is 

often desirable to compress the image so that it occupies less storage 

space, or takes less time to transmit. The processes of compressing the 

image, and recovering the original image from the compressed version are 

known as image encoding and decoding respectively. An excellent review 

paper on the techniques which can be used for image coding is Jain (1981). 

1.2.2 COMPUTER ASSISTED VISION 

Image processing is used in computer assisted vision primarily to 

augment human vision. However, similar techniques are also commonly used 

in the preprocessing stages of algorithms for information extraction and 

scene analysis applications ('7.3). The types of processes involved in 

computer assisted vision are image rectification, enhancement, restoration, 

and reconstruction (Bates and McDonnell, 1986). 

Image rectification is concerned with correcting geometrical 

distortions in an image (Bates and McDonnell, 1986). These may be caused 
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by the imaging equipment (for example barrel or pincushion distortion from 

the lens), the viewpoint used (for example perspective distortion), or the 

nature of the object being imaged (for example rectifying satellite images 

to a particular map projection (O'Handley and Green, 1972». 

Image enhancement is the term given to processes which improve the 

subjective quality of an image, or make it more suitable for subsequent 

processing (Pratt, 1978). The information that is enhanced is apparent in 

the or inal image, but is often unclear or clouded (Bates and McDonnell, 

1986). Some of the processes involved in image enhancement are (Pratt, 

1978) noise reduction, nonlinearity compensation, contrast adjustment, and 

edge sharpening. Two applications are the enhancement of Xray images 

(Gonzalez and Wintz, 1977) and the removal of fixed pattern transmission 

interference (Peli and Verly, 1983). 

When the image has been degraded to the extent that the information 

in the image is unrecognisable, the process which recovers the information 

is known as image restoration (Bates and McDonnell, 1986). A priori 

knowledge of the cause of the degradation process is used to develop an 

inverse process (Pratt, 1978). This inverse process is then applied to the 

degraded image to recover the original. An example of image restoration is 

the deblurring of severely blurred photographs (McDonnell and Bates, 1975). 

Sometimes it is not possible to obtain an image in a convenient 

form for display, or other processing. Image reconstruction may be used to 

restructure the information in a more useful form. Examples of image 

reconstruction are computer assisted tomography (Garden, 198~) and Fourier 

phase recovery (Bates, 198~; Bates and Fright, 1983). 

1.2.3 COMPUTERISED VISION 

When digital image processing is used to extract information from, 

or interpret scenes or other images, it is known as computerised vision, or 

machine vision. Machine Vision has been defined as "the automatic 

acquisition and analysis of images to obtain desired data for interpreting 

a scene or controlling an activityll (Schaffer, 198~). Computerised vision 

has been used in laboratory situations to automate routine analysis. An 

example of some of the early work in this area is chromosome classification 

(Ledley, 196~). 
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The concepts and processes described und~r computer assisted vision 

are often used in the preprocessing stages of such applications. This is 

discussed more fully in 117. The two main application areas of machine 

vision (Rosen, 1979) are inspection (figure 1.1) and manipulation (figure 

1 .2) • 

1.2.3.1 INSPECTION 

Of the two types of application of machine vision, inspection is by 

far the larger. A survey in USA shows that 90% of the machine vision 

market is in inspection and quality control (Schaffer, 1984). The United 

States Bureau of Census states that about one in every three assembly 

workers is an inspector (Hodgson et al., 1983). These are all potential 

applications of automated inspection. 

Figure 1.1 (from Rosen, 1979) gives a breakdown of the machine 

vision inspection applications. Inspection tasks may be split into two 

broad categories: those in which decisions are based on highly quantitative 

measurements, and those in which the measurements made are of a more 

qualitative nature. 

In quantitative, or measurement tasks, machine vision provides a 

powerful general purpose tool (Rosen, 1979). The use of solid state 

sensors enables accurate noncontact measurements to be made rapidly at 

potentially low cost. The type of information that may be of interest to 

in a measurement task is the length, area, or position of an object. 

Examples of object measurement are given in ~8 and 19. 

In qualitative inspection tasks, machine vision is used to emulate 

the visual inspection performed by a human inspector (Rosen, 1979). In 

manufacturing processes, there are many instances where workpieces of 

several types are packed together in containers, or randomly arranged on 

conveyors (Rosen, 1979). Machine vision may be used to select a specific 

workpiece, to determine the number of pieces of each type, or to sort the 

pieces into their different types (Kruger and Thompson, 1981). Another 

application of inspection is the detection of functional and cosmetic 

defects. The defects may be flaws or errors incurred during part 

fabrication or handling. Functional defects are those which may cause 
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malfunction, or improper operation if the component is used. Cosmetic 

defects reduce the subjective quality, without impairing performance. 

The majority of inspection tasks are menial and have a high boredom 

factor. In fact the very nature of the problem that causes boredom is one 

of the prerequisites for the successful application of image processing 

techniques (Hodgson et al., 1983) since such tasks tend to be well defined 

and relatively simple. Machine vision is able to perform these tasks 

consistently and reliably allowing 100% inspection of all components 

produced (Kruger and Thompson, 1981). In fact some companies which 

subcontract a lot of their work (British Leyland for example) are also 

working towards 100% inspection on all incoming components. This minimises 

waste and increases production by ensuring that the final product does not 

incorporate any faulty components. 

Although there is a wide variety of techniques are used among the 

different inspection systems that have been applied commercially, they all 

use a priori knowledge of the specific problem (Kruger and Thompson, 1981). 

In industrial situations, where the inspected components are usually man 

made, the regular geometry, such as straight lines and right angles, 

greatly simplifies the inspection task (Kruger and Thompson, 1981). 

1.2.3.2 MANIPULATION 

Machine vision is also playing an increasing role in manufacturing 

or assembly environments (Schaffer, 1984). A breakdown of machine vision 

manipulation tasks is given in figure 1.2. The main areas of application 

are in component acquisition, fabrication, and assembly (Rosen, 1979). 

In the area of component acquisition, machine vision gives 

increased flexibility (Gevarter, 1982b). The first generation of automatic 

machines required a very ordered environment. That is, the objects that 

were being manipulated had to be at the right place, in the right 

orientation at the right time. With vision, this requirement can be 

relaxed since expensive jigs or other such handling equipment is no longer 

essential (Gevarter, 1982b), often resulting in a considerable cost saving 

(Kruger and Thompson, 1981). 
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A large number of important process were unable to be automated in 

the past because of the small number of components manufactured in each 

batch. The small batch size meant that the cost of specialised jigs or 

dedicated production machinery is out of proportion to the returns obtained 

(Rosen, 1979). The use of vision overcomes this restriction by giving 

added flexibility in component and tool manipulation (Kruger and Thompson, 

1981). 

Visual feedback is useful in assembly tasks for alignment or mating 

of components, since it can be used to compensate for a buildup of 

positional error in the components being manipulated (Rosen, 1979). When an 

assembly task is performed by humans, there is an implicit inspection of 

the components (Rosen, 1979). If a component which has an obvious defect is 

encountered, it is usually placed to the side and not incorporated into the 

final product. Inspection is being incorporated into the manufacturing and 

assembly stages of processes which are being automated in order to 

maintain, and improve the overall quality of the end product (Rosen, 1979). 

1.3 DISCIPLINES INVOLVED 

My aim at the start of this research was to become familiar with, 

and to understand the field of machine vision. The different disciplines 

involved in machine vision are introduced in this section, and the ones 

which were investigated in detail are discussed more fully in the rest of 

this thesis. Figure 1.3 identifies the disciplines .involved in machine 

vision. 

1.3.1 OBJECT ILLUMINATION 

Correct lighting is essential to simplify the processing of the 

captured image (Hodgson et al., 198~). It is difficult and often 

impossible to compensate for poor image quality caused by unsuitable object 

illumination. Some of the problems that may be encountered are: a 

non-uniformity of the illumination across the image; shadows or glints; and 

sometimes poor contrast. All of these problems can introduce false 

features, or cause others not to be detected (Hodgson et al., 198~). This 

may result in the acceptance of a defective component, or the rejection of 

an acceptable component. In some circumstances, special lighting 
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techniques may be used to simplify the algorithm even further (Gevarter, 

1982a). Some of these are discussed more fully in 17.2. 

1.3.2 IMAGE CAPTURE 

The process of obtaining a computer representation of the scene is 

known an image capture. There are two stages involved in image capture. 

In the first, a sensor converts an optical intensity pattern into 

an electrical signal. Consider for the moment a two dimensional, solid 

state sensor. A lens casts an image onto the sensor (figure 1 .~) which 

converts the image to a two dimensional charge pattern. This is achieved 

by the incoming photons liberating electrons, which are then trapped or 

accumulated in special areas on the sensor (Hobson, 1978). The charge that 

accumulates in each area is therefore proportional to the intensity of the 

light falling on that area, and the integration time, or the duration of 

the incident illumination. A typical integration time for sensors used in 

industrial applications is 20 ms(the main reason for this is that readily 

available sensors are television compatible). After the image has 
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accumulated on the sensor, the two dimensional charge pattern is read out. 

This involves converting the charge associated with each picture element, 

or pixel, into a voltage. Since with most devices it is not possible to 

read out individual pixels at random, the device generates a serial train 

of discrete voltage pulses. 

There is a wide range of sensors, both one and two dimensional, 

that may be used for image processing (Nagy, 1983). The dominant solid 

state sensor is the charge coupled device (CCO), although photodiode arrays 

and charge injection devices (CIO) are available (Hodgson et al., 1983). 

With CCO technology. it is possible to produce devices which are capable of 

performing some of the preprocessing operations on the chip (Barbe et al., 

1980; Chamberlain, 1980). In applications where only a binary, or two 

level, image needs to be captured, an inexpensive camera based on a dynamic 

RAM chip can be constructed (Brook, 1983; Ciarcia, 1983; Grigor, 1983; 

Russell, 1983). An image capture subsystem based around a CCO sensor is 

described in n. 

In the second stage the electrical signal from the sensor is 

digitised and transferred into computer memory, usually using some form of 

direct memory access (DMA) device, A DMA device which captures an image 

when requested by the processor is known as a frame grabber (Hodgson et 

al., 1983). The frame grabber ensures that the correspondence between the 

pixel on the sensor and the location in memory is known, making the system 



- 11 -

suitable for mensuration tasks. The resultant array of numbers 

representing the object or scene is known as a digital image (Haralick, 

1973) . 

1.3.3 IMAGE PROCESSING 

Once an image has been loaded into the computer, it may then be 

processed. This the application of a series of actions or operations to an 

image which leads to a desired result (Castleman, 1979). This result may 

be the measurement of a critical dimension; a description of the object; or 

the classification of the object into one of several categories (for 

example grading). 

Most people take vision for granted. When they look at an object 

they can instantly recognise what it is, With machine vision, things are 

not quite so simple. The two main difficulties are developing the image 

processing algorithm from the specification of the problem, and 

implementing the algorithm after it has been developed. 

1.3.3.1 ALGORITHM DEVELOPMENT 

There are three major problems in developing the image processing 

algorithm. The first of these is the problem of data reduction (Gevarter, 

1982a). An image contains a large amount of information, a lot of which is 

irrelevant to the problem being investigated. Consider for example the 

problem of grading kiwifruit (see '10). The input image contains 100 x 

100 pixels, of 8 bits each, a total of 10kbytes. From this data it needs 

to be determined whether the kiwifruit being imaged is of export grade or 

not. That is the result is a single bit, corresponding to a data reduction 

factor of 80 000. In other applications, the input images may need to be 

512 x 512 x 8 bits, or even larger. 

There is no underlying theory that can be used to develop the 

algorithm (Rosenfeld, 1984). '7 provides a guideline that may be used in 

algorithm development, although there is no theory behind exactly which 

operator is needed and what is best at a particular step. The decision is 

based on trial and error, mixed with experience. This highlights the need 

for an interactive image processing system during the algorithm development 
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phase of solving a machine vision problem. A useful guide for interactive 

systems is that each operation should take less than 15 seconds (Cady et 

al., 1981). If the operations regularly take longer than this, the time 

delay becomes uncomfortable for the user. An interactive system must allow 

the operator to try a particular operation and examine the effect that it 

had on the image. If the result is unsatisfactory. another operation is 

tried in its place. Thus algorithm development requires much backtracking, 

and much interaction in order to determine the solution to the problem 

being examined. The VAX Image Processing System (VIPS) described in 2 

was designed for interactive algorithm development. 
~ 

Another problem encountered when developing algorithms is that 

images are only two dimensional representations of three dimensional 

objeots (Gevarter, 1982a). Information about the third dimension is 

important in traoking moving objeots, or picking up an object from an 

arbitrary position and orientation (for example from a bin). This 

information may be obtained through triangulation, the use of special 

lighting teohniques, or some other range finding techniques (for example 

sonar) (Jarvis, 1983). 

1.3.3.2 OPERATOR DEVELOPMENT 

It often transpires that an image processing operator not supplied 

with a development system is required in a particular application. In this 

instanoe, or when new techniques are being investigated, new operators must 

be developed. Any system used to develop algorithms to solve image 

processing problems must have the ability to add new commands quiokly and 

easily (Brumfitt, 1984). Examples of the commands that were investigated 

in the course of this work are the RANK (4) and RANGE filters (5). 

1.3.3.3 ALGORITHM IMPLEMENTATION 

One of the problems in implementing the algorithm, partioularly in 

an industrial environment, is the limited time available to perform the 

task (Gevarter. 1982a). A typical time requirement for an industrial 

inspection task is one seoond (Hodgson et al .• 1984). This limits the 

range of applioations that may be currently handled by machine vision. 

Most algorithms can be made faster through the use of VLSI techniques (for 
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example Young and Liu , 1981). or multiple computers (for example Agrawal 

and Jain, 1981), although usually at considerable expense. 

Another problem encountered in designing a machine vision system 

for a specific task is determining the optimum hardware and software 

combination required by the problem. One of the best approaches to this 

problem is to use an interactive prototyping system (Batchelor, 1979a; 

Hodgson et al., 198~). 

1.3.~ DISPLAY 

The interactive nature of the algorithm development stage requires 

some means of examining the image after an operator is applied. A video 

display is well suited for this purpose because of the speed with which it 

may be updated. The components of a typical display subsystem are a frame 

store, a DMA device, a digital to analogue convertor, and a video monitor. 

The frame store is a region of memory containing the image that may be 

accessed at video rates (100 ns per pixel in a 512 x 512 system). The 

image is read serially by the DMA and converted to an analogue voltage 

suitable for the monitor. The image capture and display sUbsystems are 

often combined together as a single hardware unit (for example the MI 12 

video board (Matrox, 1984». This significantly reduces the memory 

required, and makes image capture more convenient. 

In computer assisted vision applications, where image processing is 

used to enhance images for human interpretation, a video display is the 

usual output device. 

1.3.5 CONTROL 

The output from a computerised vision system, however, is seldom an 

image display. The actual form of control hardware depends considerably on 

the application. In a sorting or inspection environment, the control may 

be a simple manipulator. If an inventory control system is incorporated, 

the data extracted from each image may be sent to another computer. When 

the machine vision system is used for a manufacturing or assembly task, the 

control hardware may be a robot arm or other manipulator. The common 

factor in all of these cases is that the data extracted from the image is 

acted upon automatically. 



1.4 SUMMARY 

The range of applications of image processing has been developing 

rapidly as advances in both hardware and software have been made. Problems 

which were impractical in the past because of time constraints are now 

becoming practical. These advances will continue to be made as faster and 

cheaper computing becomes available. The advent of VLSI in recent years is 

providing a significant boost to image processing as it is enabling fast 

hardware to be constructed. 

Until now, the development of algorithms for machine vision has 

been as much of an art as a science. This state of affairs is likely to 

continue for some time yet, although may change as a result of continuing 

research into human vision. Because of the general purpose nature of 

vision, image processing has been applied to diverse applications covering 

the complete spectrum of science. 

This thesis concentrates on image processing for scientific and 

industrial applications, concentrating mainly on measurement and inspection 

problems. The techniques and experience developed from these applications 

is directly applicable to the other areas of machine vision discussed 

above. 
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Chapter 2 

VAX IMAGE PROCESSING SYSTEM 

This chapter describes aspects of an image processing system that 

uses a VAX 11/750 as the host processor, and compares this system with 

others developed in the Electrical and Electronic Engineering Department at 

the University of Canterbury. 

BACKGROUND 

The VAX Image Processing System (VIPS) evolved from the PIKKY 

operating system developed by Cady et ala (1980, 1981) for the Intel 8080 

based University of Canterbury Image Processing System (UCIPS). VIPS is 

implemented in VAX PASCAL and is designed to run on Digital Equipment 

Corporation's VAX series of minicomputers. VIPS, or really a VAX based 

PIKKY system, started as a limited subset of the PIKKY commands needed to 

perform a large number of repetitive tests on the RANGE filters (15). 

This w~s necessary since PIKKY had very limited batch processing 

facilities, and lacked a suitable output for the results of the tests. An 

image display was added, and for the initially limited set of image 

processing commands, a command language was developed, and the range of 

commands extended to form what is now known as VIPS. This last step was 

facilitated by the ease of development of the various commands in VAX 

PASCAL. The system is shown schematically in figure 2.1. 
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Figure 2.1: Schematic diagram of the VIPS hardware. 

2.2 SPECIFICATIONS AND CAPABILITIES 

2.2.1 PURPOSE 

The initial, limited purpose of VIPS was to investigate the 

properties of RANGE filters, but it soon became evident that it was capable 

of much more. As the system grew, its usefulness and scope also increased. 

VIPS is now used as: a tool for use in developing algorithms to solve image 

processing problems; a self contained laboratory image processing system 

enabling routine tasks to be performed; and a research tool for use in 

developing new commands and techniques. 

2.2.2 INTERACTIVE 

As discussed in fi1, an image processing system needs to be 

interactive for it to be useful for algorithm development. The execution 

time of most VIPS commands is very dependent on image size. For an image 

resolution of 128 x 128 pixels, simple operations such as generating test 

images, adding images, and measuring areas take less than 3 seconds. More 

complex operations such as filtering and Fourier transformation take 10 to 

15 seconds. These times are within the 15 second guideline suggested by 

Cady et al. (1981) as the maximum allowable time for most interactive 

tasks. With larger image sizes, for example 256 x 256 pixels, these times 

are increased by a factor of four. This takes the time required for 
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filtering and Fourier transformation outside the 15 second guideline. The 

time taken for each command also increases as the host computer becomes 

more heavily used, but remains within the 15 second guideline for most 

commands operating on images with a resolution of 128 x 128 pixels or less. 

2.2.3 COMMAND BASED 

VIPS is a command based (Brumfitt, 1984) interactive image 

processing system implemented in VAX PASCAL. This means that the commands 

run under a parent program, rather than directly under the VAX operating 

system. This is necessary to minimise the difficulty in maintaining a 

large data structure from one command to the next. The advantage of this 

scheme is that it provides a large library of image processing subroutines 

that may be called from other programs independent of the VIPS command 

language. The disadvantages of executing the commands under a parent 

program are that the program is much larger, leaving less memory space for 

images and other data, and that the host system commands are difficult to 

access. The first disadvantage is only significant when high resolution 

images are being processed (greater than 512 x 512 pixels). VIPS overcomes 

the second problem by creating an subprocess that enables the user to 

operate at the host command language level. When the subprocess 

terminates, the user is returned to VIPS. 

2.2.4 VIPS PROGRAMS 

Often a sequence of commands requires repeated execution. VIPS 

allows users to enter a sequence of commands as a VIPS program. Features 

such as looping and branching are provided to allow flexibility in the 

command sequence that previously required user evaluation. Loop structures 

provide the means for repetitive testing of new commands and techniques. 

All of the looping and branching constructs necessary for a language 

(Wirth, 1974) are available for use from within VIPS programs. 

Although no effort is made to provide in VIPS a system for 

implementing the algorithms developed to solve image processing problems, 

in applications where time is not critical, VIPS programs may be used to 

execute the complete algorithm. The High resolution Image Processing 

System (HIPS) (Hodgson and McNeill, 1983) has been designed with the final 
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implementation of the algorithms developed in mind. HIPS will use much of 

the VIPS command software, minimising the translation problems from one 

system to the other. 

2.2.5 EASE OF EXTENSION 

When developing algorithms to solve particular image processing 

problems, it is often necessary to develop special purpose commands. VIPS 

is designed to allow new commands to be added easily, and be used as though 

they are part of VIPS. The data structures and methods that enable this to 

be done are detailed in a later section. Users are able to add their own 

private commands, which remain separated from other users' private 

commands. The addition of user commands does not require relinking of the 

VIPS program. This independence of user commands from the VIPS core 

commands speeds command development, especially when several users are 

working on different applications. The mechanism for this is described in 

'2.4.2. However, when new commands are made available to other users as 

part of VIPS, the VIPS program does require relinking. 

2.2.6 SYMBOLIC REFERENCE OF ALL VARIABLES 

One of the features of VIPS is that all user variables are accessed 

symbolically, rather than by location, allowing the user to concentrate on 

the image processing problem. In practise this means that images and other 

variables may be given meaningful names, making algorithms easier to 

develop and simplifying algorithm modification at a later date. A variety 

of predefined variable structures are provided, from general purpose 

variables such as integers and real numbers, to structures used more 

specifically for image processing such as vectors and histograms. This 

large variety expands the capabilities of VIPS programs by enabling 

interaction between commands of more than just images. 

2.2.7 VARIABLE IMAGE SIZE 

VIPS is not limited to a single size of image. The image 

resolution can be adjusted to suit the requirements of the particular 

problem. This enables multiple resolution techniques (for example 

Pietikainen and Rosenfeld, 1982; Shneier, 1982; Yamamura et al., 1981) to 
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be used to speed processing where necessary. Two 2 dimensional image types 

are provided: integer images with 8 bits resolution per pixel, and complex 

images with 6~ bits per pixel. A third type is provided for chain coded 

images consisting of a doubly linked list, with 32 bit integers provided 

for both the direction and value fields. Although in principle the image 

size can be unlimited, the processing speed and display size of 256 x 256 

provide constraints. The storage space available for each image has been 

arbitrarily limited to 1 Mbyte. At present, since there is no image 

capture facility on VIPS, images are computer generated, or transferred 

from another system. The next logical extension to the VIPS hardware would 

be the addition of an image capture subsystem. 

2.2.8 COMMANDS AVAILABLE 

There are currently over 100 commands available to VIPS users, 70 

of which are image processing commands. These include a comprehensive 

range of general purpose image processing operators and graphics routines. 

Online documentation provides all of the information required to use each 

command. Appendix 1 contains a summary of all of the VIPS commands. 

2 COMPARISON WITH OTHER SYSTEMS 

Two other image processing systems developed at the Department of 

Electrical and Electronic Engineering, University of Canterbury are UCIPS 

and HIPS. Comparison is also made with the VICAR (Video Image 

Communication and Retrieval) system, described by Castleman (1979). 

2.3.1 HIPS 

HIPS is implemented on an 8086/8087 based microprocessor. 

Application software is written in PASCAL, while the low level system 

software is written in PLM/86. Like VIPS, HIPS is a command driven system, 

but unlike VIPS, the commands are called or executed from the operating 

system level. The operating system is Intel iRMX86 Which has been 

augmented to enable commands to access the image capture and display 

subsystems. The software making up individual HIPS commands is written in 

a fairly standard version of PASCAL, making it more portable than the VAX 

specific VIPS software. 
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HIPS has been designed with prototyping in mind (Hodgson et al., 

1984), This means that after the software has been developed to solve an 

image processing problem, the question of how it is to be implemented in 

practise in an industrial or other such setting can be addressed. If 

practical, a dedicated system can be designed from HIPS, containing the 

software and hardware required by the application. If this is not 

practical, valuable information can be obtained as to what is actually 
~ 

required, and whether or not it is practical within the current limits of 

technology. VIPS can only provide a very limited insight about the final 

form of the application system since it is implemented on a relatively 

expensive, general purpose computer system. 

2.3.2 UCIPS 

The UCIPS system which first became operational in about 1978, 

although still of comparable functional power with currently available 

commercial systems, lacks the flexibility of its successors. The heart of 

the system is an 8080 CPU. Being very hardware specific, the system and 

its software lack portability. Like HIPS, UCIPS is command driven, using a 

special purpose PIKKY operating system. Commands are written in assembly 

language or PLM, making it difficult to develop complicated commands. 

Command development is complicated further by the very limited runtime 

support provided. This support must be developed as part of the command in 

most applications. In contrast to this, both HIPS and VIPS commands are 

able to make extensive use of system services. 

Limited command sequence processing is provided by the PIKKY 

system, although it is restricted to only a few commands (100 characters in 

the buffer), and no looping or branching is provided. The only 'variables' 

allowed are images, and these are of fixed resolution (100xl00). There are 

three image buffers: 1. 2, and 3, with most of the commands operating 

implicitly on buffer 1 or between buffers 1 and 2. Buffer 3 is generally 

used as an auxiliary image store. The memory space (64 kbytes total) 

limits the number of images, and the size and complexity of user commands. 

The main advantage UCIPS has over VIPS is the image display is memory 

mapped in UCIPS. This means that whenever the display buffer (usually 

image buffer 1) is modified, the changes appear on the display immediately. 

With VIPS, images are transferred to the display subsystem from the VAX by 
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DMA, a complete 256 x 256 transfer taking about 6 seconds. For this 

reason, a display command is used to update the VIPS display. 

2.3.3 VICAR SYSTEM 

The VICAR system consists of a library of image processing programs 

which are executed as tasks under a system supervisor. 

view, it resembles HIPS more closely than it does VIPS. 

From this point of 

All of the VICAR 

application commands are written in FORTRAN or assembly language. The use 

of FORTRAN precludes the use of dynamic variables which may be used 

extensively in image processing in the form of linear lists (for example 

chain codes) or trees (as used by Handley (1985) for convex hull 

extraction). Dynamic variables may be improvised in assembly language, but 

it was found from developing complicated commands for the UCIPS system 

('2.3.2) that assembly language programming is time consuming when 

compared with programming in a high level language. When new commands are 

developed for the VICAR system, they must be completely developed and 

debugged independently before insertion into the system. VIPS allows users 

to freely develop and use new commands before adding them to the command 

library. This enables interaction with other commands to be examined and 

modified before insertion into the system. One of the advantages of the 

VICAR system over VIPS is the use of keywords to specify parameter values. 

This enables an unlimited number of parameters, with only those not being 

defaulted needing to be specified. With this method, the need to specify 

the keyword as well as the value when overriding the default is a 

disadvantage if a large number of defaults are regularly overridden. 

In the VICAR system commands are loaded through a card reader, and 

are translated into a job command language command stream. Commands may 

also be entered interactively through a keyboard, with processed images 

being displayed at the terminal. A limited looping structure is provided, 

consisting of executing a sequence of commands a fixed number of times on 

one or more images. VIPS provides more flexibility by allowing loops and 

branches to be dependent on data extracted from the images being processed. 

An extension to the VICAR system, EVIL (Extensible Video Interactive 

Language), enables groups of commands to be called from VICAR as a command 

procedure in a similar way to VIPS programs. 
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Images are processed on VICAR from tape input to tape output, with 

temporary images (from between commands) being stored on disk. This is one 

of the methods of overcoming the problem of maintaining image data from one 

command to the next when separate programs are used for each command. This 

method must be used within VICAR since very large images are regularly to 

processsed. A minor disadvantage of this method is the expense of the 

additional time required to access the image data, especially when random 

accessing of pixels is required (for example in region growing (Castleman, 

1979) or boundary tracking ('9.3». No other variable types are 

provided by VICAR, making VIPS more flexible by comparison. 

2 IMPLEMENTATION 

This section describes briefly how the VIPS software is 

implemented. A schematic of this software is given in figure 2.2. 
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Figure 2.2: Schematic diagram of the VIPS software. 
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2.4.1 EXECUTION SEQUENCE 

When VIPS is executed, there are two main phases of operation: 

system initialisation, and command execution. During the initialisation 

phase, the VIPS commands are loaded into the command table. The commands 

currently available are listed in Appendix 1. A welcome message is 

displayed, indicating the current version of the software, followed by any 

information about new commands, or recent modifications to VIPS. The 

current directory is searched for the file LOGIN.VIP. This file, if 

present, is assumed to contain a VIPS program to perform any variable 

initialisations before the interactive prompt appears. The program 

contained in this file is loaded and executed. 

The next phase of operation is to interactively execute VIPS 

commands. A prompt is provided, and the user enters the command required. 

The command is parsed by searching in the command table for a match with 

the command provided. A linked list is used for the command table since 

this allows any number of users' private commands to be added, Each link 

represents one of the available commands as shown in figure 2.3. The name 

field contains the full name of the command as used by VIPS, When a match 

is found between the command provided and the contents of the name field, 

the rest of the information about the command is extracted from the table. 

This consists of the address field which provides the location of the 

procedure that implements the command, and the parameter field which lists 

the type of each of the parameters required by the implementation 

HAM ADDRESS 

NAME ADORESS 

NAME ADDRESS 

Figure 2.3: Command table linked list. 
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procedure. Each procedure may have up to eight parameters. This limit is 

arbitrary. but necessary since the procedure call to load the command table 

must have a fixed number of parameters. 

After parsing the command, the parameters are parsed according to 

the types provided by the command table. Variables are found by searching 

the variable table. a doubly linked list, the form of which is shown in 

figure 2.4. The name field contains the symbolic name used to access the 

variable. The value field contains the value of the variable where this 

fits into 32 bits. or a pointer to the variable if more space is required, 

as in the case of images. The type field notes the variable's type and is 

used for checking that the right type of parameters are passed to commands, 

and for determining how the value field is to be interpreted. If all the 

variables and other parameters are of the correct type, the procedure that 

implements the command is called. This process is repeated for each 

command. 

Variable 
----~ 

Table 
NAME VALUE 

NAME VALUE TYPE 

NAME VALUE TYPE 

Figure 2.4: Variable table linked list. 

2.4.2 VIPS AS A PROCEDURE 

One of the problems usually faced when adding commands to a program 

based system such as VIPS is the need to relink the complete system as each 

command is added. Although this is not a major problem when adding core 

commands, it is when adding a user's commands because of the time consuming 
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process of recompiling and relinking each time the command is modified. In 

the VIPS system this problem is partially solved through the use of the 

command table and by making the interactive section of VIPS a procedure. 

The user's main program first loads the command table with the user 

commands, then calls VIPS. In this way, only the user commands are linked 

to the user's main program and are made available to VIPS at run time. 

When VIPS is called, the core commands are loaded into the table. Since 

the core commands appear lower in the table than the user commands, if two 

commands have the same name, the user command supersedes the core VIPS 

command, Apart from this, there is no means by which user commands may be 

distinguished from the core commands once loaded. Users are able to have 

their own commands, independent of other users. 

All of the core VIPS commands are kept in a shareable executable 

file, a feature provided by the VAX/VMS operating system. This means that 

only one copy of the core routines are kept on disk, and are accessed at 

runtime, rather than being included when the user program is linked. This 

frees disk space, especially when there are large numbers of users, all 

developing their own commands. Another advantage of using shareable 

executable files is that when core commands are modified, or new core 

commands are added, the user does not need to reI ink to VIPS. The new or 

modified commands are therefore immediately available to all users. 

2.4.3 ERROR HANDLING 

VIPS includes a comprehensive error handling system to avoid 

abnormal termination in the event of an error. The error messages have 

been made compatible with the VAX/VMS error messages. The action taken by 

the VIPS error handler depends on the source and severity of the error. 

The two main responses to an error are: to continue program execution with 

the next statement, or to unwind the call stack back to the command prompt 

level. When program execution continues, the results obtained mayor may 

not be correct depending on the cause of the error. All errors that are 

not generated by VIPS (such as a divide by zero in a user command) result 

in a traceback, providing details of where and how the error was caused, 

before unwinding back to the command prompt level. If an error occurs 

during the execution of a program, the user is notified in the usual 

manner, and the program execution continues at the next command in the 
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sequence. If the user decides to abort a program. a control C entered at 

the terminal will return the user to the VIPS interactive level. 

2.5 SUMMARY 

The VAX Image Processing System is a powerful system that is 

proving to be an important algorithm development tool for finding solutions 

to industrial and scientific image processing problems. Applications that 

VIPS has been used to study include: defect assessment in sawn timber (Ng, 

1985); growth ring area measurements ('9); simulation and investigation of 

the properties of the retino-cortical mapping used by human vision. In 

applications where speed is not of primary importance, such algorithms may 

be implemented using VIPS, however most problems will require dedicated 

hardware and software, HIPS should provide a more flexible prototyping 

technique for this part of the problem. VIPS provides a near ideal 

environment for command development and testing because of the ease of 

adding and altering user commands. VIPS programs enable the repetitive 

testing of commands for different parameters, allowing the subtle effects 

of new operators to be examined and, hopefully, understood. The results 

for the RANGE filter presented in ~5 were obtained in this way. 

The need for such a development facility in industry is highlighted 

by the popularity of VIPS. There have been requests for copies of the VIPS 

hardware and software from a number of organisations including the Forest 

Reaearch Institute and the Wool Research Organisation of New Zealand. The 

applications considered are the automation of routine research 

measurements, and the investigation of image processing techniques into 

quality control in industry. 
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Chapter 3 

HI S CAMERA 

This chapter describes the image capture sUbsystem developed for 

the High Resolution Image Processing System (HIPS). 

NEED FOR A LABORATORY CAMERA 

Almost all commercially available cameras are designed around 

television rates. Television standards have been established in an attempt 

to make the system match the properties of the human perceptual system, 

especially with regard to the minimisation of flicker. This means that the 

maximum integration time is restricted to 20ms. Although this is adequate 

for many applications, in a laboratory situation it is desirable to have 

available a camera with a wide range of integration times. 

Long integration times are necessary in astronomical applications 

where the low light levels preclude the use of conventional cameras (Hall, 

1981). With distant objects, integration times in the order of hours may 

be necessary. At the other extreme, when imaging fast moving objects, 

short integration times may be necessary to prevent motion blur. 

For this reason, an image capture subsystem with a variable 

integration time was constructed for HIPS. 



N 
(V) 

r-----
I 

·1 
I 

I 

SENSOR 

CLOCK 

DRIVERS 

VIDEO 

A ER 

PELTIER 
EFFECT 
DEVICE 

CAMERA 

ERATOR 

/ 

R 

----------
I 

- - __ I 

Figure 3.1: A block diagram of the HIPS image capture subsystem. 

Clock 

request I a::: 
w 

A 
I-

' .. I ::> 
a.. 
:E 

Data 10 
(,) 



~ 33 -

3.2 THE IMAGE CAPTURE SUBSYSTEM 

The components r~quired in an image capture subsystem are 

illustrated in figure 3.1. The components for the HIPS image capture 

subsystem will be described in turn. 

3.2.1 THE CAMERA 

Mounted within th~ camera are the sensor, the clock drivers, the 

video amplifier and the thermoelectric cooling device. Figure 3.2 shows 

the physical arrangement of the components within the camera body. 

3.2.1.1 THE SENSOR 

The image sensor used in the HIPS camera is a General Electric 

Company P8600 charge coupled device (CCD). What follows is a simplified 

account of the sensor operation. For more detailed information, refer to 

techicnal notes on the device (General Electric Company, 1981). The sensor 

contains contains 385 x 576 active elements, which are used as two frames 

of 385 x 288. This device uses the 'frame transfer' organisation (General 

Electric Company, 1981). Figure 3.3 identifies the three main areas of the 

chip: the integration section; the storage section; and the readout 

section. Each section is controlled by separate sets of three phase 

clocks. 

The image is focussed onto the integration section of the chip 

where the incident light intensity distribution (the image) is converted to 

a two dimensional charge pattern (Hobson, 1978). During integration, one 

of the three phase clock signals to the integration section is held high. 

This creates a potential well in the substrate beneath the clock line which 

attracts and accumulates the photoelectrons (General Electric Company, 

1981). 

After the required integration time, the image that has accumulated 

in the integration section is transferred very rapidly into the storage 

section of the device. This operation is referred to as a fast frame 

transfer (FFT) and involves clocking the I~ and S~ lines together. The FFT 

occurs very rapidly to minimise smearing caused by the continued light 

integration as the image is transferred. This rapid transfer is possible 

since all 385 columns in the sensor are transferred in parallel. 
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a) 

c) 
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Figure 3.3: Schematic of the P8600 sensor. 
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Figure 3.2: (On facing page) Photographs of inside the camera body. 

a) Front view showing the MA357 sensor. b) A side view 

showing the clock drivers. c) A view from the other side 

showing the video amplifier. 
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The storage section is covered by an opaque material to prevent 

further light integration. Once the image has been transferred to the 

storage section, another image can be captured in the integration section. 

The charge in the storage section is clocked one row at a time into the 

readout register where it is transferred to the output amplifier in serial 

form. This operation is performed by clocking the R$ lines for 400 cycles 

(the length of the readout register) for each S$ cycle. 

In the output amplifier, the charge from the readout register is 

used to charge a capacitor, converting it to a voltage. This capacitor 

voltage reset to a fixed level before each charge packet is loaded from 

the readout register. The clock used for this resetting operation is fed 

through to the output, detracting from the overall signal quality. To 

facilitate removal of this clock feedthrough, an additional dummy output is 

provided. 

3.2.1.2 CLOCK DRIVERS 

Each section of the chip is independently controlled by a set of 

three phase clocks. These signals are provided by the waveform generator 

(section 3.2.2) through a set of drivers. The drivers convert the clock 

signals from standard TTL levels to around 15 Volts as required by the 

sensor. The crossover in the waveforms between the phases needs to be 

controlled accurately to enable efficient charge transfer. The timing 

required (General Electric Company, 1981) is shown in figure 3.4. 

~I ~ \ f \ 
I 

I 

¢2 \ I / \ I 

~ " \ 6 ~ 
Figure 3.4: Crossover required for CCD clock lines. 
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The major difficulty encountered in designing the clock drivers is 

the high input capacitance (6nF) of the integration and storage clock 

lines. This capacitance needs to be charged to 15 volts in 200ns. This 

requires that the drivers provide a constant current of about 0.5 Amp for 

200 ns. To switch currents of this magnitude for such short times, it was 

decided to use VMOS power FETs. Figure 3.5 shows the final circuit 

developed. The rapid switching of large currents poses a potential 

electromagnetic interference problem (White, 1981) particularly with the 

close proximity of low level video signal lines. To minimise this problem, 

extensive ground planing was used on the printed circuit boards, as can be 

seen in figure 3.2. 

TTL 
~~""""''''''''''CD4069 

Input 

Vpp 

! 

to 
CCD 

Figure 3.5: The clock driver circuit. One is required for each clock 

line. 

3.2.1.3 VIDEO AMPLIFIER 

The video amplifier consists of two stages. The first stage is a 

differential amplifier which subtracts the dummy output signal from the 

video output signal, thus removing the clock feedthrough. The second stage 

buffers the video signal enabling it to drive a 50 ohm coaxial cable. The 

design of the video amplifier was the same as that used in the University 

of Canterbury Image Processing System (UCIPS) (Atkinson, 1981). 
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3.2.1.~ THERMOELECTRIC COOLING 

One of the problems encountered when long integration times are 

used is thermal noise. Within the CCD, random thermal motion generates 

free electrons which are attracted to the potential wells during image 

capture. These electrons cannot be distinguished from the electrons 

liberated by the incoming light thus produce a random thermal image which 

is superimposed on the true image. This thermal image reduces the dynamic 

range available for the signal, and also reduces the contrast by adding a 

random offset to the true image. 

The thermal image is reduced in amplitude by a factor of two for 

every 7 degrees reduction in temperature from room temperature (Hobson, 

1978, '7) making cooling desirable. In the HIPS camera, a Peltier effect 

device (PED) is used to cool the sensor to about 1 degree Celsius to reduce 

thermal noise. Temperatures lower than this may cause problems with ice 

forming on the sensor. The PED control system was designed by G.J. 

Atkinson (1981), and allows both switching control and proportional 

control. In cooling the sensor, the PED extracts heat which then has to be 

radiated away. The heat sink arrangement is identified in figure 3.2(a). 

3.2.2 WAVEFORM GENERATOR 

The waveform generation board provides all of the clock signals 

required by the sensor and frame capture hardware. Figure 3.6 shows the 

block diagram of the hardware. The function of four blocks on the diagram 

will be described in turn. 

The field and integration block controls the synchronisation of the 

integration and readout of the image. The field time is controlled by a 

DIP switch programmable divider chain. This enables the integration time 

to be varied, rather than being fixed to television rates. After the 

required integration time has elapsed, a signal is sent to the integration 

pulse waveform section to initiate an FFT. This signal is also sent to the 

direct memory access (DMA) board to indicate that a frame is about to 

become available. When the FFT is complete this section is reset and 

integration for the next frame commences. 
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On receipt of an FFT request, the integration pulse generator is 

enabled. This allows 290 cycles of the three phase 1$ clock signals to be 

sent to the sensor. During the FFT, the 1$ signals are also gated to the 

S$ lines. This transfers the image from the integration section to the 

storage section on the sensor. 

When the FFT is complete, the storage pulse generator is enabled. 

This allows a further 290 cycles of the three phase S$ clock signals to be 

sent to the sensor. Each cycle shifts one row of the image from the 

storage section into the readout register. There is a delay between each 

cycle to allow the readout register to empty before the next row is shifted 

down. 

The readout pulse generator provides 400 cycles of the three phase 

R$ clock signals to the readout section of the sensor for each row of the 

image loaded from the storage section. This transfers the row to the 

readout amplifier one pixel per cycle. The readout pulse generator also 

provides a clock for the analogue to digital convertor to indicate when the 

video output is stable. 

The original design for the waveform generator was done by K.S. 

Leong (19B1) for his final year undergraduate project. This design was 

substantially modified by S,J. McNeill, and finally constructed and 

debugged by the author. The waveform generator is built from discrete 

integrated circuits. A more flexible approach for any future models may be 

to use a microcontroller. 

3.2.3 FRAME GRABBER 

The analogue signal from the camera is digitised and stored in the 

memory of the host computer via DMA. 

3.2.3.1 ANALOGUE TO DIGITAL CONVERSION 

When the video data from the camera is stable (as indicated by the 

waveform generator board), the sample and hold unit samples the data. When 

the output of sample and hold settles, a start convert signal is sent to 

the successive approximation AID convertor. After conversion is complete, 

the digital output is latched and made available to the DMA board. 
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The analogue to digital (AID) convertor is on the same multibus 

sized board as the temperature control system. This board was designed by 

G.J. Atkinson (1981) as one channel of a multispectral imaging system 

(Hodgson et al., 1982). 

3.2.3.2 DIRECT MEMORY ACCESS 

When an image is required, a capture frame command is sent to the 

DMA board which captures the next available frame of the requested type 

(odd frame or even frame). The board was originally deSigned by B.H. Chau 

(1981) and was modified by the author to incorporate a programmable 

transfer address; a DIP switch programmable transfer length; the checking 

of transfer errors; and including a status register. A block diagram of 

the DMA board is shown in figure 3.7. 

SOFTWARE INTERFACE 

To capture an image, the host computer sends the transfer address 

to the DMA board, and requests either an odd frame or an even frame. The 

DMA board then waits for an indication from the waveform generator board 

that the next frame is about to be read from the CCD. If the frame is of 

the right type (odd or even depending on the frame type requested). the DMA 

requests access to the computer bus. The DMA board retains control of the 

bus until the transfer is complete, or a transfer error is detected. The 

status register may then be read to determine if the transfer was completed 

successfully. If the user required an interlaced image. the user must 

capture the odd and even frames separately, and then interlace them using 

software. 

3.4 SPECIFICATIONS 

The camera subsystem specifications may be summarised as follows 

(assuming a 9.22 MHz system clock): 

Integration time range 

444 il S to 0.888 s in steps of 444 il S 

14.2 ms to 28.4 s in steps of 14.2 ms 

1.82 s to 1. 01 hr in steps of 1 .82 s 

58.2 s to 32.3 hr in steps of 58.2 s 
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Fast frame transfer time 755 ~s 

85 ms Image readout time 

Pixel transfer rate 

Frame length 

1 .54 MHz 

116000 bytes. 

Image size 

Single frame 

Interlaced frames 

DMA ports 

Address port 82H 

Command port 80H 

Status port 80H 

Camera size 

288 x 385 x 8 bits 

576 x 385 x 8 bits. 

185 mm wide x 180 mm long x 95 mm high (without lens) 

Will take any standard C mount lens. 

Temperature controller 

switched or proportional control 

Enables sensor temperatures down to 1° Celsius 

Maximum PED current 6.5 Amps. 

Power supply requirements 

±5 Volts, ±15 Volts and +24 Volts. 

3.5 SUMMARY 

An image captured by the image capture subsystem described in this 

section is shown in figure 3.8. The streaks in the image are caused by 

defective elements in the sensor. 

At present, integration times shorter than the readout time cannot 

be accommodated. This is because the minimum charge accumulation time in 

the integration section cannot be less than the readout time with the 

current timing board. Discussions with the designer of the chip (see 

appendix 2) indicate that reverse clocking of the integration section to 

flush the unwanted charge out the test input prior to capturing an image 

using a short integration time is a possible solution to this problem. 
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a) 

b) 

Figure 3.8: An image captured by the HIPS camera. a) The original 

image. b) The image after using the dark current image to 

mask out the defective pixels. 
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The image capture subsystem described above has the advantage over 

more conventional systems in that it enables the image integration time to 

be varied. With suitable modifications to the waveform generator board, it 

would also enable experimentation into the use of a CCO sensor to apply 

simple preprocessing operations to the image. The major disadvantage of 

designing a one.off system such as that described in this chapter is that 

considerable development effort is required for such small advantages. 

However, when this design began, large solid state area cameras were not 

readily available. 
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Chapter 4 

RANK FILTERS 

4.1 INTRODUCTION 

A local filter is an operator whose output at a pixel is a function 

of the input values within the neighbourhood of that pixel (Castleman, 

1979). This neighbourhood can be thought of as a window, since for each 

output pixel, only the pixel values within the window are used. The window 

is scanned across the input image, each position contributing to one pixel 

in the output image. The window can be of any shape, although it is almost 

always symmetrical about a centre point (Justusson, 1981), and is usually 

square. Some common windows are shown in figure 4.1. Local operators tend 

(a) (b) (e) 

(0 I I I I 

Figure 4.1: Commonly used windows: a) 5x5 square, b) 5x5 cross, c) 1x5 

strip, d) 3x3 square, e) 3x3 hexagonal, and f) 5x1 strip. 



to have short calculation times since generally only a small number of 

input pixel values are operated on for each output pixel. 

With linear filters, the output value is a linear combination or 

weighted average of the input pixel values from within the window. The 

choice of weights depends on the application of the filter. The theory of 

this class of filter is well understood (Castleman, 1979), however, they 

are not suitable for many image processing tasks (Bailey et al., 1984). A 

linear low pass filter is often used to reduce noise, but has the 

disadvantage that edges are blurred (Chin and Yeh, 1983; Justusson, 1984). 

The use of a linear high pass filter to sharpen or detect edges has the 

disadvantage that high spatial frequency noise is amplified (Frieden, 1974, 

1976) and spurious oscillations are produced near edges (Frieden, 1974, 

1976 ). 

Non-linear filters can be devised to overcome some of the 

disadvantages inherent in the use of linear filters (Bailey et a1., 1984; 

Frieden, 1975). The calculation time for local non-linear filters is of 

the same order of magnitude as that for local linear filters since the same 

number of pixel values are processed. There are two broad classes of 

non~linear filters (Bailey et al., 1984): those which are simple 

modifications of linear filters, and those which are not. Examples of 

filters from the first category are: 'trimmed' filters, 'gated' filters, 

and nonlinear combinations of linear filters. Examples of filters from the 

second category are: moment based filters, and RANK filters. This chapter 

brings together the results of research on RANK filters. 

ij DEFINITION OF RANK 

A class of non-linear filters of particular interest are the RANK 

filters. With RANK filters, all the pixel values ~ithin the window are 

ranked according to value, regardless of physical location within the 

window. The output of the filter is the pixel value selected from a 

specified position in this ranked list. Let the pixel values within a 

window of area N pixels be sorted into numerical order as 

(4.1) 

where (4.2) 
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The output is then selected as follows 

RANK i = f i , 1 ::i i ::i N (4.3) 

When this is done for all possible window positions, it can be represented 

as 

g = Ri (f) (4.4) 

where f is the input image, and g is the processed image, and i is the rank 

position selected. A special case of the RANK filter when N is odd is the 

MEDIAN filter where the median rank position is selected. The other two 

special cases correspond to extreme rank position selection. These are 

called MIN and MAX filters (Nakagawa and Rosenfeld, 1978) and are defined 

as follows 

MIN (f) = R1 (f) 

MAX (f) RN (f) 

4.3 REVIEW OF PROPERTIES 

(4.5a) 

(4.5b) 

A summary of important results follows. Most of the reported work 

on RANK filters has concentrated on the MEDIAN filter. 

4.3.1 PROPERTY 1: NOISE SMOOTHING 

RANK filters smooth noise (Heygster, 1982; Nodes and Gallagher, 

1982). The effect of applying a RANK filter to a region of nominally 

constant intensity I, variance V, is to reduce the variance. This effect 

can be observed in figure 4.2, where the narrowing of the intensity 

histogram is indicative of the reduced variance. The high spatial 

frequencies associated with the noise are attenuated, in particular, 

oscillations in intensity with a period less than the window width will be 

smoothed (Nodes and Gallagher, 1982). In this case, since within the 

window there are pixel values at various stages in the cycle, pixels of 

approximately the same intensity are selected as the window moves across 
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Figure 4.2: The effect of RANK filters on a noise image using a 3x3 

square window. The images and intensity histograms for 

ranks 2, 5, and 8 are shown. 

the oscillation. The exception to this is where rank positions near the 

median are used and the oscillation is binary or two valued. Then, each 

of the two values is selected in different window positions and so the 

oscillation persists. 

Filters which use rank positions near the median are especially 

useful for eliminating impulse noise (Ataman et al., 1981; Justusson, 1981; 

Nodes and Gallagher, 1982). This noise is usually caused by bit errors 

that occur during data capture or transmission. S'ince only a small 

proportion of pixels within a window are likely to be noise pixels and tend 

to occupy the extreme rank positions, these pixels will not be selected if 

rank positions near to the median are used. 
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Much has been written on the noise smoothing properties of MEDIAN 

filters (Ataman et al., 1981; Chin and Yeh, 1983; Frieden, 1981; Justusson, 

1981 i Kuhlman and Wise, 1981; Narendra, 1980; Pratt, 1978; Tukey, 1977; 

Velleman, 1977) and many of these authors provide statistical results. 

4.3.2 PROPERTY 2: INTENSITY CHANGE 

Application of a RANK filter will change the mean intensity, I. 

The important exception to this generalisation is the case that occurs when 

a MEDIAN filter is used in a region in which the noise distribution is 

symmetrical. In this case, the MEDIAN filter does not change the mean 

intensity in the region (Heygster, 1982). Selecting a rank position less 

than or greater than the median will reduce or increase I respectively. 

These effects are demonstrated in figure 4.2, where the mean intensity can 

be seen to shift. With a symmetrical input distribution, using rank 

positions other than the median skews the output distribution, as shown in 

figure 4.2. The general effect of applying a RANK filter to an image with 

a skewed noise distribution, when compared to the effect of the same filter 

on an image with a symmetrical noise distribution of the same mean and 

variance, is to shift the mean intensity in the direction of the skew. 

This shift can be explained as follows: When the mean value is calculated, 

outlying pixel values have a larger effect in determining the position of 

the mean than those closer in. When the median value is calculated, each 

pixel carries the same weight, and the median value is nearer the bulk of 

the intensity values than the mean value. This result also applies to 

other rank values near the median, but rank values near the extremes are 

determined mainly by the nature of the tails of the noise distribution. 

4.3.3 PROPERTY 3: EDGE PRESERVATION 

RANK filters preserve the shape of edges (Justusson, 1981; Yang and 

Huang, 1981). The shape of an intensity step, or ramp, between two 

adjacent regions of uniform but different intensities is preserved. Figure 

4.3 shows the one dimensional case. In general, this result carries over 

to two dimensions, as shown in figure 4.4. When linear low pass-filters 

are applied to edges, step edges are blurred to ramps, and the width of 

ramp edges is increased (Chin and Yeh, 1983). If the two regions are 

noisy, however, slight blurring does occur when a RANK filter is applied 
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Figure 4.3: Shape preservation and edge propagation: a) a complex one 

dimensional edge, b) The edge after filtering with a 5 

element MAX filter. 

Figure 4.4: The effect of RANK filters on edges, using a 9xl strip 

window. The images and line profiles for ranks 2, 5, and 

8 are shown. 
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Window position 

t 
Uniform noisl2 
b<2twl2l2n 100 8. 120 

I Uniform noisl2 
bC2twC2czn 70 8. 90 

Figure 4.5: The blurring effect of noise on a one dimensional edge 

subject to MEDIAN filtering with a 9 element window. 

(Justusson, 1981; Yang and Huang, 1981). To explain this effect a 

particular example will be used (refer to figure 4.5). Consider a nine 

element window positioned near an edge so that it contains five pixels from 

the region on one side of the edge, and four from the region on the other 

side. The two regions have intensitities of 110 and 80 respectively. The 

expected value of the median in this case is 110. If uniformly distributed 

noise is added to this edge, the pixel values are distributed uniformly 

between 100 and 120 on one side of the edge, and between 70 and 90 on the 

other side. The median, corresponding to a rank position of 5 selects the 

minimum intensity of the five pixels betVleen 100 and 120. This has an 

expected value of 103, whereas if there is no noise, the expected value 

is 110. This is effectively a slight blurring of the edge. 

4.3.4 PROPERTY 4: EDGE SHIFTING 

Application of a RANK filter will shift the position of edges. 

Selecting a rank position less than or greater than the median will 

propagate the edge in the direction of the region of higher or lower 

intensity respectively (Goetcherian, 1980; Nodes and Gallagher, 1982) since 

the pixel values from one side of the edge will be selected while the 

window is still on the other side. This effect is illustrated in figures 

4.3 and 4.4. Only the MEDIAN filter will preserve the position of the edge 

if the VlindoVl is symmetrical about its centre. This is because when the 



window is on an edge, there are just as many points on one side of the 

centre pixel that are greater than the centre pixel value as there are on 

the other side (refer to figure ~.6). This means that the median value is 

the value of the centre pixel, and no modification is made to the edge 

(Nodes and Gallagher, 1982). Any irregularities in the edge less than the 

width of the window will be smoothed by filters with rank positions close 

to the median. 

a a 
a a 
a a 
a a 
a a 

b 
b 
b 
b 
b 

a a 
a a 
a a 
a 

Figure ~.6: Straight edge preservation property of MEDIAN filtering. 

4.3.5 PROPERTY 5: INVARIANT IMAGES 

A RANK filter will change all signals except a constant (Nodes and 

Gallagher, 1982). Repeated application of a RANK filter will continue to 

change the image. This happens because the only fixed points for RANK 

filters other than the MEDIAN are images of uniform intensity. Thus for 

rank filters in general, the only solution to the equation 

f (~ .6 ) 

is f constant. (~ .7) 

This property is an extension of property 2 and is implicit in property ~. 

After any edges or intensity steps in the image have propagated to the 

edges of the image, there will be no edges left to propagate, therefore the 

image must be constant. With the MEDIAN filter edges do not propagate 

since edges are invariant, thus the fixed points of the MEDIAN filter image 

consist of edges, regions of locally monotonic slope (Arce and Gallagher, 
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Figure 4.7: The fixed points of an image subject to MEDIAN filtering. 

The lower left image is the fixed point i~Bge of a 3x3 

square window, and the lower right image is the fixed 

point i~~ge of a 3x3 cross window. 

1982; 3ednar and Watt, 1984; Gallagher and Wise, 1981; Nodes and Gallagher, 

1983; Tyan, 1981), and certain types of saddle point (Tyan, 1981). The 

fixed point, or root, images for two different window shapes and sizes are 

she wn in figure 4.7. 

4.3.6 PROPERTY 6: MIN AND MAX FILTERS 

MIN and MAX filters have the following properties (Heygster, 1982; 

Nakagawa and Rosenfeld, 1978): 

MIN (MAX (MIN (f))) 

MAX (MIN (MAX (f))) 

MIN (f) 

MAX (f) 

MIN (MAX (f)) ~ f ~ MAX (MIN (f)) 

(4.8a) 

(4.8b) 

(4.9 ) 
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These properties are not held in common with the non MIN or MAX RANK 

filters, however for RANK positions close to the extremes, equations (4.8) 

and (4.9) may be considered to hold in an approximate sense, the 

approximation becoming less valid for positions toward the median. 

4.3.7 PROPERTY 7: LOCAL MINIMA AND MAXIMA 

In a MAX filtered image, all regions of local maxima contain the 

window shape rotated by 180 degrees (Heygster, 1982). This can be 

explained by considering the ITI shaped window shown in figure 4.8. If 

there is a pixel whose intensity value is a local maximum (as determined by 

the window size and shape) then this pixel will be selected by the MAX 

filter when the window is in the positions marked by asterisks. The dotted 

lines show one such window position. In this way, the pixel which is a 

local maximum is selected from different positions from within the window, 

giving a local maximum the shape of the window rotated by 180 degrees. A 

similar property holds for MIN filtering with regard to the local minima. 

(0 ) 

I 

x 
(b) --J.~'j-

I ~.~ --- ~ 

1*1* * 
: I 

I !-l 

-
Local maximum 

"""" Bqfonz filtqring * A ft(Zr filtl2ring 

Figure 4.8: Local maximum from a MAX filtered image: a) ITI shaped 

filter, and b) its effect on the local maximum. The 

dotted lines show one window position. 

4.3.8 PROPERTY 8: COM1>1UTAT ION WITH MONOTONIC FUNCTIONS 

Monoton! increasing functions of grey scale commute with RANK 

fi Hers t 1982). Given a monotonical increasing function, M, 

defined as 



then 

g '" M (f) 

R. (M (f)) 
1 
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(4.10) 

M (Ri (f)) (4.11) 

Since the order of the pixel values from within the window does not change, 

selecting the same rank position will select the same pixel. The function 

M may be applied either before or after RANK filtering since M is a point 

operator, that is the re~ultant value at a pixel is independent of the 

value of neighbouring pixels. This property is of particular use in 

delaying some image processing decisions (for example selecting a threshold 

level) until the image is in a more suitable form (for example less noisy) 

(Nakagawa and Rosenfeld, 1978). An extension of this property is that any 

monotonically increasing function commutes with any series of RANK filters 

(Heygster, 1982). That is 

(4.12) 

4.3.9 PROPERTY 9: COMPLEMENT PROPERTY 

RANK filtering a complemented image (that is an image which has its 

intensity range reversed) with a rank position i is equivalent to RANK 

filtering the original image using the rank position N+l-i and 

complementing the result (Heygster, 1982; Nakagawa and Rosenfeld, 1978). 

Since complementing an image reverses the order of the ranked pixel values 

from within the window, the same pixel will be selected if the ranking is 

reversed. That is 

(4.13) 

or when performed for the whole image 

-R (f) .. R (-f) 
N+ld i 

(4.14) 

The consequence of this property and property 8 is that RANK filters are 

commutative with monotonically decreasing functions of grey scale provided 

that the rank position used is modified appropriately. 
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4.3.10 PROPERTY 10: NO NEW INTENSITY VALUES 

In the application of a RANK filter, no new intensity values are 

generated. This is because at each window position one of the intensity 

values from within the window is selected for the output image. This means 

that the intensity values appearing in the output image, will be a subset 

of those in the input image. This property is important when only a few of 

the available intensities appear in an image. With linear filters, in 

general, new values are generated. 

4.4 FAST METHODS 

Several efficient methods have been devised for applying MEDIAN 

filters to an image (Ataman et al., 1980; Bednar and Watt, 1984; Garibotto 

and Lambarelli. 1979, Huang et al., 1979). Two of these (Garibotto and 

Lambarelli, 1979; Huang et al., 1979) use a histogram modification scheme 

to make use of the overlap from one window position to the next (only one 

pixel value changes in the one dimensional case, or a small fraction of the 

window area in higher dimensions - see figure 4.9). 

Pos ition ba:fora: moving .. 
. .. 

Position aftczr moving 

X Ova:rlapping or 
radundant pix<21 s 

Position ba:fora: moving 

x X 
X X 
X X 
I11III • 

Position aft<2r moving 

Figure 4.9: Overlap in the pixels sorted as the window moves: a) one 

dimensional case (5 element window), and b) two 

dimensional case (3x3 window). 

In this method, a histogram is taken of the window in the first position, 

and the median derived from that. For subsequent window positions, the 

pixels which move out of the window are removed from the histogram, and the 
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new pixels are added. The median is then modified to represent the 

distribution in the new window position. This is repeated for all possible 

window positions, and can be shown to be considerably faster than 

conventional sorting algorithms, especially for larger window sizes (Huang 

et al., 1979). Bednar and Watt (1984) use a simplification of this method, 

using a sorted list rather than a histogram. This method is good for one 

dimensional RANK filtering, but in higher dimensions, no real advantage is 

gained since several values in the sorted list need changing when moving 

from one window position ,to the next. If more than one rank position is 

required, this method has the advantage that all rank positions are readily 

available. 

Another method (Ataman et al., 1980) calculates the median value 

within a window by sorting the pixel values one bit at a time and 

discarding the values which will not be used. This is illustrated in the 

following example for finding the median of nine five bit numbers (refer to 

figure 4.10). In the first step the most significant bit is examined. Of 

the nine values, three begin with a '0' therefore the median value begins 

with a '1' and those numbers beginning with a '0' are discarded. Of the 

six values that are left, the second is the median. The second most 

significant bit is now examined, Since four of the values that are left 

have a '0' and the second is required, the next bit in the median is a '0'. 

Those values which have a '1' are discarded. As this process is repeated 

for each bit, the median is built up one bit at a time. Although these 

Step 2 3 4 5 

6 '" 00110 0 
25 .. 11001 1 1 
19 .. 10011 1 0 0 1 
16 = 10000 1 0 0 0 
23 '" 1 0111 1 0 1 

8 == 01000 0 
20 "" 10100 1 0 
30 '" 11110 1 1 
15 01111 0 

MEDIAN 1 0 0 
Value wanted 5th 2nd 2nd 2nd 1 st 
Number of Os 3 4 2 1 0 

Figure 4.10: Ataman's median sorting algorithm shown for 9 elements. 
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methods are given for the MEDIAN filter, they can be easily modified to 

perform RANK filtering. 

4.5 HARDWARE SYSTEMS FOR MEDIAN I RANK FILTERING 

Several hardware systems have been proposed or constructed for RANK 

filtering. The earliest of these is an analogue circuit for selecting a 

particular ranked position from several voltages (Morgan, 1973). Although 

this circuit is fast since it uses parallel circuitry to perform the 

processing, it is impractical in digital image processing applications 

because of the inconvenience and limited accuracy of DIA conversion, 

analogue processing and AID conversion. To select a different rank 

position, the circuitry needs to be significantly modified making this 

method unsuitable for general RANK filtering. 

Ataman et ale (1980) describe an implementation of the MEDIAN 

filter using the successive refinement method described earlier. The 

hardware he discusses should be able to perform RANK filtering with only 

minor modifications, however it can provide only one rank at a time. In 

applications where more than one rank position is required, as in the 

applications suggested by Bovik et ale (1983) and Bednar and Watt (1984), 

this would be a disadvantage since it would require duplication or 

significant modification of the circuit. The main advantage of this method 

is the relatively low component count when compared with other possible 

discrete implementations. 

RANK filtering is ideally suited to implementation by VLSI (Very 

Large Scale Integration) techniques since the filter can be designed using 

regular circuit structures (Oflazer, 1983). Several methods have been 

proposed to apply VLSI techniques to one dimensional MEDIAN filtering 

(Eversole et al., 1978; Oflazer, 1983; Shamos, 1978). These can be applied 

to two dimensional processing using what is known as a 'SEPARABLE MEDIAN' 

filter (Narendra, 1980; Nodes and Gallagher, 1983). With this filter, 

first the rows then the columns are MEDIAN filtered giving the median of 

medians (both one dimensional operations). This is equivalent to MEDIAN 

filtering with a horizontal strip window (for example figure 4.1f) followed 

by MEDIAN filtering with a vertical strip window (for example figure 4.1c), 

Although this has similar properties to the conventional MEDIAN filter 
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(Narendra, 1980; Nodes and Gallagher, 1983) it cannot be easily extended to 

filters of arbitrary rank. 

Fisher (1982) presents algorithms for one and two dimensional 

filtering. These methods use a linear pipeline of identical cells. Each 

cell has a stored value and receives a message action and a message value 

from the previous cell. The message action is performed and at the next 

cycle the message action and value are passed to the next cell. As the 

window moves, the values 'of the pixels which move out of the window are 

deleted from the sorted list, and the values of the pixels which move into 

the window are inserted. In this way, the total overall processing is 

minimised. being spread efficiently among all of the cells, The processing 

performed by each cell consists of comparing and swapping two intensity 

values. The area of silicon required to implement this algorithm is 

proportional to the number of pixels within the window, M, an advantage 

over alternative algorithms which require an area of silicon proportional 

to M2. For larger windows this property of the Fisher algorithm becomes a 

major advantage. 

A VLSI chip was proposed (Appendix 3) which will perform RANK, 

RANGE. and rank based edge enhancement filtering on a two dimensional image 

using a 3x3 square window. This will use a conventional parallel bubble 

sorting algorithm, a method which becomes impractical for larger window 

sizes (Oflazer, 1983). It will be used here since for a 3x3 window, it is 

the fastest method, and will occupy approximately the same chip area as the 

other methods (Naylor, 1984). The chip will be able to operate in one of 

three different modes: as a substitute for the current software operators; 

in a pipelined mode with other similar processors; and in a stand alone 

mode. This chip will be capable of processing images with pixel rates in 

the order of lOOns per pixel, enabling images with up to 512 pixels per row 

to be processed at video rates. This corresponds to a 5000 fold increase 

in speed for RANK filtering, and even greater speed increases for the other 

rank based filters. 

4.6 APPLICATIONS OF RANK FILTERS 

4.6.1 APPLICATION 1: NOISE SUPPRESSION 

RANK and other nonlinear filters may be used with advantage for 
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noise suppression where the information in the image being filtered is 

destroyed by conventional low pass filtering. The filters mentioned in 

this section all have the property that to some extent they preserve edges 

in the original image. 

The main application of the MEDIAN filter is in noise suppression 

and much has been written in this field (Chin and Yeh, 1983; Frieden, 1981; 

Jayant, 1976; Justusson, 1981; Kuhlman and Wise, 1981; Narendra, 1980; 

Pratt, 1978; Rabiner et al., 1975; Tukey, 1977; Velleman, 1977; Yang and 

Huang, 1981). The MEDIAN filter works best on heavily tailed noise 

distributions (for example uniform distribution, or exponential 

distribution) (Bovik et al., 1983; Justusson, 1981), and is very effective 

at removing spike noise (Nodes and Gallagher, 1982; Rabiner et al., 1975). 

Combinations of RANK filters can also be used for noise suppression 

(Bednar and Watt, 1984; Bovik et al., 1983; Goetcherian, 1980; Nakagawa and 

Rosenfeld, 1978; Preston, 1983). There are two main ways RANK filters can 

be used: sequential filter passes (Goetcherian, 1980; Nakagawa and 

Rosenfeld, 1978; Preston, 1983), and in a weighted sum of values from 

different rank positions (Bednar and Watt, 1984; Bovik et al., 1983). An 

algorithm which eliminates spike noise effectively using sequential passes 

is 

g MIN (MAX (MAX (MIN (f)))) (4.15) 

This can be considered as one of a family of filters. If we consider 

MIN (f) 
n 

MIN (MIN (... MIN (f) .•• )) (4.16) 

where the MIN filter is applied sequentially n tim~s, then the following 

are all noise suppression filters (Goetcherian, 1980; Nakagawa and 

Rosenfeld, 1978) 
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g MIN (MAX (f) ) (4.17a) n n 

g = MAX (MIN (f) (4.17b) n n 

g MAX (MIN2n (MAX (f) » (4.17c) n n 

g MIN (MAX2 (MIN (f») (4.17d) n n n 

The filters represented by equations (4.17a) and (4.17b) eliminate negative 
, 

and positive going features respectively, the size of the feature being 

eliminated being dependent in the parameter n. Rank positions other than 

the extremes give similar results. The main disadvantage of these filters 

is that, in general, the mean intensity is not maintained if the input 

images are noisy. This can be inferred from property 6 above, which also 

suggests that the filters represented by equations (4.17c) and (4.17d) will 

be better in this respect. 

A linear combinatior. of RANK filters also eliminates noise (Bednar 

and Watt, 1984; Bovik et al., 1983). In general this type of filter may be 

represented as 

N 
g = L Wi x Ri (f). 

i 1 
where (4.18) 

Different schemes for selecting the weights give different families 

of filters which are optimum in a particular sense (Bovik et al., 1983). 

In both cases found in the literature, the weights are symmetrical about 

the median as in equation (4.19). This maintains the mean intensity when 

the noise distribution is symmetrical. 

1 ::; i ~ N/2 (4.19) 

4.6.2 APPLICATION 2: LOW PASS, BAND PASS AND HIGH PASS FILTERING 

Equations (4.17a) to (4.17d) represent a type of spatial low pass 

filter, the cut frequency being dependent on n. In general, as n 

increases, the cut frequency decreases since larger features are 
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eliminated. These are not true low pass filters (Heygster, 1982) since 

edges are preserved. When using these filters in two or higher dimensions, 

the frequency response is direction dependent, but this limitation can be 

overcome to a certain extent by using rank positions other than the 

extremes (Preston, 1983). An example of this for a 3x3 window is 

g (4.20 ) 

This corresponds to equation (17a) with n 3. 

Since these filters are generically low pass in their response 

(apart from edge preservation), band pass and high pass filters may be 

derived (Goetcherian, 1980; Preston, 1983) from them in the same way as 

they are for linear band pass and high pass filters (Castleman, 1979). 

An example of a bandpass filter is given in equation (21) where the results 

from two low pass filters with different cut frequencies are subtracted. 

g MIN n (MAX 2n (MIN n (f))) M MINk (MAX2k (MINk (f))), n<k (4.21 ) 

When a low pass filtered image is subtracted from the original as in 

equation (4.22), a high pass filtered image is obtained. 

g f .. MIN (MAX
2 

(MIN (f))) 
n n n 

(4.22) 

Similar equations may be derived for the low pass filters given in 

equations (4.17a) to (4.17c). Low pass, band pass, and high pass filtered 

images based on equation (4.17d) are shown in figure 4.11. 

4.6.3 APPLICATION 3: SHRINKING AND EXPANDING, SKELETISING 

MIN and MAX filters have been proposed as substitutes for SHRINK 

and EXPAND operators when processing multivalued images (Goetcherian, 1980; 

Justusson, 1981; Nakagawa and Rosenfeld, 1978). RANK filters in general 

may be used, since they also propagate edges (property 2). Rank positions 

greater or less than the median will expand or shrink regions of high 
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Figure 4.11: Low pass, band pass, and high pass f i lt er ing of an image. 

The low pass fi lter is described by equat ion (4.17d) with 

n '" 1. The band pass filter is described by equation 

(4.21) with n .. 1 and k = 2. The high pass fi It er is 

described by equation (4.22) with n '" 2. 

intensity respectively. Several algorithms have been proposed for 

skeletising images using MIN and MAX filters (Goetcherian, 1980; Peleg and 

Rosenfeld, 1981). One of these (Goetcherian, 1980) uses 'gated' MIN and 

MAX over several different window shapes and positions to extend the 

skeletisation algorithms used with binary images. The other algorithm 

(Peleg and Rosenfeld, 1981) uses MIN and MAX filters to shrink and expand 

the image in the following way: The image is shrunk using the iterated MIN 

filter for several different iteration lengths. Each of these is expanded 

once using the MAX filter, and subtracted from the previous shrunk image as 

in equation (4.23). 

g '" MIN 1 (f) - MAX (MIN (f)) n n- n (4.23) 
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This result is nonzero as a result of property 6, the pOints in the 

resultant image being those which are a distance n-1 from the edge of the 

object that are not adjacent to any points at a distance n from the edge. 

When the results for several n are summed the resultant image contains the 

skeleton of f. 

h (4.24) 

These steps may be combined to give what will be referred to a SKELET 

filter as shown in equations (4.25) and (4.26). This filter combines the 

residue from one shrink / expand operation with the original image. 

Let g = f ~ MAX (MIN (f)) (4.25) 

Then SKELET (f) = MIN (MAX (MIN (f) + g)) (4.26) 

Each time the SKELET filter is iterated, the image is shrunk by a single 

layer of pixels, that layer being replaced by the skeleton. This process 

is repeated until no more change is made to the image (or until any changes 

made are insignificant). The fixed point of the SKELET filter is the 

skeleton of the image. Figure 4.12 shows an image after successive passes 

of the SKELET filter. 

4.6.4 APPLICATION 4: STREAK AND SPOT / CLUSTER DETECTION 

Batchelor has used the MIN and MAX filters to detect spots and 

streaks in images, without detecting step edges (Batchelor, 1979b). He 

uses the equation 

g f ~ MAX (MIN (f)) (4. a) 

to detect streaks and spots which have a higher intensity than the 

surrounding pixels, while use of equation (4.27b) detects streaks and 

spots of lower intensity. 
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Figur e 4 .1 2: Successive passes of a SKELET filter on a binary i mage. 

g 

g 

Note that after pass 4, no further changes are made in 

the image. 

MIN (MAX (f» - f 

MIN (MAX (f» - MAX (MIN (f» 

(4 .27 b) 

(4.27c) 

Equation (4.27c), being the sum of (4.27a) and (4.27b) will detect both 

sets of streaks and spots. The size of the detected features can be 

increased by using the iterated MIN and MAX filters given by equation 

(4.16). After the filtering has been done, the resultant image, g, may be 

thresholded to obtain a feature map. 

These equations can be used in a similar way to detect clusters 

(Nakagawa and Rosenfeld, 1978). Consider an image containing several small 

isolated regions of high intensity. The MAX filter is used repeatedly to 

expand these regions until some of them merge or fuse together. The MIN 

filter is then used to shrink the regions back to their original size. The 

regions which merged remain connected and may be detected by subtracting 

the original image. These interconnecting lines may be expanded again to 

select the original points that are clustered. This process is shown in 

figure 4.13. 
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Fi gure 4.13: The use of RANK filters for cluster detection. The 

second row shows one iteration of the MAX MIN filters and 

detects closely grouped clusters. The third row shows 

two iterations of the MAX MIN filters. 

4.6.5 APPLICATION 5: EDGE DETECTION 

If regions of interest, which are different in intensity to the 

surrounding pixels, are shrunk then the difference between this and the 

original image will represent edge activity. This is because the edges 

between regions shift using the SHRINK operator, giving higher intensity 

regions in the difference image where the edges have moved. MIN and MAX 

filters as shown in equation (4.28) have been used to do this (Goetcherian, 

1980; Pal and King, 1983) and the results are demonstrated in figure 4.14. 

g 

g 

f ,.... MIN (f) 

MAX (f) - f 

(4.28 a) 

(4.28b) 
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J-""''''''''''''X-' Original <2dg<2 

(a) x-x-x-x-x-x . 
i~-X~-K Rank 1 

( b) X-~X-X-X-X-X--K 

X-K--K-X-K ...oK-X Rank 3 

(c ) *-x-x-*-xJ 
x-x 

/ \ Rang<2 (Rank 3 - Rank 1 ) 
(d ) .*-x-*-x-*-x *-X-X-X-X 

Figure 4.14: Edge detection by a RANGE filter. 

These filters may be generalised using any rank positions using the 

following form 

g i < j (4.29 ) 

The two RANK filters are used to shrink or expand the regions of interest 

by differing amounts (property 4). The difference image then has higher 

intensity where the borders of the regions of interest have been shifted as 

demonstrated in one dimension in figure 4.14. Because of the noise 

smoothing properties of RANK filters (property 1) these filters are 

reasonably insensitive to noise, especially spike or other heavy tailed 

noise. 

When j = Nand i = 1 in equation (4.29), the filter gives the 

statistical range of the pixel values within the window, and for other 

values of i and j a subrange is given. For this reason these filters will 

be called RANGE filters and will be represented as in equation (4.30). 

(4.30 ) 

This can be computed in a single pass of the window, rather than as a 

difference between two RANK filtered images as follows 
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RANGE j,i - f. ~ f. 
J 1 

(4.31 ) 

The result of RANGE filtering an image with several values of i and j is 

shown in figure 4.15. These filters are described in more detail in the 

following chapter. 

4.6.6 APPLICATION 6: EDGE ENHANCEMENT 

When an image is blurred, whether in the optical system forming the 

image, or as a result of low pass filtering to remove noise, it is often 

desirable to sharpen or enhance the edges in the image. A 'gated' RANK 

filter may be used for this task. This filter compares the intensity of 

the centre pixel of the window with the mean of two rank values. If the 

centre pixel value is greater than the mean then the larger rank value is 

selected, otherwise the smaller is used. This may be represented as 

follows: 

New value 

New value 

f. 
J 

f. 
1 

IFf > (f
J
. + f 1') / 2 centre (4.32 a) 

IF f t <= (f. + f.) / 2 cen re J 1 
(4.32a) 

Figure 4.15: Edge detection using three different RANGE filters. 



- 71 -

Figure 4.16: The use of the 'gated' RANK filter for edge enhancement. 

The top row shows the original image enhanced using ranks 

8 and 2. The bottom row shows a blurred image enhanced 

using ranks 9 and 1. 

An alternative viewpoint to this is to compare the centre pixel value with 

each of two rank values, selecting the nearer. This is shown in equation 

(4.33). 

New value 

New value 

f. 
J 

f. 
1 

IF f - f I i centre (4.33a) 

(4.33b) 

When the window is in the vicinity of an edge, the two rank values are 

considered to represent the regions on either side of the edge. The centre 

pixel is assigned the the value of the region that it is nearer to in 

intensity. It has been found that using extreme rank positions give the 
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best edge enhancing properties, however such a filter also emphasises the 

noise. Using rank positions somewhere between the median and the extreme 

positions is more optimum in that noise amplification is minimised. With 

this method of edge enhancement, ringing is prevented since no new pixel 

values are generated (property 10). Figure 4.16 shows the effect of this 

filter on several blurred and noisy edges. 

4.7 SUMMARY AND CONCLUSIONS 

In all of the applications presented here RANK filters perform as 

well as, or better than, conventional linear filters. When used for noise 

suppression, most of the edge information in the image is retained. When 

applied to streak and spot detection, features up to a desired size may be 

extracted, without detecting edges. For edge detection, RANGE filters are 

less sensitive to noise than linear filters and perform about as well as 

the commonly used SOBEL filter. With edge enhancement, the gated RANK 

filter is less sensitive to noise than linear filters, and ringing is 

prevented. 

The other applications or tasks discussed in this paper cannot be 

performed by conventional linear filters. The SHRINK and EXPAND operators 

are restricted to binary image processing, and RANK filters may be used as 

substitutes for these when processing grey scale images. Skeletisation 

normally requires special purpose algorithms but may be performed with 

general purpose RANK filters at the expense of computation time. 

Several implementation schemes for RANK filtering, both in software 

and hardware, have been presented. No real comparison has been made 

between the methods since there is insufficient published data for a 

complete assessment of the merits of each scheme. 

Overall, it has been shown that RANK filters have many properties 

which make them a useful tool in image processing. The general nature of 

this tool has been shown through its application to a wide variety of 

tasks. 
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Ch t 5 

RANG FILTERS 

INTRODUC T ION 

The RANGE filter uses the statistical subrange of the pixel 

intensities within a local window. The range and interquartile distance 

are often used in statistics as a measure of the variation of a sample. 

The interquartile distance has been applied to image processing by Scollar 

(1984) as a substitute for the standard deviation as a measure of the 

variation of pixel intensities within a window. If a region has very 

little spread in the local intensity values, then the range and 

interquartile distance are small. If a region has large discontinuities in 

intensity, or is very noisy, the local range and interquartile distance are 

large. One of the features of interest to those using image processing is 

edges. Since are typically characterised by discontinuities in mean 

intensity (Abdou and Pratt, 1979), RANGE filters will detect edges. The 

effectiveness of these filters for this task is the topic of this chapter. 

The local subrange is calculated by ordering the points within the 

window according to intensity 

(5. 1 ) 
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where (5.2) 

and subtracting the intensity values for two selected positions, i and j, 

within this ordered list. 

RANGE (j,i) (5.3) 

When this is performed over the whole image, it may be represented by 

g == Ra. . (f) 
J ,1 

(5.4) 

where g is the output image. Thus the RANGE filter is an extension of the 

RANK filter (,4; Hodgson et al., 1985). In fact, by combining equations 

(5.3), (5.4), (4.3) and (4.4) 

Ra .. ([) 
J ,1 

R.(f) - R.(f) 
J 1 

i < j (5.5) 

a range filtered image is the difference of two rank filtered images. Some 

of the properties of the RANGE filter may be derived from the properties of 

the RANK filter. RANK filters shift edges between regions of different 

intensity (Nodes and Gallagher, 1982; Goetcherian, 1980). If two RANK 

filters are used with different positions in the sorted list being 

selected, the edge will be moved by differing amounts. The difference 

between these, the local subrange, will represent edge activity (Hodgson et 

al., 1985). This concept of shifting the edges. and detecting the change 

that occurs has been discussed by Goetcherian (1980) and Pal and King 

(1983). They use one of the processes represented by equation (5.6). 

g f,... MIN (f) 

g '" MAX (f) - f 

(5.6a) 

(5.6b) 
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a) Original 

b) First difference 

c) Range 2,1 2 samples 

d) Range 3,1 

e) Range 2,1 3 samples 

f) Range 3, 

Figure 5.1: Differential nature of RANGE filters: a) Original 1 

dimensional image consisting of an impulse and two steps; 

b) The first difference of a): c) Response of a two 

element RANGE filter: d) to f) Responses of the three 

different three element RANGE filters. 

2 BENCHMARK SELECTION 

The shifting of edges followed by the subtraction of the original 

image is a form of differentiation. In figures 5.1(a) to (c) the response 

of a one dimenSional, two element RANGE filter to a step edge and to an 

impulse are compared with the first difference. The RANGE filter will 

always give a positive response for real data since the pixel values are 

ordered before subtraction. When a RANGE filter having a larger window is 

used, the responses become even more different to the first difference 

(refer to figures 5.l(d) to (f)). In some cases, some pixel values may 

never be selected as the window is scanned past. This is demonstrated in 

figure 5.1(e) by the impulse response of a three element RANGE 2,1 filter. 

For the two dimensional RANGE filter, the relationship with differentiation 
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is even more subtle since the two pixel values that are subtracted to give 

the output may come from anywhere within the window. 

To illustrate the properties and usefulness of the RANGE filter, it 

will be compared with the commonly used SOBEL filter. The SOBEL filter is 

a local filter which performs two dimensional differentiation (Abdou and 

Pratt, 1979). This filter consists of two linear filters which perform 

differentiation in the horizontal and vertical directions. The outputs of 

these filters are combined as in equation (5.7) to give a two dimensional 

differential response. 

g = af/ax i + af/ay j (5.7) 

The weights used for the components of the SOBEL filter (Duda and Hart, 

1973) are given in equation (5.8). 

D x 

o 1 
1/l.J "'2 0 2 

-1 0 
D 

Y 

1 2 1 
1/l.J 0 0 0 (5.8) 

-1 -2 -1 

The magnitude of equation (5.7) gives the gradient making the resultant 

image 

g /(D (1) f)2. + (D (1) f)2. 
x Y (5.9) 

where (1) denotes convolution and the square and square root are defined as 

pixel operations. To simplify the computation, the forms in equations 

(5.10) and (5.11) are often used (Abdou and Pratt, 1979) (MAX is defined as 

a pixel operation). 

g (5.10) 

g MAX ( I Dx (1) f I, I Dy (1) f I ) (5.11) 
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The SOBEL filters defined by equations (5.9) to (5.11) will be used as a 

benchmark for the RANGE filters. 

EfFECT OF RANGE FILTERS ON BINARY IMAGES 

To illustrate the edge detection properties of RANGE filters, 

noiseless images of binary edges will be used. The effect of noise on 

RANGE filters will be discussed in a following section. The response of 

RANGE filters to the boundaries between adjacent black and white regions is 

considered, and a 3x3 square window is used unless specified otherwise. 

9 8 7 6 5 4 3 2 

2 2 2 0 0 
2 2 2 2 0 
3 2 2 2 1 
4 1 1 1 0 0 
5 1 1 1 0 
6 1 1 
7 0 0 
8 0 

Table 5.1: The width of the response of 3x3 square RANGE filters to a 

horizontal or vertical edges. 

5.3.1 RESPONSE TO HORIZONTAL AND VERTICAL EDGES 

The response of a 3x3 square RANGE filter is the same for both 

vertical and horizontal edges since the window is rotationally symmetric. 

The width of the response to horizontal or vertical edges is shown in table 

5.1. The blocked nature of the response among the different RANGE filters 

arises from the shape of the window, and the way the window crosses the 

edge. Referring to figure 5.2, it will be seen that as the window 

approaches the edge, window positions 7 to 9 respond simultaneously, as do 

window positions 4 to 6 and 1 to 3. The physical spacing within the window 

between the two rank positions used in the RANGE filter determines the 

width of the detected edge. The two component RANK filters shift the edge 

by different amounts, allowing the width and position of the detected edge 

to be specified in the output image by selecting appropriate rank values. 



a 

Light side 

b 

7 8 9 

~ 
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d 

Figure 5.2: Response of a RANGE filter using a 3x3 square window as 

the window approaches a horizontal edge: a) No window 

positions respond; b) Window positions 7 to 9 respond; 

c) Window positions 4 to 9 respond; d) All positions 

respond. 

J 
a) b) C} 

Figure 5.3: Definition of the width of a diagonal edge: a) a 1 pixel 

wide edge; b) a 2 pixel wide edge; c) a 3 pixel wide edge. 
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9 8 7 6 5 4 3 2 
i 
1 4 3 3 2 2 2 1 
2 3 2 2 1 1 1 0 
3 3 2 2 1 1 
4 2 1 1 0 0 
5 2 1 1 0 
6 2 1 
7 1 0 
8 1 

Table 5.2: The width of the response of 3x3 square RANGE filters to a 

45 degree diagonal edges. 

5.3.2 RESPONSE TO 45 DEGREE DIAGONAL EDGES 

The width of a diagonal edge response can be defined as the 

horizontal width of the response in pixels (figure 5.3). The response of 

RANGE filters to diagonal edges is listed in table 5.2, and may be 

Figure 5.4: Response of a RANGE filter using a 3x3 square window as 

the window approaches a diagonal edge: a) No window 

positions respond; b) Window position 9 responds; 

c) Window positions 7 to 9 respond; d) Window positions 4 

to 9 respond; e) Window positions 2 to 9 respond; f) All 

window pos1tions respond. 
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determined in a similar way to that for horizontal and vertical edges (see 

figure 5.4). 

5.3.3 DETECTED EDGE WIDTH 

The width of the detected edge is often important. Filters with a 

response of one pixel width are ideal if the response is on the desired 

side of the edge. In this case no thinning is required to obtain an edge 

map. The desired side of the edge is determined by the processing that is 

to take place after edge detection. This may be important if area or size 

measurements are to be made using the detected edge to represent the 

boundary of the object. By selecting the parameters of the RANGE filter, 

the response may be positioned on the light, or the dark side of the actual 

edge. To get a similar result by thinning a wider response would involve 

unnecessary complications in the thinning algorithm since information as to 

which side of the edge is the light or dark side has been lost. A single 

pixel width response may be a disadvantage when the image is noisy since it 

is likely that some of the edge points will not be detected, This results 

in breaks in the output image which then requires further processing to 

fill them. 

When uncertainty exists as to which side of the edge the response 

should go, a two pixel wide output is useful. In this case it is desirable 

to generate one pixel on each side of the original edge so that the true 

edge is then the centre of response. A two pixel wide response is also 

less susceptible to noise because if some edge points are not detected, 

these are less likely to result in complete breaks in the output response. 

Responses wider than two pixels are only useful when the image is 

noisy to the extent that the edges are not detected reliably with a 

narrower response. In this case, algorithms are required to connect and 

thin the edges that are detected. The main disadvantage of a wide response 

is a cluttering of the image with detected edge points, especially when 

processing low resolution images. 

The SOBEL filter gives a two pixel wide response to both horizontal 

and vertical edges and a two or four pixel wide response to diagonal edges 

of 45 degrees depending on the threshold used. This behaviour is similar 



to the response of the 3x3 square RANGE filters using RANGE 9,1 or RANGE 

8,2. The general advantage of the RANGE filters is that the width of the 

response can be selected by parameter selection. 

Light side 

Figure 5.5: The stepped nature of a non 45 degree diagonal edge. 

5.3.4 RESPONSE TO GENERAL DIAGONAL EDGES 

When the angle of a diagonal edge is other than 45 degrees, the 

edge appears as a series of quantised horizontal or vertical 'steps' as 

shown in figure 5.5. The properties of a RANGE filter in the vicinity of 

these steps determines the response to diagonal edges. For this reason, an 

isolated step will be considered. Away from the step, the response is the 

same as that listed in table 5.1 for a horizontal or vertical edge. The 

characterising feature of the response to the step is therefore the overlap 

that occurs between the responses of the filter to the horizontal or 

vertical sections on either side of the step. This overlap will be defined 

I 

(0) (b) (c) 

Figure 5.6: Definition of overlap in the response to a non 45 degree 

diagonal edge: a) Overlap is r.2; b) Overlap is 0; 

c) Overlap is 2. 
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as the number of pixels along the direction of the edge for which the 

response is wider than what it would be if there was no step. Examples of 

different overlaps are shown in figure 5.6. Table 5.3 shows the overlap 

for the RANGE filters considered. 

8 7 6 5 4 3 2 

2 1 0 2 0 2 
2 1 0 -1 1 0 -1 1 
3 0 1 -2 0 -1 -2 
4 2 1 0 2 1 
5 1 0 -1 1 
6 0 -1 -2 

7 2 1 
8 1 

Table 5.3: The overlap in the response of 3x3 square RANGE filters to 

non 45 degree diagonal edges. 

The overlap may be calculated by considering the number of pixels 

on the light side of the edge as the window approaches the step. Figure 

5.7 shows the case for the 3x3 square window. The pixels that are selected 

by the RANGE filter are those that are less than the higher rank position 

0 0 0 
RA 3 has overlap 

• of - since 7 is 
6 1 6 6 2 squares left of 

9 8 9 9 

9 9 9 

Figure 5.7: Graphical calculation of the overlap caused by a RANGE 7.3 

filter. The numbers in the squares indicate the number of 

rank positions within the window that respond as the 

window approaches the edge. The first occurrences of each 

number are boxed. 
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and greater than or equal to the lower rank position. This means that the 

overlap is given by the distance along the edge between the first 

occurrence of the numbers corresponding to the two rank positions being 

used. The first occurrence of the numbers corresponding to each rank 

position fall within the window shape rotated by 180 degrees since RANK and 

RANGE filtering are convolution-like operators in that the window is 

scanned across every pixel position. This is shown more clearly in figure 

5.8 for an asymmetrical window shape. The overlap is therefore given by 

the difference in position in the window. For example with a 3x3 square 

window, the difference in position between ranks 3 and 7 is -2 (See also 

figure 5.7). 

I 
x 

Window 

Figure 5.8: Rotation of the window by 180 degrees in the first 

occurrences of the numbers of rank positions responding. 

5.3.5 CONNECTIVITY 

The importance of the overlap is seen when the connectivity between 

the adjacent pixels in the output image is considered. With a rectangular 

sampling grid, there are two main pixel connectivity schemes (Hilditch, 

1969). These are 4- and 8~neighbour connectivity. The 4~neighbour scheme 

allows a pixel to be connected to its 4 neighbours in the horizontal and 

vertical directions. The 8~neighbour scheme allows the 4 diagonal 

neighbours to be used in addition to the 4 horizontal and vertical 

neighbours. These two schemes are illustrated in figure 5.9. 

Corresponding to these two connectivity schemes, there are two chain coding 

schemes for the resultant edges (Freeman, 1974). Coding may be simplified 
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) b) 

• • 
Figure 5.9: Definition of the two common neighbourhood schemes on 

rectangular grids: a) ~-connected neighbours; b) 8-connect 

neighbours. 

if the connectivity of the detected edges corresponds to the connectivity 

of the chain code. This is really only important when the width of the 

detected edge is a single pixel since wider edges can be thinned before 

they are coded. RANGE filters can be used to give responses corresponding 

to either connectivity scheme by selecting appropriate parameters. 

To obtain a consistent response to ~5 degree diagonal edges and to 

other diagonal edge directions when the ~-neighbour scheme is used, then in 

addition to having a single pixel overlap on steps, the response to diagonal 

edges at ~5 degrees ideally should also be two pixels wide (for example RANGE 

5,1 or RANGE 9,5). Similarly. when the 8:-neighbour scheme is used, the 

desired response to 45 degree diagonal edges will be a single pixel wide (for 

example RANGE 5,2; 6,3; 7,4; and 8,5). 

5.3.6 DEPENDENCE OF THE RESPONSE ON WINDOW SHAPE AND SIZE 

The response of RANGE filters to noiseless binary edges differs 

considerably from one window shape to another as illustrated by comparing 

the horizontal edge response of a 3x3 square window (table 5.1) and a 9 

element cross window (table 5.4). The use of asymmetric windows will not 

be considered here, although they may be useful in detecting edges of a 

specific shape or orientation. The lack of symmetry makes them of little 

use as general edge detectors. Windows larger than that discussed here 

give wider responses. The main effect of changing the window size is to 

scale the response. The window shape has a marked effect on the response 

to binary edges. This is because the interaction between the window and 



j 9 8 7 6 5 4 3 2 
i 
1 4 3 2 2 2 2 2 
2 3 2 1 1 1 1 1 
3 2 1 0 0 0 0 
4 2 1 0 0 0 
5 2 1 0 0 
6 2 1 0 
7 2 1 
8 1 

Table 5.4: The width of the response of 9 element cross RANGE filters 

to a horizontal or vertical edges. 

the edge is dependent primarily on the window shape as demonstrated by 

comparing the responses of the 3x3 square window and the 9 element cross 

window. 

5.3.7 COMPARISON WITH SOBEL 

As mentioned above, the response of the SOBEL filter is similar to 

that of the RANGE 9.1 or RANGE 8,2 filters. RANGE filters have the 

advantage of being able to specify the width and position of the output. 

In low noise applications this ability may be useful since it avoids the 

need to thin the resultant edge map in order to code the edge. RANGE 

filters have the added advantage that the connectIvity of the resultant 

edge can be specified for the filters having a single pixel width response. 

A disadvantage of the SOBEL filter is that with binary images, the 

output is almost always many valued. To obtain a binary edge map the 

output image requires thresholding. Although this will be necessary in any 

case for greyscale images, it is an extra step when the image is already in 

binary form. In general, the RANGE filters that are useful as general edge 

detectors have differences in the parameters of the constituent RANK 

filters of greater than two, 

Rather than compare the response of every RANGE filter with the 

SOBEL filter, only two or three RANGE filters will be used. These filters 

are chosen to illustrate the variety of responses available from the RANGE 

filters in different situations. 
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5.3.8 APPLICATION ~ KIWIFRUIT SHAPE OUTLINE 

An example of the successful use of RANGE filters is is extraction 

of the outline of kiwifruit in a shape defect detection algorithm. A 

silhouette image is simply filtered with a RANGE filter. The different 

connectivity schemes of the resultant line image produced by the RANGE 9,1; 

9,5; and 8,5 filters are demonstrated in figure 5.10. The image is then 

chain coded and the resultant chain code processed to determine whether or 

not the fruit is defective. 

5.4 RESPONSE TO A UNIFORM INTENSITY GRADATION 

Since the RANGE filter is a type of differentiating filter, the 

output is dependent on the intensity slope within a region, as well as 

discontinuities in intensity. The directional dependence of the response 

of RANGE filters will be discussed using as a test, a local region of 

Figure 5.10: The use of RAN GE filters to determine the outline of 

kiwifruit i mages. An image of a kiwifruit with a defect 

known as 'Hayward mark' is processed by the SOBEL, 

RA NGE 9,1; 9,5; and 8,5 filters. 
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Figure 5.11: The normalised intensities within a 3x3 window when a 

uniform slope is being filtered. 

uniform intensity slope (see figure 5.11). The centre element is 

normalised to 0 and the slope amplitude is normalised to 1. The slope is a 

multiplicative constant and only has an effect when a limited number of 

discrete intensity steps is used. It is assumed that the spatial sampling 

grid is square so that the change in amplitude per pixel step is the same 

in the x and y directions. Figure 5.12 shows the nine normalised intensity 

values for the 3x3 square window. 
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Figure 5.12: The dependence of ranked normalised intensities within a 

3x3 window when a uniform slope is being filtered versus 

the direction of the slope. 
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Figure 5.13: The normalised responses of selected RANGE filters and 

SOBEL filters when filtering a uniform slope, showing the 

directional dependence of the various filters. 

Figure 5.13 compares the slope response of selected RANGE filters 

with the SOBEL filters described by equations (5.9) to (5.11). The RANGE 

9,1 and RANGE 8,2 filters give the same response as the approximate 

formulations of the SOBEL filter that are commonly used. The RANGE 9,5 and 

5,1 and RANGE 8,5 and 5,2 filters have half the response of RANGE 9,1 and 

RANGE 8,2 filters making them less suitable for slope detection. Figure 

5.14 shows the directional dependence very clearly. The images were 

produced by filtering an image which had a cone shaped intensity profile. 

The images have been normalised so that the maximum of the response is 255. 



- 91 -

Figure 5.14: Normalised intensity maps of the RANGE 9,1; 8,2; 9,2; 

9,5; 5,2; and SOBEL filters showing the directional 

dependence. 

5.5 RESPONSE TO A NOISE IMAGE 

In order to determine the noise characteristics of the RANGE 

filters, an image containing 'pure noise' was filtered. A pure noise image 

is generated by assigning each pixel a random intensity from a prespecified 

distribution. The mean of the output of the filter gives an indication of 

the response of the filter to the noise, while the standard deviation gives 

an indication of the sensitivity of the filter to the noise. If the noise 

is superimposed on an image of an edge, the mean of the noise response 

gives an indication of the offset in the threshold used to determine the 

edge pixels. The standard deviation gives an indication of how readily the 

background noise may be separated from the edge points. If the standard 

deviation of the noise response is low, then the sensitivity to the noise 

is less, enabling the filter to work at lower signal to noise ratios. 

Although exact for linear filters where the superposition principle holds, 

with nonlinear filters such as the RANGE and SOBEL filters, this reasoning 

is only an approximation. 
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The probability density fUnction for range filtered pure noise with 

a RANGE j,i filter using an N element window is given by 

00 y 

p ( k) = N! (_~ P ( x ) dx ) 

,...,co (i -1 ) ! 

i-1 ( r~(X)dX) j-i""1 ( Joo p(x)dx) N""j 

y Ly_+~k~~~ __ _ 
(j.-i-1)! (N-j)! 

p(y)p(y+k)dy (5.12) 

where p(x) is the probability density function of the input noise image. 

This equation is very difficult if not impossible to evaluate analytically 

for all except the simplest of noise distributions. For uniform noise with 

zero mean and a standard deviation of 0. equation (5.12) reduces to 

p(k) 
j-i-1 

N! k 
~---

(li2o)N (j-i-1)! 

(/12o~k) N .... j +i 

(Nrj+i)! 

This has a mean and variance of 

Mean j-i mo 
N+1 

12 (j-i) (N-j+i+l) 0 2 
(N+1)2 (N+2) 

o ~ k ~ /120 (5.13) 

(5.14a) 

(5.14b) 

From equations (5.13) and (5.14) it can be seen that for the uniform 

distribution. the probability density function of the filtered image is 

dependent on the difference in rank values used. 

With the the SOBEL filter of equation (5.9). our computations show 

the mean and standard deviation to be 

Mean 1.076 a 

SD = 0.556 a 

(5.15a) 

(5.15b) 

Table 5.5 lists the means and standard deviations of the resultant images 

after filtering uniform and Gaussian noise images with the RANGE and SOBEL 

filters. 
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Uniform Gaussian 
Filter Mean SD Mean SD 
9 1 81.6325 16.1442 87.2969 25.0836 
9 2 71.3389 16.8708 71 .3885 22.2219 
9 3 61.1671 17 . 071 0 60.6002 20.5318 
9 4 50.9072 16.8322 51.6382 19.3971 
9 5 40.7395 16.0809 43.3224 18.3769 
9 6 30.5507 14.7402 35.0725 17 .3005 
9 7 20.4183 12.7032 26.2316 15.8575 
9 8 10.2578 9.4678 15.6757 13.4255 
8 1 71.3748 16.8410 71.6212 22.1159 
8 2 61.0811 17 .0356 55.7128 18.8242 
8 3 50.9093 16.7710 44.9244 16.8289 
8 4 40.6494 16.0111 35.9625 15.3526 
8 5 30.4818 14.6911 27.6467 13.8641 
8 6 20.2929 12.6122 19.3968 12.1647 
8 7 10.1606 9.3508 10.5558 9.6104 
7 1 61.2142 17.0137 61.0654 20.5284 
7 2 50.9206 16.7381 45.1570 16.9403 
7 3 40.7487 15.9912 34.3686 14.6688 
7 4 30.4888 14.6650 25.4067 12.8280 
7 5 20.3212 12.6261 17.0909 10.8239 
7 6 10.1324 9.3435 8.8409 8.1715 
6 1 51.0818 16.7487 52.2244 19.4040 
6 2 40.7882 16.0024 36.3160 15.4986 
6 3 30.6164 14.7068 25.5277 12.8868 
6 4 20.3565 12.6231 16 657 10.5740 
6 5 10.1888 9.3936 8.2500 7.6601 
5 1 40.8930 16.0338 43.9745 18.3952 
5 2 30.5994 14.7202 28.0661 14.1212 
5 3 20.4276 12.6703 17 .2777 10.9760 
5 4 10.1677 9.3509 8.3158 7.7592 
4 1 30.7254 14.7638 .6587 17.2621 
4 2 20.4317 12.7219 19.7503 12.3639 
4 3 10.2599 9.4391 8.9619 8.2485 
3 1 20.4655 12.6481 26.6968 15.8573 
3 2 10.1718 9.3795 10.7884 9.7761 
2 1 10.2936 9.4185 15.9084 13.4705 

SOBEL 
(9 ) 32.4027 16.6649 32.0057 17.2996 

(10) 20.7953 10~9470 20.4965 11.2633 
( 11) 29.1935 15.2105 28.9200 15~8923 

Table 5.5: Mean and standard deviation of the resultant image after 

filtering images containing uniform and Gaussian noise with 

a standard deviation of 30. 

To summarise the results for the RANGE filters and uniform noise: 

the mean of the response is proportional to the difference in the rank 

values used (as given by equation 5.14). A rank position difference of 

three has approximately the same response as the SOBEL. The standard 
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deviation varies little over rank position differences from four to eight 

and the value is much the same as that for the SOBEL filter. The standard 

deviation drops steadily for rank position differences less than four, but 

as discussed before, most of these filters are unusable as edge detectors. 

When Gaussian distributed noise is used rather than uniform noise, 

the most notable differences in the response are: the mean and standard 

deviation of the response are increased if either of the extreme rank 

positions are used. This is because the extreme rank positions are taken 

more from the tails of the distribution, and the tails of the Gaussian 

distribution have a lower population density than the tails of the uniform 

distribution. This results in a larger difference between the rank values, 

giving a larger mean and standard deviation. When rank positions close to 

the median position are used, the converse is true, The central region of 

the Gaussian distribution has a higher population density than the uniform 

distribution resulting in reduced means and standard deviations. 

Using the mean as an indicator, the useful RANGE filters have a 

larger offset in response than the SOBEL filters. The large offsets when 

extreme rank positions are used may cause problems when detecting edges 

with lower signal to noise ratios. When the standard deviation of the 

response is used as an indicator of the sensitivity of the filters to 

noise, there is little difference between the RANGE and SOBEL filters. 

6 COMPARISON 

To compare the noise properties of the RANGE filters and the SOBEL 

filters two methods were used. The first was to measure the number of 

false detections and false rejections caused by the edge detector, and the 

other was to use a figure of merit. 

The number of false detections and false rejections were measured 

rather than calculated analytically as suggested by Abdou and Pratt (1979). 

The test image for this measurement consists of a series of vertical 

alternating black and white bands. The bands are spaced in such a way as 

to give the same number of detected edge and background pixels (10000 in 

this case). This image was corrupted by adding noise as specified below 

and then processed by the RANGE and SOBEL filters. Two intensity histogram 
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are compiled, one of the pixels which would be detected edges in the ideal 

case, and one of the pixels which would form the background in the ideal 

case. These histograms are analysed to determine a threshold which 

minimises the total error. The false detections are the pixels which 

belong to the background but are above the threshold, and are detected. 

The false rejections are the pixels that should have been detected but were 

not because their intensity was less than the threshold. 

With the figure of merit method the test images contain a single 

vertical edge 1000 pixels long. This edge image is corrupted by noise in 

the various ways described below, and then processed by the RANGE and SOBEL 

filters to give the detected edges. The resultant image is thresholded to 

give an edge map, the threshold being chosen to maximise a figure of merit. 

The figure of merit used is one proposed by Pratt (1978): 

fom (5.16) 

Where I. is the number of pixels detected in the ideal case, 
1 

I is the number of pixels actually detected, a 
d. is the 

1 
distance of the ith detected pixel from the nearest 

ideally detected pixel. 

a is a scaling constant (1/9) which provides a relative penalty 

between smeared edges and offset edges. 

This figure of merit was chosen because others including Abdou and Pratt 

(1979) and Suciu and Reeves (1982) have used this measure on other edge 

detection schemes (Sobel, Prewitt, Snyder, Roberts, Kirsch, Pixel Mass 

Operator, Two Level Model Operators, and Compass Gradient methods) and this 

will enable a direct comparison of results. 

5.7 EDGE DETECTION IN NOISE 

5.7.1 EDGE UNCERTAINTY MEASUREMENTS 

When an edge consists of a broad intensity ramp rather than an 

infinitesimally narrow border between two regions, the apparent position 

of the edge can be perturbed by the addition of only a small amount of 
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Figure 5.15: An image containing edge position uncertainty, and the 

responses after filtering with the RANGE 9,1; 8,2; 7,3 

and SOBEL filters. 

noise. To test the filters in this situation, uniform noise was added to a 

slope and the resultant image thresholded. An example of such an image is 

shown in figure 5.15. The uncertainty in the position of the edge is 

controlled by controlling the amplitude of the added noise. The filters 

tested are then applied to the edge image, and the figure of merit 

calculated for each filter. 

Figure 5.16 shows the figures of merit calculated for the 5 RANGE 

filters (RANGE 9,1; 8,2; 7,3; 8,5; 5,1) and the 3 SOBEL filters (from 

equations 5.9 to 5.11) applied to the test image. All of the SOBEL filters 

gave the same figure of merit. The difference in response between the 

SOBEL, RANGE 9,1 and RANGE 5,1 filters is statistically insignificant. A 

significant improvement in the response is given by the RANGE 8,2 and RANGE 

8,5 filters because these filters reject the extreme values. The use of 

extreme values causes the isolated pixels near the edges of the spread edge 

to contribute to the detected edge. This results in a wider, more smeared 
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Figure 5.16: Figures of merit for selected RANGE filters and SOBEL 

filters for different widths of edge uncertainty. 

edge with a correspondingly lower figure of merit. The RANGE 7.3 filter 

shows another significant improvement over the other filters. This 

improvement again results from the rejection of isolated pixels near the 

edges. The resultant detected edges for a width of uncertainty of 12 

pixels are shown in figure 5.15. 

5.7.2 POINT NOISE 

Image point nOise, or 'salt and pepper' noise is often caused by a 

noisy sensor or channel transmission errors (Pratt, 1978). The noise 

usually affects isolated single pixels by giving them a markedly different 

intensity from neighbouring pixels. 

To illustrate the effect of point noise on edge detection, consider 

an image containing an intensity step (height of 40) corrupted by simulated 
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binary symmetric channel errors with a bit error rate of 1%. Figure 5.17 

shows the noisy edge image and the results from processing this noisy image 

by RANGE 9,1, 8,2 and the SOBEL filters. Qualitative results are given for 

the other RANGE filters in figure 5.18. RANGE filters using the extreme 

values, that is ranks 1 and 9, are very susceptible to point noise. This 

is because the noisy pixels often provide the extreme values within the 

window. When other than extreme values are used, such noise pixels are 

rejected, as shown by the response of the RANGE 8,2 filter in figure 5.17. 

The SOBEL filters are all susceptible to point noise, but not to the same 

extent as the RANGE 9,1 filter. 

5.7.3 ADDITIVE NOISE 

As mentioned previously, because of the nonlinear nature of the 

RANGE filters, the noise response cannot be added to the edge response to 

give the total response to noisy edges. For this reason the following 

Figure 5.17: An image containing 1% bit error rate point noise and the 

responses after filtering with the RANGE 9,1; 8,2; 7,3 

and SOBEL filters. 
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Figure 5.18: Table of qualitative response of the different RANGE 

filters using a 3x3 window to point noise. 

tests were carried out. The noisy edges consist of a horizontal step with 

random Gaussian noise added. The signal to noise ratio (SNR) is given by 

SNR = (h/a)2 (5.17) 

where h is the height of the intensity step 

and a is the standard deviation of the Gaussian noise. 

The first test performed is to determine the number of 

misclassification errors when thresholding is used to detect the edges 

after RANGE filtering. Images giving 10000 detected points and 10000 

background points are filtered and intensity histograms are compiled of the 

background and detected points. The histograms are compared and a 

threshold chosen to minimise the total number of misclassified pixels. 

Figure 5.19 shows part of a typical image, the component images and 

intensity histograms obtained. Figure 5.20 plots the total number of 

errors obtained as a percentage of the total number of pixels for different 
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Figure 5.21: The figure of merit of the resultant deteoted edge when 

filtering an edge corrupted by additive Gaussian noise 

for various signal to noise ratios. 

100 

Figure 5.19: (Top of facing page) The test image used to determine the 

proportion of misclassifications when filtering an edge 

with additive noise. The filtered image is split into 

its component images, and the histograms of each 

oomponent are shown. 

Figure 5.20: (Bottom of faoing page) The minimum total 

misolassification error when filtering an edge corrupted 

by additive Gaussian noise for various Signal to noise 

ratios. 
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signal to noise ratios. The SOBEL filters gave slightly fewer 

misclassification errors than the RANGE filters using extreme rank 

positions. Filters using rank positions near the median are considerably 

more susceptible to the noise. This can be explained by considering the 

RANGE filtered image as the difference of the RANK filtered component 

images. RANK filters using positions close to the median blur edges 

(,4; Hodgson et al., 1985), especially when the edges have a large quantity 

of noise added to them. This blurring serves to reduce the apparent edge 

height, resulting in a lower apparent signal to noise ratio. 

Figure 5.21 compares the figures of merit of selected RANGE filters 

with those of the SOBEL filters. Figure 5.22 shows the results obtained by 

the various filters when the figure of merit is optimised for a SNR of 5. 

The figure of merit results show similar trends to the misclassification 

results, in that the RANGE filters do not perform as well as the SOBEL 

filter at low signal to noise ratios. The differences between the 

Figur e 5.22 : The test image used to determine the figure of merit, and 

the response of the RA NGE 9,1; 8,2; 5,2 and SOBEL filters 

to this test image (SNR = 5). 
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different RANGE filters is still apparent, but not as pronounced as with 

the previous test. Comparing the results of figure 5.21 with those 

provided by Abdou and Pratt (1979) it is seen that the figure of merit in 

our test is higher overall. This results from the slightly different shape 

used for the test image. A relative comparison may still be made between 

the results • 

. 8 EFFECT OF WINDOW SHAPE SIZE 

The noise properties of RANGE filters are much less dependant on 

the filter shape and size than are the deterministic properties. If the 

noise is spatially correlated, as will be the case if other filters are 

used before RANGE filtering, then the window shape will have a greater 

effect. A full analysis of these more subtle properties of the RANGE 

filters is beyond the scope of this thesis. 

SUMMARY AND 

In low noise applications, RANGE filters are considerably more 

flexible than the SOBEL filter. Characteristics of the response that may 

be 'programmed' include: the width; the position relative to the edge; and 

the connectivity scheme of the output image. 

When filtering ramp edges, the directional dependence of RANGE 

filters is the same as that for commonly used approximations to the SOBEL 

filter. RANGE filters have the disadvantage of providing only the slope 

magnitudes rather than the complete slope vectors. 

When the position of the edge is uncertain, RANGE filters which do 

not use the extreme rank positions outperform the SOBEL filter. This is 

because the uncertain edge has isolated points along the edge which are 

ignored by the RANGE filters. With images corrupted by point noise, the 

noise is ignored by some of the RANGE filters providing the error rate is 

low. 

The RANGE filters perform adequately when detecting edges corrupted 

by additive Gaussian noise. Where images have been severely corrupted, the 

SOBEL performs significantly better than the RANGE filters. 
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Chapt r 

THE FOURIER PHASE PROBLEM 

6.1 INTRODUCTION 

In a wide range of imaging problems, the quantity of interest is 

not directly observable. What is often observed is some transform of the 

desired quantity. If the transform is invertible, the inverse transform is 

applied to the measured data to recover the quantity of interest. 

A transform of particular interest is the Fourier transform 

(Bracewell, 1978). In a wide variety of imaging applications, the 

observable quantity is the Fourier transform of the desired quantity 

(Bates, 1984). If both the phase and magnitude are easily obtained, then 

the inverse transformation can be performed relatively easily. However, in 

a large number of measurement problems, it often practical or possible to 

measure only the magnitude of the Fourier transform of the quantity of 

interest (Bates, 1982b). In these cases, it is necessary to obtain the 

phase of the Fourier transform before an image can be reconstructed. This 

reconstruction of an image from the magnitude of its Fourier transform is 

known as the Fourier phase problem, and arises in a wide range of 

applications (Fienup, 1981), for example astronomy. X~ray crystallography. 

electron microscopy, spectroscopy, wavefront sensing, holography, particle 

scattering, super~resolution, radar signal and antenna synthesis, and 

filter design. 
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This chapter considers the iterative solutions to the Fourier phase 

problem, and proves the optimality of one of the steps common to these 

solutions. 

6 2 DEFINIT 

Since the solution of the Fourier phase problem involves the use of 

several intricate operations, including the Fourier transform, these will 

be defined here, as follows. 

6.2.1 IMAGE TYPES 

In this discussion, it is convenient to introduce two spaces: image 

space and Fourier space. The desired quantity inhabits image space, and 

the measurements of the Fourier magnitude are made in Fourier space. The 

two spaces are related by the Fourier transform (defined in ~6.2.2). 

There are three types of reconstructed image of particular 

interest. The most general type is a complex image, where each point in 

the image is a complex number. Real, or bipolar, images are a subset of 

complex images, where each point is a real number. If the image is real 

and non~negative, it is referred to as a positive image. 

The Fourier image is almost always complex. The exception occurs 

when the image being reconstructed is conjugate symmetric or Hermitian 

(defined below in ,6.2.3) (Bracewell, 1978). 

The definitions given in the following sections are for the two 

dimensional case, but may be extended to other dimensions without loss of 

generality. 

6.2.2 FOURIER TRANSFORMS 

Let f(x) be the image being reconstructed, and F(u) be its Fourier 

transform, where x and u are 2~dimensional position vectors. The 

quantities f(x) and F(u) are related as follows: 



'" 
F (u) f J 

f(x) exp(~i2nxu) dx (6.1) 

-'" 

'" 
f (x) f J 

Feu) exp(i2nxu) du (6.2) 

:-:-(0 

where exp(·) is the exponential function, and i is the imaginary unit 

i (6.3) 

F(u) and f(x) constitute what is called a Fourier transform pair (Brigham, 

1974) which is conveniently represented by 

F(u) +-+ f(x) . 

When the image, f(x), is known to be real, it is convenient to use the real 

and imaginary parts of F(u) in some formulations of the solution to the 

phase problem. Since these are the Fourier transforms of the even and odd 

parts respectively of f(x), they are represented by the following transform 

pairs 

F (u) +-+ 
r 

(x) 

6.2.3 OTHER OPERATIONS 

(6.5) 

(6.6) 

The magnitude of F(u) is represented by IF(u)l, and the phase of 

F(u) by ${F(u)}. Thus 

F(u) == IF(u)1 exp(i<t>{F(u)}) (6.7) 
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The complex conjugate of F(u) is represented as F*(u). 

An image f(x) is said to be conjugate symmetric or Hermitian 

(Bracewell, 1918) if 

f(x) f*(-x) (6.8) 

The other complex operation that is used is correlation. This is 

represented by 

00 

f(x)·g(x) f f f(x)g(x+~) dx . (6.9) 

An important Fourier transform pair is (Bracewell, 1918) 

(6.10) 

6.2.~ FOURIER PHASE PROBLEM 

In terms of the above notation, the Fourier phase problem can be 

expressed as follows: given IF(u)l, determine ~{F(u)}, and consequently 

f(x) . 

6.3 CONDITIONS FOR UNIQUENESS 

The uniqueness of the solution to the Fourier phase problem is 

determined by how much ~{F(u)} is constrained by IF(u) I. There are three 

characteristics of ${F(u)} which cannot be determined from IF(u)l. The 

first. 

${F(u)} .;. <!>{F(u)} + k (6.11) 

where k is a real constant and f means 'cannot be distinguished from', 

is equivalent to multiplying f(x) by a complex constant. The second, 
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~(F(u)} ~ ~{F(u)} - 2n~u (6.12) 

where ~ is a constant position vector, changes the position of f(x). 

Finally, 

~(F(u)} f -~(F(u)} (6.13) 

corresponds to exchanging f(x) for its conjugate mirror image f*(-x). 

Since the form of f(x) is unaffected by these characteristics, they are 

sometimes referred to as trivial characteristics (Bates, 1982b). 

If there are no constraints on the image, the phase may be set 

arbitrarily and a valid solution will be generated. If, however, the image 

is constrained in some way, for instance if we know /f(x)/ (Gerchberg and 

Saxton, 1972), or if f(x) is positive, then there will be considerably 

fewer valid solutions. 

The size of the autocorrelation of f(x) also provides constraints 

in the phase. From equation (6.10) f(x)·f(x) is known from the Fourier 

magnitude. The size of the object, S{f(x)} is constrained as (Fright, 

1984) 

S[f(x)} ~ S[f(x)·f(x)} I 2 • (6.14) 

If the size of f(x) is greater than half of the size of its autocorrelation 

then f(x) must be such that cancellation occurs making the autocorrelation 

smaller. This cancellation can only happen if f(x) is complex, or bipolar. 

Therefore if it is known that f(x) is positive real, then the terms in 

equation (6.14) must be equal, providing a further constraint on the 

solution. Such a solution is called 'most compact' (Bates and Fright, 

1984; Fright, 1984). 

The rest of this chapter will consider only the problem of finding 

images which are non~negative for all x and have Fourier magnitudes equal 

to IF(u)l. In the following sections, the uniqueness of the solutions in 

one and higher dimensions is considered. 
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6.3.1 ONE DIMENSIONAL CASE 

Consider an object of finite extent, L, which has been sampled by 

2M+1 samples within L. Provided that the sampling is sufficiently fine, 

this results in no loss of information (Bates, 1982a) 

1 
M 

f(x) l: A exp(-i2m'ITx/L) I xl ;::; L/2 L m=-M m 

== 0 Ixl > L/2 (6.15) 

and 

M sin 'IT(Lu-m) F(u) l: A 'IT(Lu-m) (6.16) 
m=-M m 

From equation (6.16) it can be seen that 

A F(m/L) 
m 

(6.17) 

Now by expanding equation (6.16), 

M 
F(u) sin(nLu) l: A 

m=-M m 
(6.18) 

since 

sin 'IT(Lu-m) sin(nLu)cos('lTm) - cos(nLu)sin(nm) 

(6.19) 

Bringing the summation terms of (6.18) over a common denominator gives 

P2M (U) sin('lTLu) 

F(u) M 
'IT n (Lur-l) 

l=r-M 

P2M (u) sin(nLu) 

M 
nLu n (L 2 u2 -F) 

1=1 
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"" 
P2M(U) IT (L 2 u2 -1 2

) 

I=M+1 
(6.20) 

P2M (U) is a polynomial of order 2M, and has 2M zeros Al which are values of 

u for which P2M (u) is zero. It may be represented as a product of linear 

factors 

P2M (U) = (6.21) 

where the Al are complex in general. When f(x) is real, the zeros of F(u) 

occur in pairs, which are reflected in the imaginary axis. The 

modulus of F(u) is ven by 

(6.22) 

which possesses M complex quadruples of zeros, with two of each four coming 

from P2M(u) and the other two from P~M(u). There is no way of determining 

which pair from each quadruple of zeros came from P2M(u) because each of 

the two possible choices is consistent with IF(u) I. This leads to 2M 

possible combinations of zeros that may be chosen for P2M' so, in general, 

the solution to the one dimensional phase problem is not unique. 

Additional a priori knowledge about the solution may reduce the number of 

solutions considerably. 

6.3.2 IN HIGHER DIMENSIONS 

If the preceding analysis is carried out in two or higher 

dimensions, the factorisation of equation (6.21) is usually not possible. 

This is because there is no fundamental theorem of algebra in two or higher 

dimensions (Hayes and McClellan, 1982). If some factorisation can be 

performed, the number of solutions will double for each factor present. 

Since, in general, factorisation is not pOSSible, the most compact solution 

to the phase problem is unique in two or higher dimensions (Fright, 1984). 
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6.4 ITERATIVE SOLUTIONS 

A class of iterative algorithms has been developed to solve the 

Fourier phase problem in two or more dimensions (Fienup, 1980; 1981; 1982), 

These algorithms require some a priori information about f(x) for them to 

operat e successfully. This information may be knowledge of I f( x) I, as in 

electron microscopy (Gerchberg and Saxton, 1972), or knowing that f(x) is 

positive real, as is the case when f(x) represents light intensity. 

6.4.1 ERROR REDUCTION ALGORITHM 

The basic approach here is to iterate an approximate solution 

between Fourier space and image space, applying the known constraints in 

each space to refine the approximate solution. This method is called the 

error reduction algorithm (Fienup, 1980; 1981; 1982), and is a 

generalisation of Gerchberg and Saxton's (1972) algorithm for use in 

electron microscopy. 

A schematic of the process used is shown in figure 6.1. An initial 

estimate of F(u) is obtained by combining the known Fourier magnitude with 

a random phase ~(u). 

~(u) 

(x) 

atisfy 
ima e 

constraints 

f(x) 

T 

Figure 6.1: The error reduction algorithm. 

Satisfy 
Fouri 

constraints 

(6.23) 
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This is Fourier transformed to give an estimate of the image 

~ 

F(u) ~ f(x) • (6.24) 

-The known constraints are then applied to f(x). For example if it is known 

that the image is real and positive then the approximate size of the object 

can be deduced from the autocorrelation. The region of f(x) outside the 

estimated size is then set to zero, and the negative regions within f(x) 

are either set to zero, or negated to make them positive. The resulting 

image, r(x), is then transformed back into Fourier space. 

rex) ~ F(u) IF(u)lexp(i~{F(u)}) (6.25) 

This gives an improved phase which is combined with the known magnitude 

F(u) IF(u)lexp(i~{F(u)}) (6.26) 

giving a revised estimate of the Fourier image. This process is repeated 

until the image satisfies both sets of constraints. Many iterations are 

necessary since adjusting the estimate to satisfy the constraints in one 

space causes it to violate the constraints in the other space. It can be 

shown, however, that the total error must decrease with each iteration 

(Gerchberg and Saxton, 1972), although after the first few iterations this 

convergence tends to be very slow. 

6.4.2 INPUT - OUTPUT ALGORITHM 

The 'Input Output' algorithm (Fienup, 1980; 1981; 1982) was 

designed to improve the rate of convergence. In this algorithm, satisfying 

the constraints in Fourier space (represented by equations (6.25), (6.26) 

and (6.24)) is considered as a system (figure 6.2). An image is input to 

this system, and a modified image which satisfies the Fourier space 

constraints is returned. Rather than satisfy the image space constraints 

and iterate as in the error reduction algorithm, the output is used to 

control a driving function which generates the new input. This input does 
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Input FFT 

Output f FFT 

Figure 6.2: The Input Output algorithm 

Satisfy 
Fourier 

constraints 

not have to satisfy the image space constraints, allowing considerable 

flexibility for the form of the driving function. It has been found that 

a change in the input results in a similar change in the output (Fienup. 

1981). That is, yen an input 

g(x) f(x) + lIf(x) • (6. 

the output will be 

g I (x) f!(x) + allf(x) + noise terms (6.28) 

where a is a constant. The noise terms result from the fact that the Input 

Output process is nonlinear. From equations (6. 

reasonable input for the next iteration would be 

and (6.28), a 

(6.29 ) 

where S is ideally l/a and lIf(x) is the smallest change that needs to be 
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made to fl(x) to satisfy the image constraints. Driving functions other 

than equation (6.29) may be used, but the above is indicative of the type 

of reasoning that is used to derive the driving functions. The Input 

Output algorithm does not necessarily converge, but suitable selection of 

the driving function enables this method to converge faster on average than 

the error reduction algorithm for most images. 

c 
Figure 6.3: Definition of the sample points used by the crude phase 

estimation algorithm. The X are the actual sample points, 

and the 0 are the in between samples. The points A, B, 

and C are those referred to by equation (6. ). 

6 CRUDE PHASE 

More recently. a method has been developed to obtain a crude 

estimate of the true phase from the magnitude as the starting point (Bates, 

1982bj Bates and Fright, 198~; Fright, 198~). This method requires samples 

to be available at at least twice the Nyquist rate (Fright, 198~). It is 

convenient to refer to every second point as 'actual samples' since it is 

at these points that the phase will be determined. The other points will 

be referred to as 'in between samples I (see figure 6.3). Consider the 

following Taylor series expansions: 

f(x+t) f( x) + f' (x) fll (x) fill (x) + + --- + 83T 2 ~ 2! ... (6.30a) 

f(x-i) f(x) 
fl f"(x) fill (x) - + --- C"" 

----s3T 
+ ... 2 ~ 2! (6.30b) 

Adding these equations and rearranging gives 

f(x+i) + f(x-i) fH(x) 
f(x) '" 2 r 42T ,.. (6.31 ) 
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which can be used as the expansion of an in between sample point about the 

two adjacent actual sample points. If the points (refer to figure 6.3) 

A f(x-t) 
ia 

= ae (6.32a) 

B f(x+i) be ia (6.32b) 

C t= f(x) (6.32c) 

are substituted into equation (6.31) and the derivative terms dropped, the 

expansion becomes 

c (A + B) I 2 • (6.33) 

Retaining the low order derivative terms gives improved results at the 

expense of computational efficiency (Won, 1984; Won et al., 1985). Since 

only the modulus of each of the points is known, equation (6.33) becomes 

(6.34 ) 

and after substituting equations (6.32) into this, we get 

4c 2 = laeia + be iS j2 

a 2 + b2 + 2ab cos(a-S) (6.35) 

Rearranging gives 

cos(a-S) (6.36 ) 

which is an expression for the relative phase between adjacent actual 

sample points in terms of the magnitudes of the actual and in-between 

sample points. In this however, there is an ambiguity, since the phase 

difference between the two pOints may be positive or negative, allowing two 

possible solutions. In two dimensions, this ambiguity can be resolved by 
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using phase closure as follows. Equation (6.11) allows the phase of any 

one point to be given an arbitrary value. Thus, we can set 

~(F(O)} o (6.37) 

The phase of an adjacent actual sample is calculated from equation (6.36). 

One of the two solutions may be chosen arbitrarily because of the trivial 

characteristic represented by equation (6.13). From this stage the phases 

of the other actual samples may be calculated in pairs. Consider the cell 

of four adjacent points shown in figure 6.~(a), in which the phases of 

points A and B have already been calculated. Using equation (6.36), two 

phases each can be found for points D and E. If equation (6.36) is again 

used between D and E, a further four phases can be found for E (see figure 

6.~(b)). One of these four should be similar to one of the previous two 

found, allowing the correct phase to be identified. In this way, the 

phases of D and E can be determined. This process is repeated to give 

an estimate of the phase of every actual sample point. The phases obtained 

by this method are only an estimate of the actual phases since the 

derivative terms of equation (6.31) have been dropped. 

This procedure gives an initial phase estimate for the iterative 

schemes ('6.~) which is better than the random initial estimate of equation 

(6.23) and considerably reduces the number of iterations of the error 

reduction or input output algorithm required to generate a solution to a 

particular accuracy. 

6 ATTEMPTED SOLUTIONS USING A SINGLE SPACE 

Most of the computer time used in executing the error reduction or 

Input Output algorithms is spent in performing Fast Fourier Transforms 

(FFTs) of equations (6.2~) and (6.25). If a solution can be found using 

only a single space, this would avoid the need for repeated FFTs. A 

possible image space solution and a corresponding Fourier space solution 

are described below, In this section, f(x) and Feu) will be abbreviated to 

f and F respect1vely. 
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Figure 6.4: The use of phase closure in two dimensions to resolve phase 

ambiguity. 



- 119 -

6.6.1 IMAGE SPACE 

Let f be an estimate of the true image f. This can be expressed as 

f f + e (6 .38 ) 

where e is the error in the estimate. From f, fof can be obtained by 

autocorrelation and f·f is the Fourier transform of IFI2. The Fourier 

space constraint fixes the modulus in the Fourier space. This means that 

the Fourier space constraints will be satisfied if 

fof - fof O. (6.39 ) 

From equation (6.38), 

fof - fof :;; e·e + foe + eof 

'" foe + e·f 

2 Even(e.f) 

= 2( ·f + e • f ) (6.40) 
e o 0 

where subscripts e and 0 indicate the even and odd parts respectively. 

Inverse correlation may be used to obtain an estimate of the odd and even 

parts of the error, 

0.5(f.f - - --1 e '" - f.f)of 
e e 

0.5(f.f - - --1 e .. - rof)of 
0 0 

where the -1 means the correlative inverse. Since 

e .. e + e 
e 0 

(6.41a) 

(6.41b) 

(6.42) 
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e ., 0.5( fof - fof ). ar1 
+ jr-1) 

e 0 
(6.43) 

Therefore - - -r1 f ~ f + 0.5(f·f - f.f).(f new e (6.44) 

In practice, the correlative inverse needs to be calculated via Fourier 

space. By definition 

(6.45) 

where 6 is the Dirac delta function (Bracewell, 1978). If 

g (6.46) 

then in Fourier space equation (6.45) becomes 

FG* .. 1 (6.47) 

Therefore 

G (6.48) 

It is more usual to include a constant $ in the denominator of equation 

(6.48) to prevent G from being infinite when F has zeros. The choice of 

value for $ depends on the estimated noise and may be made a function of U , 

giving the Wiener filter (Castleman, 1979) 

G 
F 

(6.49) 

Satisfying the Fourier space constraints in image space still 

requires Fourier transformation to obtain the correlative inverse. The 

correlation in image space is also most efficiently performed as a 

multiplication in Fourier space. For these reasons, this solution is 

computationally less efficient than the current iterative methods. 
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6.6.2 FOURIER SPACE 

The preceding process can be applied in Fourier space as follows: 

From the estimate F of the Fourier signal F we can 

(6.50) 

Let F F + E (6.51) 

Then FF* (F + E)(F* + E*) 

(6.52) 

Therefore 

EE* + 

FE* + (6.53) 

assuming EE* is negligible. Splitting E and F in equation (6.53) into real 

and imaginary parts gives 

(F + F.)(E* + E~) + (E + E.)(F* + F*) 
r 1 r 1 r 1 r i 

(F + F.)(E - E.) + ( 
r 1 r 1 

2F E - 2F.E. 
r r 1 1 

say. 

+ E.)(F - Fl') 
1 r 

Putting this in matrix form gives 

[EJ [A] [EJ say. 

(6.54) 

(6.55) 

This equation is noninvertible since the second row is zero, but a solution 



122 -

can be found which gives the minimum error by least squares. That iS t a 

[8] is found such that 

[8] [A] [ I] (6.56) 

in a least squares sense. Then 

[E] [B] [E] (6.57) 

will be a closer approximation to [E] than [E]. Expanding the left hand 

side of equation (6.56) gives 

(6.58) 

Solving for b11 gives 

'-b 11 Fi 0 x say. (6.59 ) 

therefore 

b 11 -x I F. (6.60) 
1 

and b11 Fr '-xF I F. == 1 . (6.61) r 1 

The errors from equations (6.59) and (6.61) are squared and added to give 

x2 + (1 + xF IF.)2 
r 1 

= x2(1 + F2/F~) + 2xF IF. + 1 • 
r 1 r 1 

(6.62) 

This is a minimum when its derivative with respect to x is zero t that is 
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2x( 1 + F2/F;) + 2F /F i 0 . (6.63) r 1 

Therefore x' -F F. / (F2 + F;) (6.64 ) r 1 r 1 

and b11 F / (F 2 + F;) (6.65a) r r 1 

Similarly b21 F. / (F2 + F 2) (6.65b) 
1 r i 

Substituting equations (6.65) and (6.54) into (6.57) gives 

- - -
E E + E. b

11
Er + b21 Er since Ei 0 ) 

r 1 

~(IFI2 - IFI2)(Fr + F.) / (F2 + F; ) 
1 r 1 

~(IFI2 - 1 F 12) F / IFI2 . (6.66 ) 

The new estimate of F is therefore 

-F +- F + E 

(6.67) 

If IF I = al F 1 (6.68 ) 

then F +- ~(1 + 1/a2)F • (6.69) 

This has an oscillatory convergence to a=1 (appendix 4), that is it 

converges to 

(6.70) 

Since the a in equations (6.68) and (6.69) is real and positive, 
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only the magnitude of the estimate is affected. Therefore the best 

improvement (in a least squares sense) that can be made to an estimate of 

F(u} by using pOint processing in Fourier space is 

F IFI exp(i~{F}) (6.71) 

where F is an existing estimate of F. Comparing equation (6.71) with 

equation (6.25) reveals that the method of applying the Fourier space 

constraints in the error reduction algorithm is in fact optimum in a least 

squares sense. 

CONCLUDING REMARKS 

Existing techniques for solving the Fourier phase problem involve 

iterating an estimate of the image between Fourier space and image space, 

applying the known constraints at each step. Most of the computer time is 

spent in transforming the image from one space to the other. 

It is shown in ~6.6.1 that applying the Fourier space 

constraints while the image is in image space requires significantly more 

computation than conventional methods. Two FFTs per iteration are required 

to calculate the correlative inverses. In addition to this, a correlation 

in image space is also necessary. 

When the same method is implemented in Fourier space, the best 

estimate of the Fourier image that can be obtained is that introduced by 

Fienup (1980) in his phase retrieval algorithms. This discussion is 

restricted to the use of point operations. A corollary of this is that if 

a better estimate is required, the data from the other points in the 

Fourier image must be incorporated while satisfying the constraints. A 

possibility is to apply something similar to the crude phase estimation 

(~6.5) at every cycle in the iteration. 
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Chapter 7 

ALGORITHM DEVELOPMENT 

INTRODUCTION 

Developing algorithms to solve image processing problems is much 

like carpentry. All of the various image processing operators are the 

tools used by the algorithm development specialist to work on the input 

image, which is the raw material. This chapter examines the main operators 

used, and presents a general approach by which these operators may be 

combined to give a solution to an image processing problem. 

With difficult problems, it is often necessary to start with the 

simplest aspect of the problem and design an algorithm to solve that. The 

algorithm can then be refined to incorporate more aspects of the problem. 

An example of this process is demonstrated in ,'0 with the blemish 

detection problem in kiwifruit grading. Sometimes, if an inflexible 

algorithm is used initially. the algorithm needs to be completely reworked. 

This may appear to waste development time, but the knowledge gained from 

accomplishing the first step is very useful in determining the final 

algorithm. 

There are three main classes of problem that will be considered 

here in approximate order of difficulty. The first class is object 
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measurement where the length or area of an object is of interest. ,8 and 

'9 give examples of area measurement problems. 

The second category is object classification, where a decision 

needs to be made as a result of the measurements made. The main 

applications here include component sorting, and quality control. Examples 

of work in this area are printed circuit inspection (Bentley, 1979; Chin et 

al., 1978; Perkins, 1982), inspection of steel sheet (Norton-Wayne et al., 

1980; Lippincott and Stark, 1982), defect detection in timber (Conners et 

al., 1983; Ng, 1985), and kiwifruit grading (Hodgson et al., 198~; 110). 

Kruger and Thompson (1981) and Scot (1982) give excellent discussions of 

the merits and disadvantages of using image processing techniques to 

automate industrial inspection. A survey of automated inspection systems 

and techniques is presented by Chin and Harlow (1982). 

The most difficult class of image processing problem is where the 

information required, or provided, spans three dimensions. In the previous 

categories, the problems considered are two dimensional. One of the 

problems in this category is the use of a vision system to control a robot 

manipulator. There are several reviews on ways in which image processing 

can be applied to robotics (Corby, 1983; Gonzalez and Safabakhsh, 1982; 

Peterson, 1982), and Luh (1983) describes the various parts of industrial 

robots, and how computer vision is incorporated. At present solutions can 

be found if the range of objects being imaged is small and have simple 

shapes (for example Kelly et al., 1982). Techniques used to obtain three 

dimensional information using two dimensional senSors include stereo 

matching (Barnard and Fischler, 1982), triangulation (Agin and Binford, 

1976), and the use of structured light (Altschuler et al., 1981; Will and 

Pennington, 1971 i 1972; West, 1983). A survey and comparison of these 

rangefinding techniques is presented by Jarvis (1983). A more difficult 

problem is analysing the contents of a three dimensional scene (Jarvis, 

1982; Rosenfeld, 198~). 

One of the difficulties often encountered in developing algorithms 

to solve image processing problems is the "trap of the two legged existence 

theorem" (Hunt. 1983). This is the assumption that because humans can 

easily perform a particular task, then so can a computer vision system. In 

fact the only truly general image processing machine available is man 
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himself (Hodgson et al., 1984). With current technology, image processing 

problems are solvable only if they are sufficiently specific and 

restricted, and there is no limit placed on the processing time allowed. 

In practise, industrial situations place a severe time restriction on image 

processing problem (typically 1 second per measurement or classification 

cycle) (Hodgson et al., 1984). The advent of VLSI and the use of parallel 

processing widens the range of industrial tasks that may be tackled by 

speeding up the more time~expensive operations. 

Whatever the industrial image processing problem is, the following 

basic steps may be used as a guide in developing a solution. 

OBTAINING A 

The first step in developing any image processing algorithm is to 

capture an image. It is important to arrange the image capture stage of 

the algorithm to simplify the image processing as much as possible. This 

image must be representative of the problem being examined, and should 

initially be as simple as possible. As the algorithm is refined, a wider 

variety of images can be used to test the algorithm and determine its 

limitat ions. 

The most important aspect to be controlled is the lighting. Uneven 

illumination can be removed by image proceSSing, but it is simpler, and 

faster to use more even illumination from the start. In some applications, 

special lighting techniques can be used to simplify the image processing 

problem considerably. This is known as 'structured lighting' (West, 1983). 

Structured light has been used for detecting the presence of parts on a 

conveyor (Holland et al., 1979), highlighting dents and scratches on rolled 

steel (Lippincott and Stark, 1982) and detecting object orientation (Will 

and Pennington, 1971; 1972). 

PREPROCESSING 

The purpose of preprocessing is to enhance the information required 

from the image, and to suppress information that is irrelevant to the 

problem being examined. This may be necessary to ensure that the more 

complicated operations of the next stage (~7.4) are successful. In 
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practise, rather than remove all of the irrelevant information, only 

sufficient preprocessing is performed to make the succeeding operators 

perform reliably. The operations described in this section are typical of 

those which are used. In any application any or all of these may be used. 

7.3.1 IMAGE CAPTURE COMPENSATION 

No image capture devices are ideal. In some applications, the 

deficiencies of the capture device interfere with the subsequent processing 

and require compensation. One common deficiency found in CCD based cameras 

is thermal noise (Hobson, 1978). This is caused by random thermal motion 

generating free electrons within the CCD which are attracted to the 

potential wells during image capture. Such electrons are unable to be 

distinguished from the electrons liberated by the incoming light, thus 

causing the true image to have the thermal image superimposed. Since the 

thermal image is independent of the true image, it may be estimated by 

capturing an image with the lens cap left on. Since the thermal image 

varies only slowly with time, it may be removed from the total image by 

subtraction. 

A nonlinearity in the intensity transfer function may be corrected 

through the use of a lookup table, This is possible only if the digital 

output from the image capture stage increases monotonically for increasing 

light intensity i~ut. If this condition is not satisfied, the required 

mapping will not be one to one. 

A distortion caused by the optical system, or camera angle can be 

corrected by rectification (O'Handley and Green, 1972). This consists of 

mapping the captured image onto the corrected image, and interpolating 

between the captured pixel values to give the corrected values. Conversion 

of satellite images to a particular map projection can be performed in the 

same way (O'Handley and Green, 1972). 

In some circumstances it may be impractical or impossible to 

illuminate the image evenly, In such cases, it may be necessary to 

correct for the illumination. Where it is uneven, an estimate of the light 

distribution may be obtained by capturing an image of a sheet of white or 

light grey card. This image can then be used to compensate illumination 

problems. An approach similar to this is taken in 18.3 in step 3. 
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7.3.2 IMAGE NORMALISATION 

Image intensity may need to be modified to simplify subsequent 

processing. The pixel intensities may be normalised in a number of ways 

including contrast expansion and histogram equalisation (Hummel, 1977). 

Intensity normalisation enables a more accurate comparison to be made 

between similar images, without introducing bias caused by different 

intensity distributions. 10.4 (step 3) gives an example of the use of 

intensity normalisation to compensate for intensity variations where 

measurements of the intensity are made at a later stage for classification. 

The other type of image normalisation that may be required is 

positional normalisation. Where template matching is used to determine if 

a particular object is present or whether an object has a defect or not, 

the image of the object may need to be shifted and rotated to bring it into 

registration with a template or model (McQueen, 1981; Stockman et al., 

1982). This is a form of positional normalisation and can be performed by 

actually shifting the data within an image (Braccini and Marino, 1980), or 

by recording the offset and using it each time the image is accessed. 

7.3.3 FILTERING 

Local linear filters may be used to reduce noise or enhance edges 

and other features of interest in an image processing algorithm. A range 

of linear filters and their properties can be found in most general image 

processing textbooks, for example Pratt (1978) or Gonzalez and Wintz 

(1977). Robinson (1977a, 1977b) describes how linear filters can be used 

for edge detection, while Pietikainen et ala (1983) describe a set of 

linear filters for use in texture classification. With large window sizes, 

there are techniques for increasing the speed of the filtering process 

(McDonnell, 1981). Linear filters have several undesirable limitations or 

deficiencies in some applications (Bailey et al., 1984). These include the 

blurring of edges while smoothing noise (Chin and Yeh, 1983; Justusson, 

1984), and a sensitivity to noise while detecting edges (Frieden, 1974, 

1976) • 

To overcome some of the deficiencies in linear filters, a wide 

variety of nonlinear filters have been devised. Linear filters can be 

modified in a number of ways to enable them to smooth noise without 
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adversely affecting the edges in an image (Bednar and Watt, 198~; Davis and 

Rosenfeld, 1978; Haralick and Watson, 1981; Lee, 1983; Lev et al., 1977; 

Nagao and Mat suyama, 1979; Wang et al., 1981). Median filters can also be 

used in this respect (see ,~). A comparison between a wide range of these 

techniques is made by Chin and Yeh (1983). Many techniques can be used to 

improve on the noise properties of linear filters. Some recently developed 

filters in this area are moment based filters (Machuca and Gilbert, 1981; 

Suciu and Reeves, 1982) and range filters ('5). Several surveys compare 

some of the nonlinear methods for detecting edges (Abdou and Pratt, 1979; 

Deutsch and Fram, 1978; Fram and Deutsch, 1975; Peli and Malah, 1982). 

Another stage in the image processing sequence where filters can be 

used is for object classification (Caulfield and Weinberg, 1982; Yang et 

al., 1983). Here matched filters are used to provide a discrimination 

between two or more classes of objects being imaged. 

7.3.~ THRESHOLDING 

Thresholding is using the intensities within an image as a basis 

for segmentation. The usual application is to determine which pixels 

within the image belong to an object, or a particular part of an object, 

and which pixels belong to the background. The resultant image after 

thresholding is almost always binary. the exception being when multiple 

thresholds are used. In this case, there is up to one more intensity value 

in the output image than there are thresholds. Thresholds may be applied 

in a number of ways, the most usual being to set all pixels which have an 

intensity greater than the threshold to white and to set all remaining 

pixels to black. Two thresholds may be used, where pixels with intensity 

between the thresholds can be set to white. Although there are many wa~s 

of selecting and applying a threshold (Waseka, 1978), there are two broad 

categories: global, and local thresholding. 

A global threshold, as its name implies, uses the same threshold 

value over the entire image. This value may be found manually by trying 

several different intensity values and selecting the one which provides the 

most desirable segmentation. If it is known that a certain percentage of 

the image is object and the rest of the image is background, then the 

threshold can be selected automatically so that the required percentage of 
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pixels are classified as object (Doyle, 1962). Images where thresholding 

is used often have a strong bimodal intensity distribution and the 

intensity corresponding to the valley between the two peaks in the 

histogram may be used as a threshold (Rosenfeld and de la Torre, 1983). 

A local threshold uses some local property of the image to 

determine the threshold. An extension of the histogram method~g used by 

Nakagawa and Rosenfeld (1979b) tests the intensity distribution within a 

series of 32x32 windows for bimodal distribution. The valley between the 

peaks is selected as the threshold, with interpolation between the windows 

to give a threshold at all points. There are a wide variety of other 

techniques that can be used to determine the threshold from local 

properties (Casasent and Cheatham, 1984; Morrin, 1974; Shneier, 1983; 

Ullmann, 1974). 

Thresholding can also be used to detect various features in an 

image such as edges. To do this, the image is first filtered to enhance 

the feature and thresholding is then applied (Abdou and Pratt, 1979). 

7.3.5 SEGMENTATION 

The purpose of segmentation is to split an image into its 

meaningful component parts (Gonzalez and Wintz. 1977). or areas which have 

a common property (Zucker, 1976). There are two main approaches to 

segmentation: edge based and region based techniques. Edge based 

techniques locate the transitions between regions and the regions are 

defined by the edges found. Region based techniques assign pixels to one 

region or another and the edges are located implicitly. 

There is a wide variety of edge detection to choose from for 

segmentation. If the edges between regions can be characterised by 

differences in mean intensities or some other local property, then local 

edge detection filters may be used (Abdou and Pratt, 1979; Heuckel, 1973; 

Nevatia and Babu, 1980; Peli and Malah, 1982; '5; 17.3.3). A similar 

approach to locating the edges is to apply a series of local templates to 

the image (Robinson. 1977a, 1977b; Gonzalez and Wintz, 1977). The 

templates are designed to give a strong match with the image in the 

vicinity of edges. Often the detected edges require thinning and linking 
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to give the complete boundary of a region (Gritton and Parrish, 1983; 

Ikowomopolous, 1982; Nakagawa and Rosenfeld, 1979a; Shanmugan and Paul, 

1982). An alternative method to applying an edge detection operator over 

the complete image is to use boundary tracking techniques. These are 

similar to the region growing techniques discussed in the next paragraph, 

with the exception that they operate on the edges rather than the regions 

themselves. Once an edge pixel is found, the complete boundary may be 

located by examining adjacent pixels. The pixel which fits the edge 

criterion the best is chosen as the next edge pixel. This process is 

repeated until the boundary is completed (19). Constraints may be 

placed on the searching to incorporate a priori information. Dynamic 

programming (Montanari, 1971) or tree searching techniques (Martelli, 1972, 

1976) may be incorporated to improve the reliability of the boundary 

tracking method. Boundary tracking has the advantage that thinning and 

linking operations are not necessary. 

The most commonly used region based segmentation technique is 

thresholding. Thresholding (see '7.3.4) is a simple form segmentation 

(Gonzalez and Wintz, 1977) since the intensity of a pixel is used to 

determine whether or not that pixel belongs to an object or the background. 

Information other than the intensity can be useful for segmentation, for 

example colour (Connah and Fishbourne, 1983), local features (Schachter et 

al., 1979) or the use of local template matching for texture analysis 

(Pietikainen et al., 1983). 

Region growing is another class of region based segmentation 

techniques. In its simplest form, region growing is the joining of 

neighbouring pixels or groups of pixels which have similar properties into 

larger regions (Zucker, 1976). This can be started by selecting a seed 

pixel (Gonzalez and Wintz, 1977). Neighbouring pixels are tested as 

possible candidates for the growing region using a similarity test. 

Similar pixels are added to the region, and their neighbours are examined 

for similarity in the same way. This process is continued until no more 

pixels are added to the region, and a new seed selected to start the next 

region. Another approach used a pyramid type of data structure, where a 

series of images of different resolutions are used (Hong et al., 1982; 

Shneier, 1982). One way of creating such a pyramid data structure is to 

create the next lower resolution image by averaging non overlapping 2x2 
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pixel blocks to give the intensity of each pixel in the new image (Zucker, 

1976). The lowest resolution image is segmented using a relatively simple 

segmentation scheme. The procedure moves to the next higher resolution and 

resegments the pixels at the edges of the low resolution segmentation. 

This process is continued until the original image is segmented. 

4 INFORMATION 

An important transformation usually takes place in the form of 

the data at this stage: rather than consisting of a series of pixel 

intensities, the information is represented in a more descriptive or 

symbolic form. An unprocessed image contains a large amount of 

information, a lot of which is redundant or irrelevant to the problem being 

examined. For example, a 512 x 512 x 8 bit image contains 256kbytes. If 

it is known that the image is of a circle, all that may be required is the 

centre, radius, and mean intensity. This can be represented with fewer 

than 10 bytes. The preprocessing stage will have reduced the volume of 

data to a certain extent, but the information extraction stage will reduce 

the volume even further. The operators described in this section are 

typical of those used at this stage in the algorithm. Any particular 

algorithm may use any or all of the operations described. 

7.4.1 FEATURE EXTRACTION 

The first step in changing the form of the information is feature 

extraction. A feature is a function of the initial pixel values 

(Castleman, 1979; Hall, 1979; Haralick, 1973) that is useful to 

discriminate against other images that may be encountered (Haralick, 1973; 

Gonzalez and Wintz, 1977), that is, it is directly relevant to 

classification (Castleman, 1979; Hall, 1979). 

Features often contain information about the grey level, texture, 

shape or context of an image (Haralick, 1973). This information, often a 

single number or small set of numbers, is low in volume but high in 

information content (Castleman, 1979). The set of features that are used 

to perform a discrimination depend on the application and the types of 

discrimination that need to be made (Rosenfeld and Kak, 1983). The rest of 

this section will describe some of the types of features used and how they 
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may be extracted. Features fall into two broad categories: linear, and 

regional. 

Linear features are based on edges or lines. These are usually the 

edges of a region as found by the segmentation stage ('7;3.5). Some of the 

features that may be of interest are the length of an object, or its 

perimeter (Ellis et al., 1979; Kulpa, 1983; Wiejak, 1983b) or information 

about the shape. This can be through the use of polygonal approximations 

(Freeman and Davis, 1977; Nakagawa and Rosenfeld, 1979a; Pal et al., 1983; 

Perkins, 1978), moments (Freeman, 197~; Wiejak, 1983a), Fourier descriptors 

(Wallace et al., 1978; Zahn and Roskies, 1972), or concavity analysis 

(Arcelli and Levialdi, 1971; Handley, 1985; Kim and Rosenfeld, 1982). 

Regional features are measurements of properties within a region of 

an image. Examples of features that may be used are the area (Wiejak, 

1983b), the size of the enclosing rectangle (Freeman, 197~; Freeman and 

Shapira, 1975), measurements and topography of the objectts skeleton 

(Arcelli et aI, 1981; Favre and Keller, 1983; Hilditch, 1969, 1983; Peleg 

and Rosenfeld, 1981). Topological concepts such as the Euler number 

(Gonzalez and Wintz, 1977) may also provide features of an object. Other 

important regional features are the mean intensity and texture information. 

There are three main ways of obtaining texture information: Fourier domain 

methods (Matsuyama et al., 1983), statistical methods (Pietikainen and 

Rosenfeld, 1982; Pietikainen et al., 1983; Thurn, 1983), and multiresolution 

comparisons (Peleg et al., 198~). Davis (1982), and Conners and Harlow 

(1980) compare some of the more common techniques used to analyse texture. 

7.~.2 MEASUREMENT 

In some image processing applications, the information required is 

a measurement (,8; '9; Onoe et aI, 1983), while in other applications, the 

measurement is used for classification purposes ('10; Yachida et al., 

1982). The quantities that may be measured from an image are: area 

(Freeman, 197~; Kulpa, 1983; Rosen, 1980), length (Ellis et al., 1979; 

Freeman, 197~; Kim and Rosenfeld, 1982; Kulpa, 1983; Proffitt and Rosen, 

1979; Rosen, 1980; Wiejak, 1983b) and intensity ('10). Any measurement 

made requires calibration to convert the quantity from a pixel measurement 

to the physical quantity that is actually being measured. This calibration 
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may be performed by executing the algorithm on a similar object of known 

dimensions, The relationship between the known size of the calibration 

object, and the measurement obtained can then be used to scale the results 

from the other measurements. 

When measuring the length of edges, there are several points which 

need to be considered. The first is that the digitised edge consists of a 

sequence of horizontal and vertical steps. If the total length along these 

steps is measured, the measured result will be an overestimate of the true 

length (Ellis et al., 1979; Proffitt and Rosen, 1979). The amount of 

overestimate is dependent on the direction of the edge, If the direction 

is known beforehand, or every direction is present (for example if the 

object is circular), then a correction factor may be applied. If this is 

not possible, then an 8~connected neighbour scheme gives more accurate 

results (Wiejak, 1983b). Another point which needs to be considered is 

that any noise in the image is likely to increase the boundary length 

(Ellis et al., 1979). Finally, as the spatial resolution is increased, the 

boundary length may also increase (Ellis et al., 1979). This is 

particularly so when the image is of a rough object, because of the fractal 

nature of the boundary (Loehle, 1983; Mandelbrot, 1977; Peleg et aI, 1984). 

When the area is measured, as the resolution is increased the 

accuracy of the measurement also increases in general (Ellis et al., 1979). 

The method used to measure the area will depend on the original 

d itisation scheme used (Kulpa, 1983). The simplest method involves 

counting the pixels belonging to the object. For more accurate results, 

however, correction will need to be made for the boundary pixels (Kulpa, 

1983) • 

7.4.3 PATTERN IDENTIFICATION I CLASSIFICATION 

Pattern classification is the name given to the step where an 

image is classified into one of two or more categories or classes. Pattern 

identification is often used synonymously with pattern classification. An 

example of pattern classification is a 'yes' - 'no' decision as to whether 

a component being inspected is defective. Another application may require 

the type of defect if a 'no' decision is given. A tool sorting system may 

need to decide whether an object being imaged is a spanner, screwdriver or 
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a hammer. The two main ways of classifying an image are partitioning and 

matching. 

The partitioning method of classification is based on the 

extraction of a set of key image features. These features need to provide 

sufficient discrimination between the different objects that may be imaged 

in the application. The values of these features may be considered as 

components of a vector in a feature space. This feature space is then 

partitioned into regions representing the different objects that may be 

classified (Decell and Gaseman, 1979; Gu et al., 1982). An object is 

classified by the region that its feature vector lies in. For partitioning 

to be accurate, a training phase is usually necessary. This involves 

obtaining the feature vectors of a sample of each object, and defining the 

partitions between the different objects (Gelsema and Eden, 1980). If 

inappropriate or insufficient features are used, then the regions will 

overlap, giving a high classification error rate. 

Matching techniques of classification involve comparing an image of 

an object with a series of templates and finding the best match (Kitchen 

and Rosenfeld, 1979; Kitchen, 1980; McQueen, 1981). Each template may be 

an 'ideal' image. a feature vector, or a graph or tree representing a class 

of object that may be encountered. Usually only one template is used for 

each object class. Methods of finding the best match between the image and 

the templates include correlation (Jutamulia et al., 1982; Reeves and 

Rostampour, 1982; Siegel et al., 1982), matched filtering (Caulfield and 

Weinberg, 1982; Yang et al., 1983), and syntactic techniques (Earley, 1970; 

Fu and Bhargava, 1973; Chiang and Fu, 1981). 

POSTPROCESSING 

In some circumstances, a post-processing stage may be necessary to 

convert the extracted information into a desired form. This may be because 

resultant images need to be displayed, or the information that is extracted 

must be put into the form required by a robot controller. As steps were 

taken to compensate for deficiencies in image capture, so also similar 

steps may be required to compensate for image display devices. Some of the 

defects that may occur in display devices are: nonlinearities in the 

intensity range; an unevenness of intensity over the display, and physical 
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distortion. These defects may all be corrected in a similar manner to the 

corresponding image capture defect. When the display is to be used by a 

human operator (as opposed to making a hard copy of the image) these 

defects are usually insignificant because of the highly adaptive nature of 

human vision. 

A more important function of post-processing is information 

presentation. If the output is used by a robot manipulator, the 

information that is required might be the physical position and orientation 

of an object, as well as the object's type. If image processing is used to 

assist an operator, rather than perform a function automatically, then the 

results of the processing will need to be presented clearly to the 

operator. An enhanced image display may convey this information more 

readily than a sore en full of numbers. An enhanced display may oonsist of 

marking suspected defects on an original image. In a oomponent inspection 

environment, another post processing task that may be required is to keep a 

tally of produotion, and the defeot rates. 

6 ALGORITHM REFINEMENT 

Sinoe the initial algorithm is developed on the basis of a small 

number of typical images, it will require testing after it is complete. 

For this, a variety of images typioal of those enoountered should be used 

as input. If the initial algorithm was designed using a simplified 

situation, then the oomplicating faotors may be introduced one at a time 

until the algorithm fails to perform satisfaotorily. The algorithm can 

then be modified to overoome these deficiencies. In this way the 

algorithm generated will be no more complioated than is neoessary to solve 

the problem. In applioations where speed is oritioal, the processing 

bottlenecks may be identified, and alternative operations investigated. 

DISCUSSION 

There is little or no theory which may be used to guide the 

selection of an operator from several that may be suitable. In praotise, 

the operators are chosen heuristically from a large number of possible 

operations. This is done by trying one operation, and if it performs 

unsatisfactorily, another is tried in its place until the desired result is 
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obtained. For this reason, the need for an interactive algorithm 

development facility cannot be overstressed. The approach outlined in this 

chapter may be used to determine the types of operator that may be used at 

particular stages, however, the operators and functions detailed above 

under the different steps mayor may not be used in any particular 

application. This approach yields algorithms that are by no means unique, 

or even optimal in any sense, but provides a guide to developing successful 

algorithms for a wide variety of applications. The following three 

chapters provide examples of algorithms developed using this approach, 

discussing the reasoning behind the selection of each step. One 

application of image processing not discussed here is image restoration 

(Bates and McDonnell, 1986). Although it is an important field, there is 

little application for it in industrial situations. 
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Chapter 8 

FOOT-GROUND PRESSURE 

DISTRIBUTION MEASUREMENTS 

8. INTRODUCTION 

Work is in progress in the Mechanical Engineering Department aimed 

at the construction of a rig that will enable the gait of a person to be 

analysed (Johnston, 1983). The design of this rig is based on research by 

Arcan and Brull (1976). The rig enables the foot~ground pressure 

distribution to be measured for a standing person, and eventually will 

enable dynamic gait analysis. This chapter provides some of the background 

to the problem, and details how image processing is applied to it. 

The foot~ground pressure distribution provides information on how a 

person's weight is distributed both across the foot and between the feet. 

This information can be used in treating orthopaedic disorders, and 

evaluating the effectiveness of the various orthopaedic appliances and 

inserts. It also provides an additional source of data for analysis of the 

mechanics of the entire body. 

8.2 THE EQUIPMENT 

The rig consists of a light source, a loading platform, and an 

imaging system of some sort. This is shown in detail in figure 8.1. 
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Figure 8.1: The rig and components (not to scale). 

Perspex 

The loading platform consists of the following components: 

1) A thin leather sheet on which the subject stands. 

2) A matrix of hemispherical solids mounted to the underside of the 

leather. These are used to discretise the load. 

3) A sheet of photoelastic material. with aluminium paint on the upper 

surface as a reflective layer. 

4) A quarter-wave plate. 

5) A polarising filter. 

6) A perspex sheet to support the load. 

A photoelastic, or birefringent material is one which behaves 

homogeneously when unstressed but becomes optically heterogeneous when 

stressed (Hendry, 1948; Johnston, 1983). When light passes through the 

stressed material it separates into two components polarised in planes 

parallel to the direction of the two principal stresses in the material. 

These wave components travel with different velocities, resulting in a 

relative path length difference when the light emerges from the material. 

This path difference is seen as a relative phase retardation, and is 

proportional to the difference in the principal stresses and the thickness 

of the material. 
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In a quarter-wave plate, the components of the transmitted light 

parallel to two perpendicular optical axes travel with different 

velocities. When used with monochromatic light of the appropriate 

frequency, this gives a quarter wavelength relative path difference. 

Referring to figure 8.2, in the unstressed condition, the light 

passes through the polarising filter, and is polarised in the x direction. 

The axes of the quarter-wave plate are at an angle of lJ5° from the x axis, 

splitting the plane polarised light evenly between the two axes, resulting 

in circularly polarised light. Since the photoelastic material is 

unstressed, it does not affect the polarisation of the light. The light is 

reflected off the top surface of the photoelastic material and passes back 

through the optical sandwich. When the light emerges from the quarterr-wave 

plate, it is plane polarised in the y direction. In this case. therefore, 

the polarising filter transmits no light to the imaging system. 

When the phQtoelastic material is loaded, this gives a further 

relative phase retardation resulting in elliptically polarised light (see 

figure 8&3). The light emerging from the quarter-wave plate is also 

elliptically polarised, and the component in the x direction passes through 

the polarising filter. As the stress is increased from zero, the intensity 

of the transmitted light increases to a maximum then returns to zero as the 

total relative phase difference approaches n. The loci of constant phase 

difference are called fringes. When white light is used, the fringes 

appear coloured because the relative phase retardation is wavelength 

dependent. 

The most convenient shape of fringe for measurement is circular, 

and this can be obtained from a spherical load point (Arcan and Brull, 

1976). With a given load point, the area of the region stressed is 

dependent on the weight applied, although the exact relationship between 

the fringe area and the applied weight depends on the physical properties 

of the photoelastic material. For this reason, the material requires 

calibration before any quantitative data can be obtained. This is 

performed by loading the system with known weights, and measuring the area 

of the fringes obtained. 
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8.3 THE IMAGE PROCESSING PROBLEM 

Quantitative measurements can be obtained using one of two main 

methods. One is to use digital image processing techniques. The other 

method is to photograph the fringes and analyse the resultant negatives or 

photographs by manually. The main advantages of using a digital image 

processing system are the speed with which results can be obtained and 

lower running costs. The disadvantages are a high initial cost, and the 

limited accuracy of results due the relatively low resolution of imaging 

cameras compared with fine grain film. This last point will be discussed 

more fully later. The reason a digital image processing system was used in 

this case is that one was available, making the initial cost insignificant. 

It also allows experimental work to proceed much more rapidly as results 

are available almost immediately. 

Image processing is used in this problem to extract the area of the 

fringes. To do this, the following algorithm is used. 

1) CAPTURE IMAGE: An image of the loaded plate is captured. The 

load consists of a known weight with three load points attached to the 

underside such that the weight is distributed as evenly as possible between 

the three points. This gives a pattern of three fringes, the total area 

depending on the weight applied. Three points are used because the weight 

will not balance on fewer than three, and is difficult to distribute the 

weight evenly over more than three. This corresponds to the first step in 

the general image processing procedure discussed in '7.2. A typical image 

is shown in figure 8.~. 

2) SUBTRACT BACKGROUND: The background image is an image of the 

plate without any load. This step eliminates three main sources of noise 

(see figure 8.~). The first source is the 'dark current' or thermal image 

generated within the CCD by random thermal motion (Hobson, 1978). This 

thermal image appears added to the true image and only varies slowly with 

time enabling removal by subtraction. Second, any scratches or dust in any 

of optics scatter light, affecting both its intensity and polarisation. 

The scratches and dust appear as brighter lines or points in the image. 

Since these do not move from image to image, their effect may be removed by 

subtraction. Finally, because of the non~ideal nature of the materials, 

some light is reflected back by the perspex and polarising filter giving a 

background clutter. The intenSity of this clutter is not uniform across 

the entire image because the platform is not evenly illuminated. 
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Figure 8.4: A typical image after various steps in the algorithm. 

Subtracting the background image removes these effects, leaving only the 

fringes with a relatively low intensity background. The important effects 

of this step are a much improved contrast between the fringes and the 

background due to the reduction in noise level, and an improvement in the 

uniformity of the intensity of the background enabling thresholding to be 

performed successfully. In developing an algorithm, subtracting a 'dark' 

current is standard practise when using CCD cameras. In this case, rather 

than capture a 'dark' current image with the lens cap on, an image of the 

unloaded plate is used instead. This combination of logical steps into the 

single operation simplifies the overall algorithm without sacrificing 

r'obustness. 

3) THRESHOLD: The objective of this step is to determine which 

pixels belong to fringes, and which belong to the background. Thresholding 

may be used at this stage since the fringes are of higher intensity than 

the background. To do this, the pixel values around a fringe are examined 

and a threshold intensity is chosen by the operator. This threshold is 

used globally, that is all pixels in the image of intensity less than the 
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threshold are classified as background and are set to 0 (black). The 

remaining pixels are classified as belonging to the fringes and are set to 

255 (white). If too much background is classified as fringe, or if the 

fringes are not completely detected, the operator modifies the threshold 

accordingly, and this step is redone. Figure 8.4 shows a typical image 

after thresholding. 

4) ISOLATED POINT REMOVAL: There is usually some overlap between 

the intensity ranges of the fringes and background resulting in some points 

being inadvertently misclassified by thresholding. These will usually be 

isolated points if a reasonable choice of threshold is made in step 3. A 

median filter is used to remove this isolated point noise because it does 

so without adversely affecting larger objects such as the fringes (14.3.1). 

Another advantage of the median filter in this situation is that the binary 

nature of the image is maintained (,4.3.10). 

5) FILL WITHIN RINGS: For heavy loads, the fringes show as rings 

because at the centre of the fringes the relative retardation is increased 

to the stage where the light is interfering destructively. The darker 

region within the rings therefore requires reclassification. This step 

fills in the regions within the rings (see figure 8.4). Steps 2 to 5 

correspond to the preprocessing stage in the general image processing 

procedure (17.3). These steps process the greyscale image containing the 

fringes into a binary image where the white regions represent the total 

interference area. All of the information contained in the original image 

that is not relevant to the problem of fringe area measurement has been 

removed. 

6) AREA MEASUREMENT: Measuring the area of the fringes is now a 

simple matter. All pixels which are set to (white) are counted. This 

area can be calibrated by imaging an object of known area, in this case a 

circular washer, and processing using the same algorithm (See figure 8.5). 

As with the background image, the calibration image does not need to be 

taken for each load, but only when physical conditions change. 

7) COMPARISON: For consistency, the final image is compared with 

the image after subtracting the background. If the operator is unsatisfied 

that the results of the classification correspond to the fringe regions 
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Figure 8.5: The algorithm applied to a calibration area. 

identified in step 2, the threshold may be adjusted and the algorithm 

repeated. 

This procedure is followed for each measurement obtained. Each 

load is measured several times to give an indication of the measurement 

errors involved and to improve the accuracy. Steps 1 to 7 are repeated for 

a variety of weights, and a calibration curve can be drawn for the 

particular photoelastic material used (figure 8.6). 

8.4 DISCUSSION 

In solving this problem, the approach was to start with a simple 

algorithm, and complicate it only when necessary. With this problem, the 

simplest way of measuring the area of the rings is to threshold the 

original image and count the number of white pixels. This corresponds to 

steps 1, 3 and 6 of the above algorithm. The thresholding operation is not 

successful unless there are no bright points other than the fringes, and 

the background is of uniform intensity. Subtraction of the background is 

inserted to give this si tuation, wi th filtering and ring filling added to 

compensate for defi c iencies in the use of a simple threshold. 

The main reason for increasing complexity of an algorithm is to 

improve the robustness of the algorithm, that is to increase the range of 

situations where the algorithm will operate successfully. Increasing 

complexity has the disadvantage of reduced speed resulting in a tradeoff 
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Figure 8.6: A calibration curve for the photoelastic material being 

investigated (From Johnston, 1983). 

between simplicity, speed and robustness. In this case, since the 

algorithm was only to be used by a single operator to perform calibration 

of the photoelastic material, the algorithm has been left simple, with a 

relatively high level of operator interaction. The need for checking the 

final image with the original is the result of this tradeoff. This step 
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avoids having to use a relatively complex automatic threshold selection 

routine by minimising errors caused by to poor threshold selection. 

If further use was being made of this algorithm in clinical applications, 

it would be necessary to devise a suitable automatic threshold selection 

routine (for example Rosenfeld and de la Torre, 1983; Waseka, 1978) because 

the system would be being used by people with little or no expertise in 

image processing. This would also eliminate any differences in threshold 

selection from operator to operator. 

The algorithm works well, and enables results to be obtained 

quickly. Due to resolution constraints, the accuracy in measuring the area 

of the fringes is limited to ±7%. It is totally impractical to measure the 

entire foot ground pressure pattern with any accuracy because when the 

entire pattern is within the field of view, each load point occupies only 7 

or 8 pixels, as shown in figure 8.7. This could be improved by using a 

higher resolution camera, the minimum resolution worth considering being 

256 by 256 pixels. 

It was found that the error in the calibration curve was as high 

as 56% (Johnston, 1983). This was determined by applying a known weight to 

the apparatus, and using the calibration curve to obtain an estimate of the 

weight represented by each fringe. These part weights were totalled to 

give an estimate of the total weight. This estimates obtained by this 

procedure were low by as much as 56%. Most of this error was attributed to 

optical creep in the photoelastic material. Optical creep is the change in 

Figure 8.7: The complete foot ground pressure pattern. 

\. 
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the stress distribution and physical constants within the material with 

time (Hendry. 1948). The seriousness of this effect varies from one 

photoelastic material to another. but in all cases shows as a drift in 

fringe position over the first few minutes after a load is applied. This 

highlighted a need for a faster settling material in this case. since the 

creep took as long as 10 minutes to stabilise. making dynamic (or walking) 

tests impossible. 

The use of digital image processing rather than conventional 

photographic methods resulted in a considerable reduction in the time 

required to perform the calibration of the photoelastic material. As 

better photoelastic materials become available, the algorithm may be 

refined to reduce the dependence on operator judgement in the thresholding 

operation. 

8.5 CONCLUSIONS 

The purpose of the pilot study into applying photoelasticity 

techniques to gait analysis was to investigate the practicability of using 

relatively cheap photoelastic materials. The conclusions that were 

obtained (Johnston, 1983) were: 

A) Accurate quantitative results were not possible form the material used 

because of high optical creep, 

B) For this project to be investigated further, a suitable photoelastic 

material must be found. Such a material needs to have low optical 

creep; have a high optical sensitivity; and be relatively inexpensive 

and readily obtainable. 

C) Two methods were established for the measurement of the fringe pattern. 

These are manually, and by using an image processing system. 

Image processing was able to be used to speed the analysis of the 

photoelastic material. since the photographic processing and manual 

analysis stages were eliminated. If suitable photoelastic materials were 

obtained, and such apparatus was used for clinical applications, the use of 

an image processing system to determine the foot- ground pressure pattern 
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from the fringe area distribution would be essential to obtain fast 

results. This would enable various orthopaedic appliances and inserts to 

be evaluated and adjusted interactively. 

The algorithm developed in ,8.3 is sufficient for calibration 

of the photoelastic material. If the apparatus described in ,8.2 is to be 

used in clinical applications, then several modifications will need to be 

made to the algorithm. The first will be to automate the threshold 

selection step. The individual fringes need to be located and measured, 

rather that obtaining the total area as is presently done. The areas are 

then converted to pressures using the calibration curve, which may then be 

interpolated to give an image entire foot ground pressure pattern. These 

new steps will require special purpose operators to be developed and added 

to the image processing system used. 

This chapter illustrates some of the image processing operations 

described in '7. and how they may be applied to an actual problem. For 

a simple task the procedure outlined in '7 for developing an algorithm is 

very effective. 
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Chapt 9 

TREE OWTH RING MEASUREM NTS 

.1 INTRODUCTION 

Forestry is one of New Zealand's major industries (Development 

Finance Corporation. 1980). For this reason. it is important to know the 

best growing conditions for the trees, as well as the optimum time for 

felling and replanting a particular stand. This information may be 

determined by analysing the annual growth rings of a tree (Chapman, 1924; 

Bruce and Schumacher, 1950; Husch et al., 1982). The effect of climatic 

conditions on annual growth may be determined by measuring the growth made 

each year and correlating this with the climatic conditions (Chapman, 

1924). From this, the influence of such factors as the temperature and 

rainfall may be investigated. 

As a tree nears maturity, the growth rate decreases. This means 

that the effective productivity reduces since there is less wood returned 

for the extra time that the tree remains standing. 

optimum time for felling the trees, and replanting. 

Therefore, there is an 

The volume growth rate 

can be obtained by analysing the growth rings at regular distances up a 

tree (Bruce and Schumacher, 1950). This requires cutting down and 

sectioning the tree, although computed tomography techniques may be used to 

make measurements on a live tree (Onoe et al., 1983). Measurements are 
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usually made in ten year steps, that is every tenth growth ring is measured 

(Chapman, 1924; Husch et aI, 1982), although for the fast growing pinus 

radiata grown in New Zealand, the step size may need to be reduced (McEwen, 

1976). The results obtained are very accurate for the tree being measured. 

but may not reflect the growth of the stand of trees from which it was 

taken. The errors may be as high as 15% if the trees selected depart from 

the 'average' form (Chapman, 1924). 

Current methods for measuring the growth ring areas assume that the 

rings are approximately elliptical. The long and short axes of the ring 

are measured, and the two lengths averaged to give an average diameter 

(Chapman, 1924; Husch et al., 1982). This result is accurate for circular 

rings, and is a slight overestimate for elliptical rings, but may be quite 

inaccurate for other ring shapes. Trees which grow on a slope, or where 

there is a prevailing wind tend to have distorted cross sections (Chapman. 

1924). Where every ring needs to be measured, making the measurements is 

time consuming, and of limited accuracy. 

To overcome these problems, the use of an image processing system 

to measure the growth ring areas was investigated. 

APPROACH TAKEN 

Measuring the growth ring areas requires locating each ring. and 

counting the number of pixels within each ring. There are several possible 

approaches which may be taken to determine the location of each ring. 

These include thresholding, region growing. and boundary tracking (17.3.5). 

Thresholding. being the simplest, was examined first. Batchelor 

(1980) successfully used thresholding to isolate the individual rings. The 

low contrast of the growth rings makes the use of a global threshold 

difficult if there is any unevenneSS in illumination. This problem is 

illustrated in figure 9.1. 

The use of region growing techniques in this application is 

complicated by the concentric nature of the growth rings. There is also an 

apparent edge between each ring which would complicate the region growing 

routine used, One advantage of region growing in this application is that 

the area measurement could be easily incorporated into the algorithm. 
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Figure 9.1: The use of a simple threshold on a low contrast image with 

uneven illumination. 

Boundary tracking techniques may be used to track the light to dark 

intensity step which is characteristic of the edge of the rings. This 

tracking is unaffected by any unevenness in the illumination, although the 

low contrast of the growth rings requires contrast expansion. Boundary 

tracking is sensitive to noise and may require prefiltering. The area 

within the growth ring may be determined as the ring is tracked by using 

the same algorithm as incorporated in a planimeter. 

It was decided to investigate boundary tracking techniques because 

of the initial difficulties encountered with simple thresholding. 

9.3 THE TRACKING ALGORITHM 

This section describes the tracking algorithms investigated, and 

compares the increased reliability provided by various refinements to the 

basic algorithm. Each algorithm is referred to as a BUG, which tracks the 

edges of the growth rings, leaving a trail. 

In order to compare the different algori thms, the spiral image 

shown in figure 9.2 was used with Gaussian noise added. The signal to 

noise ratio is constant over the whole image. A spiral test image 

approximates the circular growth rings while preventing the BUG from 

retracing the same section. The BUG is started near the centre of the 

spiral, and tracks outward until it reaches the edge of the image ', or gets 
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Figure 9.2: The spiral test image used for evaluating the performance 

of different tracking algorithms. TheSNR of the right 

hand image is 3. 

lost. It is considered lost if it encounters its own trail, or deviates 

from the true boundary by more than two pixels. The number of steps taken 

before failure (MSBF) was measured for different signal to noise ratios 

(SNR) for each BUG. The signal to noise ratio is defined by 

SNR h / a (9 • 1 ) 

where h is the intensity step size and a is the noise standard deviation. 

The relationship between the number of steps taken and the signal to noise 

ratio is approximately exponential (see figure 9.3 for the basic algorithm) 

and may be represented by 

MSBF A ea SNR (9.2) 

Figure 9.4 · compares the tracking characteristics of the BUGs discussed in 

the following sections. A least squares fit was used to obtain an estimate 

of the parameters a and A from 140 samples taken over 7 different SNRs. 

These estimates are given in table 9.1. 

\ 
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Figure 9.3: The measurements made of the MSBF for the basic algorithm, 

showing the exponential nature of the response. 
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Figure 9.~: The results of applying the different BUGs to the spiral 

test image. 
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Method A a. r2 
Basic Method 0.290 0.806 0.709 
Three candidate 1 .765 0.363 0.526 
Five candidate 0.4.43 0.856 0.698 
Weighting 0.183 1 .159 0.721 
Search order I 0.547 0.616 0.715 
Search order II 0.536 0.697 0.718 
Mult iple pixel 0.658 0.828 0.686 
Pixel Classification 0.283 0.887 0.677 
Lookahead 0.235 1 .213 0.799 

Table 9 • 1 : Estimates of the parameters A and a. for equation (9.2). 

The third column contains the correlation coefficient. 

9.3.1 BASIC ALGORITHM 

The basic algorithm may be represented as in figure 9.5. The 'find 

start' and 'find next ring' blocks locate the edge of a ring within the 

image being examined. In the current implementation, the operator manually 

positions a cursor on the edge of a desired ring. A search routine may be 

added later to find the rings automatically. 

Tracking the ring involves finding the best step from the starting 

pixel and moving the BUG in that direction. As the BUG is used to track 

the ring, there eight possible next positions for the ring edge from any 

pixel on the ring (see figure 9.6). For the rest of this discussion, the 

edge will be referred to by the corresponding pixel on the light, or hi 

intensity side of the edge. Since the edge is characterised by a 

large high to low intensity step, the difference is taken between the 

intensities of the pixel on each side of the candidate edges, and the edge 

with the largest difference is selected. The BUG is then moved to the 

pixel on the light side of the edge, leaving a trail in its previous 

position. This process is repeated until the BUG returns the start 

position. If the BUG runs into the border of the image, or its own trail, 

the tracking is aborted. 

9.3.2 LIMITING THE POSITIONS EXAMINED 

The basic algorithm may be improved by incorporating information 

about the growth rings. It is known that, in general, as the BUG tracks 
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BUG 

Loop until don 

ck 
ring 

Find next 
• ring 

Loop until error detected or complete 

Proc 
results 

Figure 9.5: A structure diagram of the basic tracking algorithm. 

the growth rings the direction does not change significantly from one step 

to the next. This information may be incorporated into the tracking 

algorithm in a number of ways. 

The simplest modification that can be made to the basic algorithm 

is to limit the number of directions considered as candidates for the next 

edge pixel. The pixels one and two position on either side of the last 

direction stepped are considered, giving three and five candidate pixels 
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Figure 9.6: The eight candidate edges from a given pixel position. 

The 1 and d refer to the light and dark sides of the 

intensi ty st ep. 

respectively_ When only three candidate pixels are used, any local 90 0 

bends cause the BUG to lose track. Such bends arise frequently from single 

noise pixels. This problem is reduced considerably if five candidate 

pixels are used. In this case there is a significant improvement over the 

basic method. 

Another alternative method of incorporating the directional bias is 

to weight each step height depending on its direction relative to the last 

direction taken. Figure 9.7 illustrates the directional weighting 

considered. Each intensity difference is multiplied by the corresponding 

weight to give a biassed step height. The edge with the largest biassed 

step height is chosen as the next edge around the ring. This weighting 

method gave a significant improvement over all of the previous methods. 

o· I· o·g 

o· 0·7 

0-4 

Figure 9.7: The weights used by the directional weighting scheme. 
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9.3.3 SEARCH ORDER METHODS 

With the previous modifications to the basic algorithmt limiting 

the number of directions searched caused the true edge to be missed if 

noise caused the edge to change direction suddenlYt or if the intensity 

difference was reduced, Rather than limit the number of directions 

searched t each of the eight directions is examined in a particular order 

until the intensity difference is larger than a preset threshold value. A 

priori information can be incorporated into the order that the directions 

are examined. Since the BUG is tracking rings which are approximately 

circulart it may be biassed in one direction. The order considered for 

tracking the growth rings is shown in figure 9.8. The threshold value 

needs to be adjusted dynamically as the ring is tracked since the 

illumination and contrast may vary around the ring. Initially a value of 

half of the intensity difference of the previous step was used. This 

algorithm performed poorly since after the BUG got lost as a result of a 

noise pixel t the threshold reduced by a factor of two for each step taken. 

An attempt to improve this was made by limiting the fall of the threshold 

as follows 

Threshold new (ThresholdOld + Last step size/2) / 2 

This improved the tracking capability to much the same as that of the basic 

algorithm. The threshold selection scheme of equation (9.3) is not 

necessarily optimal t so further improvements are likely. 

Figure 9.8: The order that the candidate edges are considered for the 

search order scheme. 
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9.3.4 USING MULTIPLE PIXELS IN THE DIFFERENCE 

If the signal to noise ratio is high, an improvement may be made to 

the basic algorithm by using two pixels on each side of the candidate 

boundary. The MSBF from this BUG was much the same as that of the five 

candidate scheme of 9.3.2. 

9.3.5 PIXEL CLASSIFICATION METHOD 

This method estimates how well the pixels on each side of the edge 

represent the light and dark levels respectively. To do this, two fuzzy 

membership functions (Jain and Haynes, 1982) were devised to determine how 

light the pixel on the light side is, 

M( 1.) 0.0 if 1. < d 
1 1 

1. ,- d 
est 1 

if dest < 
est 

n d 
est 

== 1.0 ifl < est 

and how dark the pixel on the dark side is 

M(d.) 1.0 
1 

lest F' d i 
= 1 ,.., d 

est est 

= 0.0 

est 

li < 1 est 

1. (9.4) 
1 

(9.5) 

where 1 t and d t are estimates of the true light and dark levels. These es es 
estimates are obtained by taking running averages of the light and dark 

levels of the successful candidates over the last few steps. These 

membership functions are used to weight the candidate intensity differences 

diff . ht d" M(l.)M(d·)(li,-d.) welg ell 1 
(9.6) 

The maximum of the weighted differences is selected in the same way as the 
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basic algorithm. This gives much the same improvement over the basic 

method as the five candidate scheme discussed in '9.3.2. 

9.3.6 INCORPORATING LOOKAHEAD 

One of the problems of all of the previous methods is the inability 

to pass gaps in the ring caused by noise. When the other BUGS reach a gap, 

they start tracking away from the ring, and often get lost because of the 

rapidly reduced contrast. This problem may be overcome by checking that 

the BUG has a viable step after the one currently being considered. This 

enables single pixel gaps to be traversed successfully. Incorporating 

lookahead with the five candidate scheme gave a considerable improvement in 

the MSBF. 

9.3.7 POSSIBLE EXTENSIONS 

The methods discussed above may be improved further with more 

experimentation. The weights used in ~9.3.2 were chosen arbitrarily so it 

may be possible to optimise them for the type of noise used in the tests. 

The search order schemes of ~9.3.3 may be improved by the selection of a 

more suitable threshold level. The fuzzy membership functions used in 

19.3.5 was arbitrarily chosen to be piecewise-linear. Other functions may 

give improved tracking characteristics. Finally. the best features of the 

different methods may be combined to give significant improvements in the 

MSBF. 

Ideally as much a priori information should be used as possible. 

At present, the only information used is that the rings are approximately 

circular and do not have sudden changes in direction as they are traversed. 

Once the first ring has been tracked, the fact that the other growth rings 

are concentric and approximately parallel may be incorporated into the 

algorithm. 

An alternative to the lookahead method is to use backtracking when 

the contrast drops below a workable level. This should enable the BUG to 

find the ring after getting lost. 

One of the limitations of the MSBF tests performed in this section 
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that must be borne in mind in selecting a BUG is that the test image used 

has different characteristics to the actual growth rings. In generating 

the test image, the growth rings have been idealised rather than modelled 

accurately, so the MSBF gives only an indication of the expected 

performance on actual growth rings. The various methods should be 

optimised on the actual growth ring image rather than the test image. This 

is also true for other applications. 

9.4 AREA DETERMINATION 

As the BUG tracks around a ring, the area within that ring may be 

calculated. To do this, a form of tal planimeter is used, Since the 

track obtained from the BUG is totally outside the ring, the chain code 

obtained from the BUG needs to be converted into a boundary or crack code 

(Rosenfeld and Kak, 1983). This ensures that the area is not overestimated 

by including the pixels outside the ring. 

The chain coded pixels are those immediately outside the ring. 

From these, the boundary of the growth ring as shown in figure 9.9 needs to 

be extracted. This may be accomplished by replacing each element of the 

chain code by the crack code segment listed in table 9.2. Since this 

segment depends only on the current and previous chain code elements, the 

crack code may be calculated as growth ring is tracked. 

The crack code is used to perform an integration about the Y axis 

of the curve traced. To do this, two accumulators are used: an X 

accumulator and an area accumulator (A). For each element of the crack 

code, the following operations are performed 

If crack code = x then 

If crack code = nx then 

If crack code y then 

If crack code = ny then 

X 

X 

A 

X + 

X r. 

A + X 

A ~ A M X 

(9.7a) 

(9.7b) 

(9.7c) 

(9.7d) 

When the entire curve has been traced, the area accumulator contains the 

total area within that ring. Table 9.3 illustrates this process for the 

curve shown in figure 9.9. 
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Figure 9.9: a) An example growth ring showing the pixels marked, and 

the actual growth ring boundary. b) The chain coding 

scheme used. c) The crack coding scheme used. 

TO 

0 2 3 It 5 6 7 

0 x xy xyx xyxy xy xyx 

x xy x xyxy xy xyx 

2 yx yxy Y yx yxy yxyx 

3 yx yxy y yx y yxyx 
FROM 

It xyx xyxy xy xyx x xy 

5 xyxy xy xyx x xy x 

6 yxy yxyx yx yxy y yx 

7 y yxyx yx yxy y yx 

Table 9.2: The crack code segments obtained when converting from 

chain codes. The TO refers to the chain code element 

being converted, and the FROM refers to the previous chain 

code element. 
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STEP CHAIN CRACK X AREA 
0 0 0 0 
1 1 x 1 0 

Y 1 1 
2 x 2 1 

Y 2 3 
3 3 .,x 1 3 
4 2 Y 1 4 
5 3 y 1 5 

""'IX 0 5 
6 3 y 0 5 

...,x -1 5 
7 4 ""1 5 
8 5 -x -2 5 

-y -2 7 
9 5 -x -3 7 

-y -3 10 
10 6 -3 10 
11 6 -y -3 13 
12 7 "y -3 16 

x -2 16 
1 3 0 -2 16 
14 7 x -1 16 

-y -1 17 
x 0 17 

15 0 0 17 

Table 9.3: The chain to crack code conversion, and area accumulation 

process for the loop in figure 9.9. 

THE FINAL ALGORITHM 

1) CAPTURE IMAGE: An image of the tree cross section is captured. 

It is important that the camera has sufficient spatial resolution to make 

at least two samples across the width of the growth ring. This requirement 

results from the Nyquist sampling criteria (Haykin, 1978) which states that 

a signal must be sampled at least twice as frequently as the highest 

frequency in the signal. If insufficient samples are used, the rings merge 

and become indistinguishable as shown in figure 9.10. 

2) SUBTRACT DARK CURRENT: A 'dark current' image is captured with 

the lens cap still on the camera. This image is generated by random 

thermal noise (Hobson, 1978) and is removed from the growth ring image by 

subtraction. 



- 172 -

Figure 9.10: Two images taken with different spastial resolution. In 

the left image, the rings merge together near the top of 

the image. 

Figure 9.11: Linear contrast enhancement of the growth ring image. 
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3) CONTRAST ENHANCE: One of the problems with growth ring images 

is the low contrast. A typical value of the contrast ratio for the samples 

investigated is 13 to 1. This may be improved considerably by findlngthe 

intensity levels corresponding to both the lighter and darker regions in 

the rings, and setting these to white and black respectively. The 

intensities between these levels are expanded linearly. Figure 9.11 

illustrates the effect of this linear contrast enhancement technique on a 

typical image. The problem of uneven illumination discussed in section 

9.2 is made evident by this step. When a boundary tracking algorithm 

is used this is not a problem. 

4) FILTER TO REMOVE NOISE: The wood grain gives a speckly 

appearance to the growth ring image. This noise is also amplified when the 

contrast is enhanced. The two different filters that were used to reduce 

this noise are the MEDIAN filter, and the RANK based enhancement filter 

(4.6.6). The MEDIAN filter has the property of removing point noise 

. without degrading the quality of the ring edges. However, some fine detail 

is lost, particularly where the rings are closely spaced. The RANK based 

enhancement filter makes the edge sharper while reducing the noise. The 

effects of the two filters are compared in figure 9.12. 

The following three steps are performed for each ring: 

5) LOCATE RING: The operator manually positions a cursor on a 

growth ring. This step could be automated fairly easily. 

6) TRACK RING: One of the tracking algorithms described above is 

used to define the ring borders. This starts at the point provided by the 

operator in the previous step, and tracks the light to dark intensity step 

around the ring until it meets up with the start point again, or runs off 

the edge of the image. As the BUG tracks the ring, the area enclosed is 

calculated using the method described in 9.4. Figure 9.13 shows the 

resultant image after the rings have been tracked by BUG with lookahead. 

7) DISPLAY AREA: When the BUG completes the ring, the area within 

the ring is displayed on the terminal. This needs to be recorded and 

differences taken between adjacent areas to give the area of each ring. 
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Figure 9.12: A comparison of the noise reduction properties of the 

MEDIAN and RANK based enhancement filters. 

Figure 9 . 13: The image after al l of the rings have been tracked. 

8) CALIBRATION: The areas that are provided by the BUG are the 

numb er of ~ i xels witnin each ring. These results require calibration to be 

of practica l 'S'2< n l e area repl'E:sented by each p i xel may be determi ned by 

appl y ing t h e previous steps t o an image of an approximately circula r object 

of kn own area. 

9 . S DISC ISSION AND CONCLUSI ONS 

Initially, th e approach t o solving this problem was to use a 

relati vely simple track ing algori thm and impr'ove its performance wi tl'l 
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additional preprocessing. The basic tracking algorithm described in 9.3.1 

was used initially, with little success. When the prefiltering operations 

were added to the algorithm, and the reliability improved only slightly, 

the improvements to the basic tracking scheme described in 9.3 were 

. considered. This tradeoff between the amount of preprocessing necessary, 

and the complexity of the main information extraction steps is commonly 

encountered in algorithm development. 

The current algorithm works w~ll on most of the rings in the four 

images tested, but will not reliably track every ring. This may be 

improved with additional preprocessing, or by using more sophisticated 

tracking techniques (for example using the heuristic tree searching 

techniques discussed by Martelli (1972, 1976». 

There are problems getting an image which has good contrast between 

the light rings and the dark bands separating them. Various methods of 

dyeing the sample have been tried, without any success. There appears to 

be no easy way around this. Expanding the contrast in the computer has the 

disadvantage of also amplifying the noise in the image. 

Batchelor (1978) has suggested the use of circular tangential 

filters to smooth the grain noise of tree growth rings. This is used to 

blur the image tangential to the growth rings, thus reducing the noise 

amplitude. This method would work well on images with rings which are 

circular, or very near circular. If the rings depart from circular, the 

rings would need to be detected to ensure that the blurring is tangential. 

With the UCIPS camera (which was used for these tests), to get 

sufficient detail to enable the rings to be distinct, only a section of 

large samples can be imaged. This is partially overcome by the HIPS camera 

which is able to image about 20 times the area. For samples that cannot be 

completely imaged because of their size, it may be possible to section them 

and combine the contributions from each section to get the total area of 

each ring. The VIPS system allows the part images to be combined (Burt and 

Adelson, 1983) before tracking. 

The purpose of this project was to investigate the use of an image 

processing system to measure tree growth ring areas. Current methods are 
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time consuming, and of limited accuracy. With image processing techniques, 

the accuracy is dependent on the resolution used (Ellis et al., 1979). An 

important advantage of the area determination method described in '9.Q over 

existing manual methods is that no approximations are made about the shape 

of the growth ring. Therefore this method will give more accurate results 

when the rings are distorted. The execution time of the algorithm 

described in ~9,5 is considerably less that that required to manually 

measure the ring areas. Although this algorithm requires further 

refinement. it does demonstrate that image processing techniques may be 

applied to measuring the areas within tree growth rings. 
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Chapt 10 

KIWIFRUIT SURFACE 

LEMIS DETECTION 

10.1 INTRODUCTION 

Within the last few years kiwifruit has risen from obscurity to 

become a major export for New Zealand. To develop markets for, and 

maximise the return from the fruit only the highest quality fruit has been 

exported (Yerex and Haines, 1983). This has necessitated 100% grading to 

ensure that only the premium quality fruit is sent overseas. 

One of the problems frequently encountered with 100% grading is 

obtaining and training sufficient graders. This is made worse in the 

kiwifruit industry by the fact that the grading season is very short, 

typically four to six weeks. The time that the season starts can also vary 

considerably from year to year. The volume of fruit requiring grading is 

also increasing rapidly as recently planted vines mature. It was estimated 

in 1982 that by 1990 the kiwifruit crop would increase by over 10 times 

(Yerex and Haines, 1983). This is posing a problem to kiwifruit 

packing companies. Obtaining a large number of graders for short term 

employment is becoming increasingly difficult as more fruit requires 

processing each year. One approach to this problem is to extend the 

grading season through the use of artificial ripening or cool storage of 

the fruit before grading. Another is to use some form of automatic grading 

equipment. 
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This pilot study was initiated to investigate the potential of 

applying image processing techniques to kiwifruit grading. To be 

practical, the equipment needs to be able to grade one kiwifruit every 

quarter of a second. The aims of this project were therefore 

A) to determine if image processing techniques can be used to make the 

necessary distinctions between acceptable and blemished or damaged 

fru it; and 

B) to determine the sort of equipment that will be necessary to perform the 

grading at a useful practical rate. 

A simpler problem than grading the fruit automatically is to 

prescreen the fruit to remove the obvious defects. It has been observed 

that the rate at which the graders work is very dependent on the quality of 

the fruit being graded (Barker, 1983). With the average defect rate of 3%. 

the grading lines only operate at 80% of their maximum throughput. When 

the defect rate is increased, the grading speed can be as low as ~O% of 

maximum capacity. If the overall quality of fruit presented to the graders 

is increased, then the grading lines would then be able to be operated 

nearer maximum capacity. This reduces the constraints on the grading 

algorithm since any defect fruit that are accepted will be removed by 

manual graders. However, it must be ensured that the false reject rate is 

acceptably low in the interest of maintaining good relations between the 

grower and the packing company. 

o CLASSES OF DEFECTS 

There are two main types of kiwifruit defects that can occur. The 

first of these are shape defects, where the shape of the fruit is 

distorted. The defects in this class are (NZ Kiwifruit Authority; 1983) 

flats and fans, dropped shoulder, frost damage during bud development, and 

Hayward protuberance. With the exception of the Hayward protuberance 

defect, the fruit in this category are rejected for cosmetic reasons. If 

the protuberance or beak is damaged during handling and packing, it may 

lead to premature ripening or decay of that fruit and others in the tray. 

The detection of shape defects is not discussed here since my work 

concentrated on the blemish detection problem. The extraction of the 
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kiwifruit outline through the use of RANGE filters, which is the first step 

in the shape detection problem, is shown in ~5.3.7. 

The second type of defect is the class of skin or surface defects. 

The defects in this class can be subdivided into two groups, the first 

being area defects, where the blemish is not excessively dark and the total 

blemished area does not exceed one square cm. This includes (NZ Kiwifruit 

Authority, 1983) skin or limb rub, water stain, old hail damage, fungal 

damage, Hayward mark, and proximity mark. The other group of defects does 

not have any size allowance. These occur where the blemish is 

unacceptably dark, or the skin is cracked or broken. In this group are 

included hail damage, dirty fruit, sunburn, proximity mark, fresh hail 

damage, greedy scale, leaf roller, and sooty mould. 

Almost all of the surface defects appear as darker regions on the 

surface of the fruit. To minimise the processing time, the one algorithm 

needs to be able to detect as many of the possible defects as possible. 

The final algorithm will reject a kiwifruit if it contains any region 

within the fruit outline that is considerably darker than the surrounding 

region, or if it contains any slightly darker region that is larger than 

one square centimetre. 

The first approach taken was to attempt to detect the defects using 

Batchelor's (1979b) streak and spot detector. His algorithm works by 

filtering the image to remove the streaks and spots, followed by 

subtraction of the original image to obtain what was removed. This was 

able to detect some of the small dark defects but was very sensitive to 

noise, and was not able to detect the area defects. 

The use of a method based on the comparison of the kiwifruit being 

examined with a fixed model of an unblemished fruit is precluded by the 

variation in shape and size of acceptable kiwifruit. 

would also be taken in matching the fruit to a model. 

may be extended to give a form of dynamic modelling. 

Considerable time 

Batchelor's method 

This is the idea of 

removing the defects to give the model, followed by subtraction to obtain 

the defects. Such a dynamic model has the advantage over a fixed model of 
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Figure 10.1: Dynamic modelling used to detect surface blemishes on 

kiwifrui t. 

always being perfectly aligned with the fruit being examined both in 

position and in shape and size. Figure 10.1 illustrates the dynamic 

modelling approach considered for the problem of blemish detection. 

Two methods of deriving the dynamic model from the kiwifruit being 

examined were considered. These are the 'VALLEY FILL' algorithm, and the 

CONVEX HULL algorithm. 

10.3.1 THE VALLEY FILL ALGORITHM 

The 'VALLEY FILL' algorithm creates a model of an unblemished 

kiwifruit by filling in dark regions, or valleys, to the intensity of the 

surrounding lighter regions. This filling operation is performed on each 

line of the kiwifruit image, giving a result similar to that shown in 

figure 10.2. The depth of the valleys, as determined by subtracting the 

original fruit from the model, indicates the darkness of the defect. The 

defects can then be detected by using a simple threshold. 
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a) 

b) 

c) 

x 
Figure 10.2: The effect of the VALLEY FILL algorithm on a line 

profile: a) The profile; b) After VALLEY FILL; c) Valley 

depths, thresholded to give the defects. 

The filling algorithm works in two stages, the first stage involves 

scanning for peaks in the intensity in order to determine the fill level. 

The second stage involves filling the valleys between the peaks to the 

level of the lower peak. These two stages can implemented jOintly as 

follows: 

1) A line is scanned until the intensity of one pixel is less than that 

of the previous pixel. This is the peak intensity, and its position is 

recorded as the primary peak. 
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2) The scanning continues until one of two conditions is met: 

a) A pixel has an intensity greater than that of the recorded primary 

peak. In this case, the section of the line between the primary peak 

and the pixel just located is filled to the intensity of the primary 

peak. Since there is no longer a peak, scanning continues for the 

location of a peak as in stage 1). 

b) Another peak is found. The intensity of this secondary peak will be 

less than that of the primary peak, otherwise the primary peak will 

have been cleared by condition a). The valley between the two peaks 

is filled by scanning back from the secondary peak, setting pixels 

the level of the secondary peak until a pixel is found which is 

greater than this level. The secondary peak is discarded and 

scanning continues as in stage 2). 

Stage 2 

a) 

Scan 
Intensi 

pri 

Scan for 

in 

peak 

a) Intensity> Primary peak 
b) Secondary k 

b) 

Fill from primary 
peak to current pixel 

Fill back from 
secondary peak until 

intensity> secondary peak 

Figure 10.3: Schematic of the VALLEY FILL algorithm. 

to 
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Figure 10.4: How the VALLEY FILL algorithm is implemented. The 

primary peaks are A, C and F. The secondary peaks are 0 

and G. Refer to the text for a description of the 

filling process. 

This process is shown schematically in figure 10.3, and is applied to the 

intensity profile of figure 10.2 in figure 10.4. The profile is scanned 

along the line to A which is recorded. as the primary peak. Scanning 

continues until B where the intensity becomes greater than the primary peak 

(condition a). The valley is filled back to A and scanning recommences 

until C is found as the new primary peak. Scanning continues until D is 

found. This is a secondary peak (condition b) so the profile is filled 

back to 0'. When E is located, the valley between the primary peak, C, and 

E is filled to the level of C. F is found as the new primary peak, and 

scanning continues until G. The valley is filled back from this secondary 

peak, and the scan of the line completes. In this way the profile is 

converted to one having a single peak. 

One of the disadvantages of the VALLEY FILL algorithm is its 

sensitivity to noise which consists of closely spaced peaks and valleys. 

These valleys are filled in the same way as the valleys caused by the 

defects. This means that when the difference is taken between the filled 

image and the original image to locate the defects, this noise is also 

reproduced. When used for detecting blemishes on kiwifruit, this is a 

problem since the hair on the fruit is a source of noise. Each hair is at 

a different angle from the others and reflects a different quantity of light 

to the camera. In the captured image this appears as noise since each hair 

has a random intensity. Prefiltering is required to remove the noise 
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caused by the hairs. A MEDIAN filter was used to smooth the noise wi thout 

seriously affecting the valleys caused by the defects. 

Another problem encountered with the VALLEY FILL algorithm is that 

the results are very dependent on the illumination, and posit~on of the 

defect on the fruit. The intensity of the light reflected from the edges 

of the fruit is less than that in the centre because of the specular nature 

of the reflected light and the curvature of the fruit. Defects near t he 

edge of the fruit image are not detected as well as those in the centre of 

the fruit image since the outer edge of the valley has a lower intensity. 

This means that the valley appears to be shallow, even for serious defects. 

This prob l em is illustrated by an actual xiwifruit image shown in figure 

10.5. The drop in intensity toward the edges of the fruit cannot be easily 

compensated for since the true direction of the normal to the surface of 

the fruit is unknown. To overcome this problem, the CONVEX HULL algorithm 

was devised. 

Figure 10.5: The effect of the VALLEY FILL algorithm on a typical 

defective fruit, and the resultant detected defects. 

10.3.2 THE CONVEX HULL ALGORITHM 

The convex hull of an object is the smallest extension of that 

object that has no concave regions (Arcelli and Levialdi, 1971). An 

example is given in figure 10.6 for an irregularly shaped object. A 

physical analogy of the convex hull is to stretch a rubber band around the 

object. The rubber band follows the convex regions around the object and 

leaves the surface as it passes around concave regions. 
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a) b) 

Figure 10.6: a) An arbitrarily shaped object and b) its convex hull. 

a) 

b) 

c) 
Defects 

Figure 10.7: The effect of the CONVEX HULL algorithm on a line 

profile. a) The profile; b) After CONVEX HULL; c) Depth 

filled, and thresholded to give the defects. 
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In the case of the kiwifruit image a convex hull of the pixel 

'intensities in each row of the image is used, The effect on the intensity 

profile used in figure 10.2 is shown in figure 10.7. The intensities less 

than the convex hull are filled to the level of the hull, forming the model 

of the fruit being examined. This model is used to locate any blemishes in 

the same way as the model produced by the VALLEY FILL algorithm. 

Additional preprocessing is required to remove the background 

before the CONVEX HULL is applied to an image, otherwise the background 

will be filled. All background pixels are cleared to zero before 

processing with the CONVEX HULL algorithm. 

The algorithm operates in two stages, the first stage determines 

the convex hull. and the second stage fills the intensities to the hull 

level. The first stage is performed as follows: 

1) Scan along the row until a non zero pixel is found. This is the first 

pixel belonging to the kiwifruit in the line being examined. 

The following steps are repeated for each pixel until a background pixel is 

encountered. 

2) The triplet (~x, ~y, ~y/~x) is recorded in a table, where 

~x is the number of pixels covered by this entry 

~y is the intensity difference over this range 

~y/~x is the average slope over this range. 

Therefore, for a new point, the entry will be (1, ~y. ~y). 

3) If the slope is greater than the slope of the previous entry in the 

table, then the two entries are combined as follows: 

new ~x (Add lengths) (10.1) 

(Add intensities) (10.2) 

new slope = new ~x I new ~y, (Recalculate slope) (10.3) 

This step is repeated until no more combinations can be made. 
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Resultant 
Section / 

/ 
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/ 
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~x 
Section I 

x 

Figure 10.8: A concave section formed by three adjacent pixel 

intensities. The endpoints of the concavity are joined 

to make the resultant profile convex. 

This produces a table of line segments which make up the convex 

hull. The convex hull starts on the left with a large positive slope, and 

as the image is traversed, the slope reduces through zero to a large 

negative slope. From the definition of the convex hull, the slope 

decreases monotonically. When the monotonicity is broken, it is indicative 

of a concavity. This concavity can be removed by joining the endpoints of 

the last two sections as shown in figure 10.8. Step 3 performs this 

combining step. 

The second stage is to translate this table of convex segments into 

the hull. This is done using the following method: 

Let y be the intensity of the first pixel 
Repeat for each entry in the table 

offset = I1x/2 
count '" I1x 
Repeat 

move to next pixel 
offset = offset + l1y 
Y '" Y + offset DIV I1x 
offset", offset MOD I1x 
Set pixel value to y 
count = count ~ 1 

until count '" 0 
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This algorithm is significantly less sensitive than the VALLEY FILL 

algorithm to the reduced intensity near the edges of the fruit as shown in 

figure 10.9. The CONVEX HULL algorithm has the same noise and texture 

sensitivity as the VALLEY FILL algorithm, so the MEDIAN prefiltering is 

still required. 

Performing the CONVEX HULL operation on the columns after the rows 

approximates a two dimensional convex hull of the intensity. This results 

in an improvement over the single CONVEX HULL operation since it smooths 

the discrepancies between the rows as seen in figure 10.10. Improvements 

can also be obtained by using a MEDIAN filter after the CONVEX HULL 

operation. 

Figure 10.9: A comparison of the effects of the VALLEY FILL and CONVEX 

HULL algorithms on an image of a kiwifruit with a water 

stain defect. 
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Figure 10.10: A comparison of the the effects of single and double 

application of the CONVEX HULL algorithm. The left 

image shows a single CONVEX HULL applied to the rows of 

a defective fruit. The centre image shows the smoothing 

effect of the MEDIAN filter after a single application. 

The right image shows two applications of CONVEX HULL, 

the first on the rows and the second on the columns. 

10.4 THE IMAGE PROCESSING ALGORITHM 

This section details the algorithm that was developed in 

conjunction with an undergraduate project student, Robert Blick (1983). 

It is outlined in figure 10.11, with a detailed description of each step in 

the text below. The sequence of images obtained when applying this 

algorithm to a kiwifruit with a water stain defect is shown in figure 10.12. 

10.4.1 THE STEPS IN THE ALGORITHM 

1) CAPTURE IMAGE: An image of a kiwifruit is captured. Initially 

this was taken from a grading chart containing illustrations of the 
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Figure 10.11: Schematic of the kiwifruit blemish detection algorithm. 
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Fi gure 10. 12 : A typical image sequence when processing a waterrstained 

kiw ifruit. 

different defects. Once a pilot study had been completed using the grading 

chart images, the results were discussed with New Zealand's largest 

kiwifruit packing company (the Bay of Plenty Fruit Packers - Te Puke) and 

we were encourages to continue. The algorithm was refined using images of 

rea l fruit having defects in the acceptable, marginally acceptable, and 

r e ject categories. These fruit were placed against a dark background in 

such a wa y that any de fe cts were clearly visible to the camera. To test 

the algorithm, fruit are placed with a random orientation of defects. 

2) SUBTRACT BACKGROUND: First the 'dark current' image is 

subtracted from the i mage of the kiwifruit. The dark current image 

consists of an image which is captured with the lens cap on the camera and 

is the image generated by random thermal noise (Hobson, 1978). A constant 

is then subtracted from each pixel to set the background to zero intensity 

as is required by the CONVEX HULL operation ('10.3.2). This step is made 

possibl e by the use of a dark background for the fruit images. 
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3) NORMALISE INTENSITY RANGE: The next step is to normalise the 

intensity range to make the blemish measurements (steps 8 to 10 in the 

algorithm) relatively independent'of small fluctuations in illumination. 

This is accomplished by expanding the contrast linearly until the pixel 

with the highest intensity is set to 255. 

4) PREFILTER: A median filter is used to remove the fine texture 

in the image caused by the hairs on the surface of the fruit. This 

information is totally irrelevant to the problem of locating defects. As 

discussed in ,10.3.1, the median prefilter makes the algorithm 

significantly more robust. The median filter is used because it removes 

the local intensity variation without affecting the larger features that we 

wish to detect. However, if the fruit is infested with greedy scale, the 

Tiltering stage destroys useful information since the scale consists of 

small dark, or light spots. 

These first four steps can be considered to be the preprocessing 

step discussed in '7. 

5) CONVEX HULL: The CONVEX HULL algorithm, as described in '10.3.2 

is then used to obtain an 'ideal' model of the fruit. This operation is 

performed both horizontally and vertically to obtain an approximation to 

the two dimensional convex hull. If the kiwifruit has any blemishes which 

are darker than the rest of the fruit, then these blemishes are removed 

from the image of the fruit by this step. 

6) COMPARE FRUIT IMAGE WITH MODEL: The image after prefiltering 

is subtracted from the kiwifruit model obtained from the CONVEX HULL. Any 

dark blemishes removed in creating the model are isolated, and can be 

measured to determine whether or not the fruit is of export standard. 

7) POSTFILTER: The use of the CONVEX HULL operation in step 5 

increases the intenSity of the pixels around the edge of the kiwifruit 

model. When the fruit image is compared with the model, this causes a band 

of lighter pixels around the edge of the kiwifruit in the difference image: 

A median filter is used to remove these pixels and smooth the resultant 

detected defect. 
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8) FIND MAXIMUM: The image at this stage represents the blemished 

regions on the kiwifruit. The maximum intensity value is found to determine 

whether or not the kiwifruit has a blemish which is excessively dark 

('10.2). If the maximum pixel value is greater than a predetermined 

threshold intensity, then the fruit is rejected. Figure 10.12 shows all of 

the pixels which are greater than this threshold. In practise, only the 

maximum value needs to be found since this criteria is independent of the 

number of pixels that are found to be excessively dark. The threshold 

intensity is determined by performing the algorithm on a large number of 

fruit and selecting an intensity above which there are no acceptable fruit. 

If the fruit is found to be defective by this step then the following two 

steps are not necessary. 

9) THRESHOLD: For area defects, a lower threshold intensity is 

used than that for point defects. All pixels which have a value less than 

this intensity are classified as acceptable, and are set to black (0). Any 

pixels which have a value greater than the threshold intensity are possible 

defects, and are set to white (255). This threshold sets the darkness 

level that must be exceeded for a pixel to belong to a blemished region. 

It is determined by applying this algorithm to a large number of kiwifruit, 

both with and without defects, and finding a level at which few acceptable 

fruit are classified as defective. If a few defect fruit are accepted, 

then this is not a major problem at this stage, since the purpose of this 

algorithm is to improve the overall quality of the fruit being presented to 

the manual graders. 

10) AREA: The pixels that have been classified as representing 

blemishes on the fruit being examined are then counted. Since the mapping 

from the kiwifruit to the image is known, the area on the fruit represented 

by a single pixel can be determined. The blemish area in pixels is 

compared with the number of pixels that cover one square centimetre. If 

the blemish area is larger than the one square centimetre area allowance 

then the fruit is rejected. This area criterion as specified in the New 

Zealand kiwifruit grading standards (NZ Kiwifruit Authority, 1983). 

10.5 RESULTS 

10.5.1 DETERMINATION OF THRESHOLD VALUES 

There are two threshold levels used in the above algorithm. The 
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first specifies the intensity in the 'defect' image above which a pixel is 

classified as belonging to a blemished region on the kiwifruit. The second 

level is higher than the first, and specifies the maximum intensity 

allowable in the 'defect' image for the kiwifruit to be classified as 

acceptable. 

The area defect threshold intensity (step 9) was found by examining 

a blemished fruit to determine the level at which the only the blemish was 

detected. With this value set too low, the minor intensity variations 

caused by the illumination are detected. Setting it too high may allow 

defective fruit to be accepted. Since it is more desirable to accept 

defective fruit rather than reject acceptable fruit (110.1) this threshold 

should err slightly on the high side. In the example given, a threshold 

value of 24 was chosen (see figure 10.12). 

The point defect threshold intensity (step 8) was found by 

. 
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Acceptable Area 

fruit d ts 
Area of 

L-------------------4-----------------~--~defect 
2sqcm Isqcm 

Figure 10.13: A feature-space map showing the kiwifruit classification 

regions. The 1 sq cm limit is fixed by the current 

grading regulations. 
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analysing the feature-space map of a sample of kiwifruit. Figure 10.13 

shows the classification regions on this map for the surface defect 

detection problem. When the algorithm was applied to a tray of 36 

kiwifruit containing a variety of blemished and acceptable fruit the 

map of figure 10.1~ resulted. This suggests that the point defect 

threshold intensity should be about 50. 

In a commercial system, it would be necessary to have a method of 

automatically setting the above threshold intensity values. If such a 

system is self tuning, it would be able to adapt to the differences in 

characteristics of the fruit from one batch to another. This would be 

particularly important when used in a packing house which grades fruit from 

a large number of different growers. 

10.5.2 CLASSIFICATION PERFORMANCE 

The performance of the above algorithm on the kiwifruit tested is 

summarised in table 10.1. The cause of the misclassifications requires 

attention, particularly for the two good fruit that were rejected. 

Classified as 

Acceptable fruit 
Blemished fruit 
Marginal fruit 

Acceptable 

13 
1 
3 

Blemished 

2 
16 

Error rate 

13% 
6% 

Table 10.1: Performance statistics from applying the algorithm to 36 

kiwifruit. 

Both of the fruit were rejected because of artifacts generated near 

the stalk. These artifacts are caused by the modelling process as shown in 

figure 10.15. The modelling process will need to be modified to overcome 

these defects, perhaps by detecting the stalk or the flower and reducing 

the intensities in that region to prevent such artifacts. 

The point defect on the blemished fruit that was accepted was 

removed by the prefiltering operation (step 4). This highlights the 

tradeoff in the current algorithm between the detection of small point 
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Figure 10.15: The artifacts produced by the stalk region on the 

kiwifruit when two passes of the CONVEX HULL algorithm 

are used. 

defects and the sensitivity to noise. The acceptance of such a defect 

fruit would be a serious problem in an automatic grading system, but in the 

simplified prescreening system, the fruit would be removed later by manual 

graders. 

10.5.3 DISCUSSION 

The results (figure 10.14) show that the algorithm is very 

effective a detecting gross defects. The next stage in this pilot study is 

to determine the limitations of the current algorithm and to modify it 

where necessary to make it more reliable. To do this further testing is 

required with a larger sample of fruit, particularly those which are 

marginally acceptable or unacceptable. 

The generation of artifacts near the stalk of the kiwifruit may be 

avoided if only a single pass of the CONVEX HULL operation is performed. 

A method of compensating for the loss of the second pass of the CONVEX HULL 

(see figure 10.10) needs to be found. 

The use of the CONVEX HULL results in a significant improvement in 

the accuracy of the model from that generated by the VALLEY FILL algorithm. 

However the intensity profile of the model generated by the CONVEX HULL 

operation has a sharp central peak when there is a defect present (refer to 
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figure 10.10). A more accurate model may be obtained by rounding the 

profile. Fitting other than linear segments (for example a quadratic, or a 

cubic spline) between the points on the hull would be relatively time 

consuming. An alternative is to adjust the intensities obtained by the 

CONVEX HULL by using a histogram modification technique. Figure 10.16 

compares the intensity histograms and intensity profiles of the models of 

kiwifruit with and without defects. The intensity histogram of a fruit 

without defects could be used to mOdify the histogram of a fruit with a 

defect. This may make the algorithm more robust. 

Figure 10.16: A comparison between the histograms and line profiles of 

models constructed from good and defective fruit. The 

peaked nature of the profile from the blemished fruit 

can be seen. 

The only known commercial equipment readily available for grading 

fruit for defects is the Penwalt Electroscan (1984a, 1984b). This culls 

blemished fruit based on data taken from the complete surface of the fruit. 

The system is based around a 16 bit microprocesssor which processes 2000 
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byte images. For comparison, the algorithm described in ~10.~.1 was 

developed using 10 000 byte images. This suggests that Electroscan will 

have difficulty detecting the small point defects that caused problems for 

our algorithm. Their grading consists of comparing the information with 

preset grading standards, however the sort of information that is compared 

is not known. Their system is currently being used for grading lemons and 

oranges in the United States (Penwalt, 198~b). 

10.6 POSSIBLE IMPLEMENTATIONS 

During the algorithm development stage, the time constraint of one 

kiwifruit every quarter second was not important. The main requirement was 

to develop an algorithm which would work. However, after the algorithm was 

developed, the execution time required becomes an important consideration. 

The algorithm described in 110.4 was developed on the UCIPS system taking 

the times shown in table 10.2. Since UCIPS was designed as a general 

purpose system, most of the commands are stored on disk. The 'from disk' 

STEP UCIPS COMMAND From From Estimated Note 
Disk Memory Time 

1 Capture image LOAD 
2 Subtract background SUBT ,18 1.5 0.5 \ 

1.7 (1) 
3 Normalise intensity EXPND 1.7 1 .7 ) 
4 Prefilter RANK,5 7.0 5.5 2.5 (2) 

T ,1 ,2 0.2 0.2 0.2 
5 Convex hull HULL 3.5 2.0 2.0 

ROT 1.6 0.6 

J 
HULL 3.5 2.0 
ROT 1 .6 0.6 2.0 (3) 
ROT 0.6 0.6 
ROT 0.6 0.6 

6 Compare with model SUB 1.3 0.3 0.3 
7 Postfi lter RANK,5 7.0 5.5 1.5 (2) 
8 Find maximum FNUMS 1.5 0.5 

) 9 Threshold CLIP,43,44 2.0 0.5 0.5 (4 ) 
EXPND 1.7 1.7 

10 Measure area AREA 1.4 0.3 

TOTAL TIME 36.7 23.1 10.7 

Table 10.2: The execution times (in seconds) of the blemish detection 

algorithm. Refer to the text for the notes. 
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times in table 10.2 are the total times for each UCIPS command, including 

the time required to load the command from the disk. If a dedicated 

microprocessor system is used, the commands will be stored permanently in 

memory (EPROM). The 'from memory' times in table 10.2 are the times taken 

to execute the UCIPS commands after they have been loaded from disk. To 

speed the algorithm further, several of the general purpose commands may be 

combined and modified for this particular application. This gives the 

times in the 'estimated time' column. with the following modifications: 

(1) Tpe background subtraction and normalisation steps can be combined by 

modifying the EXPND command to incorporate the subtraction. 

(2) The median filtering operation does not need to be performed on the 

background region of the kiwifruit image. For the prefiltering 

operation, the kiwifruit typically occupies only 35% of the 100 x 100 

frame. The estimated reduction in time considers the additional 

searching and initialisation time required by filtering algorithm used. 

Similarly. for the postfiltering operation, only 10% of the 100 x 100 

frame requires filtering. 

(3) A second CONVEX HULL routine which performs the convex hull down the 

columns could be written. This would avoid the necessity of rotating 

the image for the second CONVEX HULL operation. 

(~) The area measurement routine can be modified to avoid the explicit use 

of the threshold operation by counting only the pixels with intensity 

greater the threshold intensity. The maximum intensity may be 

determined at the same time as the area is being measured. 

UCIPS is implemented on an 8080 based microprocessor system. The 

times estimated may be reduced by a about a factor of 2 to 5 if a faster 

processor such as the Intel 80186 is used. The reduction is less than 

expected because UCIPS is dedicated to image processing, and most of the 

software has been optimised for this. With newer processors, it is more 

efficient to use higher level languages, with the consequence of the extra 

software overhead involved. McNeill (1985) has tested the above algorithm 

on the HIPS system. The total execution time was actually greater than the 

time given in table 10.2 because of the extra software overheads. To 
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achieve the necessary speed, it is therefore necessary to consider the use 

of multiple microprocessors, or dedicated hardware. 
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Figure 10.17: A pipelined implementation of the kiwifruit grading 

algorithm. The numbers refer to the algorithm steps in 

section 10.4. 
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The two main processing bottlenecks are the RANK filtering and 

CONVEX HULL operations. Since the RANK filter is also used in several 

other algorithms as well, a VLSI implementation of the RANK filter was 

proposed (Appendix 3) and is under development (Hodgson et al., 1985). 

This will reduce the time to perform the RANK filtering operations to 

little more than a millisecond. The CONVEX HULL, however, is not as 

amenable to VLSI implementation as the ~ANK filter since it requires the 

data from a complete line to produce the output. A simplified version 

using peak detection, and interpolation between the peaks found may be 

implemented more readily. However, since each row of the image is operated 

upon independently by the CONVEX HULL, the operation may be readily broken 

down for parallel or concurrent processing. Figure 10.17 shows a possible 

hardware implementation. 

The algorithm described above inspects only one side of the fruit. 

In any system that is implemented, some method will need to be devised by 

which the complete fruit may be examined. One approach would be to use 

Kiwifruit 
Mirror 

, 
I ' 1 

I' I , 
"J. 

I 
I I 

I 
I 
I 

iwifruit 

line scan 
camera 

CAM RA 

Figure 10.18: Possible methods for obtaining a 360° view of the 

kiwifruit. a) Three views, each separated by 120°. 

b) A line scan camera examining a rapidly rolling fruit, 

obtaining a map of the kiwifruit surface. 
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three views of the fruit, spaced by about 120°. Three systems could be 

used, one for each view, or if the algorithm can be implemented in 

less than 80ms, the one system could process all three views. Another 

alternative would be to use a linear camera, and have the fruit spinning 

rapidly beneath it. As the fruit rotates, an image of the complete fruit 

is obtained. This method would simplify processing, since one of the 

CONVEX HULL operations could be replaced by a search for the maximum 

intensity. Schematics of these schemes are shown in figure 10.18. Both of 
I 

these schemes present significant mechanical difficulties because of the 

speed and precision required, and the delicate nature of the fruit. A 

commercial system, the Penwalt Electroscan (1984a, 1984b) uses the fruit 

rotation method for scanning the entire surface of citrus fruit. 

10.7 CONCLUSIONS 

This application of kiwifruit blemish detection illustrates clearly 

the interactive nature of algorithm development. The first attempt at a 

solution using Batchelor's (1979b) streak and spot detection algorithm was 

only able to detect point defects and was also very sensitive to noise. 

However this method suggested the generation of an 'ideal' model of the 

fruit, leading to the VALLEY FILL algorithm. This could detect area 

defects if they were located near the centre of the kiwifruit image. The 

detection of defects near the edge of the kiwifruit was still unreliable. 

The CONVEX HULL algorithm was developed to overcome this problem. 

There were two main aims of this pilot study. The first was to 

determine if image processing techniques can be used to make the necessary 

distinctions between acceptable and blemished or damaged fruit. The second 

aim was to determine the sort of equipment that would be necessary to 

perform the grading at a useful practical rate. 

This study has shown that image processing techniques can make the 

required distinctions between badly blemished and acceptable fruit. 

However., further tests are required to determine the suitability of the 

above algorithm for grading marginally acceptable fruit. Further work is 

required to make the algorithm more robust. The deficiencies of the above 

algorithm are the inability to detect small pOint defects, and the 

generation of artifacts near the stalk of the fruit. 
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The speed of the algorithm needs to be increased considerably to 

make it practical for use in a packing house. The processing bottlenecks 

have been identified as the median filtering, and CONVEX HULL operations. 

To overcome the speed problems, the final image processing system will need 

to use multiple microprocessors, dedicated VLSI integrated circuits, or a 

combination of the two, To speed the median filter, a VLSI rank filter 

chip is being developed (Appendix 3). 

The hardware configuration has yet to be determined, in particular 

the method by which a complete view of the fruit may be obtained. Once 

this is determined, the algorithm may require further modification to 

satisfy any constraints that have been introduced, 
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Ch ter 11 

UMMARY AND CONCLUSIONS 

My aim at the start of this research was to become familiar with, 

and to understand the field of machine vision. The different disciplines 

involved in machine vision were described in '11 and are listed again in 

figure 11.1 for reference. The work covered in this thesis is discussed in 

the light of these aims, while the specific conclusions relating to each 

project will be found in the final section of each chapter. 

OBJECT ILLUMINATION 

The three different applications discussed in this thesis 

illustrate the need for good object illumination. In determining the area 

of tree growth rings (19), the algorithm is complicated by the fact that 

the growth rings have very poor contrast. This makes the problem of 

obtaining even illumination more critical since only a slight intensity 

change across the image prevents the use of a simple threshold. The 

removal of the background by subtraction in '118 simplifies subsequent 

processing because the background clutter and unevenness in illumination 

are removed. This increases the contrast and enables a simple threshold to 

be used in subsequent processing. The use of a simple dark background to 

the kiwifruit ('1110) also enables the kiwifruit to be easily 

distinguished from the surrounding region. 
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Figure 1.3: Disciplines involved in machine vision. 

IMAGE CAPTURE 

A camera to the specification of '3.~ was constructed, The key 

features are the use of a thermoelectric cooling system to minimise thermal 

noise, and the ability to capture images at nonFtelevision frame rates. 

These gives increased flexibility over more conventional cameras. 

Considerable experience was gained from the construction of the camera 

particularly with the large switched currents in the sensor driver 

circuits. This involved designing a switched constant current source which 

was capable of sinking and sourcing 0.5 Amp for about 200 ns. The high 

data rate through the AID convertor and DMA required careful synchronisation 

to ensure that the respective setup and hold times were observed, 

IMAGE PROCESSING 

The VAX Image Processing System (VIPS) is an interactive image 

processing system that has been found to be very useful particularly for 

algorithm and command development. Its flexibility is indicated by the 
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range of applications that it is currently being used to invest te: 

detecting defects in sawn timber; pattern matching of paua shell segments 

for jewelry; the use of texture information as an indication of carpet 

wear; and the use of special lighting techniques to obtain three 

dimensional information from a scene. The ease with which new commands may 

be added and modified facilitates the development and testing of new 

commands and techniques. VIPS is of commercial potential as is indicated 

by its popularity outside the University. Both the Wool Research 

Organisation and the Forest Research Institute are to acquire copies in the 

near future. 

COMMAND DEVELOPMENT 

Two general purpose routines that were investigated were the RANK 

and RANGE filters, ,4 systematically brings together most of the available 

literature on RANK filters. This was necessary for an examination of the 

properties of the RANK filter as the required information was scattered 

throughout a number of papers. It was found that the RANK filter performs 

as well as linear filters in a wide variety of common image processing 

tasks including noise smoothing, edge enhancement and detection, streak and 

spot detection, shrinking, expanding, and cluster detection. The use of 

the difference between the output of two RANK filters to detect edges, was 

investigated in greater depth. These filters are referred to as RANGE 

filters (~5). It was found that in low noise applications, the RANGE 

filter has greater flexibility than the commonly used SOBEL filter. By 

selecting appropriate RANK filters, features of the filter output that may 

be specified include the width of the detected edge, its position relative 

to the edge, and the connectivity scheme of the output image. 

Commands developed for particular applications were the boundary 

tracking algorithms for the tree growth ring measurement problem (19.3), 

and the different dynamic modelling techniques used in the detection of 

surface blemishes on kiwifruit ('10.3). 

11.3.2 ALGORITHM DEVELOPMENT 

Preliminary algorithms were developed to solve three image 

processing problems. These were: the calibration of a photoelastic material 
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used for measuring the pressure between the foot of a standing person and 

the ground; the semi-automatic measurement of the areas within tree growth 

rings; and the detection of surface blemishes on kiwifruit being graded for 

export. If these algorithms are to be implemented and used with practical 

hardware, they are likely to be modified to incorporate any hardware 

constraints that may be introduced. 

1 4 DISPLAY OR CONTROL 

Although none of the algorithms were implemented in practical 

machines, an appreciation was gained of some of the problems that will be 

encountered in the kiwifruit grading application. The execution time of 

the current algorithm is an order of magnitude greater than that required 

for a practical implementation. The processing bottlenecks are identified, 

and methods for speeding the algorithm are discussed, Possible hardware 

configurations are described briefly. 

ONS 

Through the different projects discussed in this thesis, an 

appreciation was gained of the requirements of a practical machine vision 

system. The conclusion obtained is that any specific vision problem is 

soluble provided that sufficient time and computing power is available, 

Whether these solutions are practical is another matter entirely. The 

tasks which are relatively simple for the human visual system are not 

always as straightforward for machine vision. 

It is envisaged that, as more powerful processing becomes 

available, machine vision will be applied to an increasing range of 

industrial tasks. The majority of future systems are likely to rely 

heavily on the use of VLSI techniques to give an increase in speed, 

There is likely to be a shift in emphasis from the "bottom Upll 

approach described in '7 to more of an lIimage understanding" approach where 

the machine vision system interprets the scene. This interpretation may 

then be used to guide the lower level operations. Further advances are 

likely to be made as the mechanisms of human perception and visual 

processing are more fully understood. 
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Appen 1 

FUNCTIONAL SUMMARY OF VIPS 

COMMANDS AND UTILITIES 

All routines below listed in uppercase are VIPS commands. whereas 

those in lower case are callable procedures. Most of the VIPS commands may 

also be called as procedures. 

Al COMMAND CATEGORIES 

Complex image manipulation 

Data conversion 

Data extraction 

Data output 

Display routines 

Filters 

Image generation and retrieval 

Image manipulation 

Line drawing routines 

Point operators on a single image 

Point operators on two images 

VIPS control procedures 

VIPS program commands 

Misc utlli ties 

Misc VIPS commands 

Fourier transform and conversion. 

Image format conversion. 

Extracts information from images. 

Outputs values to file or terminal. 

Display manipulation. 

Local linear and nonlinear filters. 

Saving, loading and test images. 

Changes form of image. 

Draws lines, curves, circles. 

Effectively histogram modification. 

Operators between images. 

VIPS entry procedure, handlers, etc 

Loop commands for within VIPS programs. 

Some of the primitives used by VIPS. 

Information, variable manipulation etc. 



A COMPLEX IMAGE MANIPULATION 

ADDF Adds two complex images. 

CARTESIAN 

FFT 

Constructs a complex image from its real and imaginary parts. 

Fast Fourier transforms an image. 

IFFT 

IMAGINARY 

MAGNITUDE 

MAXF 

MINF 

Inverse fast Fourier transforms an image. 

Extracts the imaginary part of a complex image. 

Extracts the magni tude of a complex image. 

Finds the maximum real and imaginary components 

Finds the minimum real and imaginary components 

PHASE Extracts the phase of a complex image. 

of an image. 

of an image. 

POLAR Constructs a complex image from its magnitude and phase. 

REAL Extracts the real part of a complex image. 

SUBF Subtracts two complex images. 

A DATA CONVERSION 

convert real 

convert line 

Converts a REAL 2d image to a byte image. 

Converts a REAL 1d image to a byte image. 

convert_integer Converts a INTEGER 2d image to a byte image. 

convert_integer_line Converts a INTEGER 1d image to a byte image. 

swap_fortran Swaps row column information in a FORTRAN descriptor. 

varying_of_char Converts a FORTRAN string to VARYING OF CHAR. 

A OUTPUT 

FILE Opens a file for data output. 

OUT Outputs data to the terminal. 

OUTLN Outputs data to the terminal with a line terminator. 

WRITE Outputs data to the data file, 

WRITELN Outputs data to the data file wi th a line terminator. 

A DATA EXTRACTION 

AREA Calculates the area of an object in pixels. 

FLASH Displays an image with a flashing cursor. 

HIST Obtains the histogram of an image. 

HISTC Converts a histogram into a form that can be displayed. 



MAX 

MIN 

PROFILE 

SLICE 

STATISTICS 
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Finds the maximum pixel value. 

Finds the minimum pixel value. 

Obtains an intensity line profile of an image. 

Slices through the intensities of an 

Obtains the mean and sd of a selected pixel value range. 

A DISPLAY ROUTINES 

CLEAR Clears all or part of the display. 

clear error 

DISPLAY 

display_image 

display_row 

display_column 

display_point 

Clears the the error LED on the display. 

Displays an image. 

Displays an image. 

Displays a row image. 

Displays a column image. 

Sets the intensity of any pixel on the display. 

A FILTERS 

ENHANCE 

FILTER 

MASK 

MOMENT 

RANGE 

RANK 

RANKC 

SOBEL 

TRIM 

A rank based edge enhancement filter. 

Linear 3x3 convolutional filter. 

Sets the weights for a linear 3x3 convolutional filter. 

Moment based filter using a 3x3 square window. 

A rank based edge detection filter. 

Rank filters an image using a 3x3 square window. 

Rank filters an image using a 5 element cross window. 

A nonlinear local edge detection filter. 

A trimmed linear filter using a 3x3 square window. 

A IMAGE MANI 

COpy Copies one image into another. 

EXTEND Extends the edges of an image. 

HULL Convex hull of intensities across the rows of an image. 

LOOKUP Translates an images intensities via a lookup table. 

ROTATE Rotates an image by 90 degrees. 

TEXT Displays text in an image or on the display. 

TRANSPOSE Transposes an image (swaps the rows and columns). 

ZOOM Magnifies or reduces an image. 
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A1 IMAGE GENERATION AND RETRIEVAL 

LOAD Loads an image from a file. 

NOISE Generates a noise image with specified statistics. 

SAVE Saves an image in a file. 

TEST Generates a test image. 

A ING ROUTINES 

ARCANGLE 

ARCPOINT 

CIRCLE 

LINE 

Plots a circular arc subtending a given angle. 

Plots a circular arc between two points. 

Plots a circle of a given radius. 

Plots a line between two points. 

PLOT Plots a point in an image. This is used by the other commands. 

RAY 

SET PLOT 

Plots a line from a start point in a given direction. 

Sets the default characteristics of PLOT. 

A1 POINT OPERATORS ON TWO IMAGES 

ADD Adds two images with wrap around. 

ADDWO Adds two images with saturation. 

AND Logical AND of two images. 

ANDF Fuzzy AND of two images. 

OR Logical OR of two images. 

ORF Fuzzy OR of two images. 

MULT Multiplies two images with overflow. 

MULTN Multiplies two normalised images. 

SUB Subtracts two images with wrap around. 

SUBWO Subtracts two images with saturation. 

XOR Logical eXclusive OR of two images. 

XORF Fuzzy eXclusive OR of two images. 

A 1.12 POINT OPERATORS ON A SINGLE IMAGE 

ADDC Adds a constant to an image with wrap around. 

ADDCWO Adds a constant to an image with saturation. 

CLIP Clips the intensities of an image at specified limits. 

DIVC Divides an image by a constant. 
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EXPAND Linearly expands an image to use the available intensity range. 

INVERT Inverts the intensities of an image. 

MULTC Multiplies an image by a constant with wrap around. 

SUBC Subtracts a constant from an image with wrap around. 

SUBCWO Subtracts a constant from an image with saturation. 

THRESHOLD Thresholds an image at the specified intensities. 

A1 1 VIPS CONTROL PROCEDURES 

handler The error handler used by VIPS. 

load command Loads a user command into the VIPS command table. 

main_loop Calls the VIPS program. 

queue_ctrlc_ ast The control C handler used by VIPS. 

Al.14 VIPS PROGRAM COMMANDS 

COMPILE 

ELSE 

END 

FOR 

IF 

LOADP 

REPEAT 

RUN 

SAVEP 

UNTIL 

WITH 

WHILE 

VERIFY 

Compile a VIPS program. 

Heads an alternate command sequence after an IF command. 

Indicates end of a VIPS program. or an IF. FOR or WHILE command. 

A loop command using a loop variable. 

Tests to determine which of 2 command sequences to execute. 

Loads a VIPS program from a file. 

A conditional loop command with the test at the end. 

Runs a VIPS program. 

Saves a VIPS program in a file. 

The test command at the end of a REPEAT loop. 

Repeats a loop once for each value provided. 

A conditional loop command with the test at the start. 

Displays commands as they are being executed in a program, 

A1 .15 MISC VIPS COMMANDS 

CONTINUE 

DCL 

DECLARE 

DELAY 

DELETE 

EXIT 

Prompts for a key to continue, 

Spawns a subprocess to allow DCL commands to be used. 

Declares a VIPS variable. 

Delays for a specified time, 

Disposes of VIPS variables. 

Exits from VIPS. 
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HELP 

INFO 

LET 

Interactively provides information on all of the VIPS commands. 

Provides general information about what has happened recently. 

Assigns one VIPS variable to another. 

LOG 

PRIORITY 

SHOW 

Opens a file to log the VIPS session. 

Sets a users base priority on the VAX system. 

Displays current VIPS variables. 

A 

angle 

change_image 

check var 

compatibili ty 

equal 

extract 

get _address 

get_character 

less than 

min 

max 

Calculates the angle to a pOint from the origin. 

Changes the size of a VIPS image. 

Checks if a string could be a VIPS variable name. 

Checks if two images are of the same size. 

Tests the equality of two VARYING OF CHAR. 

Extracts an entity from a string. 

Obtains the address of a variable or procedure. 

Gets a single character from the terminal. 

Tests if one VARYING OF CHAR is less than another. 

Returns the smaller of two pixel values. 

Returns the larger of two pixel values. 
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Appendi 2 

CORRE ONDENCE WITH D.J. ED 

ABOUT I CAMERA 

This appendix contains correspondence with Dr. D,J. Burt, the 

designer of the MA357/P8600 CCD camera chip, about running the camera with 

integration times shorter than the readout time. 

A2 MY LETTER 

Department of Electrical and Electronic Engineering, 

University of Canterbury, 

Private Bag, 

Christchurch, 

NEW ZEALAND. 

12 April. 1983 

Dear David Burt, 

I am Donald Bailey, a PhD student working under Dr Bob Hodgson. 

I have been building an imaging camera based on the MA357 I P8600 CCD 

camera. Dr Hodgson met with you when he was in England on study leave 

last year, and recommended I write to you for assistance with regard to 

some of the problems we have been having. 
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We are experiencing a problem in using integration times shorter 

than the readout time. Because of compatibility to Multibus and other 

hardware. we are restricted to a readout time of 85ms. For integration 

times shorter than this, there is the following problem: 
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We need to prevent the CCD from integrating during the period 

marked '1' 

POSSIBLE SOLUTIONS CONSIDERED: 

1) Alternating the integration and readout times, and speeding up 

the readout clock when flushing out the unwanted charge. 

Integra 

Sect! 

lion 

on 
-

Storag 

Sectio 

e 

n 

~ c: 
c 
l.--CD 
E 
e .... -If) 
If 

? 
~ '" , 
e .... 
Q) 

E 
Readout c ... .... 

1;; 85ms ~ 

? i ~~ ? .~ 
~ ~ ( ) ~ 

~ t: 
:: II) r------E 

c 
Flush Readout ... .... 

.0-

20ms 85ms If) 

If 

This reduces the minimum integration time from 85ms to about 20ms 

at the expense of increased circuit complexity_ 

2) During the flushing, if 2 or 3 rows are clocked from the storage 

section into the readout section for each row read out. This reduces the 

flush time by a factor of 2 or 3, but the readout section is very likely to 

saturate and bloom with the unwanted accumulated charge since the period 

'1' is likely to be considerably longer than the normal integration time. 
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3) Refering to the first diagram, if the I~ signals were reverse 

clocked during the period marked '?', the unwanted charge would be 

transferred to the test input at the top of the CCD. If VABD and VABG were 

correctly biassed, it may be possible to use the input as an output to 

remove the unwanted charge. 

We would like to know 

1) The validity of: 

a) reverse clocking the 1$ section of the CCD 

b) using VABD and VABG as an output. 

2) If valid, what voltages would you recommend for VABD and VABG? 

3) Any other possible ideas that you might have to solve this problem. 

We also had problems driving the clocking lines of the CCD. 

Initially we used the four drivers in an SN75365 MOS driver IC package in 

parallel for the I~ and S$ sections, This gave a barely adequate drive 

capabiltiy with no control over the rise and fall times. 

The following VMOS driver circuit proved more than capable at 

driving the CCD, with controlled rise and fall times: 

TTL 
Input 

~-...-..----. CO 4069 

Vpp 

t 

VN66AF 

to 
CCO 
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Vpp is used to adjust the pulse amplitudes 

Vcc only affects the fall time of the pulses 

R3 only affects the rise time of the pulses 

Rl delays the rising edge of the pulses 

R2 delays the falling edge of the pulses 

Typical values are: 

Vpp Vcc R1 R2 R3 

I</> 16V 4v on 2K2 1K 

s</> 16V 4V 820n 2K2 1 K2 

R</> and </>R 11V 4V on lK 470n 

We were wondering what the circuit used in the latest cameras was, 

and how the problem was overcome. 

Thank you for your time and interest. 

Yours sincerely, 

O. G, Bailey. 

Written after consultation with Or R.M. Hodgson. 

A2 HIS REPLY 

GEC Research Laboratories 

Hirst Research Centre 

East Lane 

Wembley 

Middlesex HA9 7PP 

27 April 1983 

Mr 0 G Bailey 

Department of Electrical and Electronic Engineering 

University of Canterbury 

Christchurch 

New Zealand 



- 253 ,.. 

Dear Mr Bailey 

In reply to your recent letter, we have ourselves been examining 

P8600 device operation with integration times shorter than the store 

readout time, Unfortunately, I cannot yet give you precise details of the 

methods we have developed as these are in the process of being submitted 

for a patent application. Nevertheless, I can say that the reverse 

clocking scheme you suggest is quite practicable. VABD should be biassed 

as VOD and VABG should be raised a few volts positive (like VOG). A 

problem you will find is that the I~ clocks are picked up in the video 

output giving severe patterning of the picture. Our experiments show, 

however, that I~ can be clocked at several MHz before charge transfer 

starts to suffer, thus clocking I~ at the same frequency as that of your 

readout section (R~) should minimise this difficulty. 

Regarding pulse buffers, since drawing up specifications we have 

found that the device will operate successfully with I~/S~ pulse edges as 

fast as 100ns provided that the overlap is correct. Thus precise control 

of edge times is not really necessary_ We find a single driver in the 

SN75365 package suitable for each of the I~ and S~ phases and are using 

this arrangement in current cameras. Another possibility (not at present 

used in cameras) using the 0026 is shown below, this achieves clean -250 ns 

edges but requires more power. Your circuit seems to be quite 

satisfactory, but may have rather a lot of components for assembly of a 

compact camera. 

100pF 

0026 
3900 

I hope these comments are useful to you and that you can now make 

progress. Please let me know how you get on and whether you meet any more 

problems. 

Yours sincerely 

D J BURT 
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Appendix 3 

LTER CHIP ROPOSAL 

AUTHOR: D.G. Bailey. DATE: 29 February, 1984. 

AIM: To design and construct a prototype VLSI rank filter chip. 

NEED FOR THE CHIP 

In image processing, it has been found that the rank filter is a 

powerful tool, especially in preprocessing. A software version of the 

filter has been implemented, and it has been found that the processing time 

is long when compared with other operators. For interactive image 

processing, this is not a significant problem, however, in real-time 

applications the software version of the filter is likely to be 

impractical. 

CHI P FUNCTIONS 

1) Rank Filter: The primary function of the chip will be to perform 

rank filtering on an image. A window, in this case a 3x3 window is scanned 

across the image being processed and for each position of the window the 

nine pixels within the window centred on f(m,n) are ranked in order of 

intensity. The function of the rank filter R(l), where i is the rank being 
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selected, is to set the pixel in the new image, g(m,n), to the selected 

rank value. 

These nine intensities are ordered as 
f(m~1,nr1) f(m:-1,n) f(mr 1 ,n+1 ) 

where 
f{m,nI"l1 ) f(m,n) f(m,n+1) 

Then the effect of R(i) is 

g(m,n) '" fi 
f{m+1 ,n~1) f{m+1,n) f{m+1 ,n+1 ) 

for example with R(2): g(m,n) 

2) Range Filter: The range filter is derived from the rank filter 

and is useful for edge detection. A range filtered image is the difference 

between two rank filtered images, or in the notation above 

Ra(1, j) R(1) .... R{j) giving g(m,n) fi ... fj. 

3) Segmentation Filter: The segmentation filter is a filter which 

enhances the edges of objects in the presence of noise. The pixel in the 

centre of the window is compared with the specified rank values and the 

pixel in the new image, g{m,n), is set to the value of nearer of the two. 

S(i,j) = R(i) or R(j) depending on f(m,n) 

If f(m,n) > (fi + fj) I 2 

A CHIP ARCHITECTURE 

then 
else 

(i > j) 

g(m,n) 
g(m,n) 

fi 
fj 

Rather than scanning the window over the image, the same effect can 

be achieved by feeding the image through the window. Referring to figure 

A3.1, six main functional blocks can be identified. 

1) Window: The window holds the 9 pixels currently being processed 

and provides an interface between the delay lines and the sorter. 
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A B c D E F G H I 

RANK 2 3 4 5 6 7 8 9 

Figure A3.2: Rank sorter schematic. The smaller of the two numbers 

entering an oval is routed to the left, while the larger 

is routed to the right. 
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2) Delay Lines: The delay lines store one row of the image each, 

avoiding having to read each pixel in 3 times. The delay needs to be 3 

pixels less than the row length, since the window holds 3 pixels of every 

row. Since the filter may be used on a variety of image formats, it would 

be desirable to have a programmable delay length. This need not be totally 

programmable, as a series of taps for delays corresponding to common image 

formats would probably be sufficient. These should include the following 

row lengths: 64, 100, 128. 192, 200, 256, 385. 400, and 512. If the 

available delay was longer than that required, the chip would still be able 

to be used by padding the rows with dummy pixels. This would also reduce 

the chips effective speed, and increase interfacing complexity_ 

3) Sorter: The function of the sorter is to rank the pixels within 

the window. One of the many possible sorting circuits is shown in figure 

A3.2. The configuration of this section is probably the most critical in 

determining the overall speed of the chip. For example, the circuit shown 

can be implemented synchronously or asynchronously. With the asynchronous 

method, the pixels ripple down through the sorter and the next pixel cannot 

be started until the final value is latched or read out, With the 

synchronous system, latches would be placed at every row of the sorter, 

enabling the next pixel to be started after the last pixel has reached the 

first set of latches. There may be a more efficient method for sorting 

than that shown which makes use of the fact that as the window moves, only 

3 of the 9 pixels change. 

4) Function Processing: This section obtains the selected rank 

value for the rank filter, the difference between the selected rank values 

for the range filter, or one of the selected rank values for the 

segmentation filter. 

5) Control: Apart from controlling synchronisation between 

sections. this section controls the programmable options: image format, 

function, and rank value(s), The options may be best implemented through 

an I/O port type of arrangement by connecting the chip to a microprocessor 

bus. 

6) Image Interface: This depends on the application of the chip. 

and is discussed fully in the next section of the proposal. 
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A3.4 IMAGE INTERFACE REQUIREMENTS 

The possible uses of the chip will dictate how the original image 

is input and how the processed image is output. The three different uses 

considered here are: as a substitute for the software rank filter operator, 

for pipeline processing, and in a stand alone mode. 

1) Software substitute: Instead of calling a subroutine to perform 

the rank filtering, a subroutine is called which provides the input image 

to the chip, and replaces it in memory by the processed image. It may be 

better to use a DMA chip and base the input and output interfacing on the 

requirements of that chip. 

2) Pipeline processing: In this case the image processing algorithm 

can be thought of as a pipe. As the image passes through each section of 

the pipe, it is processed by an operator. Each section usually consists of 

a separate processor with all processors working in parallel, thus 

improving the speed, making realrtime image processing practical. 

Interfacing is dictated by the requirements of adjacent sections of the 

pipe. which may be either hardware modules (like this filter), or 

microprocessors. Interfacing with another hardware module requires that 

the two be synchronised with respect to the transfer of data. When 

interfacing with a microprocessor module, either I/O ports or DMA will 

probably be used. 

3) Stand alone processing: An example of this might be to have a 

median filter associated with the image capture circuitry to reduce camera 

noise. As most capture systems are based on DMA, interfacing will have to 

be compatible with the particular DMA circuit used. With this form of the 

filter it may be desirable for all programming options to be done through 

external pin connections rather than using I/O port as suggested above. 

If the same interface does not meet all of these requirements then 

being able to programme the method of interface would be desirable, As 

this may be impractical it is not essential. 
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A3.5 ESTIMATED COST 

There are 2 main parameters: L image row length 

N number of quanti sat ion levels 

Section Number of bits Description of function 

--~--------------------------------- ------------------------------~--

Delay lines 

Sorter 

Function 

processing 

Programming 

Interface 

(2L + 3)N 

36N 

36N 

2 x 9N 

2N 

N 

9N 

3N 

2 x 9 

2 x 9 

9 

3 

2N 

8 

3 

single bit dynamic shift register stage 

compare and swap stages 

static D type latches 

selectors (for ranks) 

full add / subtract 

compare and select 

latches to bring central pixel down 

selector (for result) 

selectors (for length variation) 

latches (for rank selection) 

latches (for length selection) 

latches (for function selection) 

latches (image in/out) 

latches (programming data in) 

4 to 1 of 9 PLA decoders 

-----------------------------------------------------------------~-----
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Estimated numbers of transistors: 

Description 

Delay line: 
shift register 

Everything else: 
Compare and swap 
Latches 
Add/ subtract 
Selectors 
lJ to 1 of 9 

Input/output pads 

number 
of bits 

(2L+3)N 

37N 
50N + 30 
2N 
lJON 

3 

lJO 

Totals (approximately) 

Cost ($330 per square mm) 

ESTIMATED SPEED 

tr per 
bit 

8 

2lJ 
12 
15 

2 
60 

trs area 
L '" 512, N .. 8 

65 728 

7 10lJ 
5 160 

2lJO 
6lJO 
180 

"'-_ ..... _-;.,..--
13 32lJ 15 mm 2 

85 000 lJ8 mm 2 

$16000 

trs area 
L '" 6lJ, N = lJ 

8 38lJ 

3 552 
2 760 

120 
320 
180 

-------
6 932 8 mm 2 

2 mm 2 

======== ======== 

16 000 12 mm 2 

$lJOOO 

Using synchronous sorting stages, a clock speed of 10MHz would be 

possible, and with asynchronous sorting stages, clock speed will be 1MHz 

maximum based on a 5ns per gate delay. For a 100 x 100 image, a total of 

10,200 pixels are processed (dummy rows need to be provided at the top and 

bottom of the image). Comparison between the two systems, and the software 

equivalent reveals that a speedup of the order of 500 to 5000 is possible. 

10 MHz clock 

MHz clock 

Software 

10 200 x lOOns 

10 200 x 

1.02 ms 

10.20 ms 

5000 ms typical 
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Append· 4 

PROOF OF CONYER NCE 

OF a o. (1 + 1/ a2 
) 

This appendix provides a proof for the convergence of the iteration 

for 0 < a (A4.1 ) 

as required for the proof of the optimality of Fienup's algorithm in 

chapter 6. 

Cauchy's convergence principle (Kreyszig, 1979) states that a 

sequence Zl' Z2. 2 3 •••• is convergent if and only if for every positive 

number £ we can find a number N such that 

for m, n > N (A4.2) 

As equation (A4.1) is iterated, the sequence oscillates, with 

decreasing amplitude about a = 1. Equation (A4.2) will be satisfied if it 

can be shown that a given iteration a is between the previous two 
n 

iterations an~1 and an~2' That is 

< a < a n n<"'l1 (A4.3) 
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In this case 

E .. la ,... a I 
p-1 w'2 

and N n ..., 2 

Since this must apply for any positive E. a further condition on 

convergence is that 

E -+ 0 as n -+ 00 

The first inequality of equation (A4.3) expands out to 

a < for 0 < a < 1 

which gives 

for 0 < a < 1 

(All.4) 

(A4.5) 

(All.6) 

(A4.7) 

(A4.8 a) 

(1 ,.. a)3 (2a 2 + a + 1) (A4.8b) 

Both factors are positive for 0 < a < 1 satisfying (A4.8a). The second 

inequality of equation (A4.3) expands out to 

for 1 < a 

"" (a'" 1) (2a 2 + a + 1) 

(A4.9a) 

(A4.9b) 

Both factors are positive for 1 < a satisfying (A4.9a) and thus (A4.3). 

Furthermore, from (4.9b) 

(a ,... 1) (2a 2 + a + 1) -+ 0 as a -+ 1 (A4.10) 

satisfying equation (A4.6). Equation (A4.10) also shows that the sequence 

converges to a = 1, completing the proof. 
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