User Interfaces for Casual Users

Honours Project Report

by

Craig D Farrow

1993
# Contents

1 Introduction 1

2 Human-Computer Interfaces for Casual Users 3
   2.1 The Human 4
   2.2 The Computer 5
      2.2.1 Presentation 6
      2.2.2 Consistency 8
      2.2.3 Standardisation 9
   2.3 The Interaction 11
      2.3.1 Interaction Devices 11
      2.3.2 Feedback 13
      2.3.3 Error Handling 13
      2.3.4 Models 14
      2.3.5 Metaphors 15
   2.4 General 17
      2.4.1 Iterative Design 17
      2.4.2 Testing 18
      2.4.3 Evaluation 18
      2.4.4 Documentation 19
      2.4.5 Help 19

3 Case Studies of HCI in Existing Exhibits 20
   3.1 Weather Station 20
   3.2 Data Digester 21
   3.3 KidPix 22

4 Persistence of Vision Display 24
   4.1 Exhibit Design 25
   4.2 Initial Evaluation 28
   4.3 Alternative Designs 29

5 Evaluation 32
   5.1 Exhibits 32
   5.2 Results 33

6 Conclusion 36
Chapter 1

Introduction

The interaction between people and computers is an important field of study, and is a high profile topic in computer science at present, with much still to be learned. The user interface is the medium through which users and software communicate. From it the users get their initial (and often lasting) impressions about the software, and it is this part of the program that either frustrates the users, or helps them to make full use of the underlying functionality.

The main thrust of this project is in the area of user interfaces for situations where users have little or no time to learn lots of detail about how the software should be used, but need to be able to do what they want with a minimum amount of learning. This class of user is referred to in this report as a casual or novice user. There are many principles for developing better interfaces, and a lot of these can be applied, some in an extreme way, to the design of interfaces for such casual use. A lot of these ideas may seem rather obvious, but if these issues aren't consciously thought about, and the principles applied in the design process, then it is very easy to produce a product that is more difficult to use than is necessary.

The main situations where computer interfaces must cater for the casual user are where the general public has access to such things as public information kiosks or teaching exhibits. Here people will often use the system only once, and will want to be able to achieve or learn something useful in a very short time. A few people may use it more often, but what they want to achieve will be very basic.

There are many examples of products that aren't explicitly computer applications, but that still involve an interfaces by which users control its functions. These products are mostly intended for use by the complete novice, and yet they are often too complex for people, and so only the most basic functions are used. Examples of such devices are photo-copiers, video recorders, stereo systems, microwave ovens, and clock radios.

Even for more complex applications it is desirable that the system should be at least usable by a casual user, even if the full functionality is only accessible to those who have more experience or have taken the time to learn more. Ideally users should be able to quickly pick up the basic operation of the product, because most people don't want to spend hours learning how to use a device or program, but want to be able to get their job done as fast as possible. Also those who are infrequent users will want to find it easy to remember, with little or no re-learning, how to use the product
when they return to it. Examples include re-setting the time on a digital clock after a power-cut, or doing a quick calculation on a calculator or spreadsheet.

As a more specific area of interest, this project looks at science displays for a science centre where people, primarily children, interact with the exhibits to learn about various scientific principles, and to have fun at the same time. Visitors have paid to be entertained and want their children’s interest in science to be stimulated, and so it is important that exhibits are created that are appealing, interesting, instructive, and very easy to use.

The first part of this report presents various ideas and principles in human-computer interaction (HCI) and relates them to the casual use situation. Much research and literature on the topic deals with HCI in general, particularly software designed for more long-term use, although some material relates directly to the novice user.

As part of the study of interfaces for casual users a few science exhibits were observed in a science centre environment. Their use is discussed in Chapter 3 with comments on their suitability and effectiveness.

Chapter 4 discusses the details of a small science display that was developed to investigate the design process, particularly when designing for the novice user. Various alternative interfaces were considered, and Chapter 5 reports on some brief evaluation experiments with them.
Chapter 2

Human-Computer Interfaces for Casual Users

The study of Human-Computer Interaction (HCI) is concerned with promoting principles for better design of computer-based products, making them more usable so that users can be more effective in accomplishing their tasks.

Usability can be hard to define, although a few people have proposed some suggestion. Norman [20] comes from a psychologist’s point of view and says

* A device is easy to use when there is visibility to the set of possible actions, where the controls and displays exploit natural mappings.

Here he is saying that in order for something to be easy to use the actions that can be made must be obvious to the user so that they can easily discover and remember how to use the device or system. This can be illustrated with a door that has a large handle on it for gripping. The nature of the handle suggests that the door should be pulled, and if this is the case then people can just go through the door without thinking. It is easy to use. However, if the door can’t be pulled (as the handle suggests should happen) then there is an unnaturalness that misleads people into pulling the door first. People find such a door to be a nuisance because naturally we want to do what is intuitive and obvious, which in this case was the incorrect action.

Preece [22] suggests that an interface has good usability if it can be used safely, effectively, efficiently and enjoyably. This last point is an important one because if the users find an application boring and hard to use then their motivation for work will diminish along with productivity.

For large and small applications alike it should be the designers’ goal to make them intuitive and easy to use. If more complex programs and devices, as well as those intended for strictly casual use, are designed for the novice user then the result will be something that is much more usable for everyone.

The sections in this chapter address the three fundamental aspects of HCI — the human, the computer, and the interaction between the two — as well as some additional topics that do not fit into any one specific category. These topics are discussed in relation to use by casual users, particularly in a science centre environment.
2.1 The Human

Learning about the potential users and the tasks they need to accomplish, and then designing for them right from the conception of the design is one of the most important aspects in the development of any product [23] [22] [27] [14]. Right from the start the abilities, experience, personalities, and needs of the users must be taken into consideration so that the majority of the user population is accommodated. Experimentation and consultation with potential users is necessary to ensure that the system is designed from their viewpoint. What may be obvious to the designer can often be far from obvious for the typical user [23].

The vast diversity usually present amongst potential users for a science exhibit makes this difficult. In essence the lowest level of ability and experience must be assumed and the system designed with this in mind.

The following aspects are important and need to be considered in the design.

Motivation

Different users have different reasons for using a system, and this depends both on their personality and the type of program being used. A science exhibit needs to attract and keep the interest of users while other types of display or utility are simply there as a tool to help already interested people complete a task. Examples of the latter are doing the washing, and finding information about a specific geographic area. In these situations users want to be able to carry out operations quickly and efficiently, but on the other hand don't want a system that is restrictive to use because of its simplicity or lack of flexibility. A balance often needs to be made between the amount of functionality provided and the simplicity of the interface, although if both can be combined then this is even better.

For a science exhibit the users will generally have little time or patience to work out how to use a complex interface, and their initial motivation is often low when they don't even know what the exhibit is about. Therefore the initial impression is vital, and users must be able to achieve something interesting very quickly and easily.

Ability and Experience

The major difficulty in designing for the user is the large amount of variation in ability and experience of users, both in computer use and in the specific area of application. This presents difficulties in design because people at both extremes of knowledge and experience must be made to feel comfortable using the system.

Ideally a system shouldn't assume any special knowledge of computer systems, but some applications may require the user to have some basic knowledge of the subject matter. For very specialised applications the user community will often be fairly narrow in its characteristics and area of expertise and this makes design simpler because a specific type of person can be targeted and the system can do its job better [21]. However for systems that are intended for novice users the job is particularly difficult because of their timidity and inexperience. Experiments have shown that first time users can take up to 100 times longer to perform tasks than frequent users [27].

Some systems, such as a public information kiosk or a library catalogue, need to
be easy to use for the novice, but also need to provide additional power for those who
are more experienced, or who gain proficiency through regular use. Doing this allows
more frequent users to make more efficient use of their time. There may, however,
be some conflict here with wanting to provide power to the frequent user and ease of
use for the novice or infrequent user. This needs to be achieved in a way that doesn't
confuse those who only use it once or occasionally.

One way of allowing for diversity in the user population is to provide different
levels of abstraction, with either the user or the system itself choosing an appropriate
level to operate at. Doing this allows more frequent users to make more efficient use
of their time, while helping casual users to cope with the complexity of the system.
Novice users generally have to be carefully led through tasks by the system to ensure
that their operations go smoothly, whereas more advanced users will want to take the
initiative and “do their own thing”. There may be some conflict here with wanting to
provide power to the frequent user and ease of use for the novice or infrequent user. In
terms of a science exhibit, the complete novice must be catered for and there is little
need to provide more power. This simplifies the design process because only one end
of the continuum needs to be considered.

Preferences

Again there is great diversity in what different people prefer. This may be in the
control methods used, or simply the look of the interface. Often there may be cultural
differences where a person's culture and upbringing may influence their tastes or ways
of doing things. For example, Americans will generally perceive a switch to be off
when it is down, whereas people from some other cultures will tend to think of down
as meaning on. Problems arising from these sort of issues can be avoided with neutral
alternatives such as using switches that move sideways or in-and-out, rather than
up-and-down.

Other cultural or personal differences are apparent in the association people make
with certain colours, imagery, sound or words. Sensitivity is needed in the interface
design, especially where people from many different backgrounds are to use the system.

In a reasonably sophisticated application differences can be catered for by making
the system easily customisable and extensible to give the user control over the envi­
ronment they use [7]. For the casual use situation, however, there is little or no scope
for user customisation so extra care and testing is needed to produce an interface that
conveys the correct meaning and can be understood by its users.

2.2 The Computer

The second component of HCI is the computer. Of course there doesn’t have to be a
fully fledged computer involved. Many consumer electronic goods such as VCRs and
micro-waves are microprocessor based, but its presence is heavily disguised behind the
buttons and LCD displays that form the interface. Novice users often have anxiety
about using computers [27] so achieving this transparency of the computer will make
users more comfortable thus enabling them to focus more clearly on what they are
doing. This is a key factor in usability in that we want the interface to “almost
disappear” [30] so that users can concentrate on their work, exploration, or pleasure,
rather than the individual actions needed to carry out the task. In other words, the 
interface should not get in the way of the job to be done [21].

The following sections on presentation, consistency and standardisation relate to 
interface design issues regardless of the purpose of the system or the form of the 
interface — a computer screen or a panel of physical buttons.

2.2.1 Presentation

The presentation of a system is through its user interface. It is here that the look 
and feel of the tool is established, either to make it a delight to use or to make it a 
nuisance and frustration. The interface must present information and possible 
actions in a clear and understandable manner while showing enough detail of what is 
happening. A reasonable amount of effort is needed, then, to ensure that the system 
is well presented, always keeping in mind the user’s perspective.

Cushman and Rosenberg [9] give lots of very specific guidelines for various aspects 
of the presentation including sizes of labels, and the use of colour and sound, as well 
as recommendations for input and output methods. These guidelines are useful for 
ensuring that sensible choices are made for even the most basic of interface elements. 
A well designed interface in all other aspects can be made a frustration to use just 
because, say, the text used is uncomfortably small.

The following sections cover some of the more specific issues involved in the interface 
presentation. They relate to all types of product, but science exhibits should have 
particular emphasis on attracting and keeping attention. The focus is on interfaces 
presented on a computer screen, however, the general principles apply equally to other 
forms of display.

Colour

The use of colour is a difficult issue that applies to both screens and other aspects of an 
interface as well. Generally, careful use of colour can greatly enhance the presentation 
of a system by making it more appealing to users (especially children), showing extra 
detail, and by highlighting important areas. Colour can also help acceptance of a 
system, but often it is not necessary or performance improving [15]. Generally colour 
should be used for subtle details or for highlighting something of interest. In some 
circumstances the colours used may not be easily distinguishable because of lighting 
conditions or the user’s colour-blindness. Therefore colour alone should not be relied 
upon to show information. Instead there should be redundancy so that if the users 
can’t discern colour differences then they can use shape, size, position, or some other 
detail to identify objects. Shneiderman [27] suggests designing for monochrome first, 
getting the contrasts and groupings right, and then introducing colour. This will 
ensure that the system is still usable even if colour can’t be made available or if any 
of the users are colour-blind.

Salomon [24] points out that colour has generally been under-used despite the 
available technology because it is so difficult to apply. Specific difficulties relate to 
the environment and external conditions that interact with the chosen colours, and 
affect perception. These are seldom static, making design even more difficult. Also the 
physiological and cultural diversity of the user population should influence the choices 
of colour.
Any choice of colour should be tested to see that it has the intended meaning because often there will be common expectations of meaning (such as green meaning "go") by users [27], and going against these expectations is likely to lead to problems in user understanding and interpretation. Where appropriate the user should have control over the colours that are used.

Graphics

The use of graphics in an interface gives much more scope than text and can provide greater visibility to functions than if purely textual input and output is used. In some situations more detail can be provided with graphics, and connotations often associated with words can be avoided. However, graphical interfaces haven't yet provided the complete answer for the user interface, with text still being a major, and necessary, part of the communication process. Text provides greater descriptive power and versatility, and will probably never be completely replaced, although graphics can be used to enhance the display and to present data in more appropriate forms such as graphs and pictures. Graphical output can also be used to provide more meaningful help or instruction by showing how something should be done [18].

In rushing onto the graphical user interface (GUI) band-wagon there is the potential for a graphical display to become too complex, so care is needed to keep the layout simple and uncluttered. Tufte [32] poses interesting thoughts on minimising non-data 'ink' and superfluous 'chart-junk' for paper-based data presentation. The general idea of reducing redundant clutter and distraction is good, and can be applied to computer screens or related displays as well.

Animation

Animation can be used in the interface to make images more informative and useful by using movement to illustrate the functionality or purpose of interface elements [2]. As with graphics, the use of animation places increased demands on resources and so the value of its use needs to be carefully evaluated. For more regularly used systems users may find animations too much of a distraction or hindrance to program performance, and so it may need to be possible for the user to disable it.

For science displays animation will add interest and may be an effective means of showing the user what they should do, what they can achieve, or what particular actions will accomplish.

Sound

Sound is another medium that can be used at the interface to provide enhancements to feedback, information, or instruction that is given. Audio output may involve simple tones, synthesised speech, digitised sounds, or combinations of these, all of which can enhance the atmosphere created by the interface. For a serious application the scope for sound is more limited, although there is potential for greater use of sound, particularly in the form of speech, for describing actions or providing more meaningful feedback.

For a science display, exciting noises can make it more appealing, and the use of appropriate sounds can set the mood for certain parts of the interaction. Movie makers
and game designers have used sound to good effect for a long time, and their example
could be followed to produce much more interesting displays.

The use of sound can often be irritating or embarrassing to the user, especially
when it is used to attract attention to errors. In most circumstances errors made are
not particularly critical and other less annoying means can be used to inform the user.
In most situations sound should be mainly used to help draw the user’s attention to
something, or for embellishment, but not for conveying information that cannot be
obtained elsewhere. This is because some people may find the noise annoying and
turn it off (this should be possible where users may use the system for some time),
and it is likely that some users will be deaf or partially deaf, thus hindering them in
their use of the system if the design insists that they rely on sound for some things.

2.2.2 Consistency

The issues of consistency and standardisation are amongst the most difficult to deal
with in HCI. At one extreme it is highly desirable, if not essential, that consistency
is maintained within and between systems. Yet standards can be restrictive, with old
technology or ideas persisting long after they have been outdated by better methods.
The next section discusses examples where standardisation has been very necessary,
and also where it has restricted advances and improvements in usability and produc­
tivity.

Consistency within a user interface is important, giving the user stability in their
use of the system. If there are inconsistencies within a system then users have to exert
more effort to remember what part of the system uses each method of interaction,
and their actions are likely to be confused. Novice users especially will be put off by
inconsistencies. Shneiderman [27] points out that consistency between user interfaces
of different systems is also important for minimising learning time and errors for peo­
ple who are already used to one particular user interface metaphor. Targeting such
familiarity is useful for making it easier for people with some experience to learn how
to use a new program. Once users have spent time learning a particular methodology
for doing something, the majority will resist learning a new way of doing a similar
thing because it means more effort on their part, and the original learning seems to
be wasted.

The other side of the coin is that being too consistent can be constraining, with
improved techniques not being used for the sake of being consistent. In the long run
the user community will lose out from this course of (in)action. Despite the strong
need to retain familiarity among interfaces, Tognazzini [31] points out that in the
rapidly changing world of computers it is often hard to be consistent. Therefore the
system designer must choose the most important aspects of consistency to maintain
and improve on other areas.

Tognazzini offers four principles to consider when making modifications to an ex­
isting system or metaphor.

1. Don’t change something unless it really needs changing.

2. If you must make a change then make it a large and obvious one. Visibility of
any changes helps avoid confusion.
3. Add new skills to the user's skill set rather than expecting them to change existing skills.

4. Provide consistent interpretation of the user's behaviour. This is more important than consistent system objects or behaviour because users can cope with a different look, but it is unfair to change the meaning of their input, such as changing "D" to mean Delete instead of Draw!

These principles are directed at updated versions of a product, but they can also be applied when designing a new system with interface ideas and methods taken from other systems. Some may object to this, saying that this is breaching copyright, and yet it is pointless "re-inventing the wheel" for each new product. The example in the next section about car pedals illustrates how sometimes there just has to be cooperation and free sharing of conventions or methodologies for the user's sake.

2.2.3 Standardisation

Standards in product design may be put in place by companies or organisations to ensure that their products are consistent, or they may grow from popularity of a particular design that other designers see as good or popular with users. In the second situation it is often an early design that gets established as the de-facto standard, and it becomes very hard for designers to gain user acceptance for new and better designs. On the other hand, if standards are slow to develop then there may be so many different ways of doing things that global standardisation becomes impossible.

The biggest barrier to changing or introducing standards is the investment of time and money that has often gone into existing methods. Most users who have already spent a lot of effort learning to cope with a system that may be deficient, illogical or awkward, are unwilling to change to something 'better'. People tend to be conservative, resisting change and improvement for the sake of stability and familiarity. Also with anything that is reasonably well established there will have been a lot of financial investment involved, and to even suggest that some things now be standardised seems to be foolish.

However the situation is not always so hopeless. Sometimes new ideas or technology find favour with the general public and old ideas can be superseded, or at least diminished in use, by them. An example is the digital clock. The advantages and novelty of the digital display seem to have been sufficient for it to take over from analogue versions in many situations.

The following "standards" are examples of how standardisation can provide consistency and stability for design and also how it can restrict the acceptance of newer and better ideas.

- A classic example of old technology having a strong foothold is that of the "QWERTY" keyboard. It was designed to restrict typing speed so that the manual typewriters wouldn't get jammed [9]. Now, with most keyboards being electronic, this is not a problem and yet the QWERTY layout has become the most prevalent one. The most notable alternative is the DVORAC layout that was designed to minimise finger movement and to put more work onto the right hand. Figure 2.1
illustrates these two layouts (letters only). Note how the Dvorac keyboard has the most frequently used letters on the middle row, and that the right hand has the most work to do — the QWERTY keyboard design has the left hand doing about 57% of the work! This is an example of where a much better solution exists but, because of wide use of the older design, the better one isn't used very much. Anyone wanting to try the Dvorac keyboard has to spend some time in re-learning as well as having to overcome the problems of trying to use this layout on systems that are based around the QWERTY layout.

Some conventions in keyboard shortcuts lose their significance on the new layout. For example the cut, copy, and paste editing trio often use the X, C and V keys because of their proximity on the keyboard, yet using these keys on a Dvorac keyboard would not have the same significance.

• A good example of where standardisation is necessary is in the arrangement of the clutch, brake, and accelerator pedals in motor vehicles. After a reasonable amount of experience in driving, the basic operations of changing gears, braking and accelerating become fairly automatic. If each car manufacturer decided on their own arrangement there would be chaos when people tried to drive an unfamiliar vehicle. In this situation a pedal layout that works well has been developed, and there would be no purpose or advantage in changing to any other arrangement.

A related case of different standards being developed is that of which side of the road people drive on. Some countries use the left side while others use the right. Although this causes problems as people travel to different countries around the world, the cost, inconvenience and confusion of converting a whole country to
the opposite convention would seem to be prohibitive\textsuperscript{1}.

In designing science exhibits or other systems for casual users only, there is the opportunity to break away from restrictive standards or conventions to use improved methodologies. This can cause confusion though, if the difference is subtle, or if users are too familiar with another way of doing things.

2.3 The Interaction

The third component of HCI is the interaction itself. In order for any meaningful achievement there needs to be communication between the user and the computer. The user must be able to express their wishes about a task that they want to accomplish, and the machine needs to give suitable feedback to the user providing information, its current status and its requirements for more input. In the situation where the user has very little time to learn, or only uses the system briefly, it is important that the communication is logical and intuitive so that little effort is needed on the user’s part to understand and remember how to use the product. Even for more experienced and frequent users ease of use is an important goal, although the requirements of the system may preclude making the interface as simple as desired.

Crawford \cite{Crawford80} suggests that good games are an excellent example of interaction that works. Games are an absolute test of their interface because they are a leisure activity rather than a necessity, so people will only use them if they are enjoyable. If they are too slow, or too difficult to operate, then there are always other games to try. In contrast, applications such as word processors are used because they are faster and more convenient than typewriters. In the face of difficulties and a bad interface users may still persevere and not complain because they are still more productive with it, and feel that this is enough.

For a user to interact effectively with the system they need suitable input and output devices, adequate feedback, appropriate metaphors through which they understand the system components, a good understanding of the model of operation, and helpful error reports. These areas are discussed in the following sections.

2.3.1 Interaction Devices

In order for communication to take place at the interface there must be some physical means for the human and the computer to instruct and respond to the other. Recent developments in technology are bringing more variety to the way humans and computers can communicate, however, it will take time for these to be fully explored and understood. Buxton \cite{Buxton92} comments that no one device is suitable for all needs, so each application needs to be looked at individually, and the suitability of alternative devices assessed in relation to the tasks that must be performed.

\textsuperscript{1}Apparently some countries have, or are considering, making this change!
Output

The primary method of output from computers has been the Cathode Ray Tube (CRT) that can display text and graphics, often in colour, has great flexibility in what is displayed, and can usually display a lot of information. There are other means of interactive output as well, such as LCD displays, lights, and sound. The use of sound can include digitised noises and speech. For the casual user the use of a computer screen may be off-putting so other less threatening methods could be used when there is a small amount of information to be communicated.

Input

Input to a system should be natural, and easy to use. Dumais [10] describes “natural” as something that naïve and casual users spontaneously do. If input devices operate in a way that is not natural then users will be more likely to make mistakes, especially when they are inexperienced or under pressure.

The QWERTY keyboard has been the most common means of input for a long time, providing easy entry of text. Joy-sticks and mice have also been used, particularly in games where simple input is often adequate. For the casual use situation, and especially for children, alternative and novel methods are needed because the keyboard, and even the mouse, can place too high a cognitive load on the inexperienced user. Even with other methods, only those “keys” that are necessary should be available, otherwise people may get over-whelmed [3]. Large buttons and objects that children can get their hands on should be used where possible. There is an excellent exhibit using very large buttons that act as a musical keyboard that people can stand on to play the notes. Here the designer has creatively made something fun to play on with the users being unaware of the “buttons” or the interface per se — they just play the piano — so transparency has been achieved.

When it comes to alphanumeric keyboards for casual use, the designers often use alphabetical layouts and keys with little or no movement. However it has been shown that for casual users different keyboard arrangements make no significant difference [20]. So whenever the full alphabet is needed a QWERTY keyboard should be used because this makes no difference to the inexperienced user, but it will speed up those who are even mildly proficient with a QWERTY layout. If the keyboard is intended for prolonged use then tactile feedback is essential — zero travel keyboards are only suitable for infrequent use [9].

Touch-screens can be a useful means of input for an on-screen based interface, and Shneiderman [27] recommends their use for situations where the users are novices. Touch-screens overcome the problems with mouse use by people who haven’t had much experience, and particularly small children who find it especially difficult [13]. The use of touch-screens provides flexibility for the programmer, while also being durable and easy to use. However, prolonged use can cause muscular fatigue, especially if the screen is vertical [9], and the lack of tactile feedback tends to encourage pushing rather than touching, especially if the system is slow to respond. Other problems are that the user’s hand obscures part of the display, and the screen gets covered in finger marks.
2.3.2 Feedback

Timely and clear communication from the system is vital so that the user is aware at all times of what is happening, and why. This includes making the current state of the system obvious, and the effects of each action visible [20]. Sometimes a particular input has no effect in the system and so it is appropriate for there to be no feedback. See the next section for more details regarding this inaction.

Leung [16] found that system response time is a major factor in usability, with users getting frustrated if their expectations of system performance were wrong. Casual users, particularly, will tend to be more impatient, and will be more adversely affected by inadequate or unsuitable feedback.

In a lot of circumstances the system’s response will take some time and so the user’s input will be ignored or buffered for a while. Whenever this is the case some indication needs to be given to show how long the process will take [9] [1]. This may be in the form of progress or percentage indicators that give the user an idea of how near the task is to completion. This information is comforting to the user, giving them reassurance that progress is being made, and it often makes the time seem to pass more quickly. For very resource intensive applications it may be necessary to accept longer delays, but the user must be made aware of this.

2.3.3 Error Handling

An error occurs when the user inputs something that the system doesn’t recognise, or that has incorrect structure. Errors can occur as the result of the user accidentally doing something they didn’t intend, or they may be the result of an incorrect understanding or interpretation of the system and what can or can’t be done. Good system design through the use of appropriate models and metaphors, as well as suitable instruction, can help achieve the aim of minimising the potential for error [17].

Error notification usually take the form of error messages. These come in all sorts of varieties and are often cryptic and unfriendly, making the task of recovery very difficult or even impossible for the majority of users. If the designer has been thoughtful and considerate then they may be helpful and supportive, allowing the user to quickly continue with their work. Experiments have shown that specific and friendly messages improve the performance and attitudes of the users [26].

Lewis and Norman [17] [20] believe that eliminating errors completely is impossible and so the system should be designed to handle errors appropriately. This involves giving meaningful and useful information to the user when something goes wrong, and allowing them to remedy the problem if necessary. They also suggest that messages should be user centred, making the user feel comfortable, and the system should take the blame for any action that is not understood. If the computer is to take the blame, then we must blame the designer, for it is the designer who determines how the program behaves. So perhaps, if this view is taken, the designer may make more effort to reduce or eliminate the potential for errors instead of blaming the user. Through careful and creative design many types of errors can be avoided, and it may be possible, especially in simpler systems, to produce a design that prevents the user from making any invalid input.

At any time there will be a set of actions that make sense in the situation, and anything else that the user does can be ignored, thus avoiding many errors that the system
may otherwise need to report. The set of actions available can be shown through the use of a menu. Menus provide visibility to the legal actions and reduce the mental load on the user \[10\] by helping them to remember what actions are possible \[22\]. Any user input in the form of keystrokes or mouse clicks can be ignored if it is not selecting one of the menu items, otherwise the requested action can be carried out \[17\].

The direct manipulation paradigm provides good scope for limiting the user’s actions in natural ways. The first diagram in figure 2.2 shows how the size of a rectangle can be restricted by simply stopping at the maximum dimensions. This form of constraint doesn’t have to be apparent until the user tries to go beyond the limits, in which case they restriction is passively enforced. The second diagram depicts a slider, which again provides natural constraints to an input value. The current value is shown below the slider, which can be dragged up and down to alter the value. This is much better than asking the user to type in a value and then having to validate it and report an error if it was out of range.

Finally, it is often helpful to the user to provide an undo function so that they can back-track if they want to. This also encourages experimentation because the user knows they can easily recover if something doesn’t work satisfactorily. Whenever an operation cannot be undone the user should be warned beforehand, and given the option of cancelling it.

2.3.4 Models

Any interactive system or device can be thought in terms of a finite state machine model that has one or more states of operation, with transitions between states that are usually made as a result of user input. These states may represent modes of the system where its behaviour is different, such as “insert” or “overstrike” modes in a text editor. They may also be an intermediate state in a sequence of operations, or they can represent the value of some data in the program, such as the status of a toggle switch. It is interesting to note that it is possible to break the system down into
states to an almost arbitrary level. Mostly, though, it is sufficient to only consider the uppermost one or two levels.

In many systems the structure can be viewed as a hierarchy of state machines. Some states may have independent state machines within them, each having its own current state. The global state of the system is the combination of each “current” state within another current state. Transitions can be made between higher level states independently of their internal state machines.

The reason for looking at the state model of a system is that the user often needs to know the current status of the system so that they know what the effect of their actions will be. If the user understands the underlying model, and the current state is made visible, then they will have a greater chance of using the system effectively. However, if the user’s mental model of the system differs too greatly from the actual model, then they will tend to make errors, and draw wrong conclusions, as they attempt to match their view of the way the system works with reality. For casual use situations it is particularly important that the users have a clear understanding of how the system works. Keeping the model as simple as possible will make it easier to describe, and for the user to comprehend.

The term model can also be used to refer to a set of concepts and behaviour relating to a specific object or style of interaction.

2.3.5 Metaphors

Metaphors function as natural models, allowing us to take our knowledge of familiar, concrete objects and experiences, and use it to give structure to more abstract concepts.

T Erikson [12]

People often use metaphors to describe abstract or complex things in a way that is easier to understand. For example, we talk about the abstract concept of arguing with military terms such as “win”, “lose”, “attack” and “stand your ground”. Similarly metaphors can be used to help users understand a computer system by providing translations from real-world concepts to the computer’s concepts, abilities, functions and models.

In interacting with a device or computer system the user needs to be able to see what actions can be taken, and have an understanding of what the effect of each action will be. The use of appropriate metaphors can help the user to think about the operations in a way that they can comprehend, and to understand the underlying model of the system, thus making it easier to use.

When using a metaphor it is important that the mappings from the real world to the computer system are natural and meaningful. Bad metaphors decrease usability and cause difficulty if they suggest an incorrect model. As well as using a good metaphor to describe the model (one that doesn’t lead to false conclusions about the operation), it is necessary to ensure that these ideas are clearly understood by the user, otherwise they will most likely come up with an inappropriate model that will lead to errors, frustration and decreased usability.

Often the designer can take advantage of physical analogies and cultural standards to come up with suitable metaphors [20]. These include real-world events, objects or institutions that embody some of the characteristics of the system that users find difficult to understand [12]. The use of graphical objects that represent real world
objects is great for reducing learning costs and increasing user acceptance [1]. For
novice users it is particularly important to use familiar concepts to help them to
understand how the system works.

One of the most wide-spread graphical metaphors that has been developed is the
"desktop" metaphor, which is used on many modern day systems in some form. Some
of the concepts involved in this metaphor allow users to think of directory structures
as nested "folders" or "drawers", letting them use concrete ideas from their world
knowledge to help them understand a new, and often foreign, computer concept.

Part of the general desktop model is the concept of direct manipulation, which
refers to the visibility of objects in the system and the way that they can be manipu­
lated directly, usually with a mouse. There are, however, many deficiencies with this
metaphor that can cause difficulty if it is misunderstood. Buxton [5] comments that
direct manipulation is a big improvement on the old ways, but there is still a need for
new ideas and metaphors.

Along with the desktop metaphor there are other associated concepts and metaphors
that are often used. One of these is the idea of a “window” that users can “look”
through into directories and applications. The use of windows as a means of managing
multiple input dialogues generally works well, despite the fact that very few physical
desk-tops have windows on them!

Another metaphor often used is that of a “trash-can”, which is used for discarding
unwanted files, directories, or other objects. The idea is that putting things into the
trash-can doesn’t discard them completely — they can still be retrieved from it if the
user realises they shouldn’t have thrown the data away. This seems to work well most
of the time, however the metaphor can break down when people make false conclusions
about the way it works. A feature of physical trash-cans that is usually omitted in
computer systems is that of it being automatically emptied on a regular basis. Those
who are familiar with putting rubbish into a real rubbish bin in an office, and then
finding it empty in the morning, can get caught out with a trash-can that never gets
emptied.

Perhaps the functionality of the trash-can could be extended to include automatic
deleting of data contained in it that is more than, say, a week old. However, such a
subtle change will cause confusion, and may be disastrous for people who are used to
retrieving data from their trash-can that has been there for more than a week. Another
solution that may help to solve this problem is to change the picture of the trash-can
to indicate that it is not empty. This adds a visual reminder for the user that there is
still something in it that must be deleted.

An interesting use of the trash-can on at least one system is to eject disks by
putting disk icons into it. Surely this action will be misleading to users by implying
that the user is throwing the disk away and doesn’t want the data on it any more!

Figure 2.3 shows an atypical direct manipulation interface that highlights a few
common components from systems that use this metaphor.
2.4 General

2.4.1 Iterative Design

There comes a time when one must stop suggesting and evaluating new solutions, and get on with the job of analysing and finally implementing one pretty good solution. Unknown

An important aspect to interface design is the need for iteration [27] [14]. The first version produced, even with careful design and thought about the principles described in this chapter, will inevitably fall short of the best solution in various ways. Knowing this, it is important to allow time and money for the design-redesign process, and to consider how the program can be written in a way that is easily modified, improved and updated. Of course this cannot go on forever, so at some point a final version should be decided upon.

Part of this iterative process must involve significant user input and testing to
discover deficiencies and flaws in the designs. This makes the whole development more costly and slower, but each iteration is a refinement (or complete re-design!) based on the previous one, so the final result must be better than if this testing and iteration was neglected [27].

By paying proper attention to HCI principles and doing rigorous testing there will often be reduced costs and faster development [30], although some redesign will usually be inevitable in order to develop a worthwhile product.

2.4.2 Testing

Testing the interface design must be an integral part of the whole software development cycle. At all steps, every aspect of the interface needs to be tested with "real" users — the designer knows too much about the product and so is useless for testing [23].

Poor interface design can be costly, in terms of time, money or even lives [22], but often systems are badly designed, requiring excessive effort by the user just to operate the system! Extensive testing and evaluation needs to be carried out to ensure that the user's needs are taken into account, and that the interface is natural, enabling the user to easily understand and use it.

Virzi [33] found from experiments that about 80% of usability problems were found with four or five test subjects, with the most severe problems likely to have been detected. This means that in the initial stages of development only a few test subjects will be needed to find the main problems. Then towards the end more thorough testing can be done to iron out the less significant problems.

2.4.3 Evaluation

Evaluating the effectiveness of an interface can be quite difficult and time consuming. Trying to get suitable subjects to test may be a problem, and then it may be hard to get any meaningful quantitative data. Quantitative data may be a necessity when comparing various alternatives for an interface, so that some conclusions can be made about the merits of each interface. Testing user performance in carrying out certain tasks can be used to compare interfaces by recording the time taken to do the tasks and the number of errors or mistakes that were made.

Aside from quantitative data the users can be asked subjective questions to see what they preferred, found most difficult etc. This can be done as a written questionnaire afterwards, or it could be done as a "think aloud" experiment where the subjects are encouraged to talk about what they are doing and thinking, and to explain why they do certain things. This can lead to very useful insights that can't be made through quantitative tests, and may not come through in written responses because of the time delay between using the interface and filling out the questionnaire.

Very detailed evaluation may be carried out by having the program itself automatically recording various details about the interaction. This can show up specific problems, say, in the way the users tend to use the mouse, or in specific problems they encounter in using different parts of the program. Logging data automatically will produce a very large amount of data (although this depends on the type and quantity of data collected) so care is needed to make efficient use of storage [13].

18
2.4.4 Documentation

Any necessary instruction or training should be needed only once; with each explanation the person should be able to say "of course", or "Yes, I see"... If the explanation leads the person to think or say "How am I going to remember that?" the design has failed.  

D Norman [20]

For any system of a reasonable size the designer can't expect the user to be able to just read the manual and remember and understand all of it [22]. So it is desirable for the program to be easy enough to operate without the user having to know everything in the manual, or to need to make frequent reference to it.

Simpson [28] gives recommendations for documentation style that can be applied to on-screen instructions as well. Instructions should be given in short sentences and with a positive construction to improve the user's comprehension. Shneiderman [27] points out that any documentation should be in simple enough language for all users to understand, specifically avoiding technical terminology. Thimbleby [30] suggests that documentation should be developed concurrently with the software, and that there should be an emphasis on minimising the documentation. Considering the casual use situation this could be extended to a goal of creating a display and interface that is so intuitive that there is no need to have any documentation or instruction at all! This would be particularly good for a science centre exhibit where a significant proportion of the users will have limited or non-existent reading ability, and often people don't read the instructions anyway. In this situation the documentation is usually one or two pages of large text and diagrams on the wall, or table, near by. Even if the instructions appear to be unnecessary, it may be best to include them because some people will be timid, not wanting to do anything unless they are told to do so through the instructions. There should, at least, be some explanation of the principles behind what the display demonstrates.

2.4.5 Help

On-line assistance is becoming more popular due to its convenience, and the features that are possible on a computerised help system such as searching, context sensitivity, skill level sensitivity, speech, and animation. However on-line help is often not used because it is hard to use, difficult to switch between the help and working context, and difficult to find appropriate and relevant information [25].

The inclusion of user assistance can't patch up a bad system, and should never be a substitute for good interface design [25]. For most systems the idea minimising documentation, which was presented in the previous section, could be extended to help facilities too. Since on-line help is effectively a form of documentation the need for it may indicate that there is scope for improving the design.

If a help facility is included then it must be easy to access — users shouldn't need help to get help — and should be tested thoroughly to ensure that it is easy to use, provides adequate explanation, and that the information can be understood by all users.
Chapter 3

Case Studies of HCI in Existing Exhibits

A few exhibits at a science centre were observed to see how well people managed to use them, and to see what problems they had. The first is a program that records and displays local weather conditions. It was not designed for this situation and was not very suitable. The second two were intended for use by children and so were more effective exhibits. The “Data Digester” collected information about visitors and was a good example of how important it is to use iterative design. The “KidPix” painting program illustrates how the model of the program can be shown so that the user knows “where” they are. Note that these comments are based only on subjective observations as no quantitative experimentation was carried out.

A science centre is a challenging environment to design for, especially for computer-based exhibits. Often computer exhibits are no more interesting than a mediocre computer game, especially when compared to the excitement of chemical reactions [3] or Van de Graaff Generators. In this situation people don’t just want static things to look at, rather they are encouraged to get involved and interact with exhibits to make the learning experience more enjoyable and memorable. This requires robustness and durability for coping with many hours of hard use, and also good feedback so that when people first try doing something they get a reaction that encourages them to continue using the exhibit.

The time required to find out what to do and to achieve the desired results should not be too long as there are other things the visitors will want to see, and others wanting to use the display.

3.1 Weather Station

The Weather Station is a commercial program that records inside and outside temperature, wind speed and direction, and humidity. The program provides summary statistics for each of these over the last month or so as well as showing the current conditions.

Because it wasn’t designed as a science exhibit there is a lot of functionality avail-
able to the user that is unsuitable for this situation. When the Weather Station was first installed the full computer keyboard was available to the user. This made it interesting for those with computer experience who wanted to cause trouble if at all possible. Data was frequently being erased and users could quit from the program leaving the display in an unsuitable state for the next person who came along.

To overcome these problems a restricted "keyboard" was provided, which restricted users to a subset of the complete program's functions. However, the main problem was that it was designed for use by someone who had the time to read the manual, and not for people who wanted to be able to do something in a very short time. This was apparent in confusing terminology that needed the instruction booklet for interpretation, along with many actions that didn't have any cues to let the user know what could (and should) be done. Consequently most people would spend a little time finding they couldn't really do anything interesting or that made sense, so they would give up and find something more interesting and understandable to investigate.

Another "feature" of the program was a beep every time something invalid was tried. This made it clear that the action had no meaningful effect, however it discourages experimentation that is necessary to actually achieve anything because of the lack of instructions. More written information could be provided to explain how to operate the exhibit and to define the abbreviations and scientific terms used in the program.

One form of extra documentation that would improve the usability of the program is to provide a suitable finite-state diagram of the program structure. This could show transitions from screen to screen, along with details of those commands that were available at each state, and even an indication of how long certain actions would take if they were unusually slow. This would at least provide the user with some idea of what was happening, and would give them the knowledge needed to successfully navigate around the program. Ideally the program should be redesigned if it is to be used as a science exhibit, although showing the state diagram may make it acceptable.

As pointed out earlier, it is desirable that even systems that aren't intended for casual use are designed with the infrequent user in mind. Doing this makes using it simpler, easier, and friendlier for the frequent user, while making it accessible to the new-comer as well. If this program had been designed so that the "uninitiated" user could operate it successfully then it may have transferred to the science centre environment without much difficulty.

3.2 Data Digester

The Data Digester is an exhibit that has been set up to get feedback from visitors about their visit to the science centre, and about specific exhibits. It is essentially a questionnaire and so it involves the challenge of trying to get qualitative information from the users while making it interesting for them so that they actually use it.

Hyper-card™ was used for developing the exhibit because of the flexibility provided and the speed with which the design could be implemented and modified. As problems were noticed and new ideas thought of, the display could be updated easily.

The basic model of the Data Digester is a sequence of screens, each with a simple question. Once the question has been answered, some (hopefully) interesting information is given to encourage the user in what they are doing. After finding out a few
personal details the user is asked questions about their visit and a few exhibits at the centre. By asking about a few randomly chosen exhibits, information on all of them can be gleaned without pester ing every user with too many questions. For this exhibit a balance is needed between questions that are considered useful and those that are included to keep the user interested. The input is by means of a touch screen so there is no problem with people struggling to use a mouse.

Initially there were problems with the program buffering the screen touches so that extra touches were remembered and interpreted as being made on the following screen. This happened when the program response was slow and users got impatient and started pressing the screen again. The program was modified so that these extra touches were ignored.

Another problem was with the use of the touch screen. Often the program would interpret the touch as being in a quite different place to where the screen was actually touched, so incorrect responses were being recorded. Another exhibit using a touch screen had similar accuracy problems. Because of this the results will be fairly inaccurate, even for people who wanted to complete the survey correctly. In order to avoid incorrect responses being recorded, a button could be provided to let the user go back to the previous question to re-answer it if they noticed that it was recorded incorrectly. An even better solution would be to have the program allow the user to keep re-selecting a different answer until the program got it right. Then the program could wait for a special “OK” button to be pressed before continuing.

It is intended that languages other than English be made available once the content of the survey has been finalised. At present the user can select one of four languages when they start the survey but the three non-English ones respond with a message saying that it is not implemented yet. It would be better if these other options weren’t available until they are fully implemented.

3.3 KidPix

KidPix is a drawing program designed specifically for children with lots of sounds and special effects to keep them interested. It is a very popular exhibit, and probably the one people spend the longest on at the science centre. Children and adults alike are amused by the sounds and animations that accompany each different drawing and erasing function.

The state diagram of the program is very complex with several modes of drawing available, and then each of these has many sub-states that are only accessible when the higher level state is the current one. The status of the program is indicated by highlighting the icons for the current state. Although this information is shown, a lot of people, especially children, seem to have trouble understanding the system completely. In particular, some of the function icons are a bit unclear, although users can easily experiment to find out what they do. The undo icon is a surprised face and people are often unsure of what it does.

1 There was some more timely audible feedback on the buttons but initially this was not amplified and could not be heard from where the user stood.
More recently, written instructions have been put beside the exhibit giving a basic explanation of what to do. It would be a good idea to explain what the icons mean too because these can be hard to understand. The “undo” button is mentioned in the instructions but there is no picture of it so many people would not know which button is being referred to.

A mouse is used for input because of technical difficulties in using a touch screen. Often people attempt to use the mouse upside down or sideways, and they don’t seem to be able to work out that rotating it would solve their difficulties in getting the pointer to move in the direction they want!

Overall this exhibit works well and keeps people amused for a long time. Slightly more detailed information could be provided to explain what the functions do, although it is mostly young children who use it so they may not be able to read it.
Chapter 4

Persistence of Vision Display

In order to gain some insight into the development of an interface for casual users, and to see how the more general principles apply to this situation, a science demonstration exhibit was developed. Over the course of the development various aspects of the design were modified and evaluated in an attempt to produce a display that was more effective, and easy to use. The first section below describes the basic design of the exhibit — the Persistence Wand. The following two sections discuss some initial evaluation, and various other design ideas. The next chapter explains some evaluation that was carried out with three variations of the exhibit.

Determining the user population characteristics was fairly easy for a science centre because we are assuming that a large percentage of users will be children, that they don’t necessarily have any computer experience, and that their attention will need to be attracted and retained with something interesting or exciting otherwise they will give up and move on to another exhibit. However, in this setting we do not necessarily expect people to use each exhibit for particularly long, as there are plenty of other things to see and do, and hopefully there will be other people wanting to use the exhibit too.

The purpose of the exhibit that was created is to demonstrate the persistence of the human eye, and to show how a simple raster display works. This idea is not original, although no literature was found on it.

The basic idea is to mount several LEDs in a row and to rapidly light each one in turn, scanning through a picture, to display a simple bitmap image. The light from the individual LEDs persist in one’s eye so that if the row of LEDs is quickly moved sideways across the viewers field of vision then the whole image can be seen. Figure 4.1 shows the effect for an image of an arrow. Each dot represents an LED as the wand is waved from left to right. The light grey dots indicate LEDs that are not lit for that column, while the darker ones are those that are turned on at that particular position. It is necessary to have a fairly dark environment for the image to be seen clearly.

Early feasibility experimentation found that scanning the image one pixel at a time gave a clearer effect than lighting a whole column at a time. By displaying the whole column at once, each “pixel” gets spread out sideways much more and the distinct points of light as shown in Figure 4.1 are lost. Displaying the image one pixel at a
time is also a more typical method of raster display, and so it is a better technique to use in demonstrating raster principles. This method of scanning was used throughout all subsequent development.

4.1 Exhibit Design

The development of the exhibit involved an iterative design process, making improvements and enhancements as problems were observed. Several different design alternatives were considered with the final choice involving a "wand" that users wave back and forth, and a physical dial that is used to select different images to be displayed on the wand. The emphasis was on making the exhibit as easy and natural to use as possible so that everyone could get to see the persistence effect.

The following sections describe the initial version of the exhibit that was developed. The first section discusses the hardware aspect of the display, which involved interfacing the LEDs to the computer and constructing a "wand", which had the LEDs mounted in it so that they could be viewed. The second part was the actual interface that gives the user some control over the operation of the display. Other design ideas, some of which were implemented, are presented in Section 4.3.

Wand

The sideways movement that is needed to see the image can be achieved by either moving the LEDs from side to side, or keeping them still and having the user's view move. The simplest method is for the viewer to shake their head, or to glance from side to side, which spreads the image out enough for them to see it.
The alternative is to move the LEDs themselves and this could be done by some motorised or mechanical system to make them wave back and forth, either moving from side to side, or being rotated on a cylinder so that they always move the same way. Otherwise, they can be mounted in a “wand” for the viewer to wave back and forth themselves. This latter method was chosen because it makes the exhibit more hands-on, which is desirable for keeping interest and is really a necessity for a science centre display. Although the wand could be held still and the image viewed by these other means, the rate of scanning needed for each viewing method is quite different and so in practice they are incompatible. To see the image by glancing from side to side requires a much higher scan rate because the eye movement is a lot quicker than can be achieved by swinging the wand.

A prototype wand was constructed for the purpose of testing the exhibit and the interface. Fifteen LEDs are mounted in the front and a mercury switch is located below these to detect sideways swinging. In the long run a more robust and ergonomic wand would be needed if the display is to be set up permanently.

The LEDs are controlled through the computer’s parallel port using four output lines and a four to sixteen bit de-multiplexer to switch the appropriate LED on. The first output from the de-multiplexer is not connected so that an output value of “0000” results in all LEDs being off. Figure 4.2 shows the basic schematic for a 7-LED wand. To display the image the program scans down each LED in sequence, and turns it on if the corresponding bit in the bitmap image is on, otherwise a zero is output. Once a column has been completed the scanning moves on to the next column with no extra delay.

The mercury gravity switch is connected to another data line of the parallel port and is used to coordinate the display of the bitmap with the swinging of the wand. At the end of each swing the switch changes state and so it can be used to detect the ends of each swing and thus how fast the wand is being waved. Display of the picture only occurs when the wand is being swung from left to right. If the image is lit up in both directions the two images that are seen tend to interfere with each other making it harder to discern the picture because they don’t coincide exactly.

One of the “pictures” used was a special one that just lit each LED in turn, and at a much slower speed. When this image is viewed the user sees interesting helix shapes due to the sinusoidal motion of the wand. At the right waving speeds the helix can be made to appear stationary, or to move slowly up or down the wand. Waving it at a slower speed can create a double helix image, like the shape of DNA.

In order to get accurate delays between each LED position a hardware timer was used to generate interrupts at regular time intervals. For the helix the best time between changing to the next LED position was about 7 milliseconds. This gives about ten columns per second. For the other pictures a range of 250 to 800 microseconds was used between each LED. This range could possibly be extended, especially at the lower end, to enable the picture to be seen at even faster waving speeds. A delay of 180 interrupts was used between detecting the switch change, and starting to display the picture.

When the wand is left idle (i.e., the switch doesn’t change state for a while), the LEDs would normally remain off, but instead the image is displayed again so that
there is some activity to be seen on the wand. A balance needs to be found between making the delay small enough that users don’t think something has gone wrong when nothing is displayed, and yet having it long enough so that the extra activity isn’t confused with the main scanning.

**Interface**

The basic requirements of the interface were to allow selection of an image from a few choices, and control over the speed of scanning. Figure 4.3 shows the screen display that was used.

The choice of picture was made possible through six large “buttons” on the screen that each had a fifteen-by-sixteen picture on the front of them. The button that was currently selected showed the image as an array of red lights on a black background to indicate that this was the picture currently being displayed on the wand. The remaining buttons had their images rendered in black squares on a grey background so that users could see what the picture would be if they selected this button. The choice of pictures could have been better by having ones that were more familiar.

The speed control was implemented as a “slider” that could be “dragged” up and down to adjust the scanning rate. This constrains the user’s selection of speed so that they can’t make it go too slow or too fast to see the picture. This was made to look like a volume control on a sound mixing desk or similar. This object may not be very familiar to many people, but hopefully users can get the right impression from what
it looks like it should do, and so use it successfully. There were some problems with this that are mentioned in section 4.3 where some alternatives are proposed.

Interaction with the interface was through the use of a mouse that enabled users to select a picture, or move the slider. The mouse was a two-button one with both buttons doing exactly the same thing. This could cause confusion for users who may tend to expect them to have different functions.

4.2 Initial Evaluation

After some casual experimentation it seemed that using a wand was going to be unsuitable. Most people who tried using it (without being given any verbal or written instruction) didn’t have any idea of what they were supposed to be doing, and so they weren’t successful in waving it in the right direction, let alone actually seeing the picture. However, with a quick demonstration they were soon able to use it correctly.

This led to the interesting question of how to convey to the user what they should be doing. It was originally thought that it would be reasonably intuitive, but it became apparent that this was not the case. An alternative design idea involved the use of mirrors and this is discussed below.

Improvements to the existing wand-based design were also considered. The original design let the user adjust the speed that the LED image was scanned so that they could
experiment with different rates. However this makes it much more difficult for users to successfully see the image so it was suggested that the program should dynamically calculate an appropriate speed of scanning instead of the user having to set it. This fits in with the idea of trying to eliminate errors, and in making it easy for the user to experience success in their use of the exhibit. Doing this also eliminates the need for the user to control the speed, and the problems associated with having them understand what the "speed" means, and how to use the interface to alter it.

4.3 Alternative Designs

As mentioned in the previous section users found it difficult to know what to do with the wand, and so other methods of viewing the image were considered. Alternatives to the screen-based interface have also been proposed. These ideas are discussed in the following sections.

Creating Movement

Instead of physically moving the LEDs it is also possible to move an image of the LEDs. One way of achieving this is to get the user to view the LEDs in a mirror (or through a lens), and to make the mirror rotate so that the user's view of the LEDs is moved. Figure 4.4 shows how this could be done with four small mirrors mounted on a shaft so that they can be turned easily. This had been tried in the preliminary experiments and was found to work very well, and it has several advantages over the wand method. In particular there are only two directions in which the mirrors can be moved, and both "work" to produce the image as long as the speed is not too fast. A major problem with the wand is that people find it hard to work out, or see how it should be waved, and so they find it difficult to actually see the image. A good way needs to be found to describe the action that should be made.

Other advantages of using the mirrors include the fact that it is easier to maintain a consistent speed, it is less tiring to operate, the image can't be waved in front of the screen, and the image appears square rather than bent.

However, there is the problem of getting users to spin the mirrors at the right speed to be able to see the picture properly. With the wand it is possible to adjust the rate of display according to the shaking speed and thus keep the picture visible for a large range of swinging speeds. This could also be done for the rotating mirrors. Another solution to aid in getting the correct display speed is to motorise the mirrors or wand1 so that the right speed of movement is obtained, although this defeats the purpose of having a hands-on interactive exhibit. A further draw-back of this scheme is that people may think that it is a trick with mirrors rather than seeing them just as a means to easily view the LEDs.

The wand is much more versatile in the movements that can be made, so the images can be purposely bent to produce interesting effects, and the wand can be waved in a circle for the helix so that a three dimensional effect is created. The helical images rely on the changing velocity of the wand to get the sine curves so this feature may

---

1 If this was done the the speed of the LED scanning should be adjustable, but not the speed of the mirrors or wand!
have to be dropped for a mirror version. The same effect can be seen by oscillating the mirrors, however this is a different action to that required for the other pictures so this may cause added confusion for the user if the helix was included.

User Control

Letting users select from a few patterns to be displayed gives them scope for more interaction, and it adds a bit of variety to the exhibit. An extension to this is to let people create their own bitmaps to be shown, although this creates potential for misuse. One of the suggestions below would allow users to do this easily.

Using the slider for the speed control may be hard for people to understand and so it was suggested that this could be done with three buttons for fast, medium, or slow. Buttons would be easier to use, especially for small children. Alternatively, eliminating the speed controller completely and having the program do the work for the user as explained in section 4.3 below would further simplify the interface, making it even easier to use.

In the initial implementation a computer screen with mouse input was used to let the user choose between several bitmap pictures and to control the scanning speed. Using a touch-screen may make it easier for people to use the exhibit, because those unfamiliar with using a mouse often find it difficult to use at first so they aren’t very successful at operating the interface. Better schemes could be used that provide other means than the screen to control the exhibit and thus hide the computer completely.

The simplest way to do this is to use a physical multi-way switch and a potentiometer, both with appropriate labelling and diagrams to describe what should be done. The simplicity of such an interface means that the user is less distracted by the controls and so can focus on the wand and achieving the persistence effect. Also having something physical to use means that tactile feedback is given, and the user doesn’t have to understand the modelling of buttons on the computer screen. Because this
method of input doesn't require a screen it is potentially cheaper to set up, and it may be possible to implement it entirely with a cheap stand-alone processor board, thus reducing costs even further. This form of interface was used for one of the versions of the exhibit evaluated in the next chapter.

Another idea that would give more flexibility to the user while having a more hands-on interface is to set up a fifteen by fifteen array of small switches with each one representing an LED in the picture being displayed. The switches needed for this are of the type where the current state can be controlled by the hardware, pressing it toggles it on and off, and LEDs are mounted in them to show the current state. This could allow the user to alter the picture, while seeing the current image lit up on the panel. Predefined patterns could also be selected through a multi-way switch. This too could be cheaper than a computer if it can all be done in hardware or with a cheap processor board, however it would be a rather expensive experiment if it turned out to be unsuitable.

Although these two methods could be cheaper in the long run by not using a computer, the cost of using one to experiment is virtually zero because it can be used for something else if the exhibit fails.

LED Scanning

As mentioned in section 4.2 it can be difficult to see the image if the speed of swinging doesn't correspond well with the scanning rate. If the wand is waved too slowly then the picture flashes by too quickly and isn't spread out enough for it to be seen. On the other hand, waving it too fast doesn't give time for the complete image to be scanned, so only a few columns are visible in each swing cycle.

To resolve this problem the LED interrupt routine was modified to calculate the time for each swing of the wand, and then adjust the speed of scanning to suit. This means that the user needs to be waving the wand in a reasonably regular manner for this to work properly. By automating the speed control it becomes easier to see the picture and the user doesn't have to worry about getting the speed 'just right'. The speed was adjusted so that if the swing time was the same for the next swing, then a total of 1200 interrupts would occur during that time. The choice of value for this needs some refinement.

During the idle time there needs to be some activity on the wand to indicate that the exhibit is still working. Without a screen it is especially important to do this because the LEDs provide the only feedback that anything is happening. This time can be filled by continuing to show the current image, maybe at a slower rate to show what is happening in more detail.

A further possible variation is to scan the image horizontally instead of vertically so that the wand is waved up and down rather than sideways. A number of people trying the exhibit waved it this way for a start so it seems that this direction may be more natural, although some people commented that it was more unnatural to do it this way. The major problem with doing it horizontally would be that the images would be seen upside down for those who used the opposite hand to the one the exhibit was set up for. This method of scanning was not implemented.
Chapter 5

Evaluation

This chapter discusses the Persistence of Vision display and evaluates three different versions and their suitability as science centre exhibits. The main aspects of the exhibit that were tested in the different versions were the use of a computer screen for the interface, and the effectiveness of automating the speed control. There were also two other minor differences between versions to see what effect these had. Ideally each aspect of the interface that was tested should have been done independently of the others. However, time did not permit such thorough testing.

Each exhibit was set up for a period of time in a science centre and people were observed using it. Some people were encouraged to discuss the exhibit and comment on problems or difficulties, but most were left to themselves and observed from a distance. Further casual observations were also made, mostly with the third version as this appears to be the best so far.

Observation of users in a science centre environment may be sufficient for discovering most problems with the interface, although ideally a more formal experiment could be conducted to try to get more quantitative data. This may provide further insight, although the casual observations that were made provided plenty of ideas for improvement, without being too formal. Also, feedback on what users liked or did not like, and what they could or could not understand, would be useful.

The specifics of each version are described in the section below with the differences between the versions being highlighted in Table 5.1. The second section summarises the results and draws conclusions based on the observations for each of the displays.

5.1 Exhibits

All of the setups involved the use of the wand to provide the movement, and for each one a brief instruction sheet was placed on the table giving some details of what the exhibit was about, and with a simple diagram to show how the wand should be waved. This seemed to be reasonably effective, although a more realistic illustration may have made it clearer for those who were unsure of what to do. Also, some of the instructions were found to be slightly unclear and these could be clarified by saying that the image will be seen on the wand and that the wand should be waved quickly.
<table>
<thead>
<tr>
<th>Features</th>
<th>Version 1</th>
<th>Version 2</th>
<th>Version 3</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mouse &amp; screen</td>
<td>✓</td>
<td>✓</td>
<td>✗</td>
</tr>
<tr>
<td>Auto-speed</td>
<td>✗</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Idle time filled</td>
<td>✓</td>
<td>✗</td>
<td>✓</td>
</tr>
<tr>
<td>Instructions</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Colour</td>
<td>✓</td>
<td>✗</td>
<td>N/A</td>
</tr>
</tbody>
</table>

Table 5.1: Features of each experimental version

The first version evaluated was the original design with the on-screen interface and the slider for letting the user explicitly control the speed of scanning. It used colour in the interface to give clarity and interest to the presentation, and the wand continued to display the picture even when it wasn’t being waved back and forth.

The second version automatically adjusted the speed of scanning according to the time taken for the previous complete swing. This meant that for most swinging speeds the image was fully visible. Other alterations included increasing the size of the instructions on the screen, removing the colour from the display, and not lighting any LEDs when the wand was idle. These changes were made to see how these three aspects of the exhibit affected usage.

The final version involved replacing the on-screen interface with a physical multiway switch to allow selection of the different pictures. Using such a switch means that the screen and mouse are unnecessary and so the presence of a computer is hidden. This version also had the automatic speed implemented, and it had a simple cycling scan of the LEDs when the wand wasn’t being waved.

5.2 Results

In making the observations it was unfortunate that the science centre wasn’t very busy at the time that was chosen, and further observations there couldn’t be made. Most of those observed used the first version so there wasn’t so much feedback on the second two. Other observations were made away from the science centre mainly with the third version. Interesting observations were made, and it would appear that the third version without the screen and mouse is the best so far.

Overall the reaction to the exhibit was very positive, although several people had trouble working out what to do. Some of the reason for this could be blamed on inadequate explanation with some of the instructions not explaining what the use should do as clearly as they could have.

The wand seemed to provide a reasonably natural way to move the LEDs back and forth, although getting people to wave it in the correct way seems to be a problem that may be difficult to overcome completely. A three year old using the exhibit had difficulty in waving the wand so an adult did that for her. She was able to select pictures with the dial and identify what they were without too much trouble.
The use of the screen and mouse were found to distract the user from focussing on the 'task' of waving the wand. A significant problem encountered was that of people initially waving the wand in front of the screen. Perhaps they expected some interaction between the wand and the screen, but instead doing this makes it nearly impossible to see the LEDs against the glare of the screen.

To overcome this it may be useful to have written instruction telling the users not to wave the wand in front of the screen, although people are likely to ignore this anyway. This problem is overcome by not having the screen based interface. Brighter LEDs could be used to make the image stand out better.

Using the screen provides greater visual attraction, especially from a distance. With only the wand there is not so much to attract attention, although most people seem to work systematically around the exhibits to ensure they don't miss anything. Children will tend to be more spontaneous though, rushing around exhibits that look exciting.

Having the pictures on the screen seemed to create some confusion with users not realising that they were supposed to be seeing an image on the wand. The instructions could have been clearer in specifying that they were supposed to look at the wand.

The mouse caused the usual sorts of problems for some people with them attempting to use it upside down or sideways. By not using the mouse and screen these problems are avoided, and the user can focus on using the wand instead. A touch screen could be used in place of the mouse, and this would make that part of the exhibit easier to use.

Letting the user control the speed of scanning means that there is more chance they will be unsuccessful in using the exhibit. Most people who used the first version of the program didn't try altering the speed, so they were using it as it had been left by the previous person. The auto-speed feature makes it easier to see the image properly, although some users were gentle and waved the wand far too slowly to see anything. It was suggested that the instructions should tell the user to wave the wand 'quickly' or 'vigorously' so they could see the picture. This problem of people waving the wand too slowly can't be remedied by slowing the scan rate because it is the persistence of the LEDs in the eye that enables the image to be seen, and if there is too much time between the start and finish of the image the eye doesn't see the whole picture, but just parts of it flashing by.

Without lighting the LEDs when the wand is idle it is less obvious to the users that they need to look at the wand, or at which side they should look. It is especially important to have the wand displaying something when there is no screen to attract attention, although even with the screen present, the users need to be encouraged to look at and use the wand. One person using the second version, where the wand was blank when it was not being moved, couldn't figure out what to do. Having the lights going may have encouraged him to persevere a bit more.

In the third version the idle time was filled with a slow helix pattern but users found this distracting and off-putting because it was starting too soon after a lack of movement was noticed. It was also giving a slightly wrong impression of how the pictures were displayed, because the helix pattern was used rather than the current picture. If the current picture was scanned slowly during this time then this would
serve as a simple slow-motion demonstration of how the wand works.

Written instructions were included with each version, although they couldn’t be seen very well with the third one because it was so dark. For the first two versions the screen provided nearly adequate illumination for them to be read. Ideally the instructions could be lit from behind so that they could be seen in the dark environment.

Aside from some form of animation it would seem that the best way to indicate how to use the exhibit would be to show a long exposure photo of someone using it. This would demonstrate how the wand should be held and waved, and it would show what the expected result was too. Part of the problem for people using the exhibit was that they weren’t sure what to expect, and so they didn’t know whether it was worth persevering or not.

The use of colour in the first version didn’t seem to have a lot of effect, with most people trying the exhibit anyway. However, the use of colour in the first display makes it look more interesting and the red LEDs, on the selected button, give a better indication of what the user should be able to see. In the third version on-screen colour is not an issue, but good use of colour in the instruction and explanation sheets could be used to clearly show the LEDs and to highlight important instructions.
Chapter 6

Conclusion

This report has discussed issues in designing human-computer interfaces particularly in relation to interfaces for casual users — those who only use a program or system for a very short time and who are likely to have no experience with computers. A few exhibits used in the setting of a science centre were described and their effectiveness as exhibits are described in chapter 3.

A simple science exhibit, the Persistence Wand, was developed so that some of these ideas could be investigated in more depth, and this is described in chapter 4. Even with all the background in HCI from chapter 2 in mind while designing the Persistence of Vision exhibit it was still necessary to make modifications and improvements to the way it operated, and to the interface. As part of this iterative design process the exhibit was tested with various people in an attempt to see how it could be made easier for them to use. There is still more work that could be done to refine the instructions provided, improve the exact scan rates and timings that are used, and to develop a final version of the actual wand.

The following is a list of some principles that can be applied to the design of interfaces. Particular focus is given to science displays, or similar systems, where novice and inexperienced people will use the program.

- Know the user. Knowledge of the nature and type of user that will use a particular system is very important. If the specific needs of the potential user population isn’t met then they will find the system frustrating and difficult to use. The novice user requires a very simple interface, and if the system is only for novice or casual users then the design can be much simpler.

- Hide the computer. When there is a computer involved it can be distracting and threatening for many novice users. If the presence of a computer or microprocessor can be hidden behind suitable control panels and input devices, then there is increased transparency at the interface and users will be able to focus on the purpose of the system rather than the interface.

- Careful presentation. Colour, graphics, sound, and animation can all be used to make a display more interesting and clearer to understand. They can also make it more confusing and cluttered than necessary, so care is needed to make

36
good use of these aspects of the interface. Cushman [9] provides various useful guidelines and quantitative principles for many aspects of the human-computer interface.

• Be consistent. The interface should provide consistent interpretation of user input, and where appropriate, make use of existing standards in interface design. Of course, if better methods or metaphors are suitable to the situation then they could be used, as long as doing this doesn't cause unnecessary confusion.

• Use appropriate input devices. For each situation there will be different input requirements and these need to be assessed to determine what is best. For casual users a touch-screen is preferred over mice, but if the interface can be reduced to a few physical switches, or proportional controllers, then the distraction of the computer will be minimised and the system made easier to use.

• Positive and immediate feedback. Messages should be phrased positively and clearly so that the user knows what is happening and is informed in a friendly manner. Any feedback that is provided needs to be acknowledged immediately, and if this is done then no response is often the best way to indicate an invalid action.

• Minimise the potential for errors. There are many methods that can be used in an interface to limit the user's input rather than letting them enter something that is invalid. By using these techniques the interface is made easier and less frustrating to use, and the user can be more productive.

• Keep the model simple. The finite state model of the system should be made as simple as possible, and it should always be clear to the user what state the system is in. If there is the slightest bit of complexity then it is suggested that the state model should be shown, or at least made known, in some way.

• Use suitable metaphors. The use of metaphors in an interface can greatly aid the user in understanding how components of the interface work. Ideas and concepts from the world that are familiar to the user should be employed to help convey the meaning and semantics of objects and operations in the interface.

• Use iterative design. The designer must be prepared to make both major and minor modifications to the design as the need is discovered in the testing. Time needs to be allowed for this, and it is helpful to use a development environment where it is easy to make the necessary modifications.

• Test with "real" users. Thorough testing is necessary so that deficiencies and problems in the design can be discovered, and then improvements can be made. This involves observing people from the potential user community using the system — designers are useless for testing because they know too much about the system.

• Minimise documentation. If something can be explained briefly then there is a greater chance that the user will be able to understand it easily. At the extreme, something that is very easy to use needs no instruction. A door that needs a label ("push", "pull" or "slide") is not as easy to use as it could be.
If these ideas and guidelines are considered and applied in the design of interfaces for casual users then it is much more likely that the product will be easy, and even fun to use. Designing for complete novices does not have to be restricted to science exhibits or public information systems. If these principles can be applied to more complex applications too, then they may also be made more usable, and people might even be able to enjoy using them.

If all products and systems were developed with the intent of serving the user in their needs, and applying principles from human-computer interaction research, then the whole population would benefit greatly through systems that are much easier and more productive to use.
Bibliography


