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ABSTRACT

Synthetic aperture sonar (SAS) technology has rapidly progressed over the past few
years with a number of commercial systems emerging. Such systems are typically
based on an autonomous underwater vehicle platform containing multiple along-track
receivers and an integrated inertial navigation system (INS) with Doppler velocity log
aiding. While producing excellent images, blurring due to INS integration errors and
medium fluctuations continues to limit long range, long run, image quality. This is
particularly relevant in mine hunting, the main application for SAS, where it is critical
to survey the greatest possible area in the shortest possible time, regardless of sea
conditions.

This thesis presents the simulation, design, construction, and sea trial results for
a prototype “active beacon” and remote controller unit, to investigate the potential
of such a device for estimating SAS platform motion and medium fluctuations. The
beacon is deployed by hand in the area of interest and acts as an active point source
with real-time data uploading and control performed by radio link. Operation is tightly
integrated with the operation of the Acoustics Research Group KiwiSAS towed SAS,
producing one-way and two-way time of flight (TOF) data for every ping by detecting
the sonar chirps, time-stamping their arrival using a GPS receiver, and replying back
at a different acoustic frequency after a fixed time delay. The high SNR of this reply
signal, combined with the knowledge that it is produced by a single point source,
provides advantages over passive point-like targets for SAS image processing.

Stationary accuracies of <2 mm RMS have been measured at ranges of up to 36 m.
This high accuracy allowed the beacon to be used in a separate study to characterise
the medium fluctuation statistics in Lyttelton Harbour, New Zealand, using an indoor
dive pool as a control. Probability density functions were fitted to the data then
incorporated in SAS simulations to observe their effect on image quality.

Results from recent sea trials in Lyttelton Harbour show the beacon TOF data,
when used in a narrowband motion compensation (MOCOMP) process, provided im-
provements to the quality of SAS images centred on frequencies of 30 kHz and 100 kHz.
This prototype uses simple matched-filtering algorithms for detection and while per-
forming well under stationary conditions, the fluctuations caused by the narrow sonar
transmit beam pattern (BP) and changing superposition of seabed multipath often
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cause dropouts and inaccurate detections during sea trials. An analysis of the BP ef-
fects and how the accuracy and robustness of the detection algorithms can be improved
is presented. Overcoming these problems reliably is difficult without dedicated large
scale testing facilities to allow conditions to be reproduced consistently.
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PREFACE

This work began as a project to design and build an inertial navigation system (INS) for
the KIWISAS towfish. Once completed and operational, it was extended to designing
and building an acoustic positioning system to complement the INS. An active beacon
design was chosen. Unfortunately the INS was destroyed in 2005 when the sonar
developed a major leak. This setback also delayed sea trials with the active beacon as
the sonar was out of commission for several months being repaired.

The beacon has undergone continual development to refine the design into a robust
prototype. During the most recent sea trials, in May 2006, c.f., Chapter 5, operation
went smoothly, with more problems occurring deploying targets than with the beacon.

ASSUMED KNOWLEDGE

The reader is assumed to be familiar with synthetic aperture sonar (SAS) and have a
good background in signal processing. Several references are provided throughout the
thesis on these topics. A background in acoustics is also recommended. An excellent
reference is [Carey 2006], giving a thorough explanation of common acoustic equations
and units. A number of examples are also given.

PUBLICATIONS

Several conference papers were written and presented at different stages of the beacon
development, most of which are available for download from the Acoustics Research
Group (ARG) website [Acoustics Research Group 2006]. The following page lists the
publications in order of presentation.
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Chapter 1

INTRODUCTION

1.1 INTRODUCTION

Synthetic aperture sonar (SAS) is a method of operating a sonar which provides ad-
vantages over traditional side scan sonars. The main advantage is constant along-track
image resolution, independent of range and frequency. Disadvantages include the need
for additional computer processing of the data to obtain an image (minor) and in-
creased sensitivity to sonar deviation from a straight and level path (major). This
latter well-known problem, and the development of a unique solution using an “active
beacon”, is the basis for this thesis. For a complete, concise, illustrated, summary
of SAS operation and performance, the reader is referred to the following publica-
tions: [Callow 2003, Chaps. 1–2], [Hunter June 2006, Chap. 1], [Barclay August 2006,
Chap. 1], and [Griffiths 1995]. The main application for SAS is mine hunting [Heald
and Griffiths 1998].

1.2 THE KiwiSAS SONAR PLATFORM

The Acoustics Research Group (ARG) at the University of Canterbury has designed
and built a SAS (KiwiSAS) that has been operational for a number of years [Hayes
et al. 2002, Callow et al. 2003] [Hawkins 1996, chap. 7]. Table 1.1 lists the current
specifications and a photo is shown in Fig. 1.1. The electronics are based around a
compact PCI embedded Pentium 3 computer, controlling the digitising and on board
storage of all data on hard disk [Hayes et al. 2002]. The tow cable provides a 100 Mb/s
Ethernet connection to the tow boat computers, for real-time display of images, and
supplies the sonar with 24 V power from batteries on the tow boat.

1.3 PLATFORM MOTION AND IMAGE BLUR

SAS imaging is particularly sensitive to platform motion and image blurring frequently
results, even with large autonomous underwater vehicles (AUV) operating well below
the sea surface. By measuring the platform motion (motion estimation), the blurring
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Figure 1.1: The KiwiSAS sonar is towed from the nose. With a low mass (60 kg) and
slight positive buoyancy, it can be deployed by hand at a wharf and towed on the
surface out to the area of interest. When used as a sonar, a weight is attached to the
tow cable close to the tow point, causing it to sink to the desired depth—typically 5 m.
The depth is somewhat adjustable by changing the boat speed and cable length. This
towing configuration means the sonar exhibits very little yaw - an essential behaviour
for obtaining good SAS images. The KiwiSAS is under continual development and
since this photo was taken, the transmitter has been moved to the centre of the towfish
and mounted internally.
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Parameter Value
Transmit signal type Linear FM up-chirp
Transmit signal duration 12.5ms
Transmit repeat rate 15 chirps/s
Number of transmit bands 2
Transmit centre frequencies 30 kHz and 100 kHz
Transmit bandwidth 20 kHz per band
Receive frequency range 5–120 kHz
Transmit array 36 @ 28 x 28mm (12 columns, 3 rows), Tonpilz
Receive array 9 @ 77 x 77mm (3 columns, 3 rows), PVDF
Along-track resolutiona 17 cm
Across-track resolutiona 3.75 cm
Total data rate 5.12MB/s
Length 1.7m
Diameter 25 cm
Mass 60 kg

Table 1.1: KiwiSAS parameters.

aBoth these resolution figures are nominal and increase with the usual application of window
functions to reduce sidelobes.

can be removed from the images by post processing1, a process known as motion
compensation (MOCOMP).

Being a towed design operating in a shallow harbour environment, the KiwiSAS
motion depends on a multitude of influences; waves, tidal currents, tow boat wake, tow
boat motion, wake from other boats, etc. Figure 1.2 illustrates the common terms used
to describe the motion of sonar platforms. The translational motions (surge, sway,
heave) are defined as variations about a straight, level, constant velocity flight path.
The rotational motions (roll, pitch, yaw) are defined as variations about a constant-
bearing, level attitude and are generally easier to control and/or measure to a high level
of accuracy. While all deviations cause image blur, some have more effect than others.
This is due to both the front-towed configuration and the “side scan” geometry of the
system. In particular, sway has the most effect on a SAS image [Gough et al. 2001]
and much improvement in image quality can be achieved by measuring and correcting
for just this parameter.

Ideally a positioning system will measure all degrees of freedom. Currently there is
no cheap, simple, compact way to do this. The usual approach for synthetic aperture
imaging is to use an AUV to provide a highly stable platform, and an inertial navigation

1In practice, achieving good results requires that the sonar platform be reasonably stable to begin
with, to ensure the image area is properly insonified. The KiwiSAS operation is limited to calm
conditions such as is found on a winter morning.
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system (INS) + Doppler velocity log (DVL) combination to measure platform motion—
an expensive and bulky solution. The KiwiSAS sonar is a small, compact, low budget,
experimental sonar, requiring an alternative navigation solution, c.f. [Meng 2006].

Figure 1.2: Artist’s impression of the KiwiSAS sonar operating at sea. The three
translational (sway, surge, heave) and rotational (pitch, roll, yaw) degrees of freedom
are associated with the x, y, and z sonar axes respectively. The image is collected using
a “side scan” geometry, i.e., the transducers face the positive x direction (across-track)
while the sonar travels in the positive y direction (along-track), scanning the sea floor
on the starboard side.

1.4 REQUIRED ACCURACY

The sonar transmits two 20 kHz bandwidth chirps simultaneously, centred on 30 kHz
and 100 kHz, as listed in Table 1.1. These are referred to in this thesis as the “30 kHz
chirp” and the “100 kHz chirp” respectively. Chirped signals provide a way of increasing
the signal to noise ratio (SNR), without the cavitation problems associated with short
duration, high intensity, impulses, by transmitting a low intensity, large bandwidth,
signal over a longer period of time. The downside is that locating a low amplitude
signal in the received echoes is no longer a simple matter of looking for the rising
edge of an impulse. The chirp signal is often completely buried below the noise level,
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requiring filtering to determine its location and this is discussed further in Chapter 4.

The transmitted wavelength is given by:

λ =
c

f
, (1.1)

where f is the frequency in Hz and c is the speed of sound in seawater (∼1500 m/s).
This equates to 5 cm at 30 kHz and 1.5 cm at 100 kHz. A good image, i.e., one with
minimal blurring and high dynamic range, can be obtained when the path deviations
are less than, or measured to an accuracy of, ∼λ

8 [Hawkins 1996, p165]. The minimum
required accuracy in deviation from a straight path is therefore <1 cm to provide good
results for the 30 kHz band. The accuracy must be independent of the image content,
i.e., still valid for a featureless image, and independent for every chirp so that every
position measurement stands on its own (no reliance on any form of averaging). This
means the system is tolerant of dropped or miss-detected data, provided these can be
identified and removed.

The accuracy requirements are relative not absolute, i.e., there is no requirement
to reference any of the navigation measurements to world coordinates because the goal
of an experimental sonar like KiwiSAS is simply to improve the quality of the images,
not to locate them on a map [Liu and Pang 2001]. To remove the effects of motion blur
requires knowing how the sonar moved, rather than where it was in the ocean. This
is an important difference from many commercial underwater positioning applications
where the accuracy must be specified in absolute coordinates e.g., bottom surveying
and pipeline inspection.

1.5 UNDERWATER POSITIONING SYSTEMS

Positioning systems for underwater vehicles (tethered, towed, or autonomous) can be
classified into two distinct classes of design; here designated class one and class two.
There also exist hybrid designs combining the advantages of each type [Whitcomb
et al. 1999, Pan Mook et al. 2005]. Common terms for tethered, towed and autonomous
underwater vehicles are remotely operated vehicle (ROV), towfish, and AUV respec-
tively.

1.5.1 Class one—acoustic positioning systems

Class one systems require positioning equipment external to the vehicle. This external
equipment is invariably an acoustic system2,3, based on the transmission of acoustic

2Although underwater electromagnetic wave propagation has been demonstrated over tens of metres
using small high frequency antennas [Al Shamma’a et al. 2004], no experimental or commercial RF
positioning systems exist that use this principle.

3Very close range positioning (∼2m) can also be achieved with taut wires [Mio et al. 1998] or
passive arms, [Soares da Cunha et al. 1993].
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signals to and/or from transponders. Depending on the system, the transponders may
be transmitters, receivers, or both (alternating). By using a combination of time of
arrival (TOA), time of departure (TOD), and time of flight (TOF) information of the
acoustic signals, distances and angles are measured underwater. The transponders may
be stationary on the seabed (most accurate), ship mounted (less accurate), or floating
(least accurate). Floating and ship mounted designs require additional navigation
sensors to measure the (changing) position and attitude of the transponders.

There are three types of class one system; the long baseline positioning system
(LBL), the short baseline positioning system (SBL), and the ultra short baseline po-
sitioning system (USBL), a widely adopted classification [Austin 1994, Vickery 1998a,
Vickery 1998b] describing the resultant separation distance of the transponders due to
the system design.4

LBLs have independently deployed transponders and are the most accurate. If
absolute positioning is required, their location must be independently measured after
deployment. This is usually done acoustically from the surface and for deep water it is
critical that the sound-speed profile with depth is measured to account for ray-bending
[Lurton and Millard 1994, Isshiki 2004]. If relative positioning is required, only their
separation need be measured.5 If they move, e.g., floating buoys, these measurements
must be continuously updated. The separation between transponders is usually greater
than 10 m.

SBLs have all transponders attached to a common rigid frame so their separation
need only be measured once to achieve relative positioning. If absolute positioning is
required, it can be achieved by independently measuring the location of the frame itself
after deployment. The frame may be a submersible structure or the hull of a boat, in
which case, for absolute positioning, continuous independent monitoring of the boat
rotations and translations is required. The requirement for high rigidity6 imposes a
practical separation limit of <10 m. Due to recent advances in USBL technology, SBL
systems are less common now, having most of the setup disadvantages of an LBL and
an accuracy only slightly better than USBL.

USBLs have all transponders attached to a common rigid frame, sufficiently close
that the phase difference at each transponder can be unambiguously determined, i.e.,
the separation is less than half of the wavelength.7 The total size of the array is usually
<1 m. These systems are sold as a single unit so the geometrical disadvantage of having
an “ultra short” baseline are somewhat offset by the very tight manufacturing tolerances

4The exception is a single transponder system which has no baseline but is usually referred to as
a LBL.

5This is often done acoustically using the transponders themselves.
6If the frame is not rigid, the system is technically an LBL and the transponder separations and/or

locations must always be measured after each deployment.
7Some systems have greater separations than this, to improve the accuracy, and use various tech-

niques to disambiguate the phase [Watson et al. 1998, Austin et al. 1997].
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determining transponder separation, and high rigidity, compared with a SBL. If the
unit is mounted on the hull of a boat, active beam-forming is used to reduce the effects
of engine noise and multipath from the hull [Vickery 1998b].

LBLs and SBLs use timing information to measure the position of the vehicle
relative to each of the transponders. USBLs use timing and phase-difference to pro-
duce a range and bearing to the vehicle relative to the whole unit so the horizontal
position accuracy8 is range dependent. Many systems are combinations of all three,
e.g., the tracking of sperm whales using multiple floating SBL arrays, positioned by
global positioning system (GPS), separated by hundreds of metres to form an LBL
[Ura et al. 2004]. Some example class one systems are listed in Table 1.2 and further
analysis of LBLs is given in Chapter 2.

1.5.2 Class two—inertial navigation systems

Class two systems are those where the positioning equipment is contained entirely
on board the vehicle. Typically a variety of sensors are used to directly measure
translational and angular rates,9 e.g., acceleration and angular velocity, and the data
is combined, typically using a Kalman filter [Hassab and Watson 1974, Hedge 1994,
Nicosevici et al. 2004, Meng 2006], and integrated as necessary to obtain position and
angle.

Commonly used sensors include accelerometers (acceleration), gyroscopes (angu-
lar velocity), and magnetometers (angle). These sensors all provide fast update rates,
allowing navigation data to be collected for every chirp. To achieve high positioning ac-
curacy, these systems require careful assembly and calibration to ensure sensor axes are
correctly aligned [Stokey and Austin 2000, Kinsey and Whitcomb 2002]. Experimental
data showing accuracy and drift is provided by [Liu and Pang 2001] and [Barshan and
Durrant Whyte 1995] for cheap accelerometers and gyroscopes and by [Ford et al. 2001]
for a high-end system.

1.5.3 Comparison and selection for KiwiSAS

Class two systems have the advantage of being completely self contained inside the
sonar. This is especially useful for AUVs, the main platform for modern SASs, allowing
fast setup and deployment at sea and requiring minimal interaction with the surface
vessel during operation. Two examples are shown in Table 1.3. The main disadvantage
of an INS comes from the mathematical integration required to convert the sensor
data, usually measuring rate of change of velocity and angle, to position and angle.
The integration process causes any small errors in the measurements to accumulate
over time, limiting the period over which the navigation data is useful [Stokey and

8The horizontal position is usually the most important and challenging parameter to measure.
9Position and angle cannot yet be measured directly with sufficient accuracy.
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Manufacturer/
Model

Configuration
and description

Update
rate

Horizontal
accuracy

Publications

Nautronix/
NASnet

LBL. Seabed
transmitters,
surveyed into
position. Vehicles
contain receivers.

0.1Hz ±2 m @ 5 km
CEP

[Thomson and El-
son 2002]

ACSA/ GIB LBL. Floating
receiver buoys
located using
DGPS. Vehi-
cle contains a
transmitter.

1 Hz 1 m [Thomas 1998]

Sonicworks/
APNS

LBL. Self cali-
brating cabled
seabed receivers.
Vehicle contains
transmitter. Mul-
tiple pings in
flight.

50 Hz ±3 mm @
100 m

(research)/
EXACT

LBL. Seabed
transponders
interrogated by
transponder on
vehicle.

3 Hz 2 cm @ 100m [Langrock 1993]

(research)/
HPASS

LBL. Seabed
transponders
interrogated by a
stationary diver
with a hand held
transponder.

On de-
mand

2 cm at 50 m [Green and Dun-
can 1998, Green
and Duncan 1999]

Ixsea/ GAPS USBL. Four
transducers in
a tetrahedron
configuration.

10 Hz 0.2% RMS of
slant range,
i.e., 20 cm @
100 m

[Napolitano
et al. 2005, Au-
dric 2004]

Ore Offshore/
TrackPoint 3

USBL. Can track
4 vehicles simul-
taneously.

2 Hz 0.5% RMS of
slant range,
i.e., 50 cm @
100 m

[McKeown and
Heffler 1997, Black
and Butler 1994]

Table 1.2: Specifications for various acoustic positioning systems obtained from man-
ufacturer’s datasheets and websites.
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Austin 2000, Huddle 1998]. This can be reduced by several orders of magnitude, on
an underwater vehicle, by using a DVL to provide an independent estimate of the
horizontal velocity [Larsen 2000a]. However, the size (and mass) of a DVL is comparable
to an INS, resulting in a significant volume and power being consumed by these items
in a small sonar.

If there is no requirement to align successive images, the integration process can
be periodically reset and the navigation data from this point on will be relative, unless
some additional form of absolute measurement, e.g., surfacing10 for a GPS reading, is
acquired. For large surveys, it is possible to reduce the error accumulation (avoiding
a reset) by periodically providing the INS with known conditions, e.g., rotating about
the vertical axis [Uliana et al. 1997] or parking the vehicle stationary on the seabed
[Huddle 1998], although the latter is not practical for a towed sonar like KiwiSAS.
In practice when combined with a DVL, the high accuracy of modern INS sensors
means the integration time limit is long enough (minutes) to provide good MOCOMP
of sufficiently large SAS images. Hence, this combination is commonly used in SAS
AUV operation today [Asada et al. 2004, Jalving et al. 2003], despite the high cost
(>NZ$150000), large size, and high power consumption. The KiwiSAS sonar has nei-
ther the space or financial budget to accommodate a sufficiently accurate INS + DVL
navigation system.

Manufacturer Ixsea Kearfott
INS model Phins KN5053
Horizontal position drift CEP 3 m/h 3 m/h
Volume (cm3) 4096 8332
Power consumption (W) 12 35
Publications [Gaiffe 2006] [Beiter et al. 1998]

Table 1.3: Datasheet figures for two commercial INS products designed for underwa-
ter vehicles. The drift performance assumes the vehicle also has an integrated DVL.
Without DVL data aiding the navigation solution, a drift of 3 m in 2 minutes is typical.

Class one systems measure position11 directly so do not suffer from integration
error accumulation, i.e., the error is bounded [Bingham and Seering 2006]. However,
unlike class two systems, the accuracy depends on the location of the vehicle within the
system geometry [Deffenbaugh et al. 1996b, Alcocer et al. 2006, Matos et al. 1999] so
care must be taken during setup. Even on modern systems, a certain number of data
outliers should be expected, mainly due to multipath [Bingham and Seering 2006], as

10GPS propagation in seawater is just a few millimetres.
11While multiple transducers could be used on the vehicle to allow rotational motion to be measured,

the short baseline of this approach yields poor results. Acoustic positioning systems usually rely on
additional on-board sensors for measuring rotation, similar to the rotational sensors used in class two
systems.
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discussed in Chapter 4 . If the transponder location is known then the data is abso-
lute, making this class the preferred choice for underwater surveying and inspection.
However, to get the best accuracy, seabed transponders must be used, requiring an ex-
pensive, time consuming setup and/or calibration process12 [Send et al. 1995, Kussat
et al. 2005, Sharkey 1985] to determine their separation or location. Most LBL sys-
tems are designed for positioning over large areas (>100 m) where decimetre accuracy
is acceptable and the long travel times for the acoustic signals mean update rates are
slow compared to class two systems. However, for short ranges, higher update rates
are possible, and some very high accuracy, short range solutions have appeared during
the last few years as shown in Table 1.2.

An interesting property of class one systems is that the measurements rely on the
speed of sound remaining constant. Changes to the speed of sound, known as “medium
fluctuations” occur over time due to changes in pressure, temperature, and salinity (see
Sec. 2.9). These same medium fluctuations also cause blurring of SAS images so a class
one system, with transponders in the same location as the image and synchronised
to the sonar chirps, will inherently compensate for medium fluctuations when used for
MOCOMP. In other words, the navigation data will not be completely accurate in
terms of the actual path taken by the sonar but it will perfectly compensate for the
combined effect of motion and medium fluctuation blur in the SAS image13 because
the SAS data collection process was subject to the exact same motion and medium
fluctuations.

The KiwiSAS transmits acoustic signals and has a wide receive bandwidth (see
Table 1.1) so is well suited to operation with a class one navigation system. This has
been implemented as an “active beacon” transponder. Chapter 2 discusses the design
process in more detail.

1.6 CHAPTER SUMMARY

An introduction to the KiwiSAS sonar and the problems of image blur due to unknown
platform motion and medium fluctuations was presented. Analysing acoustic and iner-
tial based positioning systems revealed the strengths and weaknesses of each type. The
acoustic class of system, configured as a LBL to measure sway, is the most suitable de-
sign for a prototype positioning system for the KiwiSAS sonar. Achieving the required
accuracy (<1 cm,) in an ocean environment, is a challenging task that is most feasible
with a LBL and the ability to measure the medium fluctuations is a useful feature for
SAS imaging.

12If the seabed is sufficiently flat, the transponders can determine their separation acoustically.
13Limited to the region around the LBL transponders within which the medium fluctuations exhibit

no spatial variation.
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1.7 THESIS OUTLINE

Chapter two presents the design process of the navigation system by analysing dif-
ferent configurations of LBL acoustic positioning systems. The advantages and dis-
advantages are balanced against real world issues, such as cost and limited test and
calibration facilities, finally arriving at the design for the active beacon.

Chapter three presents complete technical details of the hardware (electronic and
mechanical), and software (embedded and PC) required for the beacon system and the
remote controller. Block diagrams and photos are shown of the various parts of the
system.

Chapter four explains how the beacon signal processing algorithms were developed
and presents simulated results showing their expected performance and limitations. An
analysis is presented showing how the properties of the sonar transmit beam pattern,
and the effects of multipath, introduce detection problems and how these manifested
themselves in experimental results.

Chapter five presents experimental results from two runs from recent sea trials in
Lyttelton Harbour. Simple MOCOMP is applied to the SAS images using data from
the active beacon. Although the beacon operation is currently far from optimal, a clear
improvement can be seen in both the 30 kHz and 100 kHz images.

Chapter six presents a set of experiments where the active beacon is used in a com-
pletely separate role—measuring medium fluctuations. The beacon is used to measure
the variation in TOF at different ranges at sea, and in a pool for comparison, and
probability distributions are fitted to the data. SAS simulations incorporating these
distributions are presented showing how medium fluctuations can affect the perfor-
mance of MOCOMP algorithms.

Chapter seven lists the conclusions. Chapter eight presents ideas for improving
performance. Most of the recommendations involve using more sophisticated signal
processing algorithms than those implemented in this first prototype. As the beacon
was developed and problems were discovered and solved, limitations in the hardware
became apparent, particularly the memory available in the microcontroller. To take the
active beacon concept to the next level, i.e., making operation robust and autonomous
under all sea conditions, requires a more sophisticated system of data capture, analysis,
and real time adjustment of parameters within the beacon. This includes a redesign of
the main PCB to allow better communication between devices and the use of a micro-
controller with significantly larger memory.
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Chapter 2

NAVIGATION SYSTEM DESIGN

2.1 INTRODUCTION

There are many possible configurations for an acoustic positioning system. In Chap-
ter 1, the choice of system was narrowed down to a LBL due to the combination of low
cost, ease of calibration, high accuracy, and ability to measure medium fluctuations.
This chapter presents the decision process used to arrive at the final configuration for
the LBL for the KiwiSAS sonar.

2.1.1 Requirements

Achieving good performance from an acoustic positioning system requires implement-
ing a customised design to optimise any advantages and work around any restrictions
imposed by the vehicle. For example with AUV operation, the positioning solution
must be determined in real time inside the AUV so it can navigate safely. This limits
the size, weight, and processing power, and requires fusing of information from sensors
with different latencies [Mandt et al. 2001]. For tethered vehicles, the positioning solu-
tion is simply used to guide the surface-based operator so the control algorithms do not
need to be as sophisticated. For towed SAS the positioning solution is only required
for post processing but a real time solution opens up many additional research options,
e.g., spotlight SAS [Hayes 2003] and circular tow paths. The type of transponder used
also depends on the situation. For long term deployments, transponders usually sleep
until interrogated to save power. However, for multiple AUV operation or formation
flying [Baker et al. 2005], interrogation by several vehicles becomes impractical [Fre-
itag et al. 2001] and a system where the transponders transmit and the AUVs listen is
more suitable. If acoustic signals are already being used for imaging or communication,
the positioning system must not interfere with these signals. Finally, deployment and
calibration time are significant factors for short-term operations.

The KiwiSAS sonar has several properties that can be exploited when designing
a positioning system. The most important is the fact that the goal is to improve the
quality of the SAS images, so the positioning system benefits by being exposed to the
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exact same fluctuating medium conditions as the imaging system. Real time opera-
tion is not essential so there is no requirement for high speed data links between the
various parts of the system. The positioning solution can be relative rather than abso-
lute, avoiding the need for precise deployment of the transponders. The stable towfish
design means not all degrees of freedom cause significant image blur, eliminating the
need for full “six axis” measurement. Shallow operating depth allows easy data trans-
fer between the seabed and surface using cables, and all data in the sonar is available
on the tow boat via the tow cable. This allows timing synchronisation to be achieved
using a common radio frequency (RF) timebase—a useful feature for one-way spherical
positioning systems as explained in the following sections. The wide bandwidth trans-
mitted chirp, used for imaging, is well suited for positioning, eliminating the need to
add additional transducers and amplifiers to the sonar. Finally, the sonar receives over
a wide bandwidth with multiple receivers, resulting in much flexibility with frequency
selection and the potential to modify the beam width during post processing.

The main restrictions are cost and lack of sophisticated calibration facilities.

2.1.2 The role of autofocus and DPCA

Autofocus and displaced phase centre antennas (DPCA) are image processing tech-
niques, commonly used in SAS, that are able to improve image quality using just the
image data itself. The reader is referred to [Callow 2003], [Gough and Hawkins 1997],
[Bellettini and Pinto 2002], and [Wang et al. 2001] for an in-depth analysis. While
both techniques can provide navigation data as an output1, both give poor results
when large sonar motion has occurred [Callow et al. 2005] and depend on the image
content and seafloor topography [Hansen et al. 2005b]. Hence, these methods alone
are not a reliable way of obtaining coarse motion information and are usually applied
to SAS images after coarse MOCOMP (provided by a navigation system) to provide
further improvements to image quality [Sutton et al. 2002, Marx et al. 2000].

The requirement for these extra steps, after MOCOMP, exists for two reasons;
firstly, the accuracy of even the best positioning systems alone is not sufficient, and
secondly, image blur is also caused by medium fluctuations [Stanic et al. 2000, Bergem
and Pace 1998] and this effect is not measured by inertial-based positioning systems—
the systems most commonly used for SAS AUVs. An acoustic based system, operating
in the same seafloor area, responding to the same chirps used for SAS imaging, does
measure the effects of medium fluctuations. The active beacon operates this way, as
explained in the rest of this chapter. Chapter 6 presents experimental results of medium
fluctuations measured at sea.

1DPCA requires numerous horizontally-separated receiving hydrophones on the sonar so has not
been implemented on the KiwiSAS.
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2.2 TIMING TERMS AND DEFINITIONS

Underwater positioning systems operate by sending time-limited (duty cycle <<1)
acoustic signals, e.g., chirps, from one place to another underwater and measuring
various timing events associated with this. A timing event is the absolute time of
departure (TOD) or time of arrival (TOA) of a signal from or at a particular place,
e.g., when a chirp is transmitted from a transponder or when a chirp is received by a
sonar, respectively. This leads to the concept of time of flight (TOF)—the difference
between the TOA and the TOD. Figure 2.1 illustrates these concepts.

Figure 2.1: An example showing some common timing definitions. The top trace is
the signal transmitted from a particular location. It travels through the water and is
received (along with background noise) a short time later at another location, as the
bottom trace. Significant distortion occurs to acoustic signals in shallow reverberant
environments.

2.3 LBL OPERATION

LBLs are well proven in the field of navigation, from early uses to guide landing
aircraft [Hallman 1948], to modern applications with radio telescope imaging [Na-
tional Radio Astronomy Observatory 2006], and vehicle navigation using GSM cell-
towers [Chadwick Jr and Stapp 2002, Mizusawa 1996]. Early uses in long range under-
water navigation [Christensen 1979] report similar accuracies to modern systems. This
is probably because, at long ranges, the main source of error for acoustic positioning



16 CHAPTER 2 NAVIGATION SYSTEM DESIGN

systems is medium fluctuations causing changes in the speed of sound over time [Kussat
et al. 2005].

An LBL works by making measurements of the time of flight (TOF) (for spherical
operation) or time difference of flight (TDOF) (for hyperbolic operation) of acoustic
signals travelling between a vehicle, e.g., a sonar, and a number of individual transpon-
ders. Details of the signal processing are provided in Chapter 4. The signals can travel
in either or both directions, i.e., the transponders may be transmitters, receivers, or
both, and the implications of this are discussed in Sec. 2.5.

The most important design decision is the system of timing synchronisation be-
tween the sonar and the individual transponders. The terms spherical and hyperbolic
are used to describe positioning systems where the TOD is known and unknown respec-
tively. It can be shown [Deffenbaugh et al. 1996b] that these two designs represent the
end points of a continuum of systems parameterised by the accuracy with which the
TOD is known. Spherical positioning is generally more accurate, especially outside the
area enclosed by the baselines and along the extended baselines. Hyperbolic positioning
accuracy can be improved, if the transmit rate is constant and the receiver is moving
slowly, by estimating the TOD. However, this requires accurate TOA data from several
successive pings, i.e., no dropped pings or detection problems, and only approaches
the spherical accuracy if highly stable clocks are used [Deffenbaugh et al. 1996b]. The
tracking of sperm whales via their acoustic emissions [Rajendar et al. 2004][Mohl and
Wahlberg 2001] is an example of a hyperbolic system because the TOD of the emissions
is unknown.

For three dimensional positioning a spherical LBL requires a minimum of three
transponders and a hyperbolic LBL requires a minimum of four transponders. Systems
using additional transponders are overdetermined (if noiseless) and this is discussed in
Section 2.4.

2.3.1 Spherical LBLs

A spherical LBL measures the TOD and TOA of acoustic signals travelling between
the sonar and the transponders. The difference is the TOF. The TOF contributions
from each transponder describe spherical surfaces and their intersection is the position
of the sonar. The process of finding the intersection point from the TOFs is called
trilateration.2

The TOFs are found and converted to ranges using

TOFn = TOAs − TODn, (2.1)

2The term triangulation is often wrongly used here. Triangulation is the process of finding the
intersection point given bearings from fixed transponders, i.e., more like a USBL system.
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or

TOFn = TOAn − TODs, (2.2)

and

rn = TOFnc, (2.3)

where TOAn and TOAs are the TOAs at transponder n and the sonar respectively,
TODn and TODs are the equivalent TODs, TOFn is the TOF between the sonar and
transponder n, rn is the range from the sonar to transponder n, and c is the speed
of sound (assumed constant). Each additional transponder adds one new piece of
independent information to the system.

For a system with one transponder, the solution is a sphere so two additional
measurements in two additional dimensions (i.e., not perpendicular to the surface) are
required to locate the sonar in three dimensions, e.g., depth and velocity.

For a system with two transponders, the solution is the intersection of two spheres
(a circle) so one additional measurement in one other dimension (i.e., not perpendicular
to the plane containing the circle) is required to locate the sonar in three dimensions,
e.g., depth. This can be seen with the green and red spheres in Fig. 2.2(b).

For a system with three transponders, the solution is the intersection of three
spheres (two points). Equations for this situation are derived in Appendix E. The
points are on opposite sides of a plane intersecting the transponders, i.e., if the trans-
ponders lie on the seabed then one point is above the seabed and one below the seabed,
so one additional piece of information is required to eliminate one of the points, e.g.,
the depth of the sonar relative to the transponders. If this information is not available
then it is usually safe to assume that the sonar is located above the transducers3 allow-
ing the below-seabed point to be easily identified and discarded so the system is fully
determined. Figure 2.2(b) shows the special case where the sonar lies in the plane of
the transponders so the three spheres meet at a single point.

2.3.2 Hyperbolic LBLs

A hyperbolic LBL measures the TOA of acoustic signals arriving at the sonar or tran-
sponders. The difference4 between pairs of TOAs is the TDOF.5 One transponder is

3The sonar could drop below a seabed transponder if the seabed is undulating and the transponder
is up on a shelf/ridge or if the sonar drops into a sub-seabed trench.

4There also exists ellipsoidal positioning in which the sum of the TOAs is formed. However, the
solution equations are equivalent to those for hyperbolic positioning [Fang 1990] so are not discussed
here.

5In a system where the transponders transmit and the sonar receives, the transponder TODs must
be equal or have known offsets from each other.
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(a) Scene viewed in 2D.

(b) Scene viewed in 3D.

Figure 2.2: 2D (a) and 3D (b) views of a three transponder (gray circles) spherical LBL.
The TOF measurements produce spheres in (b) (circles in 2D) where the blue sphere
originates from the transponder at (0, 0, 0), the green sphere originates from (0, 20, 0),
and the red sphere originates from (40, 0, 0). The sonar (black square) is located at
(5, 2, 0).
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designated as the reference.6 The TDOF contributions between the reference and the
other transponders form hyperbolic surfaces (hyperboloids) and their intersection is the
position of the sonar. The process of finding the intersection point from the TDOFs is
called multilateration.

The TDOFs are found from

TDOFmn = TOAm − TOAn, (2.4)

∆mn = TDOFmnc, (2.5)

where TOAm is the TOA at the reference transponder, TOAn is the TOA at transpon-
der n, TDOFmn is the TDOF between transponder n and the reference transponder
with associated distance difference ∆mn. Unlike a spherical system, a hyperbolic sys-
tem cannot operate with one transponder because pairs of TOA values are required.
Each additional transponder, after the reference transponder, adds one new piece of
independent information to the system.

For a system with two transponders, the solution is a hyperbolic surface (a hy-
perboloid7) so two additional measurements in two additional dimensions (i.e., not
perpendicular to the surface) are required to locate the sonar in three dimensions, e.g.,
depth and velocity.

For a system with three transponders, the solution is the intersection of two8

hyperboloids (an ellipse or hyperbola [Fang 1990]) so one additional measurement in
one other dimension (i.e., not perpendicular to the plane containing the ellipse or
hyperbola) is required to locate the sonar in three dimensions, e.g., depth. Figure 2.3(b)
shows an example.

For a system with four transponders, the solution is the intersection of three hy-
perboloids (two points). Equations for this situation are presented in Appendix E. As
with the three-transponder spherical system, one of the points must be eliminated9,
resulting in a fully determined system.

2.3.3 Comparison

A hyperbolic system has many disadvantages compared to a spherical system, requiring
an extra transponder and having generally lower accuracy. The one advantage is that

6In theory this choice is arbitrary. However, in practice, if seabed undulations or other structures
occasionally occlude the signals there may be one transponder that is generally less occluded than the
others.

7Technically a hyperboloid is a surface with two concave parts (mirror images of each other) but
we can eliminate one part if there is no ambiguity regarding the source of the received signals. See
section 2.5.2.

8It may seem as if a third hyperboloid could be constructed between the two non-reference trans-
ponders but this information is not independent.

9For a hyperbolic system, this turns out to be non-trivial so an additional measurement, e.g., depth
is usually required.
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(a) Scene viewed in 2D.

(b) Scene viewed in 3D.

Figure 2.3: 2D (a) and 3D (b) views of an example of a three transponder (gray circles)
hyperbolic LBL. The TDOF measurements produce hyperboloids in (b) (hyperbolas in
2D) where the green hyperboloid is associated with transponders located at (0, 0, 0),
and (0, 20, 0), and the red hyperboloid is associated with (0, 0, 0) and (40, 0, 0). The
hyperbolas have infinite extent so are shown here truncated. The sonar (black square)
is located at (5, 2, 0).
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the transponders run independently of the sonar, requiring no time synchronisation.
However, the transponders themselves require either synchronising with each other or
highly accurate clocks. A spherical system, operating with one-way signals, requires
some sort of synchronisation between the transponders and sonar to record both the
TOA and TOD using a common timebase.10 For the very shallow depths (<10 m)
that the KiwiSAS operates in, this is easily provided using GPS timing via a cabled
connection to the surface.11 The sonar can be similarly synchronised, via the tow cable,
to a GPS timing receiver on the tow-boat. In this way, all the benefits of a spherical
system can be enjoyed while still remaining practical to deploy.

2.3.4 Timing synchronisation

Time is measured by counting the number of pulses of an oscillator, of known frequency,
between two events. If the events occur at two geographically different locations, such
as a sonar and a transponder, some form of synchronisation of the oscillators at these
locations is required to prevent oscillator drift errors. Standard12 crystal oscillator
stability is most sensitive to changes in temperature and age [Isotemp 2006], with
typical values of 20 ppm (0–70◦C), and 5 ppm (1 year) respectively. Stabilities of this
magnitude are significant, e.g., consider a frequency uncertainty, due to a temperature
drift, resulting from a 7◦C change in temperature, i.e., one tenth of the range. That
results in a frequency shift of one tenth of the temperature stability parameter, i.e.,
2 ppm, and over 3.3 s of operation this produces a timing error of 66µs, corresponding
to a 1 cm distance error, exceeding the target accuracy of the whole positioning system.
Thus, to use unsynchronised oscillators over periods of minutes or hours, the oscillator
frequency must be measured, before every sea trial, against a stable laboratory reference
at the exact temperature the circuit operates at when at sea. Experimental ocean
temperature measurements are presented in Sec. 2.9.1.1.

A more practical alternative is to make use of an external time reference. There
are two high accuracy timing references that are both widely available and accessed
through cheap off-the-shelf receivers; code division multiple access (CDMA) via cell
towers13 and GPS via satellites. GPS timing is more accurate (<100 ns, 1 sigma) and
more widely available (anywhere where a large portion of the sky is visible) so is an ideal
choice for use at sea. Details of using GPS timing for oscillator frequency measurement
are provided in Sec. 3.4.1.2, and time stamping of events are provided in Appendix A.

10Two-way systems avoid this requirement but are less accurate, as explained in Sec. 2.5.
11While less elegant than a self contained submerged unit, a surface cable provides many other

debugging and control advantages which are highly useful in a prototype system.
12Temperature compensated and oven controlled oscillators have much greater stability but proved

difficult to obtain in small quantities.
13CDMA timing is synchronised using GPS. It has the advantage of working more reliably indoors

and under cover.
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2.4 TRANSPONDER NUMBERS AND OVERDETERMINED

SYSTEMS

A minimum of one transponder is required for a spherical LBL. This is convenient,
both logistically and financially, for a prototype system, allowing the design, testing
and debugging to be achieved with a single transponder. Once reliable operation is
achieved, more can be constructed and added to the system. The work presented in
this thesis applies to a single transponder LBL. Initially, care was taken to ensure the
design was easily expandable to multiple transponders. However, as development of
the prototype progressed, this had to be abandoned in favour of optimising embedded
code to fit within the system memory restrictions.

Many AUV LBL systems operate with just a single transponder [Hassab and Wat-
son 1974, Larsen 2000b, Scherbatyuk 1995], usually obtaining the necessary additional
measurement data from INS (velocity) and pressure (depth) sensors on board the AUV.
The LBL is used to compensate for the inherent accumulation of errors in the INS sys-
tem (see Sec. 1.5.3), allowing longer continuous operation. Single transponder systems
are also used for homing i.e., guiding an AUV into a dock at the end of a mission
[Vaganay et al. 2000, Baccou and Jouvencel 2003].

Miss-detected pings are common with acoustic positioning systems [Bingham and
Seering 2006, Olson et al. 2004, Deffenbaugh et al. 1996a]. Operating with the minimum
number of transducers (three) provides no contingency. In practice, systems usually
operate at higher data rates than required, so dropping the occasional data sample
is acceptable, especially if a good system model is available to estimate the missing
data, e.g., via a Kalman filter [Hansen et al. 2005a]. However, if accuracy is critical
for every data sample then the best performance is achieved with an overdetermined
system, i.e., four or more transponders.14 Many options exist for utilising the extra
transponder data. The positioning solutions from different combinations of transpon-
ders can be averaged, possibly using different weightings depending on some quality
factor, e.g., variance, range, proximity to other structures, or geometric dilution of
precision (GDOP)15 [Chadwick and Bricker 1990]. Transponders can be dropped from
the solution during periods when their variance is high, e.g., due to occlusions emerg-
ing as the sonar position changes. If five or more transponders are used it should be
possible to identify a consistently poorly performing or faulty unit with an otherwise
low variance, e.g., consistently measuring multipath, instead of the direct signal, due
to shadowing from uneven bottom topography [Deffenbaugh et al. 1996a, Zielinski and

14Five for hyperbolic. See [Mizusawa 1996] for a thorough analysis of overdetermined hyperbolic
positioning systems.

15GDOP, a term frequently used in GPS positioning, is a numerical measure of the geometrical
quality of a LBL, based on the relative locations of the transponders and the vehicle, i.e., transponders
close to each other, relative to the range to the vehicle, give poor position accuracy so would have a
low GDOP.
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Option # Path type Signal direction
1 one-way sonar → transponders
2 one-way transponders → sonar
3 two-way sonar → transponders → sonar
4 two-way transponders → sonar → transponders

Table 2.1: One-way and two-way path options for acoustic positioning systems.

Wu 1989, Rajendar et al. 2004].

2.5 SIGNAL FLOW

An acoustic positioning system can operate using a one-way (sonar transmits to tran-
sponders or vice versa) or two-way (sonar transmits to transponders which reply back
or vice versa) acoustic path. Table 2.1 summarises the four options. Their advantages
and disadvantages are discussed in the following sections.

2.5.1 Timing synchronisation

A one way system, like option one or two in Table 2.1, requires a common time base
between the sonar and transponders. As mentioned in Sec. 2.3.4, this is easily achieved
with GPS timing receivers. A two-way system does not require this, e.g., option three
uses the sonar clock to time-stamp the TOD and TOA so, provided the clock drift
during the TOF is small, no external timing synchronisation is required.

2.5.2 Source ambiguity

In options one, three, and four, the sonar is receiving signals from multiple transponders
so some form of encoding of the signals is required in order to identify them uniquely,
e.g., Gold codes [Villadangos et al. 2005]. Without this, the system is no longer fully
determined, resulting in multiple solutions for the sonar position. This ambiguity does
not occur when the sonar is only acting as a transmitter because there is only one
signal for the transponders to receive.

2.5.3 Motion effects

When the object is stationary, one-way and two-way paths give the same result.16

However, when the object is moving, option one is the most accurate because the sonar
motion occurring while the pings are in flight is ignored. Options two, three, and four

16Ignoring the additional medium fluctuations associated with the longer path and the errors intro-
duced by the extra detection process required for a two-way system.
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result in the sonar moving between receiving the signals, requiring the independent
measurement of an additional unknown—the sonar velocity [Smith and Kronen 1997].
The problem is no longer simple trilateration and even if this extra data were available,
testing the system under controlled motion is beyond the ARG facilities.

2.5.4 Summary

Option one provides the most accurate operation, providing GPS timing is used to
synchronise the beacon and the sonar. However, having the transponders respond, i.e.,
option three, provides great advantages for SAS imaging because each appears as a
strong point-target, with wide extent, in an extra image covering just that particular
frequency band, collected simultaneously with the standard SAS images of the seafloor.
Motion estimation is easier with this “active beacon image” image than with a passive
SAS image of the seafloor because each active beacon is known to be a single strong
omnidirectional point target, uncorrupted by background noise or reflections off other
objects. Any distortions that have occurred to the passive SAS images, e.g., due to
medium fluctuations, also affect the beacon image so the same MOCOMP corrections
made to the beacon image can be applied to the other SAS images, regardless of their
content. This process is explained further in Chapter 5. Thus, both option one and
option three are integrated into a single “active beacon” where the operation (see
Fig. 2.4 for a timeline) is as follows: the sonar transmits (recording the TOD), the
beacon records the TOA of the one-way path, then replies17, and the sonar records
the TOA of the reply, completing the two-way journey. The beacon reply is at a
different frequency to the sonar transmission so that the SAS images of passive objects
in the scene are unaffected by the reply signals. A similar concept is used in synthetic
aperture radar (SAR) imaging for the purposes of intensity calibration, i.e., a ground-
based beacon provides a return of known strength [Kemp and Martin 1990, Dumper
et al. 1999].

2.6 OPERATING FREQUENCIES

The sonar transmits two 20 kHz bandwidth chirps simultaneously, centred on 30 kHz
and 100 kHz, and receives from 5–120 kHz, as listed in Table 1.1. The following sections
discuss how the operating frequencies of the active beacon were chosen for detecting
and responding to the sonar.

17For practical reasons, the beacon actually records the TOD of the reply and the TOA is obtained
by subtracting the constant TAT. This is explained in Sec. 3.4.1.2.
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Figure 2.4: Timing diagram for a sonar ping and single beacon (transponder) response.
The reasons for choosing these particular operating frequencies are presented in Sec. 2.6.

2.6.1 Signal attenuation

Acoustic wave attenuation in seawater is frequency dependent with a highly non-linear
slope. At 30 kHz the attenuation is 10 dB/km but at 100 kHz it rises to 40 dB/km and
at 300 kHz, 100,dB/km [Burdic 1984, p140]. Chapter 4 shows how the accuracy of the
position estimate is proportional to the SNR so, given a fixed bandwidth, using a lower
frequency is preferable.

The other significant attenuation term is the spreading loss which is dependent on
the range, r, as

TLspreading = 20 log
(
r

r0

)
(2.6)

where r0 = 1m. This determines the beacon transmit power, given the typical operat-
ing range and the desired amplitude of the signals being recorded by the sonar. If the
amplitude is too high, the sonar preamp input clips. Section 3.3.2 presents transmit
power measurements.

2.6.2 Sonar transmit beam pattern (BP)

Another advantage to detecting the 30 kHz chirp over the 100 kHz chirp is the increased
width of the beam pattern (BP). This is covered in more detail in Chapter 4. Ideally,
a positioning system would use omnidirectional transducers on both the vehicle and
the transponders, to allow detection at any angle. An omnidirectional transducer was
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chosen for the beacon (see Sec. 3.3.2) but the rectangular sonar projector, shown in
Fig. 1.1 has a focused BP, limiting the along-track extent over which the positioning
system can operate. A narrow BP also makes the system more sensitive to angular
deviations of the sonar, especially yaw and roll.

2.6.3 Data sampling and storage

To adequately sample, i.e., greater than the Nyquist rate, the 100 kHz chirp requires
nearly three times the sampling rate than for the 30 kHz chirp and, consequently, nearly
three times more memory storage and processing requirements for the subsequent signal
processing.18

2.6.4 Summary

The previous sections show the 30 kHz chirp is the better of the two signals to use when
the beacon is detecting the transmissions from the sonar. When the sonar is receiving,
the available range spans 40–90 kHz and it was decided to use the same bandwidth
(20 kHz) for the beacon transmissions as the sonar transmissions, to simplify the post
processing of the sonar data. The beacon transmit centre frequency was chosen to be
70 kHz, i.e., a 60–80 kHz chirp, because the available transducer is more efficient at
higher frequencies, and because this range does not produce any second harmonics in
the 90–110 kHz band. More details on the transducer are given in Sec. 3.3.2.

2.7 TRANSPONDER LOCATION

The active beacons can be located at the sea surface (floating) or sea floor (fixed or
tethered). Table 1.2 gives examples of both. Floating systems are substantially faster
to deploy and set up in deep water but the advantage diminishes in shallow harbours
where the KiwiSAS operates. Both locations require the beacons to be stationary or
have their position precisely monitored with respect to the imaging reference frame,
e.g., using GPS to position floating beacons [Bell et al. 1991]. Floating systems also
have the advantage of allowing an unrestricted operating area by moving the beacons
in conjunction with the vehicle, e.g., using self propelled or towed beacons to survey a
long river [Matos and Cruz 2005, Cruz et al. 2001, Matos et al. 1999]. Any type of mon-
itoring introduces additional errors and even the best real time kinematic GPS (RTK)
positioning, with centimetre level accuracy, is not accurate enough for the KiwiSAS
requirements. The best location for the KiwiSAS beacons is stationary on the seabed
where this error is eliminated. This is also the best place to measure the medium
fluctuations that distort the SAS images of the seabed.

18This can be eliminated by converting the sampled signal to a complex baseband representation.
However, this in itself requires storage and processing time and complicates subsequent processing.
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Lyttelton Harbour seabed tidal flow figures have been variously estimated and
measured as 0.17 m/s maximum [Heath 1975], 0.22m/s average [Inglis et al. 2006], and
0.3m/s maximum [Garner and Ridgway 1955]. A motion sensor (see Sec. 3.3.3) is used
to check that the beacon remains stationary during sea trials.

2.8 DATA STORAGE

With no requirement for real time positioning, the TOA data can either be stored
where it is measured, i.e., locally in each beacon, or transmitted to the tow boat to
be stored along with the SAS image data. Based on past experience, local storage was
rejected due to the possibility of losing data if a beacon was, for some reason, unable
to be retrieved. Details of how this transmission is performed over a radio link to the
boat are covered in Chapter 3.

Real or near-real time operation offers many additional advantages, the main one
being the ability to monitor performance and (if the link is bidirectional) adjust oper-
ation during experiments. This turned out to be invaluable when diagnosing problems
that could not be reproduced in the quiet, calm, conditions of the University test tank.
Saving the data as it is generated also produces fewer synchronisation problems when
trying to match up each sonar TOD with each beacon TOA at a later time.

2.9 SOUND SPEED IN SEAWATER

Acoustic positioning systems rely on knowledge of the 3D sound speed field, within the
volume of operation, to convert timing data into distance data. If the sound speed is
not constant, ray bending will occur [Ziomek 1995, Hunter June 2006]. There are two
kinds of sound speed variations to consider: spatial variations and temporal variations.
Temporal variations (medium fluctuations) are covered in Chapter 6. Spatial variations
are discussed in the following sections.

2.9.1 Spatial sound speed variation

Empirical formulas can be used to find the speed of sound in seawater, with accuracies
under one metre-per-second, based on salinity, temperature, and pressure measure-
ments. For several years the formula of Chen and Millero [Chen and Millero 1977] was
considered an industry standard [Dushaw et al. 1993] but recently it has fallen out of
favour [Meinen and Watts 1997] compared with that of Del Grosso [Del Grosso 1974].
Simpler versions of Del Grosso’s formula (still with sub m/s accuracy but valid over a
smaller data range) [Mackenzie 1981][Medwin 1975], using salinity, temperature, and
depth, are used here to calculate the speed of sound in Lyttelton Harbour.
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2.9.1.1 Experimental results

Seawater samples were collected from Lyttelton Harbour [Noonchester ] at Parson’s
Rock, a typical location for KiwiSAS sea trials. The samples were taken at midday at
depth intervals of 2 m starting at a depth of 1m.19 The temperature was measured
immediately, using a calibrated thermometer, and all samples measured 14.5◦C. The
salinity was measured immediately, using an uncalibrated hydrometer, and all samples
were found to be identical. One sample was then taken back to the laboratory and
measured with a calibrated hydrometer, after heating to the required 23.9◦C calibra-
tion temperature, producing a reading of 1025 kg/m3. Using the seawater equation of
state [Fofonoff and Millard 1983, Sensing 2006], this equates to a salinity of 33.6 ppt.
No published measurements for salinity in Lyttelton Harbour could be found. However,
this measurement is in general agreement with ocean measurements show decreasing
salinity when approaching the harbour mouth with the closest approach point mea-
suring 34.5 ppt at ¡10 km from the harbour mouth [Heath 1971, p186][Heath 1985,
p84][Heath 1972, p507]. Figure 2.5(a) shows the resultant sound speed profile.

The general trend is a slight linear20 decrease in the sound speed with depth which
matches with other shallow experimental ocean data [Cable et al. 2006, Fig. 2]. The
near constant sound speed can be attributed to thorough mixing due to tidal action21

and causes slight downwards ray-bending. This is plotted in Fig. 2.5(b) using equations
from Appendix B.

2.9.1.2 Discussion of sound speed related errors

At 50m (the typical maximum imaging distance for the KiwiSAS) the horizontal error
due to ray bending is 20 cm. This error increases with range, causing a range-dependent
distortion of the SAS image. A similar effect occurs if there is a global error in the
speed of sound measurement, e.g., if the temperature of the ocean warms or cools over
time. Ideally the speed of sound would be measured before each sea trial, at multiple
depths, and at multiple locations within the area of interest. However, the ARG does
not own portable accurate equipment for doing this.

The current practice for the ARG is to assume a constant value of 1500 m/s when
reconstructing the KiwiSAS images because the focus of our research is on “image
quality” rather than “image accuracy”. While this assumption results in a range-
dependent distortion of the image (due to both the ray bending effect and the effect of
a global sound speed error), it has been found that the distortion has minimal effect

19At depths <1m the temperature and salinity were found to vary.
20Sound speed profiles are generally non-linear, e.g., in deep oceans [Isshiki 2004], or in stationary

bodies of water where mixing is minimal, e.g., lakes, where measurements have shown variations of
several m/s in just a few metres of depth[Baker et al. 2005].

21Lyttelton Harbour is approximately rectangular with a length of∼10 km, width of∼1.75 km, depth
<10m, tidal height variation of ∼2m, and tidal volume variation of 800,000m3 [Inglis et al. 2006].
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(a) Sound speed profile, calculated from the formulas by Medwin and Mackenzie using salinity,
temperature, and depth measurements. The formulas are in good agreement and the minimal
variation with depth suggests thorough mixing due to tidal action.
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(b) Ray diagram comparing the measured sound speed profile with a constant sound speed
profile. The solid lines are the ray paths using the Medwin sound speed profile of Fig. 2.5(a)
and the dashed lines are the ray paths assuming a constant sound speed profile with depth.
The range differences between the two models, at a depth of 7 m, are 20 cm, and 1.2 m at 50m
and 100 m range respectively.

Figure 2.5: Experimental sound speed data from Lyttelton Harbour, New Zealand.
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on the parameters related to perceived image quality, i.e., sharpness and contrast. As
a consequence, the beacon positioning system will also work best if subjected to these
same conditions of operation, i.e., it will not measure the sonar position accurately in
a global sense but, provided the beacon is in the same general area as the objects of
interest, it experiences the same distortions, as mentioned earlier in this chapter. When
reconstructing the 70 kHz active beacon image, the same 1500 m/s speed of sound value
should be used so that any distortion introduced into the 30 kHz and 100 kHz images
is similarly included in the motion estimation and MOCOMP processes performed on
the 70 kHz image.

2.10 CHAPTER SUMMARY

The design process for the active beacon LBL was presented. The final design was
determined by analysing the various options for shallow water LBL operation to de-
termine how best to integrate this with the operation of the KiwiSAS sonar. A single
seabed-based beacon, operating as a spherical LBL, recording the one-way and two way
TOF in response to the sonar chirps, was chosen. The beacon transmits at a different
frequency to the sonar so can be reconstructed into a separate image on which motion
estimation can be performed. GPS timing provides the synchronisation necessary for
one-way operation, via a floating antenna, with RF communication providing real time
uploading of the timing data to the tow boat. The effects of ray bending were found
to be significant, in terms of pure position accuracy, but these effects are also common
to the passive SAS images so are expected to cancel when the beacon MOCOMP data
is used to correct for sonar motion and medium fluctuation effects in the images.



Chapter 3

HARDWARE AND SOFTWARE

3.1 INTRODUCTION

The complete beacon system, shown in Fig. 3.1 consists of three main units; the beacon
controller unit (BCU) which resides on the tow boat, the beacon floating unit (BFU)
and the beacon seabed unit (BSU). The BFU and BSU comprise the active beacon
and are connected by a cable. Figure 3.1(b) shows the information flow between the
units. The following sections cover the design and operation of each unit while the
embedded software, which shares much commonality between the units, is covered
in Sec. 3.5. Unless otherwise noted, all hardware design, construction, testing, and
software development was performed by the author.

3.2 BEACON CONTROLLER UNIT (BCU)

The BCU is based around a two layer printed circuit board (PCB) controlled by a Mi-
crochip PIC16F877 programmable in-circuit microcontroller (PIC). Figure 3.2 shows
photos of the electronics in operation. The BCU has two tasks. The main task is to
provide a two-way communication link between the beacon and the navigation com-
puter on the tow boat. The second task is to time stamp each sonar transmission.
Additional information about the BCU can be found in Appendix A.

3.2.1 Hardware

Figure 3.3 shows a block diagram of the BCU. The following sections describe the
operation.

3.2.1.1 Communication link

The BCU connects to the navigation computer via a universal serial bus (USB) (or
RS232) and to the beacon via RF link. This allows data generated in the beacon to
be saved safely onto a hard disk on the tow boat and control commands, generated
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(a)

(b)

Figure 3.1: Artist’s impression of the complete system. Fig. (a) shows the individual
components and (b) shows the information flows and methods of transmission.
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(a) The BCU and case. The top right PCB is a GPS timing receiver. The
bottom right PCB is an RF modem. Both computer communication cable
options (RS232 cable and USB) are shown entering from the top of the image.

(b) Operating with the navigation computer on the tow boat during a trial.

Figure 3.2: Photos of the BCU.
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SPI

TTL RS232

RS232 TTL RS232

USB

8 bit parallel

SOP

USB module
(DLP-USB245M)

SPI UART
(MAX-3100)

PIC
(PIC-16F877)

SPI UART
(MAX-3100)

Navigation computer

Driver
(MAX-232)

RF modem
(MOD433)

BCU PCB

SOP

Optocoupler
(HCPL-2400)

100PPS

GPS
(Oncore UT+)

Figure 3.3: Block diagram of the BCU. All connections and buses are bidirectional
except for the 100 PPS and SOP signals. A complete description of the timing is
provided in Appendix A.
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by the navigation computer, to be sent to the beacon. Appendix C lists the control
commands and Appendix D lists the different data packets generated in the beacon.
The USB link also provides power to run the BCU. The current draw is ∼450 mA so
the USB host must be a “high power” type. If the RS232 cable is used instead, no
power is supplied by the computer and a separate DC power supply is required.

The RF link between the beacon and BCU was achieved using Bluechip MOD433
RF modems. Essentially a bi-directional RS232 to RF converter, their operation is
designed to be transparent to the user, with all error checking, frequency hopping, and
retries performed automatically. A “many to one” mode of operation allows multiple
slave modems to communicate with a single master, providing an easy extension of the
system to multiple beacons. Unfortunately their performance was a source of much
frustration, particularly in the embedded software design covered in Sec. 3.5. The data
sheet specification for the RS232 connection to the modem stated 9600 baud. However,
it was discovered that this speed only applied to the serial interface and the average
speed for continuous RF data transmission, from one modem to another, was closer
to 2000 baud. This was due to both regular and seemingly random-length pauses in
the modem operation as shown in Fig. 3.4. Although this was just adequate for the
data rate of a single beacon, the original project design had called for three beacons
operating simultaneously and the modems had been selected with this higher data rate
in mind. Furthermore, this speed was only achievable if the longest permissible packet
length (64 bytes) was used, requiring a comparatively large block of memory to be
reserved in the PIC for storing the packet before transmission.

The RF modem output power is 10mW—well within the 25 mW New Zealand max-
imum legal level for unlicensed products in the 433 MHz band [Ministry of Economic
Development 2004]. A quarter-wave antenna provides omnidirectional performance in
the horizontal direction. The usable range was found to be 100m indoors and 200 m
at sea.

3.2.1.2 Time stamping the sonar transmissions

The sonar transmits with a repeat rate of up to fifteen pings per second. The chirps are
generated in the sonar (by clocking out waveforms stored in memory), by an embedded
Pentium 3 computer, along with a start of ping (SOP) signal—a logic signal where the
positive going edge occurs at the start of every chirp. The SOP signal is sent up the
tow cable as a differential signal on a twisted pair [Hayes et al. 2002]. The differential
driver was constructed by a technician, Mike Cusdin.

On the tow boat, the SOP signal is routed to a PIC capture port on the BCU via
an optocoupler. A Motorola Encore UT+ GPS timing receiver connects to the other
capture port allowing the accurate time stamping of the time of departure (TOD) of
every chirp. Details of how the time stamping is performed can be found in Appendix A.
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(a) Reasonably consistent (but slow) transmission rate of ∼3.5 packets per second, i.e., ∼2000 baud.

(b) Some medium pauses of 750 ms. These occur at random every few seconds.

(c) Occasional long pause of 1.75 s. These occur at random every few minutes.

Figure 3.4: Testing an RF link (one way data flow from transmitter to receiver) by
monitoring the RS232 output from an RF modem receiver. The test setup ensures
there is no delay at the RS232 input to the RF modem transmitter so any gaps in the
data are caused by the RF link itself. Each packet is 64 characters. The oscilloscope
time scale is 500ms per division. Adjusting the antenna orientation, proximity to other
objects, and separation did not alter the performance.
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Once per second, the TODs for the previous one second epoch are packaged into an
National Marine Electronics Association (NMEA) 0183 [Association 2002] sentence and
sent to the navigation computer.

The GPS timing receiver requires an external cable-powered active antenna. A Mo-
torola Timing2000 antenna was used giving excellent performance over a cable length
of several metres, even when mounted inside the tow boat cabin.

3.2.2 Navigation computer software

A graphical user interface (GUI) client, shown in Fig. 3.5, was written in Java to
interpret the data packets from the beacon, monitor its vital signs, and provide a simple
means of sending command packets to the beacon, all in real time. The client runs
on the navigation computer and connects via TCP to a server program, also written
in Java, that interfaces directly with the BCU. Java was used to allow execution on
both Windows and Linux. The separate client/server approach was used because it was
originally envisaged that a separate dedicated, networked, computer would be used for
data storage for both the sonar and the beacon. However, for the trials performed so
far, the client and server have been run together on the navigation computer, separate
from the sonar computer, as shown in Fig. 3.2(b).

The server performs basic checksum and field-size checking of the incoming packets
from the BCU and saves them to a text file on the hard disk. The client reads from
this file and processes the data packets to display them in a useful form with standard
units. It checks for serious errors, e.g., water leakage or GPS synchronisation loss, and
displays warnings as necessary. Error, status, and warning codes are represented in
the data packets by single ASCII bytes1 and the client translates them into complete
sentences using a lookup table. There is a space reserved for these codes in the header
of every packet transmitted by the beacon. This ensures the beacon operating status
is constantly kept up to date, no matter which type of packets are being transmitted,
without consuming significant bandwidth or requiring large memory storage for ASCII
messages in the beacon.

The position of the beacon, boat, and sonar are calculated from a combination
of GPS and time of flight (TOF) data, once the TOD packets (time-stamped in the
BCU) and the time of arrival (TOA) packets (time-stamped in the beacon) have been
matched up with each other and displayed on a nautical map of the area. The client
performs an intelligent matching process, based on timing thresholds, so that missed
packets and out of order packets are correctly handled. Real time operation (15 pings
per second) is achievable on a 900 MHz Intel Centrino processor using ∼80 % CPU
time.

1There are less than 127 of these codes required so this is achieved with a single ASCII byte to
save memory.
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(a) Complete view showing several received data packets and a map of Lyttelton Har-
bour.

(b) Closeup of the map window showing the beacon (triangle), boat, and sonar in Purau
Bay during a recent sea trial. The dotted line is the approximate sonar path based on
the GPS position of the boat.

Figure 3.5: Java GUI client running on the navigation computer for monitoring and
controlling the beacon in real time during sea trials.
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The client displays a list of beacon commands, specified in an extensible markup
language (XML) configuration file, allowing the transmission of these to the beacon
using a single mouse click. This allows the beacon to be reset, switched between
different test modes, and adjusted for the conditions, e.g., changing the preamp gains.
The client constructs the appropriate header and checksum for each command and sends
it to the server. This passes the packet to the BCU to send via RF to the beacon. The
user is informed if the transmission was successful or has timed out due to high RF load.
The software development began as part of a 4th year undergraduate software team
project, lead by Julian Maclaren. Their work was tidied up by the author to allow
basic testing with the hardware and substantially expanded by a Masters student,
Daniel Meng, to include all necessary features for sea trials.

3.2.3 Synchronising the chirps

At the start of each imaging run, the sonar pings are stopped, the client instructs the
server to close the current file, increment the filename, and start writing to a new file.
The sonar pings are then started which causes the BCU to start time stamping so it is
synchronised from that point onwards.

3.3 BEACON SEABED UNIT (BSU)

The BSU sits motionless on the seabed providing the acoustic reference point (the
transducer) for the navigation. It is based around a two layer PCB controlled by a
Microchip PIC16F876 PIC, mainly used to collect sensor data and control the preamp
gain in response to instructions from the BFU. A block diagram is shown in Fig. 3.6
and images are shown in Fig. 3.7. The following sections describe the operation.

3.3.1 Power supplies

Two 12V 7 AH sealed lead acid (SLA) batteries in the BSU provide enough power to
run the beacon for a typical one day trial.2 During operation the batteries are connected
in series to provide an unregulated 24 V bus. This directly supplies the power amplifier.
A 12 V bus is derived from this and used in both the BFU and BSU as the supply from
which all others are derived. Voltage levels of 9 V, 5V, 5 V analogue, 3.3V, and 1.8 V
are required in the BFU and 9 V, 8 V analogue, -8 V analogue, and 5 V are required in
the BSU.

Recharging is achieved without opening the casing by connecting a 20 V power
supply between the end caps of both units. The end caps are connected, via diodes,

2The high power consumption can be attributed to most of the regulators being linear, to minimise
noise and keep the design simple.
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Figure 3.6: Block diagram of the BSU. All connections and buses are bidirectional
except where the direction is indicated by arrows.
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(a) PCB.

(b) Inverted in a bucket with the casing removed to allow basic acoustic testing while
still having access to the electronics.

Figure 3.7: Photos of the BSU internals.
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(a) Deployment for testing in Lyttelton Marina in very calm conditions. The flat
base of this early design was later modified to raise the casing by up to 0.5m off
the seabed as shown below.

(b) On deck during a recent sea trial. The height is
set to the highest of the three possible positions to
provide the maximum direct/multipath separation,
as described in Sec. 4.2.3.2.

Figure 3.8: Photos of the BSU in action.
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to the input and ground pins of each charging regulator. When the charging sup-
ply is detected, a relay automatically isolates the batteries and supplies each with an
independent regulated 13.5 V, current limited to 700 mA, i.e., C/10 where C is the
capacity current [Jaycar Electronics 2001].3 When the charging supply is removed the
beacon automatically switches the batteries back in series, resets itself, and starts up
in “waiting” mode.

The role of an otherwise expensive waterproof master-switch is performed using
two magnetic switches in the BSU, allowing the beacon to be switched either on and
off, without opening any seals, by briefly bringing a magnet close to the plastic casing.

3.3.2 Acoustic transducer

An Ametek Straza SB45C cylindrical transducer, designed for transmitting and re-
ceiving across a 60–100 kHz range, was available within the ARG so this was used on
the beacon. The transducer is automatically connected to the preamp input, when
receiving, and the power amplifier output, when transmitting, using a transmit/receive
(T/R) switch shown in Fig. 3.9.

Figure 3.9: When the power amplifier is transmitting, the preamp input is protected
by the 2N4117A JFETs conducting through the 100 kΩ resistors, limiting the voltage
at the inputs to 0.7 V above and below the supply rails. When the power amplifier
stops transmitting, the transducer functions as a hydrophone. The received echoes are
not lost into the power amplifier output stage because the signal levels are well below
the 0.7 V required for the back to back diodes to conduct. Several diodes were tried
and standard 1N4004 types were found to work well here. There is minimal signal loss
through the JFETs because of their ∼pA level leakage. The 1MΩ resistors provide the
necessary DC path for the preamp inputs.

The preamp differential output is sent up the cable on a dedicated twisted pair to
3SLA batteries can be left charging indefinitely under these conditions [Jaycar Electronics 2001].
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the BFU where it is digitised. The differential transmit signal (generated in the BFU)
arrives from the cable on a dedicated twisted pair and provides the input signal for the
power amplifier.

The output impedance of the BSU power amplifier, Zp(f), is fixed so maximum
power transfer will occur if the complex conjugate of the load impedance is matched
to it [Bobrow 1985, p195], i.e.,

Z∗
h(f) = Zp(f), (3.1)

where Zh(f) is the impedance of the transducer. An alternative to this, when the
impedances are not well characterised or easily changeable, is to match the magnitudes
using a transformer with np turns on the primary and ns turns on the secondary (a
turns ratio of φ) giving

φ =
ns

np
, (3.2)

=

√
|Zh|
|Zp|

(3.3)

where an estimate for Zp can be obtained by assuming it is similar to the recommended
load impedance for the power amplifier. This expands to

φ =

√√√√√
R2

h(f) +X2
h(f)

Rp
(3.4)

by modelling the power amplifier output impedance as a resistive component, Rp, and
the transducer impedance as a frequency dependent RC series combination, Rh(f) and
Ch(f) with associated reactance Xh(f).

Once φ has been determined, np is then chosen as a trade off between minimising
the resistive losses of the wire but still providing sufficient inductance, Lp, for the
transformer to operate correctly, governed by

np =
√
Lp

AL
(3.5)

where AL is the inductance factor of the transformer core. Lower frequencies require
larger values of inductance and hence more turns. At lower frequencies the transducer
is also more capacitive (c.f. the reactance curves, X, in Fig. 3.11) so more likely to
cause the power amplifier to go into oscillation. This is compounded by the fact that
the transformer causes the transducer capacitance seen at the power amplifier output
to be multiplied by φ2.

The transducer impedance was characterised using a Wayne Kerr B601 radio fre-
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quency bridge driven by 4.7Vpp sine wave and monitored with an HP 35665A dynamic
signal analyser (0–102.4 kHz) and HP 3588A spectrum analyser (110–220 kHz). Two
points (20 kHz and 100 kHz) were also checked using a Philips PM6304 RCL meter. The
results are plotted in Figs. 3.10 and 3.11 along with a typical plot from the datasheet
which has a similar shape but a narrower vertical span.

The ideal operating point for transmitting is the first resonant point around 95 kHz.
This is where the transducer is least reactive so more of the power supplied to it is ra-
diated as acoustic power (and heat) rather than being returned to the power amplifier.
Unfortunately this point overlaps the upper imaging band (90–110 kHz) used by the
sonar so an operating band of 60–80 kHz was chosen, as discussed earlier in Sec. 2.6.4.
The impedance at the middle of this band is ∼3400 Ω and the power amplifier is based
around a ST TDA2030 amplifier designed to drive loads of 4-8 Ω [STMicroelectron-
ics 1998] so, making the assumption that Rp is a similar size, transformer turns ratios
of 20–30 were tried. A primary to secondary turns ratio of 7:200 on an N30 core
(AL = 5.7µH) was found to produce the maximum output signal across the transducer
(∼500Vpp) at 70 kHz without going into oscillation. This produced a current in the
transducer of 51 mA RMS at a power factor of 0.12 giving a real power of 1.2W during
transmission, comfortably within the 7.5W rating. At the standard rate of 15 chirps
per second where each chirp is 12.5 ms in duration, this equates to a continuous power
of 0.2W. Although much lower than could have been achieved at resonance, this power
level still produces a strong return in the sonar images (see Chapter 5) at the short
ranges (<50 m) that the KiwiSAS typically operates.

3.3.3 Other sensors

Several sensors interface to the PIC. These are sampled once per second, packaged into
an NMEA 0183 packet, and sent up the cable to the BFU which passes them on to
the BCU via the RF modem. A leakage sensor, located near the base of the casing,
monitors water entry. A SenSym 19C050PA4K pressure sensor is used to measure
the depth. An Assemtech MS24 motion sensor is used to monitor that the BSU is
stationary. An Assemtech CM1421-0 tip sensor, which activates at 45 degrees from
vertical, is used to determine if the beacon lands on its side. The built in PIC ADCs
are used to monitor the battery voltages when charging and in operation.

Two one-wire Dallas DS18B20 sensors measure the ambient temperature and the
water temperature via contact with the aluminium end cap.4 The original intention was
to use this data, in conjunction with the water temperature measurements collected by
the sonar, to construct a sound speed profile between the sonar (mid-water) and the
BSU (seabed). The one wire bus is implemented in software by bit-bashing a pin on the

4Although the end cap is also the PCB heat sink, the large contact area with the water means the
small amount of heat produced has no measurable effect on the temperature sensor readings.
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Figure 3.10: Measured admittance (a) and admittance components (b). Two points of
resonance can be seen around 95 kHz and 190 kHz.
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(a) Measured impedance components. (b) Typical impedance component values from the
datasheet.

Figure 3.11: Plots of the SB45C transducer modelled as a combination of resistive and
capacitive components in series.

PIC. Although the software is complicated to implement, (because of the precise timing
requirements of the one-wire protocol) the electronics are much simpler compared to
analog temperature sensors. Another advantage is the high accuracy of 0.5◦C.5

3.4 BEACON FLOATING UNIT (BFU)

The BFU floats partly submerged, tethered to the BSU by the beacon cable. A weighted
keel keeps it upright at all times. Its main job is performing real time signal process-
ing of the received sonar chirps to determine the precise TOA. This is done by a TI
TMS320VC33 digital signal processor (DSP) which also generates the transmit chirps.
The time stamping is performed by a Microchip PIC16F877 PIC, the main controller
for the unit. Photos are shown in Figs. 3.12 and 3.13.

3.4.1 Hardware

Figure 3.14 shows a block diagram of the BFU. The following sections describe the
operation.

5This can be improved by an additional factor of ten using quadratic error curve fitting [Dallas
Semiconductor 2002].
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Figure 3.12: BFU floating tethered in Lyttelton Marina, New Zealand, in very calm
conditions.
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(a) Inside the casing. Here the GPS timing receiver and RF modem are mounted on
the case wall. This was later changed to a direct PCB mounting to simplify assembly.
The long coaxial cable is required to attenuate the active GPS antenna so it does not
overload the GPS receiver.

(b) PCB mounted on the aluminium end cap. The power supply regulators bolt to this
end cap to dissipate heat into the water. In this photo the large black cable from the
BSU is glued to a metal sheath. This eventually leaked so was later changed to a cable
gland.

Figure 3.13: Photos of the BFU internals.
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Figure 3.14: Block diagram of the BFU. All connections and buses are bidirectional
except where the direction is indicated by arrows. Asterisks denote signals that have
been level shifted to allow communication between components with different supply
voltages.



3.4 Beacon floating unit (BFU) 51

3.4.1.1 PIC

The PIC in the BFU has a similar job to that in the BCU. It is responsible for con-
structing NMEA 0183 compliant packets to send to the BCU via a RF modem, and
time stamping the start of the reply chirp transmission using a GPS timing receiver as
a reference. There are two kinds of packets; status packets and timing packets.

Status packets contain non-critical data on the status of the beacon, e.g., battery
voltages, temperature, etc. The beacon cycles through the different packet types,
generating one or two packets per second, depending on RF load, or requesting packets
from the BSU, and sending them to the BCU.

Timing packets contain TOA data for up to 15 received pings and are stored in a
stack in the non-volatile random access memory (NVRAM). They are generated once
per second and take priority over status packets, i.e., if there are timing packets in
the buffer waiting to be sent, the status packets are only generated every 5th second
until the backlog of timing packets has been cleared. The retrieval order is not critical
because each packet is individually time-stamped. The NVRAM has enough storage
for 17 hours of continuous operation so the data can still be uploaded back in the
lab should the RF link fail at sea. Because of the large volume of data involved, the
TOA time stamps are sent to the BCU as a compressed binary packet rather than an
NMEA packet. The BCU decompresses the packets, constructs individual NMEA 0183
compliant sentences for each ping, and sends these to the navigation computer. See
Appendix D for further details.

As well as transmitting RF status and timing packets, the BFU PIC receives and
decodes RF command packets from the BCU and, if required, sends them down the
cable to the BSU using RS232.

Similar to the BSU, there are two Dallas DS18B20 temperature sensors and a
leakage sensor in the BFU, monitored by the PIC. The supply voltages are monitored
also.

3.4.1.2 DSP

The DSP continuously samples the received echoes using an Analog Devices AD7723
ADC, under direct memory access (DMA) control, and performs matched filtering
to detect incoming sonar chirps. The signal processing is covered in more detail in
Chapter. 4. Once the exact TOA has been determined, it sleeps6 until the turn around
time (TAT) has elapsed from the TOA.7 It then wakes and transmits a 60–80 kHz chirp

6Unlike the PIC, the DSP does not have any form of “timer compare” feature to generate an
event with fixed latency. The only way to achieve this is to set up a timer interrupt, disable all other
interrupts, and put the processor to sleep. When the interrupt occurs, the processor wakes and the
latency to service the interrupt is constant.

7The TOA is found by simply subtracting the 25ms TAT from the data. It takes ∼22ms to
determine the TOA so the sleep time is ∼3ms.
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from a lookup table, via a Burr Brown DAC902 DAC under DMA control, down the
cable as a differential signal to the power amplifier in the BSU. A Xilinx XC9572XL
complex programmable logic device (CPLD) converts the DAC clock into a one-shot
signal which the PIC time stamps and sends to the BCU. A test mode is also available
where the CPLD feeds a 12.5Hz square wave into the PIC capture port in place of
the one-shot signal. The square wave is generated by passing the 100 pulse per second
(PPS) GPS output through a divide-by-eight divider in the CPLD. A timeline of the
system operation is provided in Figure 2.4.

Both the ADC and DAC share the DSP parallel bus (using 8 of the 16 bits) using
the automatic memory bank addressing of the DSP. The NVRAM also shares this bus
and is used for boot loading the DSP upon startup and for storing NMEA packets prior
to transmission. A JTAG port on the DSP is used to transfer the program code into the
NVRAM. The PCB was designed before the RF modem problems were discovered (see
Sec. 3.2.1.1) so it was assumed that the PIC would assemble packets and send them to
the BCU in near real time. However, the RF modem problems meant that significant
buffering (hundreds of bytes) of the data packets in the BFU was required. The PIC
internal RAM is only 368 bytes so the NVRAM was used for this task. Because the
NVRAM is not connected to the PIC, where all the NMEA packets are generated, the
DSP must act as the go-between, essentially providing an serial peripheral interface
(SPI) link to the NVRAM for the PIC. The CPLD provides the logic level shifting
required to interface the 5 V PIC to the 3.3V DSP.

For diagnostic purposes the DSP can be instructed to save the raw sample data
and/or matched filter output data in the NVRAM as NMEA packets. This is then
fetched by the PIC and sent to the BCU over a period of several minutes. Examples
are shown in Sec. 4.2.3.2.

3.4.1.3 TAT accuracy

In reality, achieving a precise 25 ms TAT, in both the warm laboratory environment
and at sea is impossible without using expensive stabilised oscillators and calibrating
these to determine their exact frequency. To avoid this problem, no attempt is made
to control the oscillator frequency. Instead, it is measured by counting the elapsed
oscillator pulses between every 1 PPS GPS pulse and this information is included in
every timing packet. The PIC performs this task by counting every fourth oscillator
pulse via the internal divide-by-four prescaler on the clock input. The oscillator fre-
quency is 14.31818 MHz so the PIC requires three bytes to count to 3579545 over a
duration of one second. However, it was found that the variation between the labo-
ratory and the ocean was less than 10 counts per second and once the temperature
stabilised, the variation was less than 1 during operation so a single byte was sufficient
for tracking the changes. So the “precise 25 ms TAT” may not be exactly 25 ms, but
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measuring the clock frequency every second, allows the actual TAT used during a sea
trial to be recorded and can then be used when post-processing the sonar images. The
post-processing is explained in Sec. 4.6.

The required accuracy of measuring the actual elapsed TAT is the same as any
other timing measurement in the system, such as the TOF. In Sec. 1.4 the system
accuracy was defined as <1 cm or 6.67µs. Keeping the individual timing components
below one tenth of this is a good rule of thumb, i.e., <667 ns. The PIC counter clock
period is 279 ns so the desired accuracy is achieved.

3.4.1.4 SPI bus

The PIC communicates bi-directionally with the GPS, RF modem, and DSP over a
shared SPI bus. The PIC is the master so provides the SPI clock for the other devices
on the bus acting as slaves. The PIC controls the enable line of each device to ensure
only one device connects to the SPI bus at once. Interrupt lines from each device let
the PIC know when data needs to be read from each device.

Implementation was straightforward for the GPS and RF modem. Both are RS232
devices so a Maxim MAX3100 RS232 to SPI UART was used to interface each one
to the SPI bus. The DSP was more difficult. It was discovered, after selection, that
although the serial ports can be configured as slave SPI receivers, it is not possible to
set them up as slave SPI transmitters. The two areas of incompatibility are the clock
(CLKX0 pin) and frame sync (FSX0 pin) requirements. The DSP serial port expects a
continuously running clock with data transfers initiated using the frame sync pin. This
is different to SPI where the master provides bursts of eight clock pulses during which
eight bits of data are transferred between master and slave with no synchronisation.

To enable SPI communication from the DSP to the PIC, the extra serial port
requirements of the DSP are provided by the CPLD to achieve a “DSP serial port to
SPI” conversion. The CPLD monitors the DSP “SPI enable” line, from the PIC, and
connects the DSP serial port to the SPI bus. It then generates the three extra clock
pulses required by the DSP and provides a frame sync signal (a rising edge on the third
pulse) so that when the following eight SPI clock pulses arrive, the DSP is ready to
receive them and transmit eight bits of data back to the PIC. This is shown in Fig. 3.15.

3.4.2 PCB

The electronics were initially designed as a two layer PCB, however, this was later
modified to a four layer PCB to provide improved performance. Although a four
layer PCB is sub-optimal in terms of minimizing electromagnetic compatibility (EMC)
emissions and maximizing signal quality, it still provides a significant improvement over
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Figure 3.15: The enable signal from the PIC triggers the CPLD to generate three extra
pulses that precede the eight SPI clock pulses provided by the PIC on the DSP transmit-
clock input pin (CLKX0). The CPLD also precisely controls the DSP transmit-frame-
sync input pin (FSX0). This allows the DSP to transmit SPI data to the PIC. The
DSP is already SPI compatible upon receive by simply routing the enable signal to the
receive-frame-sync input pin (FSR0).

a two layer PCB for only a modest increase in cost [Ott 2003]. The two internal layers
were used as a dedicated ground plane layer and a combination ground-plane/clock-
trace layer. This freed up the top layer for signals and the bottom layer for power
planes plus any signals that could not be successfully routed on the top layer. The
layer stack-up is shown in Fig. 3.16.

3.5 EMBEDDED SOFTWARE

The following sections present an overview of how the embedded software in the BFU
and BCU reliably manages the wide variety of asynchronous events encountered during
operation.

3.5.0.1 DSP

Transfers from the ADC are written to a circular buffer (FIFO) under DMA control.
This allows the processor to simultaneously check the incoming samples for clipping
and convert them to floating point representation in preparation for the single cycle
multiply and accumulate (MAC) operations during filtering.

Transfers to the DAC are also DMA controlled. During this time, the DSP CPU is
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Figure 3.16: PCB layer stack-up for BFU electronics. The vertical separation between
layers is set by the manufacturer. Using power and ground planes reduces the common
mode radiation. Close signal/plane coupling between ground and most signals as well
as close power/ground plane coupling reduces loop radiation. This is also minimized by
the two internal ground planes which together ensure that return currents for all signals
are referenced to the appropriate plane after any layer changes. Burying the high speed
clock signals on an internal layer surrounded by a plane contains their radiation and
preserves their integrity by minimising crosstalk from other signals. All other signals
are available on the outer layers to allow easy access for rework.

used to pass NMEA packets between the PIC and NVRAM. All SPI bytes are returned
to the sender to confirm their successful transmission.

3.5.0.2 PIC

The PIC must deal with a variety of high and low urgency events over long and short
time periods. Extensive use of interrupts and circular buffers is required to ensure reli-
able operation. The original approach was to attempt to make the operation completely
asynchronous, i.e., allowing any event to occur at any time. However, the system could
not be made reliable, mainly because it was difficult to reproduce problems in the lab,
due to a lack of random variation in the timing of events, that would only occur at
sea, e.g., the GPS signal in the lab is provided by a single re-radiating antenna so is
identical for the BFU and BCU timing receivers; the water and transmitter in the test
tank are stationary so the acoustic signals are regular and consistently shaped.

The solution was to constrain as much of the operation as possible into a syn-
chronous sequence of fixed length events, repeated every second, i.e., most events are
only allowed to occur during a certain part of the one second epoch. The one second
epoch was chosen because it matched the period of the GPS 1PPS timing updates and
the 100 PPS GPS signal was used to define the periods when each event was allowed
to be executed. The list is shown in Table 3.1.

Both the beacon and the BCU are synchronised to GPS time so the timing of
RF modem transmissions can also be carefully controlled to ensure RF activity mostly
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Pulse # Event description
0–15 Receive and analyse GPS ASCII timing information
16–24 Send a timing packet or construct and send a status packet via RF

to the BCU
25–54 Retrieve a timing packet from the NVRAM
55–59 Listen for command packet from BCU via RF modem
60–69 Send a timing packet via RF to the BCU
70–89 Retrieve a timing packet from the NVRAM
90–94 Construct and send a status message via RF to the BCU
95–99 Receive a status packet from the BSU

Table 3.1: PIC software event cycle for the synchronous events in the BFU. Operation is
similar for the BCU except the RF transmissions are replaced with USB transmissions
to the navigation computer. Pulse # refers to the GPS 100PPS timing pulses giving
a complete cycle duration of one second. The asynchronous events can occur at any
time so are handled by fast interrupt routines.

occurs when both ends of the RF link are expecting it.8 The result is that the BFU and
BCU PICs follow a strict cycle of events every epoch where each event has a defined
period during which it is executed. This consistency makes it easier to write simpler,
more reliable code for the few remaining asynchronous events, e.g., a ping arriving,
so that they can be reliably handled at any time. Embedded system debugging also
becomes simpler when the events follow a regular repeating cycle. If an error is occuring
at a regular point in the epoch then the corresponding event can be easily identified.
If an error is occuring at a random time then it is likely to be related to one of the
asynchronous events.

3.6 OPERATION AT SEA

The system alternates between “imaging” and “waiting” modes as the sonar is towed
around an area of interest. This is illustrated by the solid and dashed parts of the
towpath of Fig. 3.17. Table 3.2 summarises the two modes.

During an imaging run, the BCU avoids transmitting to the beacon. This ensures
the beacon can reliably process all received pings without any RF modem problems
occurring. During the waiting period, between imaging runs, the navigation computer
is permitted to send command packets to the beacon. This period is generally used to
adjust the chirp detection parameters or upload raw sample or correlation data saved
during the the previous run.

8The random RF pauses, discussed in Sec. 3.2.1.1 mean that RF modem events cannot be relied
upon to be 100% synchronous.
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Imaging mode Waiting mode
Sonar transmitting and receiv-
ing.

Sonar not transmitting or receiv-
ing.

Beacon listening for pings and re-
sponding.

Beacon listening for pings.

Beacon sending RF TOF packets
to BCU.

Beacon sending RF status pack-
ets to BCU.

BCU receiving RF TOF packets
from beacon.

BCU sending RF command
packets to beacon and receiving
RF status packets.

Table 3.2: Principle differences between “waiting mode” and “imaging mode”.

Figure 3.17: A birds eye view of a typical run, following an approximately rectangular
path around a seabed area containing objects of interest, including the beacon. The
solid line shows when the sonar is in “imaging mode”, travelling as straight and steady
as possible, transmitting chirps and recording all received echo data. The dotted line
shows when the sonar is in “waiting mode”, taking a fast, silent, unspecific path to get
back into position for the start of the next imaging run. Although this repositioning
is done as quickly as possible, it still takes several minutes and during this time RF
command packets can be sent from the navigation computer to the beacon.
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3.6.1 Reliability

Sea trials are expensive and time consuming so beacon reliability is essential. Many
internal checks are made to ensure that the beacon timing remains synchronised to the
GPS and all the peripherals are behaving correctly. The GPS timing receiver outputs
the number of used satellites once per second as part of the ASCII sentence of timing
information. The antenna location is not fixed so a minimum of four satellites are
required to first synchronise to GPS time and three required to maintain it. However,
the accuracy is considerably improved when using four so a warning is generated if the
GPS drops below this number.

The beacon attempts to transmit an RF packet every second so it is immediately
apparent on the boat if it has crashed.9 A number of safety features have been imple-
mented should this situation arise. The navigation computer can issue a reset command
to the beacon during the “waiting” period to reset either the BSU, the BFU, or the
whole beacon.10 Should the beacon not respond to a reset command, e.g., if the RF
modems have failed, software watchdog timers in the BFU PIC and BSU PIC will reset
the beacon after 90 seconds and 240 seconds respectively.11

Every time the surface unit is reset it logs the details to EEPROM. It sends the
log to the BCU to display on the navigation computer at startup so if an automatic
reset occurs, the problem can be diagnosed afterwards.

3.7 MECHANICAL CONSTRUCTION

Where possible, the mechanical design and construction was performed by the author,
due to the limited department technician time available at the University of Canterbury.
This included all aspects of construction except for lathe work and o-ring seals.

3.7.1 Casings

All of the seals below the water line, that are designed to be opened, use double o-rings.
This can be seen on the the upper end cap of the BSU shown in Fig. 3.7(b). Although
not technically necessary for the shallow design-depth of the beacon, experience has
shown it to useful when o-rings get dirty or damaged during assembly.

The metal parts of the beacon are stainless steel or aluminium. Aluminium is
preferred over stainless steel because it is lighter and easier to machine. With only a

9This is now a rare (once-per-day) event with the beacon proving more reliable than the sonar
during the latest sea trial.

10This involves a complete power-down, power-up cycle and is a last resort because a wait of up to
one minute is required while the GPS re-establishes the satellite link.

11These long timeouts were chosen to allow updating of the embedded software in either PIC without
the other unit initiating a power cycle due to inactivity during programming.
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few trials per year performed in salt water, non-anodised, standard grade, aluminium
was found to be adequate, exhibiting only superficial corrosion, even after several years.

3.7.2 Cable

The cable connecting the BSU and BFU is a GeneralCable B50 containing six shielded
twisted pairs. It is continuous from PCB to PCB rather than the more expensive ap-
proach of terminating with waterproof connectors or feedthroughs at each unit. Cable
glands, again using double o-rings, seal the cable where it enters the casing end caps.
On both units, after exiting the casing, the cable immediately passes through a series
of supporting tubes, progressively reducing in rigidity. This provides strain relief so
the cable gland is never stressed and ensures the cable does not become kinked during
the rigours of deployment and retrieval.

The cable is surrounded by a nylon self splicing braid to provide protection and
take up any strain developed between the two units, e.g, during retrieval from a soft
seabed.

3.7.3 Vacuum system

A vacuum system is used in the BFU to verify the seals are functioning correctly. This
simple, cheap, and extremely useful technique is also implemented in the KiwiSAS
sonar and has proven its worth several times. It quickly identifies sealing problems
in the lab, without immersion, rather than discovering them at sea, after immersion.
The system consists of a one-way valve with release tap, mounted anywhere on the
casing and an absolute pressure sensor mounted anywhere inside the casing. Attaching
a vacuum pump to the valve allows the pressure in the casing to be lowered, similar to
the effect of the external pressure increasing with depth. A ∼50 kPa pressure drop12

from atmospheric pressure (nominally 101.3 kPa) is sufficient to fully seat the o-rings.
Once the tap is closed, if the pressure remains stable for at least 30 minutes then the
BFU is properly sealed and ready for a sea trial. An added benefit is that the o-rings
are now fully compressed, providing reliable sealing during the risky first few metres of
immersion when the water pressure is minimal.

Pressure monitoring can be achieved using an electronic sensor or, in the case of the
BFU which has a transparent window, a simple analogue gauge.13 The analogue option
is particularly useful when setting up for a sea trial because it allows an immediate
visual confirmation that the unit is watertight, before immersion, and can be performed
in a few seconds, by an untrained operator, without requiring power. Without the

12The sonar is operated at 70–80 kPa absolute, to allow proper operation of the hard disk.
13In practice, a common analogue pressure gauge that measures positive “gauge pressure” can be

used here by sealing the port at atmospheric pressure. The reading will then increase as pressure
decreases below atmospheric.
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vacuum test, there is no way of knowing if the seals have failed until the sea trial
begins14 and the leakage sensor is activated.

The vacuum system concept was not known at the time the BFU and BSU were
designed. The BFU initially had leakage problems so was retrofitted with a vacuum
system using a Festo MAP-40-1-1/8-EN analogue gauge. This also proved invaluable
during testing. The BSU has a simple case design, operates under a high external
pressure, is rarely opened, and has never leaked. For these reasons it was thought that
a vacuum system was unnecessary. However, it was discovered that the cable connecting
the two units acted like an air hose, causing the pressure to equalise between them over
a period of several minutes so the whole beacon operates under vacuum.

Figure 3.18: Complete beacon on deck ready for deployment.

3.8 CHAPTER SUMMARY

The electronic and mechanical hardware details of the prototype active beacon were
presented. An overview of the embedded software was given for the PIC processors in

14Although immersion tests can be performed in the lab prior to a sea trial, these are time consuming
and do not reveal damage caused by the subsequent packing, transporting, and setup at sea.
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the BCU, BSU, and BFU, and the DSP in the BFU. The current design works well
and has performed reliably in numerous tests and recent sea trials.

The measured reactance of the available transducer differed in magnitude from
the datasheet plots by up to a factor of two, particularly near resonance, although the
shape of the plots were similar. The transducer consumes a power of 1.2W RMS during
transmission—enough to produce a strong response in the sonar images.

The flow of data packets and control packets was presented showing how the active
beacon is remotely controlled from the navigation computer on the tow boat using
Java client and server applications. This allows real-time performance monitoring and
parameter adjustment. While the TOF data can be uploaded to the tow boat in real-
time, the RF modem speed currently restricts the ability to collect much diagnostic
data. Achieving further improvement in the performance of the beacon as a navigation
solution requires a faster RF link.





Chapter 4

BEACON SIGNAL PROCESSING

4.1 INTRODUCTION

The active beacon must reliably determine the precise time of arrival (TOA) of each
chirp from the sonar. Once determined, the transmission of the reply chirp must occur
an exact time delay after the TOA, known as the turn around time (TAT). Provided
this can be done within the chirp repeat period, the beacon remains synchronised
with the sonar for any chirp repeat rate at any range. This chapter explains the signal
processing used in the beacon DSP to achieve this task and the difficulties encountered.
After first presenting the signal processing algorithms implemented in the prototype
beacon, the theoretical performance of the chirp detection and the effects of multipath
are investigated using simulations and data from recent sea trials. The theoretical sonar
transmit directivity is derived and compared with experimental results showing how
the beam pattern (BP) nulls affect the detection performance. Finally, an explanation
is given of the beacon MOCOMP process.

4.2 FILTERING THE CHIRP FROM THE RECEIVED SIGNAL

The following sections present a breakdown of the steps involved in the chirp detection
process in the beacon floating unit (BFU). Flow diagrams for each step are shown in
Figs. 4.2, 4.3, and 4.8. All simulated waveforms in this chapter are plotted at the scale
of the output of the 16-bit ADC used in the beacon, to allow direct comparison with
experimental data from the beacon.

4.2.1 Signal intensity variation

When detecting the sonar chirps, the main problem encountered is the variation of
signal intensity over time. This variation is the result of several different effects; listed
in Table 4.1. The biggest problems are those that occur rapidly within each run, i.e.,
BP effects. These cause frequent dropouts and miss-detections and are analysed in
Sec. 4.5. All the effects are predictable if the sonar motion is known by the beacon,
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Type of
variation

Details Variation occurs

Range

Sonar across-track location is not
the same for each run.

between successive runs

Sonar-beacon separation follows a
hyperbolic path as the sonar travels
past the beacon.

slowly within each run

Motion
Sonar motion, particularly yaw,
changes where the peaks and nulls
of the BP are pointing.

randomly within each
run

BP

The sonar transmit BP is not omni-
directional so varies in intensity as
the sonar travels past the beacon.

slowly within each run

The sonar transmit BP nulls move
during each chirp, as the fre-
quency changes, causing a reduction
in bandwidth dependent on along-
track position.

rapidly within each run

Gain
The sonar transmit amplitude is ad-
justed to achieve good SNR, de-
pending on the swath width, seabed,
and target reflectivity.

between successive runs

Table 4.1: Sources of amplitude variation of the signal received at the beacon.
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e.g., the beacon seabed unit (BSU) preamp gain could be progressively decreased then
increased, as the sonar travelled past the beacon, to counter the variation due to the hy-
perbolic change in sonar-beacon separation. However, the beacon only measures range
(not angle). Sending the other dimensions of the sonar motion to it in real-time is not
possible with the low bandwidth RF link available. While the passing of the sonar
could be inferred from the increase and decrease of the received signal amplitude, the
combination of the effects in Table 4.1, combined with misses and miss-detections,
make this a problematic approach without large, controlled, tank testing facilities to
fine-tune the algorithms. Currently the ARG is limited to a trial and error process of
implementing ideas in the lab and observing the outcome during sea trials. For this
reason, the beacon was designed to treat each ping independently, making no assump-
tions about previous TOA data. Once consistent operation is achieved, the automatic
adjustment of parameters, e.g., preamp gain, during a run can be investigated.

4.2.2 Step 1: Chirp detection

The low signal amplitude that can occur during a run, discussed in the previous section,
precludes the use of any edge-detection schemes being applied directly to the signal.
Because the signal being detected is known, a matched filter can be used to improve
the SNR.1 Additional details on the matched filter accuracy are provided in Sec. 4.4.

As discussed in the previous section, the beacon does not attempt to predict when
the next chirp will arrive.2 Hence, the matched filtering is performed continuously until
a chirp is detected. This is computationally intensive and in practice some trade-offs
are required to achieve real-time operation, as discussed in the following sections.

Consider a real signal transmitted by the sonar, s(t) with corresponding FT S(f).
After propagation through the medium (distortion, noise, multipath, etc) it is received
by the beacon as a real signal e(t) with corresponding FT E(f). The matched filter,
g(t) with corresponding FT G(f), for these two signals can be expressed in several
forms;

g(t) =
∫ ∞

−∞
e(τ)s(t− τ) dτ , (4.1)

= e(t)� s(−t), (4.2)

= e(t) ? s(t), (4.3)

G(f) = E(f)S∗(f), (4.4)

where � represents a convolution and ? represents a correlation. A correlation can be

1Matched filtering is also used in the sonar to increase the SNR of the weak echoes.
2Although the sonar and beacon have a (slow) RF modem link (via the beacon controller unit

(BCU)), so in theory could exchange information about the time of departure (TOD) and chirp repeat
rate, it was desired to have the beacon operate fully independently, as discussed in the previous section.
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implemented discretely as a finite impulse response (FIR) filter where s[n] = s(n∆t) is
the set of filter taps and ∆t is the sampling period.3

All realizable signals have the form

s(t) = a(t) cos (Φ(t)) . (4.5)

The chirp signals used in the KiwiSAS are band limited so Φ(t) is usually written in
the form

Φ(t) = 2πfct+ φ(t) (4.6)

where 2πfct is a carrier term (in radians) centred on the carrier frequency fc, and φ(t)
is a time varying phase term (in radians). For a linear chirp with a bandwidth W ,
duration T , and centre frequency fc,

Φ(t) = 2π
(
fc −

B

2

)
t+ π

B

T
t2 + φo (4.7)

where φo is a constant offset term (in radians, see Sec. 4.2.3.1) due to the phase shift
introduced by the sonar power amplifier and transducer. The amplitude term a(t) is
the envelope (sometimes referred to as the natural envelope) of s(t);

a(t) = |s+(t)| , (4.8)

= |s̃(t)| , (4.9)

where s+(t) is the pre-envelope and s̃(t) is the complex envelope (sometimes referred
to as the baseband) of s(t) given respectively by

s+(t) = s(t) + jŝ(t), (4.10)

= s(t) + jH{s(t)}, (4.11)

s̃(t) ≈ s+(t)e−j2πfct, (4.12)

where H{} is the Hilbert transform. The pre-envelope is easily calculated by scaling
s(t) in the frequency domain to satisfy

S+(f) =


2S(f), f > 0

S(0), f = 0

0, f < 0

. (4.13)

For the KiwiSAS chirps, a(t) is nominally equal to 32767 (the maximum amplitude

3A more accurate set of taps can be obtained by measuring the s(t) after passing through the DAC,
power amplifier and transducer, each of which introduce distortion.
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using a signed 16 bit representation) but tapers to zero at the start and end of each
chirp, as can be seen in Figs. 4.5(a) and 4.5(b). This is done to reduce the harmonics
produced by the power amp.

4.2.2.1 Achieving real-time operation

The number of samples required to span a signal of duration T sampled at a rate fs

(in Hz) is

Na = fsT. (4.14)

The clock for the ADC is derived from the system clock (14.31818 kHz) after passing
it through a divide by four block implemented in the CPLD. The ADC operates in
32-times oversampling mode resulting in an output sample rate of ∼112 kHz (every
9µs) which is just above the Nyquist rate for the 20–40 kHz sonar chirp. The chirp
duration, from Table 1.1, is 12.5 ms so Na evaluates to 1398, i.e., 1398 reference taps
are required for a full length filter. When implemented as a FIR filter, 1398 DSP MAC
operations are required every time a new ADC sample arrives.

Figure 4.1 shows an example of how the filter output varies as it approaches and
passes the samples containing the start of the chirp. This waveform is known as a
correlation. Each time a new filter output is generated it is compared against a reference
threshold level to determine if the samples being filtered contained a chirp or noise. For
a noise-free chirp, the first sidelobe of the envelope is ∼13 dB (∼4.5 times) lower than
the peak so setting the threshold higher than this will ensure the peak is consistently
detected. However, as mentioned in Sec. 4.2.1, at sea the peak height depends on
range and gain settings and varies from chirp to chirp. Noise is also present. Thus, the
threshold setting becomes a compromise between achieving fewer reliable detections or
more unreliable detections, e.g., in Fig. 4.1, the threshold should be set higher than
∼0.3x1012 to ensure the noise peaks and sidelobes do not cause false triggering. During
sea trials, the best threshold setting was determined experimentally by monitoring the
measured time of flight (TOF) variance during several runs past the beacon, keeping
the sonar at the same across-track distance.

A new ADC sample arrives every 9µs but the DSP takes ∼10µs to produce one
correlation sample plus an additional 12µs of overhead. So in practice, to achieve real
time operation, only every third correlation sample is generated, i.e., N∆ = 3. It can
be seen in Fig. 4.1 that in the immediate vicinity of the peak there are at least two
adjacent carrier cycles with amplitudes above the threshold, so the peak region will
not be missed at this sparse sample rate. The alternative to generating sparse samples
is using a shorter filter. However, this decreases the SNR gain of the filter making it
more likely for random noise to meet the reference threshold level. The final part of
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Figure 4.1: Each sample in this correlation is obtained by applying the 1398 tap
matched filter at one position through the received data buffer. The complete cor-
relation is obtained by incrementing the starting position by one sample after each
complete filter operation is performed. In this example, the start of the chirp is located
at the 700th ADC sample. The y-axis scale is the numerical output of the matched
filter when the input data is in the form of signed 16 bit integers.

Step one is to store an additional Nb ADC samples in the circular buffer to make sure
the buffer contains the true peak. A flow diagram of these steps is shown in Fig. 4.2.

4.2.3 Step 2: Intelligent peak finding

Step one used a fast inaccurate approach to find the approximate TOA. The scheme
operates in real time so when a chirp is detected, it must have arrived at the beacon
∼12.5ms ago so is already fully sampled into the memory buffer. At this point the
ADC is stopped and a slower, more accurate, approach is taken, as described in the
next section and shown in Fig. 4.3. The only time constraint is that the next chirp is
expected in 54 ms time if the sonar is transmitting at its maximum rate of 15 chirps
per second.4

4.2.3.1 Multiple sets of taps

To find the true peak, several correlation samples to each side of the rough TOF
estimate are generated. This involves applying the matched filter to successive sample
positions, i.e., N∆ = 1 instead of skipping two out of every three samples as in step
one, ensuring the highest correlation sample will be included. To ensure the true peak
lies within the range of samples being matched-filtered, the filter is applied to Nb

samples forward and back from where the peak was roughly detected to be in step
one. This generates a total of 2Nb filter samples. This is described in Fig. 4.3 using
a pointer analogy. In practice, the algorithm was found to work well with 2Nb = 40

4It is still desirable to minimise the time spent determining the TOA so that a reply can be
transmitted back to the sonar before the medium properties have altered significantly.
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Figure 4.2: Flow diagram of step 1: chirp detection.
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Figure 4.3: Flow diagram of step 2: intelligent peak finding.
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(2Nb = 358µs) so the filter output looks like the examples of Fig. 4.4 from ADC sample
number 20 to 60.

Because there is no longer the constraint of operating in real time, this is done four
times using four different sets of taps, successively offset by delays of 0, 0.25, 0.5, and
0.75 samples. The taps are precomputed using (4.7) to give

Φ1(t) = 2π
(
fc − B

2

)
t+ πB

T t
2

Φ2(t− τ2) = 2π
(
fc − B

2

)
(t− τ2) + πB

T (t− τ2)
2

Φ3(t− τ3) = 2π
(
fc − B

2

)
(t− τ3) + πB

T (t− τ3)
2

Φ4(t− τ4) = 2π
(
fc − B

2

)
(t− τ4) + πB

T (t− τ4)
2

, (4.15)

where

τ2 = 1
4fs

τ3 = 1
2fs

τ4 = 3
4fs

, (4.16)

and stored at compile time in a lookup table. The first and last few taps from each
correlation are plotted in Figs. 4.5(a) and 4.5(b).

All four sets of taps in (4.15) are separately correlated with the received echo
samples 2Nb times to produce four arrays of 2Nb length. The array that contains the
highest absolute correlation peak is deemed to be the best match for the received ping.5

This approach is required because it was found that using a single set of taps often
resulted in the wrong sample being picked as the peak when the echo sample offset
differed significantly from that of the taps. This is shown in Fig. 4.6. In equation
4.39 it is shown that the standard deviation of estimating the position of the peak of
a matched-filter is independent of the sample rate. This means the accuracy of using
four sets of taps and four correlations is no different to using a single set of taps of
four times the length, sampling the ADC four times faster, and performing a single
correlation of four times the length.

4.2.3.2 Multipath rejection

An algorithm was designed to determine which of the four correlations best matches the
data and find the peak sample. This does not simply involve taking the absolute value
and picking the highest point, because of the presence of seabed multipath. Multipath
reflections from the seabed produce additional copies of the correlation, in some cases
delayed by only a few samples from the (desired) direct path peak, causing the peaks

5Simply sampling the ADC four times faster and correlating with a single large set of taps would
exceed the internal memory space in the DSP.
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(c) Direct path (occurs around sample 39) am-
plitude is smaller than the seabed multipath.
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(d) Simulated direct path (occurs at sample
41) with no multipath, assuming no offset be-
tween received samples and reference taps.

Figure 4.4: Beacon matched filter output (one-way flight path from sonar to BSU) from
a recent sea trial in (a), (b), and (c), and simulated in (d). These examples, captured
from various runs, show the varying relative intensities of the direct path and seabed
multipath. The y-axis scales are the numerical output of the matched filter when the
input data is in the form of signed 16 bit integers.
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(b) Last few taps.

Figure 4.5: Timing offsets of 0, 0.25, 0.5, and 0.75 samples corresponding to red, blue,
green and black sets of taps respectively. The stars show the resultant waveform if all
the taps were appropriately delayed and combined into a single large set of taps. The
y-axis scales result from the samples being in the form of signed 16 bit integers.
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(a) The four correlations for the four sets of taps. The circles are the highest points after oversampling
of the waveforms. If oversampling the complete matched filter output was feasible then any of the four
outputs will produce a peak close to the TOA.
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(b) Absolute value of the above plot. The beacon does not have enough processing power to oversample
the correlation outputs so instead, relies on picking the highest sample (after taking the absolute value,
shown by the square symbols) and then interpolating about that point. With four outputs to choose
from this works well for the typical noise levels encountered at sea, i.e., the blue output has the highest
sample here. However, if only one set of taps was used, e.g., black, the highest sample is not always
the one closest to the TOA, producing a large error.

Figure 4.6: Correlations using multiple sets of taps with timing offsets of 0, 0.25, 0.5,
and 0.75 samples corresponding to red, blue, green and black respectively. The vertical
dashed line is the exact TOA of the echo which has an offset of 0.25 samples. As
expected, the highest peak is the closest match and belongs to the blue output because
it has the same offset as the echo. The y-axis scales are the numerical output of the
matched filter when the input data is in the form of signed 16 bit integers.
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to merge together. Fig. 4.7 shows the geometry and Fig. 4.4 shows the effect on real
correlation data. It can be seen that the algorithm needs to find the highest point
corresponding to the direct path and ignore the (possibly higher) subsequent peaks
due to multipath. The key is having enough separation between the peaks to be able
to identify the general trend of rising data values before the direct path peak and
sufficient smaller data values after it.

It was originally assumed that the multipath amplitude would be small due to
the absorption of the signal energy by the seabed. However, a surprising discovery
was that the seabed multipath amplitude is often greater than that of the direct path.
This is thought to be due to constructive interference of echoes from different parts of
the seabed, i.e., a focusing effect caused by the uneven bottom, as shown in Fig. 4.7.
Once this was discovered, the original beacon design was modified to raise the beacon
transducer further off the seabed, to provide greater separation of the peaks in the
matched filter output. With a clear separation between the peaks, it is possible to
identify the direct path peak even if the subsequent peaks are higher. Increasing the
separation is also important for reducing the error caused by the superposition of the
multipath peak (and sidelobes) with the direct path peak in the matched filter output,
distorting the direct path peak shape. This is explained further in Sec. 4.3 with example
matched filter output waveforms. Fig. 3.8 shows the beacon design before and after
this change.

4.2.4 Step 3: Subsample peak fitting

Once the highest sample of the direct path has been found, a quadratic is fitted through
this sample and the adjacent samples. An example, along with other types of curves,
is shown in Fig. 4.14. If the coordinates of the highest sample are given by (t2, y2) and
the adjacent samples by (t1, y1) and (t3, y3) then the coordinates, (tp, yp), of the peak
of a quadratic of the form

y = At2 +Bt+ C, (4.17)

where t represents time, are calculated using6

tp = − B

2A
, (4.18)

yp = At2p +Btp + C. (4.19)

6While the calculation of the height of the peak, yp, is not required to determine the TOF, it is
useful for diagnostic purposes, e.g., an unusually low value indicates a sidelobe peak, rather than the
main peak, has been found.
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(a) A single seabed multipath reflection onto the beacon. The direct path (dashed) is likely to be the
stronger signal.

(b) Uneven seabed focusing many reflections onto the beacon. The multipath signal is likely to be
stronger than the direct path signal.

Figure 4.7: Diagram of the direct acoustic path and the multipath reflections from the
seabed. The shallow water geometry means the length difference between the direct
path and the seabed reflection is very small. The surface reflection (not shown) arrives
much later so is easily identified and rejected.
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A, B, and C are found from the three highest correlation samples using

A =
(y1 − y2)/(x1 − x2)− (y2 − y3)/(x2 − x3)
(x2

1 − x2
2)/(x1 − x2)− (x2

2 − x2
3)/(x2 − x3)

, (4.20)

B =
y1 − y2 −A(x2

1 − x2
2)

x1 − x2
, (4.21)

C = y1 −Ax2
1 −Bx1. (4.22)

tp is then quantised to the DSP clock period, with a resolution of 28 ns, to give the
TOA of the chirp in clock pulses. Figure 4.8 shows these steps.

yes

Begin step 3

Find A, B, and C coefficients of a quadratic fitted 

through the peak and adjacent values

Find exact quadratic peak height and 

fractional position between values

Quantise fractional position to a whole number of 

DSP timer1 clock cycles to determine what the 

DSP timer1 reading was when the peak occurred

Begin step 4

Determine what the DSP timer1 reading will be at 

TAT seconds after the peak reading and sleep until 

DSP timer1 reaches this reading. 

25ms TAT elapsed on DSP timer1 

since peak occurred?

Stop DSP timer1 and 

transmit 60-80kHz chirp

Figure 4.8: Flow diagram of step 3: subsample peak fitting, and step 4: time stamping
and transmitting.
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4.2.5 Step 4: Time stamping and transmitting

While the TOA is being determined, the DSP timer counts the elapsed clock pulses
since the ADC sampling began. This allows the DSP to determine how many clock
pulses it must wait before transmitting a 60–80 kHz chirp reply back to the sonar such
that the TAT is exactly 25 ms as explained in Sec. 3.4.1.2. Figure 2.4 shows a timeline
and Figure 4.8 shows the flow diagram.

The reply chirp is generated by the DSP once at startup, using discrete versions
of (4.6) combined with (4.7), and stored as a lookup table in RAM. Although this per-
manently ties up that RAM, it means the DMA can control the transmission, allowing
the CPU to perform other tasks.

4.3 MULTIPATH ACCURACY STUDY

Multipath causes additional delayed copies of s(t) to sum coherently at the beacon,
e.g., for a direct path signal and a single seabed multipath signal delayed by τ1 from
the direct path, the echo received by the beacon (in the absence of medium distortion)
is

e(t) = αs(t) + α1s(t− τ1), (4.23)

where α and α1 represent the scaling of the signal strength due to energy loss in
the medium. Section 4.2.3.2 showed how constructive interference between multipath
signals can produce delayed multipath peaks of greater amplitude than the direct path
peak, requiring a complicated approach to identifying the direct path peak. A more
subtle problem is the superposition of the multipath sidelobes and the direct path peak
causing a skew in the peak shape resulting in an error in the TOA estimate. This
occurs because the matched filter output is the sum of the direct and delayed copies
of the sonar transmit chirp. If the multipath peaks are sufficiently close to the direct
path peak, the amplitude of the direct path samples are affected. Table 4.2 shows the
direct path and multipath TOFs for some typical geometries of the KiwiSAS sonar and
active beacon.

4.3.1 TOA error due to multipath superposition

A simulation was performed to measure the error due to multipath superposition. A
delay between the direct path and the seabed multipath of 10 ADC samples, i.e., the
30 m case in Table 4.2, was used. For completeness, the sea surface multipath is included
with a delay of 175 samples despite this being sufficiently large to have no effect. The
matched filter output is shown in Fig. 4.9(a) where the envelope is also plotted to show
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Sonar transmitter height off seabed (m) 3
Beacon transducer height off seabed (m) 0.65

Water depth (m) 8
Horizontal separation (m) 20 30 40

Direct path TOF (m), (ms) 20.1, 13.4 30.1, 20.1 40.1, 26.7
Seabed multipath TOF (m), (ms) 20.3, 13.6 30.2, 20.1 40.2, 26.8
Surface multipath TOF (m), (ms) 23.5, 15.7 32.4, 21.6 41.9, 27.9

Seabed/Direct difference (µs), (samples) 128, 14.4 86.2, 9.64 64.8, 7.25
Surface/Direct difference (ms), (samples) 2.25, 251 1.57, 175 1.2, 134

Table 4.2: The direct path, seabed multipath, and surface multipath path lengths
(given as times in ms and the equivalent distance in m) between the sonar and the
beacon for some typical geometries.

the separation between the peaks more clearly. The multipath amplitude was chosen
to be 0.8 of the direct path amplitude.

4.3.1.1 Simulation results

The skew of the direct path peak, shown in Fig. 4.9(b), produces a timing error of
400 ns or 0.6 mm, well under the target accuracy of <1 cm defined in Sec. 1.4. Fig. 4.10
shows the error at different seabed/direct path delays. The beacon error is still under
1 mm when the multipath arrival is only five samples behind the direct path, allowing
operation beyond 40 m using the geometry of column three in Table 4.2. When the
delay is between zero samples and three samples, the error becomes very large because
the multipath and direct path peaks merge together.

The error can be further reduced by using a window to shape the matched filter
output to reduce the sidelobes of the peaks. This is investigated further in Chapter 8.

4.4 MATCHED FILTER ACCURACY STUDY

The detection task (detecting a known signal in the presence of noise) is common for
radar and sonar systems [Van Trees 1968, ch8-14]. Here the signal, s(t), is a linear
frequency modulated (FM) chirp transmitted by the sonar, shown in Fig. 4.11, and the
noise, n(t), is a combination of ambient sea noise and electronic noise in the beacon.
For simplicity, and in the absence of good measurements, the noise is assumed to be
additive white Gaussian noise (WGN). The beacon samples the incoming signals at
112 kHz and the noise is assumed to have constant power spectral density, over the
frequencies of interest, as shown in Fig. 4.12.



80 CHAPTER 4 BEACON SIGNAL PROCESSING

2100 2150 2200 2250 2300 2350 2400 2450 2500

−5

0

5

x 10
11

ADC sample number

(a) Peaks from left to right: direct path, seabed multipath, sea surface multipath. The sea surface
multipath (sample 2374) delay is large enough to have no effect on the direct path signal (sample 2199).

2197.5 2198 2198.5 2199 2199.5 2200

−5

0

5

x 10
11

ADC sample number

(b) Closeup of the direct path peak of (a) showing how the sidelobes of the seabed multipath peak
have interfered with the direct path samples adjacent to the peak which would otherwise have the
same amplitude. The result is sample 2200 is higher than sample 2198, causing the interpolated peak
(circle) to shift to the right of the true TOA (magenta line).

Figure 4.9: Matched filter output of a simulation of the beacon DSP operation using
the geometry from the 30m column of Table 4.2. The magenta line and red crosses
show the true TOA of the direct path and multipaths respectively. The blue circle
shows the peak of the direct path after quadratic interpolation. The green line is the
envelope. For comparison, Fig. 4.4(d) shows an example of a direct path signal without
multipath. The y-axis scales are the numerical output of the matched filter when the
input data is in the form of signed 16 bit integers.
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Figure 4.10: Simulation of the the situation of Fig. 4.9, varying the seabed multipath
delay. Once the delay is greater than five samples, the distortion it causes to the direct
path peak TOA estimate is less than ±1 mm.
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Figure 4.11: Received echo spectrum, S(f).

Figure 4.12: Received noise spectrum, N(f).

Of all linear filters, the matched filter yields the largest output SNR for WGN
[Helstrom 1995, p50][Rihaczek 1969, pp28-30].7 The following sections present equa-
tions for the theoretical gain and accuracy, in terms of typical sonar parameters, and
simulations to verify the theory. Chapter 6 presents experimental results using the
beacon in a test-tank.

4.4.1 Theoretical accuracy

It has been shown [Helstrom 1968, p276], [Woodward 1964, p105], [Rihaczek 1969, p47],
[Whalen 1971, pp337-339] that the Cramér-Rao lower bound (CRLB) of the standard
deviation (STD) of the TOF error (in seconds), when using a matched filter to detect
a reference chirp s(t) from an echo corrupted by WGN n(t), is given by

σD =
1

2πβ0

√
SNRMF

(4.24)

where β0 is the root of the second moment of the normalised energy density spectrum
of the chirp signal8,

β0 =

√∫ ∞
0 f2|S(f)|2 df∫ ∞
0 |S(f)|2 df

, (4.25)

7With the addition of a whitening filter, the matched filter is also the optimal filter for coloured
noise [Rihaczek 1969, pp28-30], [Whalen 1971, pp170-173].

8β0=30789Hz for the KiwiSAS tapered linear FM chirp of 20 kHz bandwidth centred on 30 kHz.
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where S(f) is the (complex) FT of the reference chirp in V/Hz. SNRMF is the SNR
at the output of the matched filter and can be equivalently defined as either [Hel-
strom 1995, p50]

SNRMF =
E2

MF

σ2
MF

(4.26)

or [Helstrom 1995, p47]

SNRMF =
2E
N0

(4.27)

where EMF is the peak of the matched filter output with the echo as the only input,
σ2

MF is the matched filter output variance with noise as the only input, E is the energy
of the reference chirp in joules, and N0

2 is the noise power spectral density (assumed
constant) in W/Hz. Equation (4.27) can be calculated from

2E
N0

=
1
fs

∑N
i=1 |s[i]|

2

N0
2

, (4.28)

=
1
fs

∑N
i=1 |s[i]|

2

σ2
n

fs

, (4.29)

=
∑N

i=1 |s[i]|
2

σ2
n

, (4.30)

where fs is the sampling frequency in Hz, s[i] = s( i
fs

), N is the number of samples in
the chirp, and σ2

n is the variance of the in-band noise in watts, i.e., the noise contained
in the bands in Fig. 4.11.

The SNR at the input of the matched filter, i.e., after the analog amplification and
digital sampling stages, is the ratio of the chirp energy to the in-band noise energy

SNRi =
E

2WT N0
2

(4.31)

where T is the chirp length in seconds, and W is the chirp bandwidth in Hz. The SNR
gain is

ηSNR =
SNRMF

SNRi
, (4.32)

= 2WT. (4.33)

Sometimes the SNR gain of a matched filter is given in radar and sonar literature as
just WT . This arises when the output SNR is defined using the average signal energy
rather than the peak used in (4.26) [Curlander and McDonough 1991, p130].

It is useful to be able to express (4.24) in terms more commonly used when param-
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eterising sonar systems. Using the method from Quazi [Quazi 1981], which assumes
rectangular spectra as shown in Figs. 4.11 and 4.12, and substituting the limits of
integration into (4.25) leads to

β0 =

√√√√ |S(f)|2
∫ f2

f1
f2 df

|S(f)|2
∫ f2

f1
df

, (4.34)

=

√
1
3

(
f2
2 + f1f2 + f2

1

)
, (4.35)

so that (4.24) becomes

σD =
1

2π
√

1
3

(
f2
2 + f1f2 + f2

1

)√
SNRMF

. (4.36)

Making the following substitutions using the centre frequency, f0, in Hz;

f1 = f0 −
W

2
, f2 = f0 +

W

2
, (4.37)

yields

σD =
1

2πf0

√
1 + W 2

12f2
0

√
SNRMF

(4.38)

and substituting (4.33) gives

σD =
1

√
8πf0

√
TW

√
1 + W 2

12f2
0

√
SNRi

. (4.39)

Inspection of (4.39) reveals the standard deviation can be reduced by increasing the
SNR, signal duration, bandwidth, or operating frequency.

4.4.2 Simulations

A Monte Carlo simulation was performed to verify the STD predictions of (4.39) and
(4.24) using (4.26) and (4.27). The detection method and sampling rate were the same
as used in the beacon. The simulations consisted of 20 runs where each run measured
the TOF STD from 2000 trials9 and each trial involved matched-filtering 1 received
echo in the presence of WGN. Several methods of peak-finding were investigated and
details of these are provided in the next section. Four separate cases were studied. Case
one involved varying the sampling offset, i.e., the phase, of the received echo. Case two
involved varying SNRi. Case three involved varying the width of the kernel used to

9This size was chosen for practicality, resulting in overnight simulation times.
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oversample the matched filter output. Case four involved varying the oversampling
factor.

In all cases the three approaches to calculating the theoretical CRLB were in close
agreement with the simulated STD when a high level of sinc oversampling was used on
the matched filter output. Unfortunately the processing time and memory requirements
of this approach make it impractical for use in the beacon so the following discussions
focus on the performance and trade-offs resulting from using alternative peak-finding
methods.

4.4.2.1 Peak-finding algorithms applied to the matched filter output

The beacon samples the incoming echo slightly faster (112 kHz) than the Nyquist rate
(80 kHz) so the matched filter output has a low resolution. Using a peak-finding algo-
rithm provides a significant increase in timing resolution.

A number of approaches were investigated, each requiring different amounts of pro-
cessing time and memory storage. These are summarized in Table 4.3 and Figures 4.13,
4.14, and 4.15. “Oversampling” is used here to describe the process of reconstructing
additional samples in the matched filter output. This interpolation is performed us-
ing a FIR filter where the kernel taps are a truncated-sinc waveform, i.e., a sinc with
finite extent. Although a frequency domain approach would be computationally more
efficient, the time domain was used because that would be more easily implemented in
the beacon DSP. This method of interpolation is valid if a signal is band-limited (i.e.,
sampled above Nyquist) [Schwartz and Shaw 1975, p43] and this condition is met in
the beacon because of the built in low-pass filter in the sigma-delta ADC.

4.4.2.2 Case 1: Varying the received echo sample offset

In the real world, the clock in the sonar that generates the chirps and the clock in
the beacon that controls the ADC sampling are not synchronised so the echo sample
offset will change with every ping, even when the range is fixed like in the medium
fluctuation experiments in Chapter 6. To investigate this, the echo sample offset was
varied in discrete steps between 0 and 0.25 samples.

Upon inspection of Fig. 4.16(a) it would seem for most of the offsets that quadratic
fitting is a good method, producing a lower STD (green line, square markers) than the
CRLB (red lines).10 However, Figs. 4.16(b)–4.16(d) show (green diamonds) that the
TOF error is not centred about zero, i.e., the TOF estimates are not centred about
the true value, except when the echo samples align with the taps samples at 0 and
0.25 samples of offset. Although the variation in the TOF estimate is low, the TOF
estimates are biased, producing a large TOF RMS error for most echo sample offsets.

10The CRLB is a bound on an unbiased estimator. If a biased estimator is used then the STD and
the RMS of the estimates can be lower than the CRLB.
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Description Processing cost Memory cost

Quadratic:

Fit a quadratic through the three
highest samples. Find the peak of
the quadratic.

A few calculations. Negligible.

Linear-quadratic:

Use linear interpolation to find two
new samples, adjacent to the high-
est sample, and fit a quadratic
through these new samples and the
highest sample. Find the peak of
the quadratic.

A few calculations. Negligible.

Sinc:

Use sinc interpolation, with a large
kernel size nk, between the high-
est two samples to generate ns new
samples. Choose the highest sam-
ple.

nkns MAC opera-
tions followed by ns

comparisons.

nkns kernel taps.

Partial sinc:

Use sinc interpolation, with a small
kernel size nk, between the high-
est two samples to generate ns new
samples. Choose the highest sam-
ple.

nkns MAC opera-
tions followed by ns

comparisons.

nkns kernel taps.

Partial sinc-quadratic:

Same as the partial sinc method
with the additional step of fitting
a quadratic through the three high-
est samples. Find the peak of the
quadratic.

As for partial sinc
plus a few calcula-
tions.

As for partial sinc
plus a negligible ad-
ditional amount.

Table 4.3: Comparison of the peak-finding methods that were investigated in the sim-
ulation. Diagrams are provided in Figs. 4.13–4.15. The sinc method is impractical to
calculate in the beacon in real-time but is included in the simulations as a “best case”
reference. The quadratic method is currently used in the beacon because of its speed
(low processing cost), size (negligible memory cost), and simplicity of implementation.
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Figure 4.13: Matched filter output illustrating the various methods of peak-finding in
Table 4.3. Close-ups are shown in Figs. 4.14 and 4.15. The y-axis scale is the numerical
output of the matched filter when the input data is in the form of signed 16 bit integers.
See Fig. 4.15 for legend.
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Figure 4.14: Close-up of the peak area of Fig. 4.13 showing how the peak-finding
methods are applied to the three highest samples. The y-axis scale is the numerical
output of the matched filter when the input data is in the form of signed 16 bit integers.
See Fig. 4.15 for legend.
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Figure 4.15: Close-up of the highest data sample of Fig. 4.13 showing the accuracy of
the fitted peaks compared with the true peak time (pink vertical dashed line). The
signal to noise ratio at the matched filter input (SNRi) is 6 dB and the fractional offset
of the received echo is 0.125 samples from a nominal arrival time coinciding with ADC
sample 700. The computationally expensive sinc method (peak: black cross) used
a kernel width of nk = 40 samples and an oversampling factor of ns = 1000 but was
matched in performance by the faster partial sinc-quadratic method (peak: pink circle)
using the same kernel width and an oversampling ratio of ns = 10. The y-axis scale is
the numerical output of the matched filter when the input data is in the form of signed
16 bit integers.
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The STD statistic hides this offset so the RMS statistic is a better measure to use and
this can be seen back in Fig. 4.16(a) where the RMS error is plotted for the quadratic
method (green line, asterisk markers). The offset-dependent bias in the estimates is
worse for the linear-quadratic method. However, there is no bias with any of the
methods based on sinc interpolation, i.e., the STD of the error and the RMS error of
the TOF estimates are equal.

The large rise in STD of the quadratic based methods when the offset approaches
0.125 samples is explained as follows: The echo samples lie half way between the first
two sets of taps11 so the noise dictates which set best matches the received echo for any
particular run. This can be seen in Fig. 4.16(b) where the offset is 0.1255 samples and
the TOF error alternates between two bands centred at ±380 ns resulting in a large
STD of ∼380 ns.

Of the sinc-based methods the partial sinc method produces good results and the
sinc and partial sinc-quadratic methods produce excellent, nearly-identical results that
closely follow the CRLB. The extra quadratic step of the partial sinc-quadratic method
is clearly worth doing considering the small computational cost.

4.4.2.3 Case 2: Varying the SNR

Figure 4.17 shows that all peak-finding methods produced STDs that followed the
inverse trend predicted by the theory. However, as in Case 1, the methods based on
sinc interpolation produced STDs that closely matched the CRLBs while the methods
based on quadratic interpolation did not match well, particularly at low SNRs where
they were highly dependent on the received echo fractional offset.

As the SNR drops, the wrong set of taps is more frequently selected as being the
best match to the echo (because spurious noise samples distort the amplitude of the
matched filter output). This does not affect the methods based on sinc interpolation
but produces a large TOF error with the quadratic based methods. The point at which
this starts to occur is around -2 dB in Fig. 4.17(b) and around 3 dB in Fig. 4.17(c)
where a discontinuity in the curves based on the quadratic methods can be seen.

At the plotted SNR the highest sample is always being correctly identified. How-
ever, as the SNR drops below -7 dB, samples within the side lobes of the matched filter
output are sometimes higher than the samples within the true peak. The peak finding
is then applied in the wrong place so the system fails.

11See Section 4.2.3.1 for an explanation of the use of multiple sets of taps.
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(a) CRLB and simulated TOF RMS error and STD of error for an echo arriving at the beacon
when the received echo sample offset is varied. CRLB #1 was calculated from (4.27). CRLB #2
was calculated from (4.26). CRLB #3 was calculated from (4.39). The CRLB data (red) is hidden
behind the sinc data (black).
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(b) Received echo offset: 0.1255 samples.
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(c) Received echo offset: 0.0255 samples.
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(d) Received echo offset: 0.2245 samples.

Figure 4.16: Simulated results showing the effect of varying the received echo sample
offset. SNRi for these trials was 6 dB. The sinc-based methods used a kernel width of
40 samples and an oversampling factor of 32.
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(a) Received echo offset: 0.1255 samples.
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(b) Received echo offset: 0.0255 samples.
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(c) Received echo offset: 0.18 samples.

Figure 4.17: CRLB and simulated TOF RMS error and STD of error for an echo
arriving at the beacon when SNRi is varied. CRLB #1 was calculated from (4.27).
CRLB #2 was calculated from (4.26). CRLB #3 was calculated from (4.39). The
CRLB data (red) is hidden behind the sinc data (black). The sinc-based methods used
a kernel width of 40 samples and an oversampling factor of 32.
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4.4.2.4 Case 3: Varying the oversampling kernel width

Figure 4.18 shows (as a general trend) that both sinc-based, peak-finding methods
produce better results when larger sinc kernels are used.12 However, larger kernels
require more computation and consume more memory storage and the returns rapidly
diminish as the kernel width increases. Choosing the minimum kernel width that gives
acceptable accuracy is important for an embedded system.

Figure 4.18(a) shows that when the oversampling factor is essentially unlimited
(here we use 1000) a kernel width of 40 samples allows both partial methods to achieve
similar accuracy to the sinc method which uses the same oversampling level. In a
practical implementation the oversampling factor will be much lower, as shown in
Figs. 4.18(b) and 4.18(c), but kernel widths of 40 samples still achieve a similar level of
performance when the partial sinc-quadratic method is used. Reasonable performance
is still achieved using this method with kernel widths of 20. Once again, it significantly
outperforms the partial-sinc method when practical (i.e., low) levels of oversampling
are used.13

4.4.2.5 Case 4: Varying the oversampling factor

Figure 4.19 shows (as a general trend) that both sinc-based, peak-finding methods pro-
duce better results when higher levels of oversampling are used. However, higher over-
sampling requires more computation and consumes more memory, c.f. Table 4.3, and
returns rapidly diminish. This is especially noticeable with the partial sinc-quadratic
method which benefits little from oversampling factors higher than 10. In Figs. 4.19(a)
and 4.19(b) it achieves comparable accuracy to the sinc method with less than 10 times
oversampling. Contrast this with partial-sinc method which is not close to the CRLB
even after 20 times oversampling. As with case 1 the extra quadratic step of the partial
sinc-quadratic method is clearly worth doing considering the small computational cost.

Odd effects can occur with the partial sinc method at low oversampling rates,
requiring careful interpretation. The apparent “near perfect detection” with an over-
sampling factor of 8 occurs in this example because the matched filter peak happens
to lie close to 1

8 of an ADC sample for this particular value of received echo sample
offset (0.1255 samples). The oversampled samples also line up well with an oversam-
pling factor around 16 however the quantisation level is now sufficiently fine that the
presence of noise means the highest matched filter sample is not always the same one
so a greater variation is observed.

12Local exceptions to this trend, e.g., in Fig. 4.18(a) a kernel width of 24 appears to give more
variation than one of 14, are highly dependent on the received echo offset. Here a near worst-case offset
of 0.1255 samples is used so these effects are emphasized.

13Fig. 4.18(b) shows an example of how low oversampling rates produce no benefit for the partial-sinc
method if the original matched filter output samples already lie close to the peak.
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(a) Oversampling factor: 1000.
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(b) Oversampling factor: 12.
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(c) Oversampling factor: 32.

Figure 4.18: CRLB and simulated TOF RMS error and STD of error for an echo
arriving at the beacon when the sinc kernel width is varied. SNRi for these trials
was 6 dB and the received echo offset is set to the worst case situation; 0.1255 samples.
CRLB #1 was calculated from (4.27). CRLB #2 was calculated from (4.26). CRLB #3
was calculated from (4.39). The CRLB data (red) is hidden behind the sinc data
(black).
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(a) Kernel width: 20.
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(b) Kernel width: 40.
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(c) Closeup of Fig. 4.19(a).

Figure 4.19: CRLB and simulated TOF RMS error and STD of error for an echo
arriving at the beacon when the received echo sinc oversampling ratio is varied. SNRi

for these trials was 6 dB and the received echo offset is set to the worst case situation;
0.1255 samples. CRLB #1 was calculated from (4.27). CRLB #2 was calculated from
(4.26). CRLB #3 was calculated from (4.39). The CRLB data (red) is hidden behind
the sinc data (black).
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4.4.3 Study conclusions

The current peak-finding method used in the beacon, based on quadratic fitting with
four sets of reference taps, is not the best method to use when the data sampling is
close to Nyquist. It will produce a TOF RMS error that is significantly higher than
the theoretical CRLB, due to the TOF mean being biased from the true TOF, when
the echo samples do not align with the reference taps. A better approach is to use
a method based on sinc interpolation to oversample the matched filter output. This
eliminates the bias so the TOF RMS error matches the theoretical CRLB regardless
of SNR or sample offset. In addition, this method is independent of the received echo
sample offset and behaves predictably over a wide range of SNR levels.

Sinc oversampling methods require more memory storage and processing than sim-
ple quadratic peak finding so the system must be optimally designed to be practical
as an embedded system. More taps and more oversampling requires more memory and
more processing so a partial sinc method using a reduced number of taps and mini-
mal oversampling is required. The simulations suggest good results can be achieved
with kernel widths of 20 taps combined with an oversampling ratio of 8, provided the
oversampling is followed by a quadratic peak finding step. This extra step significantly
improves performance for very little extra computational or memory storage cost.

The processing cost of sinc oversampling methods can be further reduced by adopt-
ing a binary search process where the true peak is always assumed to lie between the
two highest samples, eliminating the need to compute samples outside this successively
diminishing region [Sabel and Cowley 1992, Ragauskas and Bagdonas 2005].

4.5 SONAR TRANSMIT BEAM PATTERN (BP)

The KiwiSAS sonar uses a rectangular 36 element transmitter array as shown in
Fig. 4.20(a) resulting in an angular-dependent, sinc-like, BP. The transmitted FM
waveform has a large bandwidth (compared to the centre frequency) so the BP shape
changes during the duration (12.5 ms) of each chirp. This is illustrated in Figs. 4.20(b)
and 4.20(c). Of particular interest are the null angles and how they translate into null
regions on the seabed both during a chirp (intra-chirp null motion) and as the sonar
moves. If the beacon lies in a null region it cannot detect the sonar so no navigation
data will be available for those pings. A greater problem is when the beacon lies near
a null region. This means it receives a weak or fluctuating signal and produces an inac-
curate estimate of the TOF. These estimates must somehow be identified and removed
from the navigation data and this is discussed further in Sec. 4.6.3.
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(a) Projector array (plan and elevation views).
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(b) Horizontal BP varying θ, ϕ = 0◦.
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(c) Vertical BP varying θ, ϕ = 90◦.

Figure 4.20: KiwiSAS projector layout and polar plot of the transmit BP in two dimen-
sions at 20kHz (blue), 30 kHz (red), and 40 kHz (green) showing the changing shape
during a chirp.
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4.5.1 OF, TVR, RPR, and directivity equations

All transducers and arrays have an angular-dependent component to their acoustic re-
sponse. This component is called the beam pattern (BP) and, provided the transmitter
is reversible14, is identical for transmitting and receiving [Kinsler 2000, p193–195]. It
arises from the superposition of signals, originating from different locations, causing ar-
eas of constructive and destructive interference in the acoustic field. This is illustrated
in Fig. 4.21(a). The BP is usually presented as a polar plot of pressure as a function
of angle, θ and or ϕ, defined in Fig. 4.20(a), and acoustic frequency, f , normalised to
the broadside value, i.e., the value when θ and ϕ are zero.

The transducer transmit voltage response (TVR) is the radiated pressure15 pro-
duced by an applied voltage in dB re 1V/µPa @1m at broadside. The receive pressure
response (RPR) is the measured voltage given the applied pressure at the transducer
in dB re 1V/µPa. The total response of a transducer, known as the directivity, can be
found by multiplying the angular dependent component, i.e., the BP, by the broadside
component [Urick 1975, p50], i.e., the TVR for a projector or RPR for a hydrophone.
Using the example of a projector gives

p(f, θ, ϕ|r, L, V ) = pBS(f |r, L, V )BP(f, θ, ϕ) (4.40)

in Pa/Hz where pBS(f |r, L, V ) is the pressure at broadside. Plots of p(f, θ|r, L, V )
(directivity plots) and pBS(f |r, L, V ) (TVR plots) are given in transducer datasheets.
Directivity is plotted on a polar plot to show the variation of pressure (for projectors) or
voltage (for hydrophones) with angle when frequency is held constant. TVR and RPR
are plotted on Bode plots to show the variation of absolute pressure (or voltage in the
case of the RPR plot) with frequency at broadside. Directivity is usually normalised
to the highest overall dB value over the range of frequencies and angles considered.

The BP equation is normalised so is equivalent to a directivity plot at a single
frequency. To compare the complete response at multiple angles and frequencies, of
two theoretical transducer designs or a theoretical design with experimental pressure
measurements from a real transducer, pBS(f |r, L, V ) needs to be specified for the trans-
ducers. This is required for the KiwiSAS because of the wide bandwidth of the FM
waveforms. Appendix J shows a derivation of far-field BP, directivity, and TVR of the
KiwiSAS projector and the next section discusses how well it matches observations of
real transducers. The RPR is derived in Appendix K and the receive directivity can
be found by multiplying the RPR by the BP, analogous to the relationship described
by (4.40).

14Aside from obvious exceptions, e.g., a built in preamp, most transducers are reversible, provided
they are not operated outside rated conditions.

15For large projectors, where the near field extends past 1m, the pressure is actually measured in
the far field then extrapolated back to 1m from the projector [Kinsler 2000, p398].
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(a) The wave fronts from different transducers in an
array (or, for a single transducer, from different parts
of that transducer) sum together causing regions of
cancellation and reinforcement of pressure.

(b) As the angle to broadside increases, the effective transducer length
(red) is scaled down compared to the true length (black). The scaling is
not uniform with length, having a smaller effect on the parts closer to
the observer. These effects are approximated by the obliquity factor.

Figure 4.21: Illustrations of two BP concepts.
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4.5.2 Comparison with measured directivity plots

For piezoelectric transducers driven by a constant magnitude voltage, the far-field pres-
sure produced is proportional to transducer acceleration in the frequency range where
the dimensions of the transducer are small compared with the wavelength, i.e., below
the first resonance [Bruel & Kjaer 1983, Ting et al. 1996]. In this region the transducer
is stiffness controlled16 and displacement is proportional to the voltage resulting in a
frequency-squared pressure dependence (12 dB/octave)17, i.e.,

pBS ∝ f2. (4.41)

Inspection of (J.23) shows that the broadside pressure is a function of the product
of f and U(f). Appendix K shows that U(f) is linear with frequency below the region
of the first resonance, provided the transducer can be modelled as an RLC circuit and
the water can be modelled as purely resistive. This results in a frequency-squared
pressure dependence for (J.25) in this region, agreeing with the theory of (4.41).

A ∼12 dB/octave frequency dependence is often observed in datasheet TVR plots
for spherical and cylindrical transducers [International Transducer Corporation 2004b,
International Transducer Corporation 2004a] below resonance. For small transducers
[Bruel & Kjaer 1983, Sound & Vibration 2004] it can be observed at frequencies as
high as 0.75 of the resonant frequency. TVR plots that extend well below the first res-
onant frequency are rarely published for transducer arrays.18 However, a 12 dB/octave
frequency dependence has been observed for flat transducers [Howarth 1999, Newn-
ham et al. 2001, Benjamin and Petrie 2000] at up to half of the resonant frequency,
suggesting (J.25) is valid within this region.

For frequencies near or above resonance, (J.25) is unlikely to be valid and the
generic (J.23) must suffice. This is because, at these frequencies, the transducer size
is comparable to the acoustic wavelength so a simple RLC equivalent circuit model is
unlikely to adequately describe the transducer velocity, U(f). A combination of finite
element analysis and near field19 acoustic measurements has been successfully used to
model the transducer in this range [Qingshan and Bjorno 1997, Knight 1987, Hawkins
and Gough 1996]. The measurements suggest that the TVR is flat (within 3 dB) across
the 20–40 kHz band so a flat response was used in the following sections where the

16Stiffness controlled means that the impedance is mostly capacitive and the transducer behaves
like a spring with little mass. In the region above the first resonant frequency, the transducer is mass
controlled, i.e., the impedance is mostly inductive and the transducer behaves like a rigidly-coupled
heavy mass.

17Recall that acceleration is the second derivative of displacement. Transducer velocity is constant
if the driving current magnitude is constant producing a linear dependence on pressure (6 dB/octave)
[Bruel & Kjaer 1983].

18The KiwiSAS transmit array has not been measured in this frequency region due to a lack of a test
tank large enough for far field measurements and power amplifiers with sufficient low-end bandwidth.

19The ARG does not have a test tank large enough for far field measurements of the KiwiSAS
transmit array.
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effect of the intra-chirp null motion is studied. The directivity is plotted at various
frequencies in three dimensions in Figs. 4.22(a), 4.22(c) and 4.22(e) (see Fig. 4.20 for
orientation details).

4.5.3 BP effect on beacon performance

To investigate the effect of the intra-chirp null motion, the null angles were projected
onto the seabed at various frequencies, according to (J.12), using a typical sonar altitude
of 4 m. This was done separately for across-track, as shown in Figs. 4.22(b), 4.22(d),
and 4.22(f), and along-track, as shown in Figs. 4.23(a) and 4.23(b).

The across-track intra-chirp motion of the vertical nulls is confined to the first 8 m
from the sonar. This will not affect the beacon because it is usually operated at across-
track ranges of >20 m, remaining in the main lobe of the transmit BP, provided the
sonar does not exhibit significant roll. For the geometry of the example in Fig. 4.22,
an upward roll of 15◦ causes the first lower null to extend out to an across-track range
of 20 m and a downward roll of 35◦ causes the first upper null to extend in to an
across-track range of 30m.

The along-track intra-chirp motion of the horizontal nulls has a major affect on
the beacon. The horizontal main lobe is narrow and even at an across-track range of
20 m the along-track null-to-null span is <5 m at 40 kHz. If the beacon cannot operate
reliably outside this region, MOCOMP will be restricted to the objects within this
narrow range. Fig. 4.23(c) shows unreconstructed beacon data from an early sea trial
at an across-track range of ∼23 m. The features are not symmetrical about the centre,
e.g., the large dropout regions occur at ∼-7 m and ∼8 m, suggesting a constant sonar
yaw. By comparing with the plots of Fig. 4.23(b) or Fig. 4.23(a) at 23 m range, the BP
affects can be clearly seen. Reasonable beacon operation occurs for the first ∼±2 m
with just a few dropouts. From ∼±2–8 m, operation is patchy due to the first and
second intra-chirp null sweeps. At ∼±8 m a large dropout occurs. This is where the
second and third nulls overlap, resulting in very little signal being transmitted in this
region. Operation improves past this region where only the third intra-chirp null sweep
is present.

An indication of the signal energy arriving at the beacon can be obtained by av-
eraging the sonar transmit directivity power at all chirp frequencies, i.e., for any given
angle, averaging the squared amplitude over the range of frequencies spanned by the
plots in Fig. 4.20(b). This is plotted in Fig. 4.24 where it can be seen that the combi-
nation of the lower amplitude of the sidelobes and the intra-chirp null sweeping results
in most of the energy being concentrated in the narrow main lobe.

Problems with the sonar horizontal receive BP nulls are avoided due to two reasons.
Firstly, the receiver size is smaller than the transmitter size (see Table 1.1), resulting
in a wider main lobe. Secondly, the high SNR of the beacon allows the dimensions
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(a) 3D directivity, 20 kHz.
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(b) Vertical directivity, 20 kHz.

(c) 3D directivity, 30 kHz.
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(d) Vertical directivity, 30 kHz.

(e) 3D directivity, 40 kHz.
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(f) Vertical directivity, 40 kHz.

Figure 4.22: KiwiSAS theoretical projector directivity plots showing the intra-chirp
shape changes and the associated movement of the nulls across the seabed for a typ-
ical scene geometry. The red and blue horizontal bars in (b), (d), and (f) identify
the across-track range swept/spanned by each null during a chirp from 20 kHz up to
the instantaneous snapshot frequency (the shade changes from dark to light as the
frequency changes from 20 to 40 kHz). This is known as the “null span”. The BPs are
snapshots at 20, 30, and 40 kHz where the dashed lines show the position of the nulls
at that instant. Although the chirp rate is linear, the across-track sweep rate of the
nulls across the seabed is not. This can be seen in (d) where the position of the null
does not lie at the centre of the red bar.
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(a) Seabed across-track and along-track null position, 20 kHz.
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(b) Seabed across-track and along-track null position, 40 kHz.
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(c) 70 kHz unreconstructed beacon raw data at ∼23m across-track.

Figure 4.23: KiwiSAS theoretical along-track intra-chirp null motion plots. These are
analogous to the across-track intra-chirp null motion plots of Figs. 4.22(b), 4.22(d),
and 4.22(f). Figures (a) and (b) are one-sided plots of the of the sonar transmit
intra-chirp null motion across the seabed, plotted at 5 m across-track intervals. The
dashed lines show the null angles at 20 kHz and 40 kHz respectively. The red, blue and
green triangles indicate the horizontal line swept by each intra-chirp null, at various
across-track ranges, where the height decreases and shade darkens to show decreasing
frequency, and the vertical bars indicate the mid frequency (30 kHz) point. Figure (c)
shows early experimental unreconstructed beacon data at ∼23 m across-track. The
largest empty regions occur at an along-track position (∼±8 m) that matches well with
the theoretical overlapping blue/green null regions in both (b) and (a) at a similar 23 m
across-track range.
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to be further reduced by using fewer receiver elements when processing the beacon
image, further increasing the main lobe width. In practice, good results are obtained
by summing the echoes from three receiver elements horizontally.

4.5.3.1 Summary

The narrow horizontal directivity pattern of the sonar projector is not ideal for an
acoustic positioning system. Detection problems observed during early sea trials match
well with the theoretical intra-chirp null motion, particularly in areas where the second
and third nulls overlap. The vertical directivity pattern appears to be sufficiently wide
to allow operation in the main lobe, using typical sonar and beacon geometries.

4.6 MOTION ESTIMATION AND MOTION COMPENSATION

There are two methods for obtaining motion estimates from the beacon system, using
either one-way or two-way TOF data, as defined in Sec. 2.5. Both methods operate
simultaneously, producing independent estimates of the sonar sway that can be used
in a narrowband MOCOMP process to correct the 30 kHz and 100 kHz SAS images.
The two different motion estimation methods and the common MOCOMP process are
explained in the following sections.

4.6.1 Method one: One-way TOF using GPS timing

GPS timing is used to measure the TOF of chirps transmitted by the sonar and received
at the beacon as described in Chapter 2. This method has two disadvantages. Firstly,
it includes the errors associated with the GPS timing receivers and the time-stamping
process, summarised in Table 6.1. Secondly, it does not measure (and therefore is
unable to compensate) the medium fluctuations of the return acoustic path which
cause additional blurring of the SAS images. The advantage of this method is that the
timing data is obtained directly, eliminating the need for additional signal processing
and thus allowing near20 real time calculation of the sonar sway.

4.6.2 Method two: Two-way TOF using sonar imaging

Operating as an active transponder, listening for sonar chirps and replying back at a
different frequency after a fixed TAT (see Sec.2.5.4), allows the beacon to be imaged
by the sonar, similar to passive objects in the area of interest. By post processing this
70 kHz beacon image, an estimate of the sway can be obtained. Figure 4.25 shows the
process steps using simulated data.

20The only delay is the lag associated with the beacon RF modem uploading the TOA data to the
navigation computer.
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Figure 4.24: KiwiSAS theoretical along-track projector directivity plot, i.e., the angular
and frequency dependent BP, averaged (RMS) over a 20–40 kHz frequency sweep.
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In Fig. 4.25(a) the pulse-compressed, 70 kHz, beacon raw data, ssTAT(t, u), is
shown. The fixed 25ms TAT, tTAT must be subtracted to shift it to the correct location,
shown in Fig. 4.25(b). This can be done in the frequency domain using

SS(f, u) = SSTAT(f, u)e−j2πftTAT , (4.42)

where SSTAT(f, u) is the FT of ssTAT(t, u). With the TAT removed, the raw data has
the same (distorted) hyperbolic shape as would have been observed if the beacon had
been a passive point target. Finding the peak sample in each ping gives the TOF from
the sonar to the beacon, denoted tn for the nth ping.

This method has two advantages over method one. Firstly, it measures both the
sway and the medium fluctuations that affected the image so should prove better at
removing their effects. Secondly, the two-way operation means that the GPS timing and
event time-stamping processes are not required, eliminating the timing errors associated
with these operations. The main disadvantage of this method stems from the non-zero
TAT. Ideally, it would be zero, like a passive point target. Using a faster DSP would
substantially reduce it from the current 25 ms. However, the matched filter (as with all
filters) is causal so the TAT cannot be reduced below the length of the chirp (12.5ms).
A non-zero TAT causes the same skewing of the image that results from having the
sonar projector displaced in along-track from the receiver[Pilbrow and Hayes 2003a].

4.6.3 Outlier removal and smoothing

Under ideal conditions, i.e., high SNR, constant signal intensity, and no multipath,
each chirp transmitted by the sonar is reliably detected. At sea the conditions are
far from ideal, resulting in missed detections and poor detections (outliers). Missed
detections are easily identified and unavoidable, due to the nulls in the sonar BP. Their
presence indicates correct operation of the detection algorithm, designed to prevent the
problem of poor detections, e.g., detecting the multipath peak instead of the direct path
peak, which can be difficult to identify if occurring frequently. The mass and shape of
the sonar impose bounds on how fast the direction can change underwater from ping
to ping, allowing poor detections to be identified by their deviation from a moving
average, provided the majority of detections are not poor. Chapter 5 presents results
from sea trials where many poor detections occur, making outlier identification difficult,
resulting in different solutions for the one-way and two-way paths.

Filling in the TOF values for missed detections and removed outliers is done using
the Matlab shape-preserving cubic interpolation routine interp1.
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4.6.4 Calculating sway from TOF

The TOF measurements for each ping are an estimate of the distance between the
sonar and the beacon. The sway of the sonar at ping n can be found from the TOF tn

using

sxn = bx −
√

(tnc)
2 −

(
by − syn

)2 − (bz − szn)2 (4.43)

where the sonar and beacon transducer positions are given by (sx, sy, sz) and (bx, by, bz)
respectively and the directions are defined in Fig. 1.2. An estimate of the sonar along-
track position, sy, at each ping can be determined from the boat GPS velocity or
by fitting hyperbolas corresponding to different velocities to the beacon image. Both
approaches are demonstrated on real data in Chapter 5. If the beacon image data and
the image data requiring MOCOMP are slant plane images, i.e., not transformed to
the across-track plane, sz and bz can be ignored. This is how the KiwiSAS images are
processed. Angular motion is also ignored because, as explained in Sec 1.3, the physical
properties and towing arrangement of the KiwiSAS mean sway motion has the greatest
effect on images so a simple approach of compensating for sway alone should yield a
significant improvement in image quality. The next section explains how the beacon
position is estimated.

4.6.5 Estimating the beacon position

There is no predefined world coordinate system or heading vector to align the images
when processing and reconstructing. Instead, the process of aligning each echo side-
by-side to form the unreconstructed images of Fig. 4.25 defines the coordinate frame
of that particular data and the bearing the reconstruction occurs along. Equation
(4.43) requires the beacon position to be specified in that same coordinate frame. An
initial estimate for the beacon position can be obtained from the peak of the ping
corresponding to the point of closest approach, i.e., the shortest TOF. This estimate
can then be refined by an iterative process of reconstructing and observing image quality
while shifting the beacon position by regular across-track and along-track increments,
e.g., 0.5 m. Alternatively, the location can be found from the apex of the best fitting
hyperbola to the unreconstructed beacon image. This assumes a constant average
velocity and was found to work well with real data, as shown in Chapter 5.

Simulations have shown that the along-track accuracy required for the beacon
position estimate is much more critical to image quality than the across-track accuracy.
An along-track error skews the image, as shown in Fig. 4.26 where a 1 m error produces
noticeable blurring but a 0.5m error produces very little distortion. An across-track
error shifts the image in the across-track direction, resulting in the wrong range centres
being used during reconstruction. This is shown in Fig. 4.27 where a 5 m error produces
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(a) Step 1—70 kHz beacon raw data includes TAT.
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(c) Step 3—Time-shifting pings to align into a hyperbola reveals the sway.

Figure 4.25: Simulated example showing the steps involved in the MOCOMP process.
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noticeable blurring but a 1 m error produces very little distortion. This effect is worse
for the 30 kHz images than the 100 kHz images because more distortion occurs over the
longer 30 kHz synthetic aperture.

4.6.6 Narrowband MOCOMP

Because the beacon is known to be a point source, the process of calculating the sway
is equivalent to time-shifting the pings in the 70 kHz pulse-compressed raw data until
the data forms the traditional hyperbolic shape associated with a point source at that
range. This assumes constant along-track speed, a condition aimed for in sea trials.
This is shown in Fig. 4.25(c). Having obtained an estimate for the sway, MOCOMP
can be performed, before reconstruction, by applying the same time-shifts to the pings
in the 30 kHz and 100 kHz raw data. This is a narrowband approximation, i.e., only
exact when the sonar is broadside to the target. Simulations in Sec. 6.4 show that this
approach performs well with the narrow KiwiSAS BPs.

If ss(t, u) is the pulse compressed (complex) baseband image, i.e., the 30 kHz or
100 kHz raw data, and SS(f, u) is the FT of ss(t, u), and p(u) the sway estimate in m,
then the sway can be removed by time shifting using the equivalent time and frequency
domain approaches:

ssshift(t, u) = ss

(
t− 2p(u)

c
, u

)
, (4.44)

SSshift(f, u) = SS(f, u)e
−j4πfp(u)

c . (4.45)

4.7 CHAPTER SUMMARY

The signal processing algorithms, used in the active beacon for detecting the sonar
20–40 kHz chirps amongst noise and multipath, were presented. Investigations of dif-
ferent methods of finding the direct path peak in the matched filter output showed
how the current quadratic interpolation approach could be significantly improved with
additional sinc oversampling. The error due to the superposition of the direct path
peak and the seabed multipath peak, was shown to be minimal, providing the beacon
detection algorithm can reliably identify the direct path peak. This can be challenging,
especially when the multipath peak is larger but further refining of the algorithms is
difficult with the limited testing facilities available.

An expression for the KiwiSAS sonar projector directivity was derived and used
to confirm that problems experienced with missed detections in early sea trials were
due to the intra-chirp null motion in the horizontal directivity pattern. The beacon
detection algorithms have since been improved, but this problem is still the major
limitation to the along-track operating range, reducing the usefulness of the beacon as
a motion estimation tool for large SAS images using narrow beam sonars.
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(a) 1m estimate error, 100 kHz.
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(b) 0.5 m estimate error, 100 kHz.

Figure 4.26: Simulations showing how an error in the along-track beacon position
estimate affects the beacon MOCOMP process, distorting the reconstructed images. A
1 m error produces noticeable blurring but a 0.5 m error produces very little distortion.
See Fig. 6.9(a) for the same image with no error in the beacon position estimate and
complete simulation details.
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(a) 5m estimate error, 100 kHz.
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(b) 1 m estimate error, 100 kHz.

Figure 4.27: Simulations showing how an error in the across-track beacon position
estimate affects the beacon MOCOMP process, distorting the reconstructed images. A
5 m error produces noticeable blurring but a 1m error produces very little distortion.
See Fig. 6.9(a) for the same image with no error in the beacon position estimate and
complete simulation details.
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Two methods of obtaining motion estimation data from the beacon were discussed.
The two-way TOF method, using the sonar to image the 70 kHz beacon replies, is likely
to perform best, due to the absence of certain timing errors and the similarities this
approach shares with the imaging process.



Chapter 5

SEA TRIAL RESULTS

5.1 INTRODUCTION

Results from two runs from a recent sea trial are presented, showing beacon motion
estimation and MOCOMP attempts using both the one-way and two-way methods de-
scribed in Sec. 4.6. Improvements in image quality can be seen in both runs, despite the
presence of many outliers in the time of flight (TOF) data. Experiment and processing
details are presented first, followed by discussion of the results. Lastly, data plots and
images from both runs are shown.

5.2 EXPERIMENT AND PROCESSING DETAILS

The Purau Bay sea trial location is shown in Fig. 5.1 with photos in Fig. 5.2. The
beacon was deployed in ∼4 m of water and a number of runs of ∼30 m length, with
the sonar at a depth of ∼1 m, were imaged in the manner illustrated in Fig. 3.17.
Unfortunately, a tri-plane target that was also intended for deployment was damaged
earlier in the day, in rougher conditions in the centre of the harbour, so the only
stationary known target in the scene is the beacon seabed unit (BSU). It would appear
from the images that the seabed is otherwise featureless.

The scene geometry for both runs is shown in Fig. 5.3. The runs are hereby referred
to as “run 335” and “run 339” and are passes on opposite sides of the scene.

5.2.1 Estimating beacon position and sonar velocity

Estimates of the beacon position and towfish velocity, required for trilateration of the
sway from the TOF data as explained in Sec. 4.6.5, were obtained by fitting a hyperbola
to the 70 kHz beacon raw data. The fitted hyperbola is equivalent to the TOF data
recorded when travelling past a perfect point target, on a straight path, at constant
speed. The fit was performed iteratively by eye, varying the beacon position and sonar
velocity, to achieve the results in Figs. 5.4(b) and 5.5(b). With only a few datasets to
consider, manual fitting was efficient but in practice this process could be automated
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Figure 5.1: Sea trial location (white X) in Purau Bay, Lyttelton Harbour, Christchurch,
New Zealand. Chart datum depths are shown as spot values and contours in m and
dm. The tide height during the experiments varied from +0.58m to +1.95m above the
datum.

fairly easily using a cost function based on the intensity of the signal in the raw data.
This would give greater emphasis to the data nearer the apex of the curve and away
from the nulls where the higher SNR is likely to give better quality results.

Although the sonar did not take a straight path past the target, and probably did
not travel at a constant speed, the deviations from these ideal conditions are small
enough for this method to still produce an accurate estimate of the average sonar
velocity. This can be seen by comparing, in Fig. 5.5, the fitted estimate for run 339
(1.275m/s) with the tow boat velocity, obtained from the beacon controller unit (BCU)
GPS receiver, showing an average of ∼1.28 m/s over the same period of that run.
Similarly close matches are observed for run 335 (Fig. 5.4) where a velocity of 1.00 m/s
was found to be the best fit.

5.2.2 Estimating the speed of sound

The speed of sound was estimated to be 1502.5m/s, using the process described in
Sec. 2.9, and assumed constant with depth. Depths were measured using pressure
sensors on the BSU and in the sonar. Temperature was measured to be 14.5◦C on the
seabed using the temperature sensor in the BSU. Salinity was assumed to be unchanged
from the 33.6 ppt measured previously.
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(a) KiwiSAS sonar floating behind the tow boat (before deployment).

(b) BFU in operation.

Figure 5.2: Photos from a sea trial in Purau Bay, May 2006.
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Figure 5.3: Sea trial geometry for run 339 showing the sonar (circle), BSU (square),
direct acoustic path (solid line) and multipath (dashed lines). Run 335, has a similar
geometry. No other multipath bounces were observed.

5.2.3 Contrast measure

A simple contrast measure [Fortune June 2005] was used to quantify the contrast
improvement due to MOCOMP:

C =
M∑

m=1

N∑
n=1

|ff[m,n]|4 (5.1)

where ff[m,n] = ff(m∆r, n∆y) is a portion of the reconstructed image of size M by
N pixels, r is the range coordinate, and y is the along-track coordinate. The image
portion is carefully chosen to include only the BSU and an uncluttered area of seabed
so that the non-stationary objects, which do not properly reconstruct, do not skew the
result. The exception were the 70 kHz beacon images, containing only the BSU, where
the contrast was calculated using the entire image.

5.2.4 Outlier identification and removal

Attempts were made to use a moving median filter on the TOF data to identify and
remove outliers. However, the large number of outliers meant that it was more reliable
to do this manually, by eye, to achieve a smooth sway path. While this task only takes
a few minutes per image, an automatic algorithm is required for practical SAS work
on a larger scale, e.g., mine hunting. Because the TOF data is going to be nominally
hyperbolic, a possible approach would be to fit a hyperbolic curve (or similar shape
consisting of a small number of parameters) using a least squares error cost function to
the data. Then the outliers could be identified by their distance from the fitted curve,
using a threshold. However, considering the relatively few experiments performed so
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(b) Fitted hyperbolas, corresponding to travelling at various constant velocities
past a point source centred on the white X, overlaid on the non-reconstructed,
pulse-compressed, 70 kHz beacon raw data (corrected for TAT). The hyperbola
corresponding to a velocity of 1.00 m/s provides the best match.

Figure 5.4: Run 335. Comparing the sonar fitted velocity estimate with the tow boat
measured velocity.
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Figure 5.5: Run 339. Comparing the sonar fitted velocity estimate with the tow boat
velocity.
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far, it would be more productive to concentrate efforts on fine-tuning the system to
collect better quality data before attempting to automate the fitting process.

5.3 RESULTS AND DISCUSSION

The following sections present plots and images from both runs. The results are inter-
preted and discussed, and contrast figures are presented.

5.3.1 Object identification

Figure 5.6 shows the reconstructed (without MOCOMP) 30 kHz and 100 kHz images
for run 335 with the corresponding images for run 339 shown in Fig. 5.7. The BSU,
beacon floating unit (BFU), and floating buoy1, identified by the overlays, can be clearly
seen in the 30 kHz images.2 The BSU identity is confirmed by measuring the range of
the closest approach point in the 70 kHz raw data of Figs. 5.4(b) and 5.5(b)—a useful
technique in the absence of independent ground truth information. The 100 kHz images
are badly affected by motion blur so the same overlays are plotted to help identify the
objects for each run.

The close proximity (horizontally) of the BFU to the BSU suggests that the 10 m
cable connecting them is not fully extended, implying low tidal flow. This is consistent
with the sea trial occurring at the turn of high tide—a deliberate schedule chosen to
ensure maximum water depth and slack water. The bunched coils of cable may explain
the additional smaller reflections observed in the images.

5.3.2 Beacon appearance in image

The appearance of the two units of the beacon, the BSU and BFU, in SAS images is
dependent on reflectivity, shape, illumination, and multipath. These are discussed in
the next sections.

5.3.2.1 BSU

The diameter of the BSU casing is 24 cm and the base 90 cm. The casing contains
∼400 cm3 of air so should reflect well. The aluminium base is surrounded by plastic
hose which may trap air bubbles and reflect somewhat. The scene geometry, shown in
Fig. 5.3, causes additional echoes at 27.7 cm and 46.7 cm greater range than the direct
path for the seabed and surface multipath bounces respectively.

1A small emergency device, connected by a thin rope to the BSU to allow retrieval of the BSU if
the BFU sinks or breaks loose.

2Additional evidence supporting the identification of the BFU and buoy is provide by visual sighting
of the proximity and alignment of these objects on the sea surface, during the time of the trial.
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(a) Objects identified, no MOCOMP, 30 kHz.
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(b) Objects identified, no MOCOMP, 100 kHz.

Figure 5.6: Run 335, reconstructed images identifying the scene objects. In (a) the
BSU (continuous oval), BFU (continuous rectangle), and buoy (dashed rectangle) are
easily identified. In (b) the BSU and buoy are poorly illuminated, probably because
they lie outside the main transmit lobe, as shown in Fig. 5.8. The additional small
bright object (dashed oval) may be part of the beacon cable/rope assembly joining the
two units. The long thin object extending to the left of the BSU may also be this cable.
Each plot is normalised to the maximum intensity in the scene.
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(b) Objects identified, no MOCOMP, 100 kHz.

Figure 5.7: Run 339 reconstructed images identifying the scene objects. In (a) the BSU
(continuous oval), BFU (continuous rectangle), and buoy (dashed rectangle) are easily
identified. In (b) the BSU and buoy are poorly illuminated, probably because they lie
outside the main transmit lobe, as shown in Fig. 5.8. The additional bright object at
(28,16), not present in (a), may be part of the beacon cable/rope assembly joining the
two units. The small bright object (dashed oval) and long thin object extending to
the right of the BSU may also be this cable. Each plot is normalised to the maximum
intensity in the scene.
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In the 30 kHz and 100 kHz reconstructed images, the BSU appears as a circular
feature with ∼1 m diameter. This matches well with the physical dimensions and
probably includes multipath reflections.

5.3.2.2 BFU

The diameter of the BFU casing is the same as the BSU but the greater height and
minimal contents give it a much greater (submerged) volume of ∼1500 cm3. This is the
main reason why a much stronger reflection is observed than for the BSU, in both the
30 kHz and 100 kHz images.

An additional contributing effect, particularly in the 100 kHz images, is the vertical
sonar transmit BP. This is plotted in Fig. 5.8, assuming no roll, where it can be seen
that, unlike with the wide vertical BP at 30 kHz, the 100 kHz main lobe is narrow and
when horizontal, illuminates the floating BFU while a smaller sidelobe illuminates the
BSU. Using a single row of the sonar receiver results in a vertical receive BP similar to
the transmit BP, at any frequency, because the vertical dimension is similar. A single
row of receiver elements is summed to produce the images in the following sections.
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Figure 5.8: Scale diagram of the theoretical sonar 100 kHz transmit and receive BPs
and the across-track area swept by the intra-chirp nulls when horizontal. Depending
on the sonar roll angle, the beacon, at ∼15 m range, may be located in or near the first
null or sidelobe, explaining the poor illumination. When horizontal, the BFU, floating
on the surface, lies well within the main beam, producing a strong reflection, as seen
in the images. See Fig. 4.22 for the equivalent diagram for the 30 kHz chirp.

5.3.3 Sway estimation

Slant plane sway was calculated from the measured TOF data and estimated velocity
data as described in Sec. 4.6.4. Both one-way and two-way TOF data was used and a
third sway solution was obtained by averaging the sway estimates of these two methods.

Plots of the TOF before and after outlier removal and the three sway estimates are
shown in Figs. 5.9 and 5.10 for run 335 and run 339 respectively. The large outliers in
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the TOF data are missed detections and the smaller outliers are poor detections. The
“late” detections occur when the seabed multipath correlation peaks are higher than
the direct path peak and the “early” detections occur when the sidelobes of the main
peak correlation are high enough to be mistaken for the main peak, as discussed in
Chapter 4. Chapter 8 presents detailed ideas for improving the detection algorithm to
prevent both these problems.

The data from run 335 is significantly better than run 339 with very few missed
detections and fewer poor detections. The difference between these two runs, apart
from being runs past opposite sides of the scene, is that the preamp gain in the beacon
was reduced by 3 dB in run 335. The higher gain probably caused the sidelobes of the
matched filter output to exceed the detection threshold and the subsequent processing
algorithms may have rejected these detections when a well defined peak was not found,
producing missed detections.3

After removing the outliers and interpolating, the sway estimates of Figs. 5.9(c)
and 5.10(c) resulted. Although the general shape of the solutions is similar, there are
significant differences in the offsets and in the small scale fluctuations. The following
section discusses the image quality improvement resulting from MOCOMP using each
of the three sway estimates. The sway estimate produced by the two-way method was
found to produce consistently superior results.

5.3.4 Image quality improvement from MOCOMP

MOCOMP was performed using the narrowband approach described in Sec. 4.6.6. The
BSU is the only stationary object in the scene so is the only object that can be expected
to improve after MOCOMP. Because it is symmetrical, and the geometry of both runs
is very similar, it should also reconstruct similarly in both runs.

A clear improvement in image quality is seen with the BSU feature in Figs. 5.11
and 5.12 where the sway estimate from the two-way method was used. The smaller
extent, closer to the expected 24 cm diameter of the casing, achieved with Fig. 5.12,
suggests the sway data for run 335 is superior. This conclusion is reinforced by Fig. 5.13,
showing a small improvement in the BSU object at 100 kHz, suggesting sub-centimetre
accuracy is being achieved. No improvement was observed with the equivalent 100 kHz
image of run 339 (not shown). Figure 5.14 shows a closeup of the BSU transducer in
the 70 kHz beacon image showing how the smearing has sharpened to a well defined
point. Minimal improvement was observed with the equivalent 70 kHz beacon image of
run 339 (not shown).

The contrast improvements, using (5.1), are shown in Table 5.1. The MOCOMP

3The peak finding algorithm recognises basic error conditions, e.g., when the peak sample is found
to be at one end of a range of samples being searched then the peak must have been detected incorrectly,
and produces no output in this case.
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Figure 5.9: Run 335 TOF and sway estimates using the two-way method (blue), the one-
way method (red), and the average of both methods (green). While the major fluctua-
tions are common, the curves differ significantly during periods of smaller, straighter,
motion.
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Figure 5.10: Run 339 TOF and sway estimates using the two-way method (blue),
the one-way method (red), and the average of both methods (green). While the ma-
jor fluctuations are common, the curves differ significantly during periods of smaller,
straighter, motion.
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(b) After two-way MOCOMP, 30 kHz.

Figure 5.11: Run 339. Reconstructed images showing the improvement to the BSU
object, at (21,15.6), after MOCOMP using the sway estimate of Fig. 5.10(c) obtained
by the two-way TOF method. See Fig. 5.7(a) for identification of the objects in the
image. Both plots are normalised to the maximum intensity of the BSU object in (b).



5.3 RESULTS AND DISCUSSION 125

Along−track (m)

R
an

ge
 (

m
)

 

 

10 12 14 16 18 20 22
12

13

14

15

16

17

18

19

20

−30dB

−25dB

−20dB

−15dB

−10dB

−5 dB

(a) No MOCOMP, 30 kHz.
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(b) After two-way MOCOMP, 30 kHz.

Figure 5.12: Run 335. Reconstructed images showing the improvement to the BSU
object, at (16.5,15.1), after MOCOMP using the sway estimate of Fig. 5.9(c) obtained
by the two-way TOF method. See Fig. 5.6(a) for identification of the objects in the
image. Both plots are normalised to the maximum intensity of the BSU object in (b).
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Figure 5.13: Run 335. Reconstructed images showing the improvement to the BSU
object, at (16.5,15.1), after MOCOMP using the sway estimate of Fig. 5.9(c) obtained
by the two-way TOF method. See Fig. 5.6(a) for identification of the objects in the
image. Both plots are normalised to the maximum intensity of the BSU object in (b).
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Figure 5.14: Run 335. Reconstructed images showing the improvement to the BSU
transducer after MOCOMP using the sway estimate of Fig. 5.9(c) obtained by the
two-way TOF method. Each plot is normalised to the maximum intensity in the scene.
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data from run 335 shows consistently greater percentage improvements over run 339,
confirming the observations seen in the images.

Run Image
Method

Two-way One-way Average
run 335 30 kHz 301% 55% 130%
run 335 100 kHz 23% -18% -22%
run 335 70 kHz 903% -53% 56%
run 339 30 kHz 52% -2% 17%
run 339 100 kHz no improvement
run 339 70 kHz minimal improvement

Table 5.1: Percentage increase in contrast, after MOCOMP, using three different meth-
ods of estimating the sonar sway.

5.4 CHAPTER SUMMARY

Results from two runs were presented that showed how the active beacon motion esti-
mation data and MOCOMP process proved successful in reducing the blur in shallow
water KiwiSAS images. Both runs showed improvement at 30 kHz, after the removal
and smoothing of several outliers in the TOF data. Run 335, with fewer outliers,
also showed some improvement at 100 kHz, suggesting sub-centimetre accuracy was
achieved. These visual observations were verified by a contrast metric. With the high
number of outliers currently experienced, best results were achieved when identification
and removal was performed manually.

In the cases where an improvement in image quality was achieved, the two-way TOF
method was consistently superior, followed by the two-way/one-way average method,
then the one-way TOF method. This may be due to the extra timing errors introduced
by the time-stamping of the chirp departure and arrival events, from the sonar and at
the beacon respectively, not present in the two-way method. It may also be due to the
return-path medium fluctuations which affect the images but are not measured using
the one-way method.

The effects of the additional sonar motion occurring during the non-zero turn
around time (TAT), present in the two-way TOF data but not present in the images,
do not appear to prevent the active beacon concept from producing useful MOCOMP
results, even at the short 1.5 cm wavelengths used in the 100 kHz images.

Fitting a hyperbola, by eye, to the 70 kHz beacon raw data produced a velocity
estimate for the sonar that was within ±0.025 m/s of the tow boat velocity, for both
runs, when measured using GPS and averaged over the run length.



Chapter 6

MEDIUM FLUCTUATION STATISTICS AND SAS
SIMULATIONS

6.1 INTRODUCTION

The ocean is a dynamic environment. The speed of sound underwater is continually
fluctuating as changes occur to the three main variables upon which it depends; pres-
sure, temperature, and salinity [Kussat et al. 2005]. Short term effects, e.g., the increase
in pressure from an approaching wave, and long term effects, e.g., the drop in tempera-
ture as night falls, cause fluctuations in the time of flight (TOF) of sonar chirps resulting
in image distortion. Few TOF experiments have been performed in very shallow water
and fewer still have attempted to parameterise the observations statistically, instead
describing the fluctuations as a single standard deviation (STD) figure with no com-
ment on the probability density function (PDF) shape. Previous investigations have
shown long-term correlation with the tide height [Porter et al. 1998] and short term
correlation with the combined effects of surface wave height and temperature changes
[Bergem and Pace 1998, Bergem et al. 1999, Meredith et al. 2004, Stanic et al. 2000],
and the presence of bubbles [Goodman et al. 2000, Terrill 1997].

Characterising the medium fluctuations allows their effects to be reproduced in
sonar simulations for further study. This chapter presents a study attempting to model
the short term TOF fluctuations as random variables, based on experimental data
from the active beacon. The goal is to characterise the TOF fluctuations using simple
probability distributions, allowing straightforward inclusion in the Acoustics Research
Group (ARG) SAS simulator. Section 6.4 presents simulated results that clearly show
the effects of medium fluctuations on reconstructed images.

6.1.1 Statistical model

The TOF data can be modelled as a random variable, Z, with associated PDF fZ(z);
a combination of the measurement error of the beacon, X with associated PDF fX(x),
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and the medium fluctuations, Y with associated PDF fY(y), i.e.,

Z = X + Y, (6.1)

fZ(z) = fX(x)� fY(y), (6.2)

where � represents a convolution.

The following sections explain how fX, fY, and fZ were determined through a
series of tank and sea tests. Pool tests were also performed at similar ranges to provide
control data.

6.2 EXPERIMENTAL BEACON MEASUREMENT ERROR

An estimate for fX can be obtained by fitting a distribution to experimental data sam-
ples measured in the absence of medium fluctuations. This experiment was performed
in the covered outdoor sonar test tank at the University of Canterbury. The cover
shelters the water from external disturbances and a small opening provides access to
GPS and RF communication signals for the beacon floating unit (BFU). The beacon
seabed unit (BSU) was placed on the tank floor and a fixed acoustic transmitter was
located ∼2 m away at a depth of ∼1 m. Several trials of 5 minutes duration at 15 chirps
per second were run, increasing the transmitter amplitude (and hence the SNR) each
time. The results are shown in Fig. 6.1.

6.2.1 Experimental distribution fitting

To choose a suitable distribution to fit to the test tank data, a β1β2 chart was used
(appendix G contains further information). This plot of kurtosis (β2) vs skewness
squared (β1) provides a visual indication of which common distribution the data is
likely to fit, based on its proximity. The test tank data is plotted in Fig. 6.1(b) where
it can be seen that the data points lie in the region representing beta distributions with
several other distributions close by, the simplest being the normal. A Kolmogorov-
Smirnov (KS) test [Harnett 1982, pp712–713][Steel and Torrie 1980, pp535–537], after
fitting with both normal and beta distributions, revealed the normal to be the closer
match. Fitting a normal distribution to the data was achieved by equating the mean
and STD of the data from one of the higher SNR runs with the two Gaussian parameters
µ and σ respectively in (H.1). The fitted PDF is shown in Fig. 6.5(a).

6.2.2 Theoretical beacon measurement error

The test tank data includes all the timing errors in the beacon system. A breakdown
of these are provided in the next sections where theoretical values are derived and
compared to the experimental results.
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Figure 6.1: Variation of one-way short range TOF statistics with SNRi in the university
test tank where no medium fluctuations are expected. The point in (a) at 22.4dB and
(b) at (0.09,2.84) is clearly an outlier and was subsequently discarded. The TOF data
is plotted in Fig. 6.4(b).
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6.2.2.1 Matched filter timing error

The theoretical CRLB on the STD of the timing error (seconds) is found from (4.39).
For the SNR values used in the experiment this equates to a range of 10–30 ns. This
assumes a perfect detection, i.e., that the process of sub-sample interpolation of the
matched filter output peak (to determine the exact time of arrival) does not introduce
any error. The beacon uses a simple quadratic interpolation method, as discussed in
Sec. 4.4.2, which is likely to cause additional errors with the low ADC sampling rate
used, resulting in an increased STD.

6.2.2.2 Event capture timing errors

The counters used for capturing timing events (GPS 100 PPS edges, ping arrivals, and
ping departures) are derived from (nominally) 14.31818 MHz and 10 MHz oscillators in
the beacon and the BCU respectively. The PIC clock inputs have a divide-by-four stage,
giving internal clock periods, TCY, of 279 ns and 400 ns respectively. A timing event
can be captured with an error-span equal to TCY. Assuming a rectangular distribution,
the STD of the timing error is

σCY =

√
T 2

CY

12
. (6.3)

The experimental data includes event timing errors associated with four timing events.
Two are associated with the ping departure at the transmitter (the departure time; the
most recent GPS 100 PPS edge) and two are associated with the ping arrival at the
beacon (the arrival time; the most recent GPS 100 PPS edge). Using (6.3) gives a STD
of 81 ns for each event at the beacon and 115 ns for each event at the transmitter.

6.2.2.3 GPS timing errors

The GPS timing receivers used as a timing reference at the transmitter and in the
beacon specify a datasheet STD of 130 ns.

6.2.2.4 DSP clock resolution timing error

The counter used in the DSP, to keep track of when to respond to a detected chirp, is
derived from a (nominal) 14.31818 MHz oscillator in the beacon. The DSP clock input
has an internal times-five multiplier and the internal counter input has a divide-by-
two, giving a period of 28 ns. This means that after the chirp arrival time has been
accurately determined from the matched filter peak, it is quantised to 28 ns because
that is the smallest time-step increment of the counter. Using (6.3) gives a STD of 8 ns
for the timing error.
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Error type Location STD (s)
Matched filter Beacon 10 ns–30 ns
DSP clock Beacon 8 ns
Ping departure event Transmitter 115 ns
Ping arrival event Beacon 81 ns

GPS edge event Transmitter 115 ns
Beacon 81 ns

GPS receiver jitter Transmitter 130 ns
Beacon 130 ns

Total STD 271 ns–273 ns

Table 6.1: Summary of the theoretical beacon measurement errors when measuring the
one-way TOF from a fixed transmitter to the beacon. The total is the root of the sum
of the squares of the STDs.

6.2.3 Comparison and discussion

Table 6.1 summarises the theoretical beacon measurement errors. The overall system
STD of 271 ns—273 ns matches well with the experimental results of Fig. 6.1(a) for high
SNR levels but deviates at low SNR levels. Although the STD is expected to increase
as SNR decreases, the rate of increase observed was higher than the 20 ns that (4.39)
predicts for the SNR levels used in the experiment. This is thought to be due to the fact
that although all chirps that were detected were detected correctly, substantially fewer
chirps were detected at lower SNR levels. There are two reasons why the detection rate
is not 100% at these SNR levels. Firstly, the chirp detection algorithm at that time
used a shorter filter (200 taps) than the main matched filter (1400 taps) so had poor
selectivity.1 Secondly, the threshold for chirp detection was set conservatively high to
prevent any chance of false detections from noise when the beacon is used at sea where
the noise is much higher than in the test tank.

6.3 MEDIUM FLUCTUATIONS

Having established a Gaussian model for the distribution of the beacon measurement
errors, fX, two approaches were investigated to determine a distribution model for the
medium fluctuation statistics, fY. These are explained in the next section, followed by
experimental results.

1This was necessary because the DSP was not fast enough to filter the incoming samples in real
time using the full length filter. The DSP code was subsequently rewritten more efficiently so that the
full length filter was able to be used for chirp detection.
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6.3.1 Modelling the medium fluctuations

If the medium fluctuations, fY, were significantly larger than the beacon measurement
errors, (6.2) would simplify to the trivial

fY(y) = fZ(z). (6.4)

Unfortunately, the medium fluctuations for the short ranges typically used in high-
resolution SAS imaging are comparable to the beacon measurement errors so another
approach is required.

6.3.1.1 Fourier transform (FT) approach

Equation (6.2) can be directly inverted;

FY(fy) =
FZ(fz)
FX(fx)

, (6.5)

where capital letters denote an FT and fx, fy, and fz are the Fourier pairs of x, y, and
z respectively, i.e.,

FX(fx) =
∫ ∞

−∞
fX(x)e−j2πfxx dx (6.6)

etc. However, in practice, the small values in FX(fx) dominate the result, masking
most of the signal in noise. This can be prevented using a Wiener filter,

FY(fy) =
FZ(fz)F ∗

X(x)W (f)
|FX(fx)|2 + φ(f)

, (6.7)

where φ(f) is the noise to signal ratio (in these experiments assumed constant with
frequency), and W (f) is a window chosen to suppress any remaining noise at the edges
of the band where the signal level is low. The Wiener filter is an optimal filter, i.e., it
minimises the mean square error in the inverse filtering process [Jansson 1997, Gonzalez
et al. 2004]. Applying an inverse FT to FY(fy) reveals fY(y), the medium fluctuations,
and the fitting of a suitable distribution can then be investigated, e.g., using a β1β2

chart.

6.3.1.2 Method of moments approach

This approach equates the raw moments of fZ(z) with the raw moments of the data,
producing a set of simultaneous equations. By successively including higher order
moments, until the number of unknown distribution parameters equals the number of
equations, all parameters can be found. Expressions for the raw moments of Z are
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found from the expected values of powers of Z. To do this, Y must be split into a
constant offset term, O, assumed to be the true TOF, and the medium fluctuations, Ỹ ,

Y = O + Ỹ . (6.8)

If the distribution chosen for Ỹ has two parameters, e.g., gamma, Rician, or Weibull,
then three equations are required to solve for these and O;

E[Z] = E
[
X +O + Ỹ

]
= µ′1(z),

E
[
Z2

]
= E

[(
X +O + Ỹ

)2
]

= µ′2(z), (6.9)

E
[
Z3

]
= E

[(
X +O + Ỹ

)3
]

= µ′3(z).

If there is no theoretical reason to select a particular distribution to fit to Ỹ ,
the FT approach described earlier in this section can be used to produce a PDF of
fY(y). Alternatively a simple visual inspection of fZ(z) and fX(x) may suffice for a
“first guess”. For the experiments presented in the next section, Gamma, Rician, and
Weibull distributions were identified as suitable candidates for fitting, based on the
results of the FT approach. The Rician was chosen because of its previous use with
low frequency TOF data [Giellis 1989] and also in the related field of modelling the
amplitude of received echoes [Jourdain 1994, Wilson et al. 1993]. The Gamma and
Weibull were chosen because of their flexibility.2 Log-normal fitting has also been used
successfully [Terrill 1997]. Full equations are presented in Appendix H.

6.3.2 Harbour and pool experiments

Two sets of experiments were performed to investigate the FT and method of mo-
ments approaches of Sec. 6.3.1. The first were at Lyttelton Marina, Christchurch, New
Zealand. A transmitter was fixed to a wharf pile at a depth of ∼1 m and the BSU was
placed on the seabed at a depth of ∼4 m. Trials of 5 minutes duration at a chirp rate
of 15 chirps per second were run at 3 separation distances. The experimental setup is
shown in Fig. 6.2.

The second set of experiments, using the same equipment with similar geometry,
was set up in the indoor dive pool at Queen Elizabeth II Park, Christchurch, New
Zealand. This location allows greater separation than can be achieved in the university
test tank while retaining the ripple-free surface and (hopefully) stable medium. This
experiment was designed to act as a control, i.e., to verify the equipment behaved cor-
rectly at the long ranges being used for the harbour experiments, in a known medium.

2Although we have not identified a theoretical link between these distributions and the physical
situation, recall that the goal is to find a simple description for the TOF fluctuations to allow them to
be reproduced in simulations so a completely empirical approach is taken here.
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(a) Deploying the BSU as the BFU floats to the right.

(b) The author attaching the transmit-
ter to the wharf pile.

(c) The three beacon locations.

Figure 6.2: Experimental setup at Lyttelton Marina. The beacon was shifted between
three seabed locations (indicated in (c) as 1, 2 and 3) to test the TOF fluctuations at
separations of approximately 5 m, 8 m and 36 m.
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The beacon cable length was sufficient to allow the BFU to be placed outside the
building to access GPS signals. The experimental setup is shown in Fig. 6.3.

6.3.2.1 Results and discussion

The best fits to the harbour data were obtained with the method of moments approach
using gamma, Rician, and Weibull distributions. Each produced similar KS test results
as shown in Fig. 6.4(a). The parameter values, averaged over four runs, are given in
Table 6.2. The FT approach produced poorer KS test results so was not pursued
further.

Distribution Parameter 1 Parameter 2
Gamma α = 4.5 β = 135 ns
Rician σ = 390 ns A = 115 ns
Weibull α = 1.5 β = 450 ns

Table 6.2: Fitted distribution parameters for the medium fluctuations using the method
of moments approach. See Appendix H for the distribution formulas.

The fitted PDFs are shown in Fig. 6.5. Figure 6.5(a) shows the Gaussian PDF
fitted to the test tank TOF data. No medium fluctuations are expected in the test
tank so this PDF represents the measurement error of the beacon when performing
one-way TOF measurements. Figure 6.5(b) shows various estimates of the PDF of
the medium fluctuations, obtained using the FT and method of moments approaches
of Sec. 6.3.1. Figure 6.5(c) shows the convolution of the measurement errors and the
medium fluctuations, fitted to the TOF data from Lyttelton Harbour at ∼36 m range,
as described by the model of (6.2).

The control experiments in the dive pool were inconclusive. While the span of the
TOF data was less than the harbour data at similar ranges, the histograms exhibited
positive skew suggesting the medium was not stable. A possible reason is that, unlike
the university test tank, the dive pool water undergoes slow, heated, circulation. The
random nature of the resulting thermal currents may be the cause of the instability.
This is unfortunate because, as with any experiment attempting to measure medium
fluctuations, the lack of a control means the harbour data results cannot be guaranteed
to be due solely to the medium and not some range-dependent property of the test
equipment. Control experiments are rarely mentioned in TOF publications, probably
due to the difficulty of finding large stationary bodies of water.
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(a) Portable setup for driving and monitoring the transmitter.

(b) Transmitter deployed at 1m depth. (c) BSU deployed at 2m depth.

Figure 6.3: Experimental dive pool setup. The transmitter was shifted between three
poolside locations to test the TOF fluctuations at separations of approximately 5 m,
10 m and 20 m.



6.3 MEDIUM FLUCTUATIONS 139

1 2 3 4
0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

0.1

0.11

Run #

  

 

 

FFT
Gamma
Rician
Weibull

(a) KS test results (lower is better) of fitting various PDFs to Lyttelton Harbour TOF data, at
∼36m range, by the approaches described in Sec. 6.3.1. The fitted PDFs are shown in Fig. 6.5(c).

0 500 1000
−1.5

−1

−0.5

0

0.5

1

1.5

Ping #

V
ar

ia
tio

n 
ab

ou
t m

ea
n 

T
O

F
 (µs
)

(b) Test tank at ∼2m range.

0 500 1000
−1.5

−1

−0.5

0

0.5

1

1.5

Ping #

V
ar

ia
tio

n 
ab

ou
t m

ea
n 

T
O

F
 (µs
)

(c) Lyttelton Harbour at ∼36m range.

Figure 6.4: TOF data from Lyttelton Harbour and the university test tank.
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(a) PDF estimate of the measurement error of the beacon, fX(x), obtained by
fitting a Gaussian PDF to the histogram (shown here) of one of the high SNR
tank test TOF datasets. The TOF data is plotted in Fig. 6.4(b).

23.845 23.8455 23.846 23.8465 23.847 23.8475

0

5

10

15

20
x 10

5

TOF (ms)

P
ro

ba
bi

lit
y 

de
ns

ity
 (

s−
1 )

(b) PDF estimates of the medium fluctuations, fY(y), obtained by fitting
PDFs to the histogram of Fig. 6.5(c) by the two approaches described in
Sec. 6.3.1. See Fig. 6.5(c) for legend.
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(c) PDF estimates of the measured TOF data, fZ(z), obtained by fitting vari-
ous PDFs to the histogram (shown here) of measured TOF data from Lyttelton
Harbour at a range of ∼36m. The TOF data is plotted in Fig. 6.4(c).

Figure 6.5: Estimates of fZ(z), fX(x), and fY(y) from (6.2).
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6.4 SAS SIMULATIONS USING THE EXPERIMENTAL

MEDIUM FLUCTUATION MODEL

Characterising medium fluctuations is important for SAS imaging. After motion com-
pensation (MOCOMP) has been performed, image quality is ultimately limited by
medium fluctuations [Stanic et al. 2000] and the ability of autofocus algorithms to
correct for the associated image blur [Putney et al. 2001].

A simulation was performed, using the ARG SAS simulator [Hunter et al. 2003,
Hunter and Hayes 2005, Hunter June 2006], incorporating the results from the previous
sections. This was done for two purposes: to verify the MOCOMP potential of the
active beacon, and to investigate the effects of beacon measurement errors and medium
fluctuations on SAS images.

The beacon measurement errors were modelled as a normally distributed random
variable, given by (H.1) with σ = 50ns, centred about µ where µ is the true TOF. This
constant was obtained by RMS summation of the top two3 entries in Table 6.1 plus a
suitable margin of error.4

The medium fluctuations were modelled as a gamma distributed random variable,
given by (H.7) with α = 4 and β = 135 ns from Table 6.2, offset by y0 where y0 is the
true TOF.

6.4.1 Results and conclusions

Figure 6.6(a) shows the scene used. Simulating without any form of data corruption or
errors produces good reconstructions, as shown in Fig. 6.7. The SAS processing means
both images have the same resolution but the shadows are sharper at 100 kHz because
of the narrower BP, as discussed in Sec. 4.5.

Figure 6.8 shows the effect of the sonar experiencing a large uncompensated sway
motion. Interestingly, the 30 kHz image shows more distortion than the 100 kHz image,
despite using a longer wavelength. This is probably because the synthetic aperture is
longer at 30 kHz, due to the wider BP, so more of the sway oscillations contribute to
the distortion.

Using the active beacon 70 kHz image data to measure the sonar path, followed
by narrowband MOCOMP to unblur the 100 kHz images as described in Sec. 4.6.2,
is shown in Fig. 6.9(a). The result is as good as the straight-path simulation where
no blurring occurred, shown in Fig. 6.7(b), despite the Gaussian distributed beacon
measurement errors. However, if medium fluctuations are simulated but not corrected
in the MOCOMP process, there is a noticeable difference, as seen in Fig. 6.9(b). The

3The other sources of error listed in the table are only applicable to one-way timing measurements.
4Included to account for the fact that the distribution shape of the combination of just these two

errors was not measured.



142 CHAPTER 6 MEDIUM FLUCTUATION STATISTICS AND SAS SIMULATIONS

(a) 3D scale rendering of the scene that was simulated. The left object is a solid teapot, the
right object is a solid cylinder, and the foreground object is the BSU.
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(b) Simulated sonar sway path.

Figure 6.6: Scene model and tow-path used for the SAS simulation.
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(a) “Perfect” reconstruction, 30 kHz.
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(b) “Perfect” reconstruction, 100 kHz.

Figure 6.7: Reconstructed simulated 100 kHz images of the scene in Fig. 6.6(a), using
the parameters of the KiwiSAS sonar. These reconstructions are the “perfect reference”
cases i.e., a straight level tow-path with no noise or medium fluctuations.
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(a) No MOCOMP, 30 kHz.
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(b) No MOCOMP, 100 kHz.

Figure 6.8: Reconstructions of the scene in Fig. 6.6(a), using the parameters of the
KiwiSAS sonar and the tow-path in Fig. 6.6(b).
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(a) No medium fluctuations, 100 kHz.
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(b) Gamma-distributed medium fluctuations, 100 kHz.

Figure 6.9: Reconstruction of the scene in Fig. 6.6(a), using the parameters of the
KiwiSAS sonar, the tow-path in Fig. 6.6(b), and MOCOMP using the active beacon,
as described in Sec. 4.5. The medium fluctuations have negligible effect at 30 kHz so
are not shown.
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beacon is slightly more blurry and there are bands of distortion in front of the cylinder
and behind the teapot.

6.4.2 Simulation limitations

There are a number of limitations with this simulation. These are briefly listed in the
following sections. While the conclusions drawn in the previous section are still valid,
experimental results using the free-towed KiwiSAS are unlikely to produce images of
this quality.

6.4.2.1 Imaging

Several physical phenomena were omitted to reduce the simulation duration and, in
some cases, due to lack of implementation. These include sea bed/surface multipath,
multiple scattering between and within objects, beacon shadow, continuous sonar mo-
tion between pings, and refraction within the water column. See [Hunter June 2006]
for full implementation details of these properties.

6.4.2.2 Medium fluctuations

A constant distribution for medium fluctuations is assumed. Although not shown here,
the skew of the TOF histograms from Lyttelton Harbour increased with range, suggest-
ing that the distribution parameters in the simulation should be range dependent. The
medium fluctuation statistics are from measurements collected on a calm day. Often
the KiwiSAS sonar is operated in worse conditions where the medium fluctuations are
expected to be larger.

6.4.2.3 Sonar path

Of the six possible degrees of freedom, only a deviation in sway was simulated. While
sway is one of the most significant contributors to image blur, the other motions,
particularly yaw and roll, cause additional blurring in real images.

The narrowband MOCOMP approach only corrects for sway so is unlikely to per-
form as well on real images unless all other sonar motion is estimated and corrected by
some other means.

The velocity is known perfectly when reconstructing the simulated images. Exper-
imentally, a DVL is normally used to achieve a good estimate of the sonar velocity but
the KiwiSAS does not have such equipment installed.
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6.4.2.4 Noise

The simulation was performed without noise in order to show the medium fluctuation
effects more clearly. Sea noise affects the image quality and the variance of the detection
accuracy of the beacon, as discussed in Chapter 4.

6.5 CHAPTER SUMMARY

The FT approach to fitting a PDF to the medium fluctuations performed poorly. Us-
ing the method of moments worked well, producing lower KS test results for gamma,
Rician and Weibull distribution fits to TOF data from Lyttelton Harbour. The pa-
rameters for the gamma fit were used in a SAS simulation where the active beacon
was used to perform MOCOMP on image corrupted by sonar sway. The medium fluc-
tuations had little effect on the 30 kHz images but produced noticeable artefacts in
the 100 kHz images where the wavelength is of a comparable size. This suggests that
the MOCOMP process for high frequency SAS imaging in very shallow water should
incorporate real-time measurement of medium fluctuations, either through an acoustic
positioning system like the active beacon or a data driven approach if the data contains
suitable content.

The experimental results from the dive pool, suggesting it is not a stable medium,
highlight the difficulty of performing rigorous TOF control experiments without the
use of dedicated test facilities.





Chapter 7

CONCLUSIONS

The simulation, design, construction, and sea trial results for a prototype active beacon
and controller were presented. The process of selecting this unique beacon design is
detailed in chapter 2. The best design for a first prototype system to operate with the
KiwiSAS sonar, given the limited budget and testing facilities, is a single transponder
LBL, with RF surface communication, deployed by hand in the imaging area of inter-
est. Both one-way and two way time of flight (TOF) measurements are produced by
detecting the 30 kHz sonar chirps and replying back with a 70 kHz chirp after a precise
fixed delay. The data is uploaded in real-time via an RF link to the beacon controller
unit (BCU) on the tow boat and displayed on custom software that also controls the
beacon operation. The RF link is only required for debugging purposes and could be
eliminated on a production design.

Chapter 3 details the mechanical, electrical, and software design. Attempting to
design the system to operate within the bounds of the limited memory, limited processor
speed, and limited RF bandwidth available meant a lot of time was wasted and there
is little room for further improvement. A major electrical redesign is recommended
to implement any additional changes, as detailed in chapter 8. The mechanical de-
sign was satisfactory, although time-consuming to assemble, and future improvements
should focus on reducing the size and weight to make deployment easier. In partic-
ular, using lithium-based batteries would significantly reduce the volume, and hence
the required weight, of the beacon seabed unit (BSU). The negative pressurising of
the beacon chambers combined with a gauge readout was invaluable for ensuring the
system was waterproof before and during sea trials. This is an essential feature in any
long-term prototype design containing non-submerged pressure chambers where seals
do not naturally compress tight in operation. The ability to charge the internal bat-
teries by connecting crocodile clips to the appropriate parts of the metal casing is also
an excellent time saving feature.

The major limitation of the current design is the embedded signal processing.
Unlike conventional acoustic positioning systems where the signals are usually omnidi-
rectional, the sonar transmit BP is narrow in the along-track direction and numerous
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nulls exist within the BP sidelobes. This complicates the signal detection task as ex-
plained in chapter 4. The current approach (using a matched filter, implemented in a
DSP, based on the output of the filter exceeding a fixed threshold) is highly sensitive to
variations in the sonar transmit BP and the required sub-centimetre accuracy results
were only achieved with careful manual processing. Two changes are recommended
to make the system reliable enough to consider automatic operation, both of which
are detailed in chapter 8. Firstly, the matched-filter taps should be scaled, using a
frequency-domain window, to reduce the sidelobes in the filter output. This gives a
much wider tolerance on the level of the threshold setting because the risk of a side-
lobe having sufficient amplitude to meet the threshold is reduced. Secondly, the initial
detection should be done by comparing the threshold to the envelope of the matched
filter output, not the filter output itself because the envelope is a well defined peak
whereas the matched filter output varies rapidly due to the 30 kHz carrier frequency
of the chirp. This would eliminate the problem of the current approach involving a
search to either side of the suspected peak sample to find the highest sample while
attempting to ignore the often higher multipath peaks. Having established the peak
from the envelope, the matched filter output samples should be used directly to find
the sub-sample peak position for maximum accuracy, as in the current approach. An
added benefit of a more reliable system is the implementation of an automatic gain or
threshold control becomes feasible, i.e., as the sonar travels away from the beacon, the
received signal strength reduces so the threshold should be reduced or gain increased.
Such advanced features may prove impractical to implement due to the likelihood of
requiring substantial time investment in sea-trial tests because of the minimal testing
facilities available for controlled reproduction of sonar motion and beacon calibration.

Limitations of the hardware available at the time of design resulted in the bea-
con sample rate being close to the Nyquist rate. The sub-sample peak interpolation
method used (quadratic curve fitting) is not optimal for this situation, with an accu-
racy dependent on the sampling offset of the received signal. One option is to increase
the sampling rate. This would be feasible with the increased speed and memory sizes
common on modern processors. It is also recommended that the quadratic sub-sample
peak interpolation method be preceded by an oversampling step to interpolate addi-
tional samples near the peak region. Simulations in chapter 4 show that excellent
results are obtained using sinc interpolation to oversample the peak region by a factor
of 8 using a kernel width of 20 samples followed by a binary peak search. When followed
by the existing quadratic fitting routine, the simulated accuracy is close to the CRLB
and independent of the sampling offset of the received signal.

Seabed multipath problems can be managed by ensuring the BSU is designed such
that the transducer is raised above the seabed. The current height of 0.65m means there
is a 10 sample delay between the direct path and the seabed multipath for a typical
scene geometry. Simulations in chapter 4 show that this gap is sufficient to prevent the
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peaks interfering to distort the direct path peak in the matched filter output. However,
the gap reduces at greater ranges and for a practical long-range mine-hunting system,
a greater elevation is required.

Chapter 6 presents sea trials using the active beacon with a stationary transmitter
in Lyttelton Marina, to measure one-way medium fluctuations, produced TOF data
for ranges up to 36 m. A control experiment in a dive pool produced TOF data at
ranges up to 18 m, showing a smaller span when similar ranges were compared. Both
datasets produced histograms with positive skew, suggesting neither medium was sta-
ble. Gamma, rician and Weibull PDFs were successfully fitted to the histograms using
the method of moments to account for the Gaussian distributed beacon internal mea-
surement error. The beacon concept is an excellent tool for medium fluctuation studies
with the experimental setup and data collection requiring less than one day - a sig-
nificantly simpler approach than other published studies which also don’t include a
control. The fitted gamma parameters were used in the ARG SAS simulator to model
the effect of unmeasured medium fluctuations on image reconstruction. The results
show that medium fluctuations of the levels measured in Lyttelton Marina produce
minor but noticeable image distortion at 100 kHz (but not 30 kHz) if motion compen-
sation is performed using just the sonar path data, e.g., as would be measured by a
non-acoustic method like an INS.

Sea trials using the active beacon with the towed KiwiSAS sonar, performed in
Purau Bay, were presented in chapter 5. Currently the removal of outliers is performed
manually with cubic interpolation used to fill in the missing data. Two runs, past
opposite sides of the beacon, showed an improvement to the 30 kHz image quality using
a narrowband MOCOMP routine and two-way TOF data. In one run an improvement
was also achieved in the 100 kHz image, suggesting sub-centimetre TOF accuracy was
achieved. The one-way TOF data produced a smaller improvement in both runs at
30 kHz and no improvement in the 100 kHz images so two-way operation is essential to
produce the best motion estimation data in the conditions found in Lyttelton Harbour.
The average sonar velocity was estimated by fitting a hyperbola to the 70 kHz beacon
raw data. In both runs this estimate was within 0.025 m/s of the average velocity
data from the GPS receiver on the tow-boat making the beacon an excellent tool for
estimating velocity. The beacon produces a strong return in the 70 kHz raw data and
the hyperbolic shape extends further in along track than that of passive targets in
the 30 kHz and 100 kHz raw data, providing potential for point-target based image
processing routines to autofocus the image.

The prototype has successfully demonstrated the active beacon concept as a tool
for motion estimation and medium fluctuation measurement. The TOF data from sea
trials produced an improvement in SAS image quality from a towed sonar at 30 kHz
and 100 kHz, independent of the objects in the scene and the hardware and embedded
software has proven to be stable and reliable during sea trials.





Chapter 8

FUTURE IMPROVEMENTS

8.1 INTRODUCTION

There is much scope for improvement to the prototype beacon. Chapter 4 identified
limitations in the signal processing and detection algorithms. Testing has identified
areas where hardware changes would enhance performance. This chapter discusses
how these and other improvements might be realised in the next version of the active
beacon.

8.2 SIGNAL PROCESSING IMPROVEMENTS

Two major problems, identified in Sec. 4.2, exist with the current detection algorithm
in the beacon floating unit (BFU). The following sections discuss solutions that could
be implemented in the BFU DSP and the resulting affect on speed and memory require-
ments. Improving the reliability of the detection is an essential first step to implement-
ing real-time automatic parameter adjustment into the beacon, such as automatic gain
or threshold adjustment. The manual gain and threshold settings in the current design
are known conditions and the beacon can be easily reconfigured on the test bench to
diagnose a problem that occurred during a sea trial. Without good systems available
to monitor the automatic beacon operation for a given set of input conditions, it will
be difficult to reliably diagnose or reproduce problems.

Recall the definition for the matched filter output in sec. 4.2.2 where e(t) is the
received signal and s(t) is the reference signal:

g(t) = e(t) ? s(t), (8.1)

plotted as the blue line in Fig. 8.1(a). The sidelobes exhibit a sync-like shape and the
highest carrier peak has a similar magnitude to the adjacent negative carrier peaks.
This makes peak detection difficult during large amplitude changes and is further com-
plicated by additional multipath peaks.
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8.2.1 Problem 1—sidelobes

The taps for the matched filter in the BFU are a replica of the chirp transmitted by
the sonar. The resulting sidelobes in the matched filter output can be mistaken for
the peak by the threshold detection algorithm, as explained in Sec. 4.2 and observed
in Figs. 5.9(a) and 5.10(a). As the strength of e(t) changes, the sidelobe amplitudes
change so the threshold must change to ensure none are mistaken for the peak.

The simplest solution would be to modify the sonar chirp to lower the sidelobes.
Several suggestions for different signal encodings are made by Austin [Austin 1994].
However the sonar is primarily an imaging system, not a positioning system, and major
modifications to the currently successful chirp design are unlikely in the near future.

An alternative approach to reduce the sidelobes is to shape the reference signal
taps using a window function, w(t). This is easily done in the frequency domain,

S′(f) = S(f)W (f), (8.2)

and inverse Fourier transformed to the time domain to form the taps for the DSP FIR
filter, resulting in a cleaner output signal, g′(t), after filtering, i.e.,

g′(t) = e(t) ? s′(t). (8.3)

This can be seen in Fig. 8.1(b) where the sidelobes are significantly reduced over the
standard matched filter of Fig. 8.1(a).

Applying a window function has an unwanted side effect—a width increase in the
correlation peaks, resulting in additional merging of the seabed multipath peak with
the direct path peak. This can be seen by comparing the envelope (green line) of
Figs. 8.1(a) and 8.1(b). A Wiener or inverse filter can reduce the effect,

S′(f) =
S∗(f)W (f)
|S(f)|2 + Φ(f)

, (8.4)

g′(t) = e(t) ? s′(t), (8.5)

by choosing an appropriate value for Φ(f), as described in Sec. 6.3.1.1. Comparing
Figs. 8.1(b) and 8.1(c) shows the inverse filter produces narrower peaks. However,
comparing wider views of the same two filters (Figs. 8.1(d) and 8.1(e)) shows the inverse
filter output also contains more noise. As Φ(f) is increased, the output SNR improves
and the peak broadens as the equation approaches that of a windowed matched filter.

In Sec. 4.3.1 it was established that the time of flight (TOF) error resulting from
the merging of the seabed multipath peak with the direct path peak was insignificant
(<1 mm) for typical KiwiSAS sea trial geometries, when no windowing was used. To
investigate the effect on the TOF error resulting from the widening of the peaks due
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(b) Matched filter, Blackman four term window.
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(e) Inverse filter, Blackman four term window.

Figure 8.1: Examples of the output of different filters with 10 dB SNRi. See Fig. 4.9
for details and symbol descriptions.
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to the application of a window, a 100 iteration Monte Carlo simulation was performed.
The simulation parameters and detection method were identical to those used in the
active beacon DSP. The results, in Table 8.1 show that in all cases the window reduces
the TOF error over the non-windowed matched filter.

Filter Window Error (mm)

Matched

none 0.59
Hamming 0.46
Blackman three term 0.34
Blackman four term 0.21

Inverse
Hamming 0.46
Blackman three term 0.25
Blackman four term 0.13

Table 8.1: Simulated TOF error, in mm, due to the interference between the seabed
multipath peak and the direct path peak when different filters and windows are used
for the correlation taps. The SNRi was 10 dB.

8.2.2 Problem 2—carrier frequency

Although g(t) is an excellent signal to use to interpolate the direct path peak near a
local maximum, the initial detection of that local maximum is complicated because
g(t) rapidly oscillates. For any peak contender, the detection algorithm must check
ahead by a few samples to make sure a greater peak of the opposite sign does not exist,
risking detection of a large multipath peak instead.

A better approach is to use the envelope of g(t) or, even better, the envelope of
g′(t) because it has minimal sidelobes as explained in Sec. 8.2.1. Examples of envelopes
are plotted (green lines) in Fig. 8.1.

Once the highest point on the envelope is found, g(t) can then be used to interpolate
around that same sample to find the true peak. This is more accurate than interpolating
the envelope directly because, at the peak, g(t) changes more rapidly than the envelope.

To keep the code simple, it is desirable for the signal processing in the DSP to be
performed in the time domain. This can be achieved using the following equation for
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the envelope, using (4.8);

a(t) =
∣∣g′+(t)

∣∣ , (8.6)

=

√
|g′(t)|2 +

∣∣∣ĝ′(t)∣∣∣2, (8.7)

=

√
|e(t) ? s′(t)|2 +

∣∣∣e(t) ? ŝ′(t)∣∣∣2, (8.8)

=
√∣∣e(t) ? Re

{
s′+(t)

}∣∣2 +
∣∣e(t) ? Im

{
s′+(t)

}∣∣2, (8.9)

where here we have used the windowed reference signal s′(t) instead of s(t) to minimise
the sidelobes. Note that s′(t) is a constant so Re

{
s′+(t)

}
and Im

{
s′+(t)

}
can be

precomputed at compile time.

8.2.3 Application and overhead

The following sections compare the current methods for chirp detection and peak find-
ing in the active beacon, described in the first two steps of Sec. 4.2, with the improved
methods described in the previous sections.

8.2.3.1 Step 1: Improved chirp detection

The current approach for chirp detection uses a fixed threshold operating on g(t) so
does not discriminate well between the main lobe and sidelobes.

The new approach, using a fixed threshold operating on g′(t), suppresses the side-
lobes so should reliably detect the main lobe within a much wider dynamic range of
received echo. No additional overhead is incurred.

8.2.3.2 Step 2: Improved intelligent peak finding

The increased accuracy of the new approach to step one means the search distance in
step two can be reduced. By operating on the envelope, a(t), and not the carrier, the
new approach to peak finding is simplified. The gradient of the envelope can be used to
identify the main lobe e.g., on each side of the main lobe peak the gradient should be
positive for several samples then negative, with similar magnitude, for several samples.

The new approach, (8.9), requires two correlations for every one in the current
approach, (8.1). However, this is somewhat offset by the reduction in the search dis-
tance. Additional memory overhead is unavoidable, requiring twice the storage for the
precomputed filter taps Re

{
s′+(t)

}
and Im

{
s′+(t)

}
vs. the single set, s(t), currently

required.
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8.3 HARDWARE IMPROVEMENTS

Advances in processor, RF modem and GPS receiver technology, since this project
was first begun, have been significant. Upgrading these components would produce
significant performance improvements. The following apply to both the BFU and
beacon controller unit (BCU).

8.3.1 GPS

The GPS timing receiver currently used in the beacon has a dynamic timing accu-
racy of 130 ns RMS. This is significant when measuring medium fluctuations, as dis-
cussed in Chapter 6. The latest generation have accuracies of less than half this figure
[Navsync 2006].

Additional benefits of using newer technology include lower power consumption,
faster acquisition time, faster data transfer, and smaller size. The last point is partic-
ularly important because it allows the GPS receiver to be mounted closer to the PIC
capture port, reducing the jitter on the 100 PPS timing signal edges.

The GPS jitter can be further reduced by using the 100 PPS signal to control a
phase locked loop (PLL) that provides the oscillator for the PIC instead of the current
approach where the PIC is clocked from a free running oscillator and captures each
100 PPS edge.

8.3.2 Processors and oscillators

The other major source of error in the one-way timing accuracy is the quantisation
of events to the oscillator clock edges. The oscillator speed is limited by the existing
PIC processor. Using a processor tolerant of faster clock speeds would provide a finer
quantisation period. A faster processor would also allow more sophisticated signal
processing, as discussed in Sec. 8.2.3.2, longer correlations, and a reduced turn around
time (TAT).

As mentioned in Sec. 3.4.1.2 the standard oscillator in the beacon seabed unit
(BSU) was found to exhibit negligible drift during operation. This is probably be-
cause, once operating, the BFU internal temperature remains stable, due to the large
thermal mass of the surrounding ocean. Using temperature compensated or oven con-
trolled oscillators is unlikely to offer any additional improvement except (possibly)
exhibiting less jitter. Jitter measurement requires specialist test equipment so has not
been measured for the current oscillator.
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8.3.3 RF modem

The RF modem in the current design has proven a major bottleneck in development
and testing. With careful design, the beacon has been optimised to allow real-time
uploading of time of arrival (TOA) data to the BCU, but little bandwidth is left for
uploading debugging data. To improve the beacon performance further, significant
quantities of debugging data are required.

Ideally every correlation would be uploaded in real-time, unlike the current system
that requires several minutes to upload a single correlation. With the current length
of 1398 samples using 16 bit samples and a ping rate of 15 per second, the data rate
to achieve this would be 336 kbps, well within the data rate of (now well established)
mesh RF protocols such as Zigbee. With readily available amplifiers [Maxstream 2006]
the ∼100 m range required for KiwiSAS trials can easily be achieved.

8.4 CHAPTER SUMMARY

With the higher speeds and larger memory of modern embedded processors, compared
to the technology available when the beacon was first designed, it is now feasible to
perform more advanced real-time signal processing. Applying a spectral window to the
filter taps and detection of the signal envelope were investigated as alternatives to the
signal processing currently used in the BFU DSP. Although window functions widen
the correlation peaks, this is outweighed by reducing the chance of mistaking a high
energy sidelobe for the direct path peak. Simulations show the seabed multipath peak
is sufficiently separated from the direct path peak to avoid this problem for typical
KiwiSAS imaging geometries.

Good sidelobe reduction is achieved using a Blackman four term window and
matched filter. In addition, reduced peak widening can be achieved using an inverse
filter, at the expense of reduced SNR.

A more reliable detection step allows the simplification of the subsequent peak
finding step, reducing the risk of mistaking the multipath peak for the direct path
peak. This increased reliability comes at the expense of twice the memory required to
store the additional taps.

Improvements in GPS, processor, and RF modem technology have resulted in a
greater choice of products to use in the next generation of beacon, allowing a simpler
design, higher timing accuracies and improved debugging abilities.
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Abstract: This paper presents the design and performance of a microprocessor based beacon-
controller. It has been developed as part of a new method to determine the path of
a free-towed Synthetic Aperture Sonar (SAS) by autofocussing images of active bea-
cons. The beacons are deployed on the seabed in the target area to listen for and
transmit acoustic signals. The beacon-controller remotely controls their operation,
through an RF modem, and logs the timing data to a PC using USB. At the same time
it monitors the sonar transmit signal, via the tow cable, and time-stamps a data log
when each chirp is transmitted. High accuracy timing information is obtained from
a GPS timing receiver. Robust software techniques and extensive error checking are
used to ensure the reliable operation of the PIC microcontroller which controls the
complete operation of the beacon-controller. The target-performance of 15 chirps per
second has been verified with the sonar and two simulated active beacons simultane-
ously transmitting in real-time.

Keywords: SAS, Beacon, Navigation, GPS, USB, RF, Modem

1. INTRODUCTION

Synthetic Aperture Sonar (SAS) is a technique for
high-resolution, range-independent sea floor imag-
ing. However, image quality is severely degraded by
unknown motions of the sonar [1] with magnitudes
greater than 1/10 th of the imaging wavelength [2].
If the path of the sonar through the water could be
measured, the motion-blur could be removed by post-
processing the image. Current approaches to estimat-
ing the sonar motion include the use of inertial naviga-
tion systems [3] and data-driven autofocus techniques
[4], but verifying the results is difficult in an underwa-
ter environment. We propose to deploy acoustic ‘ac-
tive beacons’ on the sea floor [5] that listen for the
sonar signal and retransmit in a different frequency
band. This will provide an independent set of data
[6] that can be used to verify the sonar path. The
calibration and operation of this network of beacons
will be controlled remotely by a beacon-controller and
the system will operate with the KiwiSAS-IV towfish,
currently being designed and built at the University of
Canterbury, New Zealand. Fig. 1 shows the previous
sonar, KiwiSAS-III, which is similar in basic opera-
tion to the KiwiSAS IV.

Section 2. explains the operation of the acoustic bea-
cons and the following sections describe the design of
the beacon-controller electronics, embedded software,
and peripheral interfaces.

Figure 1: The KiwiSAS-III towfish. The rectangu-
lar transmitter is mounted within the body at the front
while the square receiver keel hangs down below the
fins at the rear. The two imaging frequency bands are
centered on 30 kHz and 100 kHz with a maximum ping
rate of 15 pings per second.
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2. ACOUSTIC BEACONS

A number of active beacons will be freely deployed to
sit on the seabed, connected to floating surface units
by cables, as shown in Fig. 2. Antennas on the sur-

Figure 2: A conceptual drawing of the towboat and
sonar passing by two acoustic beacons deployed on
the seabed. The surface units of each beacon allow RF
communication with the beacon-controller and access
to GPS timing signals.

face units allow real time RF communication with the
beacon-controller, located on the boat, so all the mea-
surements can be safely stored. As the boat tows the
sonar past the target area, each beacon listens for the
sonar acoustic chirp signal and responds back with a
chirp in a different frequency band. The sonar forms
an image of the beacons that can be later reconstructed
and autofocussed to determine the sonar path. This
path knowledge can be used to remove the effect of
motion-blur from the SAS image of the seabed.

Calibration of the distance between the beacons is ini-
tiated by an RF command from the beacon-controller.
The beacons then transmit acoustic signals between
themselves and determine their separation by mea-
suring the flight-time. This allows the scaling of
the reconstructed images to be verified and corrected.
Periodic calibration, between imaging runs, allows
changes in the speed of sound to be monitored over
time.

3. ELECTRONICS OVERVIEW

Fig. 3 is a block diagram of the beacon-controller
showing how it connects to the external peripherals.
Everything except the sonar is powered from the USB
port of the host computer. The following sections de-
tail its operation.

4. POWER SUPPLY AND DATA STORAGE

The controller and its peripherals all operate from a
5 V supply with the exception of the RF modem. It

RF modem
(MOD433)

GPS
Oncore UT+

SPI UART
(MAX-3100)

SPI UART
(MAX-3100)

Driver
(MAX-232)

SPI

TTL RS232

RS232 TTL RS232

PIC
(PIC-16F877)

Computer

USB module
(DLP-USB245M)

USB

8 bit parallel

Optocoupler
(HCPL-2400

Pulse edge

Figure 3: The dotted line encloses the modules that
make up the beacon-controller. The heart of the sys-
tem is a PIC-16F877 microcontroller. Extra serial
ports for the PIC are provided by MAX3100 UARTs
on a shared SPI bus to interface to the RF modem and
GPS.

requires 9 V and this is provided by a MAX-761 step-
up converter powered from the 5 V supply. These sup-
ply requirements and all data transfer requirements are
provided by the USB bus.

4.1 USB Power Supply

When first plugged into the USB bus, only the
DLP-USB245M module powers up drawing less than
100mA as required by the USB specification [7]. It
then requests permission to enable the rest of the PCB
to draw a total current of 430 mA. The PC will grant
this request if the total current drawn from all devices
on the bus will not exceed 500mA.

Although the USB supply voltage is nominally 5 V,
it is good practice to regulate it using a step-up con-
verter e.g., a MAX-1797, because in operation it can
be significantly lower as Fig. 4 shows. Unfortunately,
the switching nature of a step-up converter exacer-
bates the problem of high startup currents causing the
USB supply voltage to droop. A transient droop of up
to 330mV is permitted at startup and when enabling
the high-power section of the PCB. Testing revealed
that some computers are tolerant of much greater volt-
age droops however this can cause brownout problems
with other devices on the bus. It can even cause the
DLP-USB245M to reset, causing a reset of the the
whole beacon-controller. In an effort to avoid these
problems and comply with the USB specification, a
LM-3525 USB switch was used. The data sheet lists
one of its applications as ”High Power USB Devices
Requiring Inrush Limiting” however it did not limit
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Figure 4: This diagram, from the USB specification, shows how the 5 V nominal USB supply voltage can be as low
as 4.5 V (high current application like a bus-powered hub) or 4.35 V (low current application when powered from
a bus-powered hub) at the application PCB. A further 330 mV transient voltage droop is permitted at switch-on or
during hot-plugging. [7]

the supply voltage droop sufficiently and produced er-
rors on some computers. It was subsequently discov-
ered that it only provides a simple 1 A current limit and
does not monitor the supply voltage. To achieve full
compliance, a dedicated current limiting switch e.g.,
a MOSFET in series with the supply rail, should be
used. It is recommended that the current limit be set
at a similar level to the maximum current drawn under
normal operating conditions [8] i.e., 430 mA.

4.2 USB Data Storage

Virtual COM port drivers for Windows XP are used
to send commands and receive data from the beacon-
controller via the DLP-USB245M module. This al-
lows the USB port to be accessed like a standard COM
port. For initial testing, Windows Hyperterminal was
used to display the data and log it to a file. A dedicated
Java program is currently being written to do this.

5. REMOTE CONTROL AND DATA
LOGGING

The beacon-controller and beacons communicate us-
ing BlueChip MOD-433 RF modems featuring built-
in error correction. They operate on the unlicensed
433 MHz band with a transmission power of 10 mW
equating to a range of 600 m in the open using 0 dB
antennas.

5.1 Modem Hardware Handshaking

The beacon-controller modem operates as a DCE
(Data Communications Equipment) using hardware
handshaking lines CTS (Clear To Send) and RTS
(Ready To Send) to control the transmission of each

packet of data. It asserts CTS to signal that it is ready
to accept a packet from the beacon-controller and
monitors RTS to determine if the beacon-controller
is ready to accept a packet from the beacons. Every
packet of data sent to the modem must be preceded
by eight bytes of overhead specifying the destination
modems address and the packet length. Despite know-
ing the packet length, CTS remains asserted for an ad-
ditional 5 ms after the last byte of a packet has been re-
ceived before going low. This means it is not sufficient
for the beacon-controller to monitor the CTS level to
determine if the modem is ready to accept data or not.
It must monitor the CTS signal edges as well and only
attempt to send one packet for each rising CTS edge.

5.2 Data Transfer Rate vs Baud Rate

To achieve bidirectional communication between
more than two modems requires the MOD-433s to be
used in ‘Peer to Peer’ mode [9] where each modem has
a unique address. In this mode the modems communi-
cate using RS232 with a baud rate of 9600 bps, how-
ever the average data rate is much slower due to irreg-
ular pauses in their operation between each received
RS232 packet. The pauses, usually close to 300 ms
but can occasionally be up to 1.8 s, are presumably
due to error checking and RF negotiations between the
modems. Averaging the data rate over several seconds
shows that the highest data rates are achieved by send-
ing long packets. This is shown in Table 1. Interest-
ingly, the very long 1.8 s pauses occur less often when
two modems are trying to transmit to one modem at
the same time.

6. TESTING WITH MULTIPLE MODEMS

The beacon-controller has been tested with simulated
timing data sent to its MOD-433 via two other MOD-
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Table 1: The average data rate of the MOD-433 RF modems depends on the transmitted packet size. Using larger
packets allows significantly higher data rates. The maximum packet size is 64 bytes.

Data Overhead Packet size Packet rate Data rate
(bytes) (bytes) (bytes) (packets/s) (bytes/s)

Small packet example 10 8 18 6 60
Large packet example 50 8 58 3.5 175

433s simultaneously. This simulates the real-time con-
current operation of two beacons although ultimately,
many more will be used. When two MOD-433s at-
tempt to transmit a packet to a third MOD-433 at the
same time, each one alternately gets priority for a short
random period of time. This ranges from a single
packet of data up to a few seconds but the long term
priority averages out to be 50% for each modem. The
simulated timing data is generated using a program
written in Java to send the data to two serial ports on
a PC. A separate thread for each serial port monitors
the level and edge of the CTS signal of the attached
modem to transmit the data is rapidly as the modems
will allow.

7. TIME-STAMPING THE ACOUSTIC
EVENTS

An event in time can be time-stamped in absolute
terms by adding an ‘absolute’ time, (preceding the
event) to an ‘offset’ time (up to the event). Fig. 5 illus-
trates this. The offset time is obtained by counting

Absolute:

12 min,

34 sec

Offset: 1234 pulses

Timeline

Figure 5: What time did it happen? An event, de-
picted by the inverted pyramid, can be time-stamped
by adding an ‘absolute’ time, shown by the vertical ar-
row, to an ‘offset time’ shown by the horizontal arrow.
An example of this is shown in Fig. 6.

the number of oscillator clock cycles that have elapsed
since the last known absolute time update. Oscilla-
tor output frequency drifts with temperature, age, and
supply voltage so regular absolute time updates are re-
quired to prevent timing errors from building up and to
establish the exact frequency of the oscillator. Abso-
lute time updates are provided by a Global Positioning
System (GPS) receiver. This has the additional benefit
of providing position information as well.

7.1 GPS Timing

The beacon-controller uses a Motorola Oncore UT+
GPS timing receiver and a Motorola Timing 2000
active-antenna. The GPS provides two timing outputs;
a pulse signal (a regular rising edge every 0.01 s with
a longer pulse every second) and a serial data stream
(once per second corresponding to the rising edge of
the pulse following the previous long pulse). The dy-
namic i.e., under motion, timing accuracy is claimed
to be ± 130 ns with GPS selective availability acti-
vated. A standard Cmac 14.31818 MHz oscillator with
30 ppm stability drives the PIC to provide a nominal
timing period resolution of 280 ns due to the internal
PIC divide-by-four clock system. Fig. 6 shows how
these three pieces of timing information are used to
time-stamp the 15 Hz acoustic signals transmitted by
the towfish.

The UT+ can output GPS time or UTC (Universal
Time Coordinated) time, formally known as GMT
(Greenwich Mean Time). GPS time is a uniformly
counting time reference. It was synchronized to UTC
time on January 6, 1980, and now lags behind UTC
time by approximately 23 s due to the up to twice-
yearly insertion of ‘leap-seconds’ to synchronize UTC
time to the changing rotation period of the earth. This
can happen at midnight UTC on June 30 or Decem-
ber 31. Although GPS receivers can alert the user to a
pending leap second adjustment several weeks before
the event, the use of GPS time as a reference means
leap-seconds can be ignored.

When the GPS is switched on, it performs a self-test,
lasting 800 ms, and won’t accept serial commands dur-
ing this time. A short period of time is then required
for it to lock-on and acquire data from a minimum
of four satellites to provide timing information un-
der dynamic conditions. A 3 V lithium battery pro-
vides backup power to store satellite ephemeris and
almanac data when the beacon-controller is switched
off. This helps to minimize the startup time to under
15 s although it can be longer if the GPS has not been
switched on recently.

8. SOFTWARE

The PIC16F877 microcontroller at the heart of the
beacon-controller has three main tasks. It must time-
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100 PPS

1 second 1 second

15 Hz

3.6 MHz

Figure 6: Time stamping a 15 Hz event (not to scale). To time stamp the circled pulse, the serial data associated
with the previous absolute GPS time reference (shown by the vertical arrow) is used to determine the absolute
minutes and seconds of the pulse following the long pulse. By adding on the offset time i.e., the number of
100 PPS GPS pulses and 3.6 MHz pulses, the time the event occurred can be established. The actual frequency of
the 3.6 MHz clock will drift and is measured by counting the total number of 3.6 MHz pulses between each GPS
1 second update.

stamp the beginning of each acoustic transmission
from the towfish, it must remotely control and log data
from the active beacons, and it must format the col-
lected data and send it to a PC for storage. The ir-
regular and overlapping nature of the tasks means a
robust software design is required to ensure no con-
flicts occur. This is achieved with a high speed main
loop, high speed subroutines for each of the tasks, and
interrupt-driven ring buffers for all incoming data. By
spending a small amount of time with each task on a
very frequent basis, the PIC can service them all, no
matter when or in which order they occur. In between
servicing the main tasks, many error checking proce-
dures are performed. These include checks for ring
buffer overflow, missed timing pulses, and that suffi-
cient satellite are visible for a good timing solution.
The following sections explain the main tasks further.

8.1 Time-stamping the Towfish Transmissions

The towfish transmits two simultaneous linear fre-
quency modulated chirps of 20 kHz bandwidth cen-
tered on 30 kHz and 100 kHz. The chirps are typically
12.5 ms long and have a repeat rate of up to 15 Hz. The
start of each transmission is characterized by a rising-
edge opto-isolated logic level signal that originates in
the towfish and is sent up the tow cable to the beacon-
controller. Here, it is time-stamped, using the ‘capture
port’ on the PIC, using the method explained in Sec-
tion 7. This port operates independently and requires
no processor intervention. The processor only has to
ensure it reads the result into a ring buffer before the
next event occurs and processes the ring buffer con-
tents before the buffer overflows.

8.2 RF Control and Logging of Beacons

Many aspects of the operation of the beacons will
be controlled by RF messages sent from the beacon-
controller. These will include switching off the power
amplifiers to extend the battery life, changing the
preamp gain to maximize SNR but prevent clipping,
and coordinating the calibration sequence.

The timing data associated with the arrival at each
beacon of each towfish chirp (absolute and offset) is
transmitted as a single RF packet back to the beacon-
controller, once per second. By consolidating the tim-
ing data into one-second packets a substantial reduc-
tion in the amount of data can be made. Only a sin-
gle absolute time reference of the minutes and sec-
onds needs to be sent per packet. The 15 chirp ar-
rival times can be represented by the offset (number
of 100 PPS pulses and number of 3.6 MHz pulses) of
each chirp from the absolute reference. The absolute
reference requires 2 bytes, each offset time requires 3
bytes, 1 byte is used for beacon identification, 1 byte
for a checksum, and 1 byte to track the small deviation
of the oscillator frequency from its nominal value of
14.31818 MHz. For the maximum towfish chirp rate
of 15 chirps per second, the packet length is 50 bytes.

Periodic logging of the local parameters for each bea-
con e.g., battery life, depth, water temperature, and
leakage status, will also be performed.

8.3 Data Formatting and PC Storage

All data received from the beacons is checked for er-
rors against the checksum, calculated as the sequential
bitwise exclusive-or of the other bytes in the packet.
This is a simple method to implement however error-
correction is not possible so bad packets must be dis-
carded and resent. The PIC formats the received data
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into NMEA-0183 [10] compliant sentences, with a
new checksum, and sends it to a PC via USB for per-
manent storage and later post processing.

The packets from the beacons are split into separate
sentences (15 per second) containing the absolute time
and offset time for each received chirp. Similar sen-
tences are constructed for each of the towfish trans-
mitted chirps (15 per second). The GPS position data
is converted into latitude and longitude sentences (1
per second) to record the path of the towboat through
the target area. The heading and velocity data are
also recorded (1 per second) along with the number
of satellites being used by the GPS, to ensure the so-
lution is reliable. With two beacons operating at full
speed this makes a total of 47 sentences per second.

9. CHEAP PCB MANUFACTURING

The Printed Circuit Board (PCB) for the beacon-
controller was made by the Californian company,
Sierra Proto Express (www.sierraprotoexpress.com).
The Electrical and Computer Engineering Department
has had a number of PCBs made by this firm recently
due to the low cost of their ‘No Touch’ service. This
is a very basic service where no continuity testing is
performed on the finished board and adherence to the
design rules is the responsibility of the customer. De-
spite this, the results are normally excellent. However
inspection is essential since, occasionally, errors do
occur in the form of merged tracks where tolerances
are tight.

The total cost for the minimum order of two PCBs
is US$118.15 made up of US$34 per PCB, a US$20
service charge, and a US$30.15 shipping charge. The
turnaround time ranges from four to seven days. The
main features include two layers (four layers are avail-
able), plated through holes, double sided silkscreen
and solder mask, 6 mil minimum track widths and
clearances, maximum dimensions 7.9 x 10.9 inches
plus a maximum area of 85 square inches, and single
edge-route with square corners only. The PCB file for-
mat must be gerber.

10. CONCLUSIONS

The design of a beacon-controller to remotely control
and log data from active beacons, operating with a
SAS, was presented. It has been successfully tested
with two simulated beacons and sonar at a chirp rate
of 15 chirps per second.

The use of ring buffers and interrupts in the PIC em-
bedded software has allowed reliable, simultaneous
interfacing to slow and fast peripherals with irregu-
lar data rates. A fast main loop with short subroutine
loops means any pending events are quickly processed

and errors are quickly spotted. Checksums on all data
packets help to ensure data integrity.

Additional serial ports were added to the PIC micro-
controller using SPI UARTs to enable serial commu-
nication with an RF modem and GPS timing receiver.

Although USB compliance, with respect to the startup
inrush current, has not been achieved, the beacon-
controller has been tested on different computers and
did not cause any USB errors.

11. REFERENCES

[1] P. T. Gough and D. W. Hawkins. Imaging
algorithms for a strip-map synthetic aperture
sonar: minimising the effects of aperture errors
and aperture undersampling. IEEE Journal of
Oceanic Engineering, 22:27–39, 1997.

[2] D. W. Hawkins. Synthetic Aperture Imaging Al-
gorithms: with application to wide bandwidth
sonar. PhD thesis, Department of Electrical
and Computer Engineering, University of Can-
terbury, October 1996.

[3] E. N. Pilbrow, P. T. Gough, and M. P. Hayes.
Inertial navigation system for a synthetic aper-
ture sonar towfish. In Proceedings of Elec-
tronics New Zealand Conference, Dunedin, New
Zealand, 14-15 November 2002.

[4] P. T. Gough, M. P. Hayes, H. J. Callow, and S. A.
Fortune. Autofocussing procedures for high-
quality acoustic images generated by a synthetic
aperture sonar. In Proceedings of International
Congress on Acoustics, Rome, Italy, September
2001.

[5] E. N. Pilbrow, P. T. Gough, and M. P. Hayes.
Dual transponder precision navigation system for
synthetic aperture sonar. In Proceedings of Elec-
tronics New Zealand Conference, Dunedin, New
Zealand, 14-15 November 2002.

[6] J. Pihl, P. Ulriksen, O. Kroling, B. Lovgren, and
G. Shippey. Mlo classification using an rov-
mounted wideband synthetic aperture sonar. In
Proceedings of The 5th European Conference on
Underwater Acoustics, Lyon, France, July 2000.

[7] USB Implementers Forum, www.usb.org. Uni-
versal serial bus specification Revision 2.0.

[8] USB Implementers Forum, www.usb.org. USB
Developers frequently asked questions.

[9] BlueChip Communication AS,
www.bluechip.no. User manual for BCC
radio modem 433MHz, Rev. A.

[10] National Marine Electronics Association,
www.nmea.org. NMEA 0183 Interface Stan-
dard.

167





Appendix B

RAY BENDING

B.1 INTRODUCTION

A non-constant sound speed profile causes ray bending, due to refraction, in the water
column. The equations for calculating the ray paths in two dimensions are presented
here.

B.2 RAY PATHS

Consider an acoustic ray being emitted from a point (x0, z0), where x0 is the across-
track co-ordinate and z0 is the depth, at an angle θ0 where θ0 = 0 when the ray is
being emitted vertically upwards. If the sound speed profile changes linearly from czmax

at zmax to czmin at zmin then the equation describing the set of n points through which
the ray passes, (xn, zn), is given by

zn = z0 +
C0

K

(
sin(θn)
sin(θ0)

− 1
)

(B.1)

where

K =
czmin − czmax

zmax − zmin
, (B.2)

C0 = czmax +K (z0 − zmin) , (B.3)

θn = cos−1

[
cos (θ0)−

sin (θ0)K (xn − x0)
C0

]
. (B.4)





Appendix C

BEACON COMMANDS

This .h file is compiled with the DSP and microcontroller c code used in the boat and
beacon electronics. Each single byte command code is used to control one aspect of
the system.

#ifndef COMMANDS_H

#define COMMANDS_H

/*Example command to restart the surface PIC: 2|2 */

/*Codes sent from the BCU to the BSU (via the BFU).*/

#define SET_PREAMP_TO_DEFAULT 120 /*ASCII x.*/

#define SET_POWERAMP_TO_DEFAULT 119 /*ASCII w.*/

#define SET_PREAMP_TO_MINIMUM 96 /*ASCII ’.*/

#define ENABLE_POWERAMP 118 /*ASCII v.*/

#define DISABLE_POWERAMP 117 /*ASCII u.*/

#define DECREASE_POWERAMP_GAIN 116 /*ASCII t.*/

#define INCREASE_POWERAMP_GAIN 115 /*ASCII s.*/

#define DECREASE_PREAMP_GAIN 114 /*ASCII r.*/

#define INCREASE_PREAMP_GAIN 113 /*ASCII q.*/

/*Codes sent from the boat computer to the surface unit.*/

/*Remember to do g before doing ~ or y.*/

#define POWER_OFF_ON_BEACON 122 /*ASCII z.*/

#define RESTART_AND_CLEAR_BEACON_LOG 123 /*ASCII {.*/

#define RESTART 124 /*ASCII |.*/

#define RESTART_AND_RESET_GPS 125 /*ASCII }.*/

#define RESTART_AND_CLEAR_DSP_NVRAM_PING_COUNTER 105 /*ASCII i.*/

#define PING_SOURCE_GPS 126 /*ASCII ~.*/
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#define PING_SOURCE_EXTERNAL 121 /*ASCII y.*/

#define PING_SOURCE_DSP 112 /*ASCII p.*/

#define DSP_PING_PACKET_COUNTER_CLEAR 109 /*ASCII m.*/

#define DSP_INCREASE_THRESHOLD_LEVEL 107 /*ASCII k.*/

#define DSP_DECREASE_THRESHOLD_LEVEL 106 /*ASCII j.*/

#define SWITCH_DSP_RETRIEVE_MODE 103 /*ASCII g.*/

#define SWITCH_DSP_NORMAL_MODE 102 /*ASCII f.*/

#define SWITCH_DSP_DIAG_MODE 88 /*ASCII X.*/

#define SWITCH_PIC_NORMAL_MODE 104 /*ASCII h.*/

#define SWITCH_PIC_MONITORING_MODE 99 /*ASCII c.*/

#define DSP_SAVE_CORR_RAW 111 /*ASCII o.*/

#define DSP_SAVE_NOISE_RAW 108 /*ASCII l.*/

#define DSP_SAVE_PING_RAW 110 /*ASCII n.*/

#define DSP_SAVE_SAMPLES_RAW 97 /*ASCII a.*/

#define CALIBRATE_PREAMP 98 /*ASCII b.*/

#define CANCEL_CALIBRATE_PREAMP 89 /*ASCII Y.*/

/*Codes sent from the boat computer to the boat.*/

#define GPS_TIME_ENQUIRY 100 /*ASCII d.*/

#define RESET_BOAT_NOW 101 /*ASCII e.*/

/*Codes sent from the surface unit to the seabed unit.*/

#define HAS_SEABED_INITIALISED_OK 82 /*ASCII R.*/

#define GET_STATUS1 81 /*ASCII Q.*/

#define GET_STATUS2 80 /*ASCII P.*/

/*Codes sent from the seabed unit to the surface unit.*/

#define SEABED_OK_RESET_TIMEOUT 95 /*ASCII _.*/

#define SEABED_OK_RESET_TIMEOUT_CHARGING 94 /*ASCII ^.*/

#define SEABED_OK_RESET_TRANSFER_CHARGING 93 /*ASCII ].*/

#define BEACON_IS_CHARGING 92 /*ASCII \.*/

#define SEABED_OK 91 /*ASCII [.*/

#define SEABED_OK_RESET_TRANSFER 90 /*ASCII Z.*/

#endif



Appendix D

PACKET FORMAT

A list of the National Marine Electronics Association (NMEA) 0183 status packets and
timing packets sent from the beacon to the boat via RF modem. The packets follow
the NMEA 0183 standard for marine data. Each packet is identified by a unique five
character header. As specified by the standard, the first character is ‘P’ for proprietary,
the following three characters identify the manufacturer, Acoustics Research Group
(ARG), and the final character identifies the type of packet that follows. This allows
up to 26 different packet types. Packets are human readable American standard code
for information interchange (ASCII) and each field is separated by a comma. The
packet is terminated with the following sequence: ‘*’, a two digit checksum, a carriage
return, and a line feed.

D.1 STATUS PACKETS

D.1.1 Beacon status 1

$PARGJ,a,q,bb,cc,dddd,eee,fff,g,h*XXCRLF

(total length 38 bytes)

Field Description Range Units

a Beacon ID number 1 to 9

q error/warning/information code 0 to 127 0 is no message

bb Preamp gain 0 to 90

cc poweramp gain 0 to 90

dddd Seabed water pressure 0 to 9999 (Metres*27.088)+270.88

eee Seabed internal temperature 0 to 999 Degrees x 16

fff Seabed water temperature 0 to 999 Degrees x 16

g Seabed leakage detected 0 or 1 0 is a leak

h motion and tipping detected 0,1,2,3 1 is moving, 2 is tipped,
3 is both
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D.1.2 Beacon status 2

$PARGK,a,q,bbbb,cccc,dddd,eeee*XXCRLF

(total length 35 bytes)

Field Description Range Units

a beacon ID number 1 to 9

q error/warning/information code 0 to 127 0 is no message

bbbb Seabed supply voltage 0 to 9999 V x 30.63

cccc poweramp voltage 0 to 9999 V x 30.63

dddd Battery2 voltage 0 to 9999 V x 35.41

eeee Battery1 voltage 0 or 9999 V x 72.73

D.1.3 Beacon Status 3

$PARGW,a,q,bbbbb,cccc,ddd,e*XXCRLF

(total of 32 bytes)

Field Description Range Units

a beacon ID number 1 to 9

q error/warning/information code 0 to 127 0 is no message

bbbbb Velocity 0 to 51400 cm/s

cccc Heading 0 to 3599 Degrees x 10

ddd Surface internal temperature 0 to 999 Degrees x 16

e Surface leakage detected 0 or 1 0 is a leak

D.1.4 Beacon Status 4

$PARGX,a,q,bbbbbbbbbc,ddddddddde,fff,ggg*XXCRLF

(total of 45 bytes)
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Field Description Range Units

a beacon ID number 1 to 9

q error/warning/information
code

0 to 127 0 is no message

bbbbbbbbb Longitude 0 to 648000000 Milli arc seconds

c Longitude direction E or W

ddddddddd Latitude 0 to 324000000 Milli arc seconds

e Latitude direction N or S

fff Surface supply voltage 0 to 999 V x 35.93

ggg Surface water temperature 0 to 999 Degrees x 16

D.1.5 DSP raw data

The DSP can send a number of raw data sets through which are split into short sen-
tences of 4 pieces of data. Each type of data is identified by the NMEA headers
$PARGR, $PARGS, $PARGT, $PARGU, and $PARGV. The position of each short
packet within the data set is identified by the bbbb field which is the index of the
following field.

$PARG?,a,q,bbbb,ccccc,ddddd,eeeee,fffff*XXCRLF

(total of 44 bytes)

Field Description Range Units

a beacon ID number 1 to 9

q error/warning/information code 0 to 127 0 is no message

bbbb index of the following byte, i.e., ccccc,
within the dataset

Anything

D.1.6 Boat Status1

$PARGC,aa,b,ccccc,dddd,*XXCRLF

(total of 28 bytes)

Field Description Range Units

aa Visible GPS satellites 0 to 12

b Satellites being tracked 0 to 8

ccccc Velocity 0 to 51400 cm/s

dddd Heading 0 to 3599 Degrees x 10
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D.1.7 Boat Status 2

$PARGD,aaaaaaaaab,cccccccccd,eee*XXCRLF

(total of 37 bytes)

Field Description Range Units

aaaaaaaaa Longitude 0 to 648000000 Milli arc seconds

b Longitude direction E or W

ccccccccc Latitude 0 to 324000000 Milli arc seconds

d Latitude direction N or S

eee Supply voltage 0 to 999 V x 18.5

D.2 TIMING PACKETS

D.2.1 Ping transmitted by towfish

$PARGE,a,bb,cc,ddd,eee,fffff*XXCRLF

(total of 33 bytes)

Field Description Range Units

a Boat ID number 0

bb Last GPS time update 0 to 59 Minutes

cc Last GPS time update 0 to 59 Seconds

ddd Oscillator LSB Around 154 Pulses

eee Number of 100PPS pulses since last
GPS time update

0 to 200

fffff Number of 2.5MHZ pulses since last
100PPS pulse

0 to about 25000

D.2.2 Ping received by beacons

$PARGF,a,bb,cc,ddd,eee,fffff*XXCRLF

(total of 33 bytes)
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Field Description Range Units

a Beacon ID number 1 to 9

bb Last GPS time update 0 to 59 Minutes

cc Last GPS time update 0 to 59 Seconds

ddd Oscillator LSB Around 103 pulses

eee Number of 100PPS pulses since last
GPS time update

0 to 200

fffff Number of 3.579545MHZ pulses since
last 100PPS pulse

0 to about 35796

D.2.3 Beacon status special

This packet is sent more often that the regular status packets because it contains the
most useful set of status information.

$PARGY,a,q,bb,c,ddd,eee,fff,gg,h,iii,jjj*XXCRLF

(total of 45 bytes)

Field Description Range Units

a beacon ID number 1 to 9

q error/warning/information code 0 to 127 0 is no message

bb Current time 0 to 59 Seconds

c Satellites being tracked 0 to 8

ddd parameter1 0 to 255 ?

eee parameter2 0 to 255 ?

fff parameter3 0 to 255 ADC samples

gg Number of pings in the last packet 0 to 16 Pings

h Ping packets in memory 0 to 9 Packets

iii Maximum ping to ping variation 0 to 255 µs*100

jjj parameter4 0 to 255 % of full scale
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SPHERICAL AND HYPERBOLIC POSITIONING
EQUATIONS

Consider an acoustic positioning system where N fixed transponders are tracking a
sonar. The transponders and sonar are located at (xn, yn, zn) and (xs, ys, zs) respec-
tively for n = 1 . . . N . The following sections present equations for locating the position
of the sonar in three dimensions using spherical and hyperbolic modes of operation.
The sonar is assumed to be static and the systems are assumed to be able to uniquely
identify all the acoustic signals, i.e., some form of coding is used.

E.1 SPHERICAL POSITIONING

A spherical positioning system measures the time of flight (TOF) from the sonar to
each transponder and converts this to distance by multiplying by the speed of sound.
There are three unknowns (the sonar coordinates) so using three beacons provides a
fully determined system. The equations describing the system geometry are

(xs − x1)2 + (ys − y1)2 + (zs − z1)2 = r21, (E.1)

(xs − x2)2 + (ys − y2)2 + (zs − z2)2 = r22, (E.2)

(xs − x3)2 + (ys − y3)2 + (zs − z3)2 = r23, (E.3)

where rn is the distance from the sonar to transponder n, measured by the system.
Solving this system of equations for xs, ys, and zs follows the method used by Chadwick
[Chadwick and Bricker 1990]. Subtracting (E.2) from (E.1) and (E.3) from (E.1) and
making the following substitutions for the constant parts,

R2
i = x2

i + y2
i + z2

i , (E.4)

Xi = xi − x1, (E.5)

Yi = yi − y1, (E.6)

Zi = zi − z1, (E.7)
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gives the following two equations:

2xsX2 + 2ysY2 + 2zsZ2 +R2
1 −R2

2 = r21 − r22, (E.8)

2xsX3 + 2ysY3 + 2zsZ3 +R2
1 −R2

3 = r21 − r23. (E.9)

Solving simultaneously produces

xs =
−2zs (Y3Z2 − Y2Z3) + Y3

(
r21 − r22 +R2

2 −R2
1

)
− Y2

(
r21 − r23 +R2

3 −R2
1

)
2 (Y3X2 − Y2X3)

, (E.10)

ys =
−2zs (X3Z2 −X2Z3) +X3

(
r21 − r22 +R2

2 −R2
1

)
−X2

(
r21 − r23 +R2

3 −R2
1

)
2 (X3Y2 −X2Y3)

.

(E.11)

Recognising that (E.10) and (E.11) can be written in the form

xs = A2zs +A1, (E.12)

ys = B2zs +B1, (E.13)

and substituting both of these into (E.1) produces a quadratic equation in z;

C1z
2
s + C2zs + C3, (E.14)

where the constants are given by

A1 =
Y3

(
r21 − r22 +R2

2 −R2
1

)
− Y2

(
r21 − r23 +R2

3 −R2
1

)
2 (Y3X2 − Y2X3)

, (E.15)

A2 =
−2 (Y3Z2 − Y2Z3)
2 (Y3X2 − Y2X3)

, (E.16)

B1 =
X3

(
r21 − r22 +R2

2 −R2
1

)
−X2

(
r21 − r23 +R2

3 −R2
1

)
2 (X3Y2 −X2Y3)

, (E.17)

B2 =
−2 (X3Z2 −X2Z3)
2 (X3Y2 −X2Y3)

. (E.18)

C1 = A2
2 +B2

2 + 1, (E.19)

C2 = −2 (A2x1 +B2y1 + z1 −A1A2 −B1B2) , (E.20)

C3 = A2
1 +B2

1 + z2
1 − x1 (2A1 − x1)− y1 (2B1 − y1)− r21, (E.21)

with solutions

zs =
−C2 ±

√
C2

2 − 4C1C3

2C1
, (E.22)

The negative solution can be eliminated by assuming the sonar is flying above the
seabed. By inspection (C1 is always positive) this can be seen to be solution involving
the addition of the square root. Expressions for x and y are found by substituting into
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(E.12) and (E.13) giving a sonar position of

xs = A2zs +A1, (E.23)

ys = B2zs +B1, (E.24)

zs =
−C2 +

√
C2

2 − 4C1C3

2C1
. (E.25)

E.2 HYPERBOLIC POSITIONING

A hyperbolic positioning system measures the time difference of flight (TDOF) between
pairs of transponders and converts this to distance differences by multiplying by the
speed of sound. There are four unknowns (the three sonar coordinates and the dis-
tance between the sonar and the designated reference transponder, chosen here to be
transponder one) so using four transponders provides a fully determined system. The
equations describing the system geometry are based on

(xs − xn)2 + (ys − yn)2 + (zs − zn)2 = r2n, (E.26)

where rn is given by

rn = ∆nm + rm (E.27)

where ∆nm is the difference in distance between transponder n and transponder m,
measured by the system. The complete set of equations is

(xs − x1)2 + (ys − y1)2 + (zs − z1)2 = r21, (E.28)

(xs − x2)2 + (ys − y2)2 + (zs − z2)2 = (∆21 + r1)
2 , (E.29)

(xs − x3)2 + (ys − y3)2 + (zs − z3)2 = (∆31 + r1)
2 , (E.30)

(xs − x4)2 + (ys − y4)2 + (zs − z4)2 = (∆41 + r1)
2 . (E.31)

Solving this system of equations for xs, ys, and zs follows a similar approach to
the spherical system. Full working is presented by Bucher [Bucher and Misra 2000]
[Bucher 2000] with a minor mistake in the derivation of L. The corrected solution for
the sonar position is

zs =
N ±

√
N2 − 4MO

2M
, (E.32)

ys = Izs + J, (E.33)

xs = Gzs +H, (E.34)
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where the constants are given by

A =
∆13X21 −∆12X31

∆12Y31 −∆13Y21
, (E.35)

B =
∆13Z21 −∆12Z31

∆12Y31 −∆13Y21
, (E.36)

C =
∆13

(
∆2

12 +R2
1 −R2

2

)
−∆12

(
∆2

13 +R2
1 −R2

3

)
2 (∆12Y31 −∆13Y21)

, (E.37)

D =
∆34X23 −∆32X43

∆32Y43 −∆34Y23
, (E.38)

E =
∆34Z23 −∆32Z43

∆32Y43 −∆34Y23
, (E.39)

F =
∆34

(
∆2

32 +R2
3 −R2

2

)
−∆32

(
∆342 +R2

3 −R2
4

)
2 (∆32Y43 −∆34Y23)

, (E.40)

G =
E −B

A−D
, (E.41)

H =
F − C

A−D
, (E.42)

I = AG+B, (E.43)

J = AH + C, (E.44)

K = ∆2
13 +R2

1 −R2
3 + 2X31H + 2Y31J, (E.45)

L = 2(X31G+ Y31I + Z31), (E.46)

M = 4∆2
13

(
G2 + I2 + 1

)
− L2, (E.47)

N = 8∆2
13 (G (x1 −H) + I (y1 − J) + z1) + 2LK, (E.48)

O = 4∆2
13

(
(x1 −H)2 + (y1 − J)2 + z2

1

)
−K2, (E.49)

where Pnm = pn − pm for P ∈ {X,X,Z}.



Appendix F

RICIAN MOMENTS

F.1 INTRODUCTION

The Rician pdf is given by [Whalen 1971, 105][Kay 1993, 31][Rice 1945, 101, eq. 3.10-16]

fM (m) =
m

σ2
e
m2+A2

−2σ2 I0

(
Am

σ2

)
(F.1)

where Ik() is the modified Bessel function of the first kind, order k.

The raw moments are given by [Whalen 1971, 105][Rice 1945, 101, eq. 3.10-12]

µ′n =
(
2σ2

)n
2 Γ

(
1 +

n

2

)
1F1

(
−n

2
; 1;− A2

2σ2

)
(F.2)

where µ′n is the nth raw moment, 1F1() is the confluent hypergeometric function of the
first kind, and Γ() is the gamma function. Using the following generalized Laguerre
polynomial identity [Abramowitz and Luke 1975, p434]

L
(α)
β (x) =

(α+ 1)n

n! 1F1(−β;α+ 1;x), (F.3)

where (a)n is the rising factorial

(a)n = (1)(a+ 0)(a+ 1)(a+ 2) . . . (a+ n− 1) =
(a+ n− 1)!

(a− 1)!
, (F.4)

allows (F.2) to be written as

µ′n = (2σ)
n
2 Γ

(
1 +

n

2

)
L

(0)
n
2

(
− A2

2σ2

)
(F.5)

Simple expressions for the even moments are easily obtained by evaluating (F.5) how-
ever the odd moments are complicated.
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The first four raw moments evaluate as [Sijbers 1998, 11]

µ′1 = σφ, (F.6)

µ′2 = A2 + 2σ2, (F.7)

µ′3 = σ3θ, (F.8)

µ′4 = A4 + 8σ2A2 + 8σ4, (F.9)

where

φ =
√
π

2
e−

ψ
4

[(
1 +

ψ

2

)
I0

(
ψ

4

)
+

(
ψ

2

)
I1

(
ψ

4

)]
, (F.10)

θ =
√
π

2
e−

ψ
4

[(
3 + 3ψ +

ψ2

2

)
I0

(
ψ

4

)
+

(
2ψ +

ψ2

2

)
I1

(
ψ

4

)]
, (F.11)

ψ =
A2

σ2
. (F.12)

Using (G.4) the first four central moments are

µ1 = 0 (F.13)

µ2 = σ2
(
−φ2 + ψ + 2

)
, (F.14)

µ3 = σ3
(
2φ3 − 3φ(ψ + 2) + θ

)
, (F.15)

µ4 = σ4
(
−3φ4 + 6φ2(ψ + 2)− 4φθ + ψ2 + 8ψ + 8

)
. (F.16)

and the Pearson coefficients, defined in Appendix G, are

β1 =

(
2φ3 − 3φ (ψ + 2) + θ

)2

(−θ2 + ψ + 2)3
, (F.17)

β2 =
−3φ4 + 6φ2 (ψ + 2)− 4φθ + ψ2 + 8ψ + 8

(−φ2 + ψ + 2)2
. (F.18)

Note that β1 and β2 both depend on a single parameter, ψ, so the Rician distribution
is represented by a line on the β1β2 chart.



Appendix G

DISTRIBUTION CHARTS

G.1 INTRODUCTION

Distribution charts allow visual comparisons of families of distributions using a compact
chart of areas, lines, and points. One commonly used distribution chart, known as the
β1β2 chart [Johnson et al. 1994, 23][Pearson et al. 1954, fig. 7], is a plot of kurtosis (β2)
vs skewness squared (β1). Traditionally β1 increases to the right on the horizontal axis
and β2 decreases down the vertical axis as shown in Fig. G.1. Its conception is often
attributed to Karl Pearson who used it to illustrate the Pearson system of distributions
[Ord 1972, Chap. 1][Kendall et al. 1987, Chap. 6]. Plotting the point (β1, β2) for a set
of data samples shows visually (based on proximity) which common distributions could
be fitted to the data. Splitting the data into smaller sets and plotting (β1, β2) for each
set gives an indication of how consistent the data is, by considering the spread of the
points, e.g., the variance.

Selecting a common distribution type to represent the observed data usually in-
volves a choice (i.e., the point or set of points lie close to multiple distributions) which
will likely depend on external factors, such as ease of computation or to conform with
previously published work. Once a distribution has been selected and fitted to the data,
a goodness-of-fit test, e.g., Kolmogorov-Smirnov (KS) [Harnett 1982, pp712–713][Steel
and Torrie 1980, pp535–537], should be performed to check that the fit is appropriate
for the application.

G.2 PARAMETERS

The equations are based on the standard definitions for skewness and kurtosis,

β1 =
µ2

3

µ3
2

(G.1)

β2 =
µ4

µ2
2

, (G.2)
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Figure G.1: β1β2 chart of many common statistical distributions.
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where µn is the nth central sample moment (the moment about the sample mean, µ),
i.e.,

µn = E[(x− µ)n]. (G.3)

G.3 CONVERTING MOMENTS

Often only the raw moments (moments about zero) of a distribution are published.
The central moments (moments about the mean) can be obtained from raw moments
using the binomial transform

µn =
n∑

k=1

n!
(n− k)!k!

(−1)n−kµ′kµ
′n−k
k (G.4)

where µ′k is the kth raw moment.





Appendix H

METHOD OF MOMENTS

H.1 INTRODUCTION

The following sections present equations for fitting combinations of common distribu-
tions to datasets using the method of moments.

H.2 GAUSSIAN DISTRIBUTION

The Gaussian or normal probability density function (PDF) is [Simon 2002, p1]

fG(g) =
1

σ
√

2π
e
−(g−µ)2

2σ2 (H.1)

where µ is the mean and σ is the standard deviation (STD). If µ = 0 then the raw-
moment equation is

µ′n =

0, n odd

σn
∏n

2
k=1 2k − 1, n even

(H.2)

leading to the first three raw moments

µ′1 = E[G] = 0,

µ′2 = E
[
G2

]
= σ2, (H.3)

µ′3 = E
[
G3

]
= 0.

H.3 GAMMA DISTRIBUTION

The two-parameter gamma PDF is [Johnson et al. 1994, p343]

fY (y) =
yα−1

βαΓ(α)
e
−y
β . (H.4)
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The raw-moment equation is [Patil 1984, p64]

µ′n =
βnΓ(α+ n)

Γ(α)
(H.5)

leading to the first three raw moments

µ′1 = E[Y ] = αβ,

µ′2 = E
[
Y 2

]
= α (α+ 1)β2, (H.6)

µ′3 = E
[
Y 3

]
= α (α+ 1) (α+ 2)β3.

Equation (H.4), as with any two-parameter distribution that does not include a
“location” parameter, can be extended to a three-parameter distribution by including
a constant offset, y0;

fY (y) =
(y − y0)

α−1

βαΓ(α)
e
−(y−y0)

β . (H.7)

H.4 WEIBULL DISTRIBUTION

The two-parameter Weibull PDF is [Johnson et al. 1994, p656]

fW (w) =
αwα−1

βα
e
−

“
w
β

”α
(H.8)

The raw-moment equation is [Johnson and Kotz 1970, p252]

µ′n = βnΓ
(
1 +

n

α

)
(H.9)

leading to the first three raw moments

µ′1 = E[Y ] = βΓ
(

1 +
1
α

)
,

µ′2 = E
[
Y 2

]
= β2Γ

(
1 +

2
α

)
, (H.10)

µ′3 = E
[
Y 3

]
= β3Γ

(
1 +

3
α

)
.

H.5 RICIAN DISTRIBUTION

The Rician PDF, the raw-moment equation and the first four raw moments are given
by (F.1), (F.2), and (F.6) - (F.9) respectively.
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H.6 METHOD OF MOMENTS—GAMMA EXAMPLE

Consider a random variable Z

Z = G+ Y +O (H.11)

where G is a Gaussian-distributed random variable with zero mean and known variance
V = σ2, Y is a gamma-distributed random variable, and O is a constant. The first
three raw moments of Z are

µ′1 = E[G+ Y +O],

µ′2 = E
[
(G+ Y +O)2

]
, (H.12)

µ′3 = E
[
(G+ Y +O)3

]
,

which expands and simplifies to

µ′1 = αβ +O,

µ′2 = αβ2 (α+ 1) + 2αβO +O2 + V, (H.13)

µ′3 = αβ3 (α+ 1) (α+ 2) + 3αβ2O (α+ 1) + 3αβO2 +O3 + 3αβV.

The system of (H.13) can be solved numerically for the unknowns (α, β, O) for a given
set of data by replacing µ′1, µ

′
2, and µ′3 with the raw moments of the data.

H.7 METHOD OF MOMENTS—RICIAN EXAMPLE

Consider a random variable Z

Z = G+M +O (H.14)

where G is a Gaussian-distributed random variable with zero mean and known variance
V = σ2, M is a Rician-distributed random variable, and O is a constant. The first
three raw moments of Z are

µ′1 = E[G+M +O],

µ′2 = E
[
(G+M +O)2

]
, (H.15)

µ′3 = E
[
(G+M +O)3

]
,
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which expands and simplifies to

µ′1 = σφ+O,

µ′2 = σ2 (ψ + 2) + 2σφO +O2 + V, (H.16)

µ′3 = 3σ2O (ψ + 2) + 3σφO2 +O3 + σ3θ + 3σφV,

where θ, ψ, and φ are all functions of the two Rician parameters, A and σ, defined in
(F.1). The system of (H.16) can be solved numerically for the unknowns (A, σ, O) for
a given set of data by replacing µ′1, µ

′
2, and µ′3 with the raw moments of the data.

H.8 METHOD OF MOMENTS—WEIBULL EXAMPLE

Consider a random variable Z

Z = G+W +O (H.17)

where G is a Gaussian-distributed random variable with zero mean and known variance
V = σ2, W is a Weibull-distributed random variable, and O is a constant. The first
three raw moments of Z are

µ′1 = E[G+W +O],

µ′2 = E
[
(G+W +O)2

]
, (H.18)

µ′3 = E
[
(G+W +O)3

]
,

which expands and simplifies to

µ′1 = βΓ(φ) +O,

µ′2 = β

(
βΓ

(
1 +

2
α

)
+ 2OΓ(φ)

)
+ V +O2, (H.19)

µ′3 = β3Γ
(

1 +
3
α

)
+ 3Oβ2Γ

(
1 +

2
α

)
+ V (3βΓ(φ) + 3O) + 3O2βΓ(φ) +O3,

where

φ = 1 +
1
α
. (H.20)

The system of (H.19) can be solved numerically for the unknowns (α, β, O) for a given
set of data by replacing µ′1, µ

′
2, and µ′3 with the raw moments of the data.



Appendix I

TRANSDUCER VELOCITY POTENTIAL

The following is a derivation of the relationship between the acoustic velocity potential
of the fluid at the surface of a flat piston transducer and the transducer surface velocity.

Consider a flat transducer surface, vibrating with a scalar velocity U(f) in m/s/Hz,
radiating in a direction given by n̂, a normalised vector (unit length) perpendicular to
the transducer surface, as illustrated in Fig. I.1.

Figure I.1: Geometry for a flat transducer. a(x′ − x0) is the aperture function, defined
in J.

Assuming the transducer is rigid and assuming continuity of velocity between the
transducer and the fluid, the particle velocity vector at a point x′, located an infinites-
imally small distance away from the surface of the transducer, describes a plane wave;

U(f,x′) = U(f)e−jkn̂·x′n̂, (I.1)

where k = 2πf
c , ignoring edge effects.

The particle velocity vector and the velocity potential1, ψ(f,x), at any point in an

1A scalar field, formally called the acoustic velocity potential field in m2/s/Hz [Ziomek 1995, pp17-
18]
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irrotational fluid, are related via the Laplacian operator;

U(f,x) = ∇ψ(f,x), (I.2)

=
(
∂

∂x
ψ(f,x),

∂

∂y
ψ(f,x),

∂

∂z
ψ(f,x)

)
. (I.3)

Making the assumption that the velocity potential at x′ can be approximated by a
plane wave [Hunter June 2006, p26], i.e.,

ψ(f,x′) = H(f)e−jkn̂·x′ (I.4)

where H(f) is the appropriate transfer function, then (I.3) evaluated at x′ is

U(f,x′) = H(f)∇
(
e−jkn̂xx′xe−jkn̂yx′ye−jkn̂zx′z

)
(I.5)

= H(f)
(
−jkn̂xe

−jkn̂·x′ ,−jkn̂ye
−jkn̂·x′ ,−jkn̂ze

−jkn̂·x′
)

(I.6)

= −jkH(f)e−jkn̂·x′ (n̂x, n̂y, n̂z) (I.7)

= −jkH(f)e−jkn̂·x′n̂. (I.8)

Equating (I.1) and (I.8) reveals the transfer function H(f);

H(f) =
U(f)
−jk

(I.9)

in m2/s/Hz. Substituting into (I.4) completes the equation for the relationship between
ψ(f,x′), the acoustic velocity potential of the fluid at the surface of a flat piston
transducer, and U(f), the transducer velocity;

ψ(f,x′) =
U(f)
−jk

e−jkn̂·x′ . (I.10)

See Appendix K for the derivation of an expression for U(f).



Appendix J

KiwiSAS PROJECTOR EQUATIONS

J.1 KiwiSAS BP

The Kiwi Synthetic Aperture Sonar (KiwiSAS) transmit array uses closely spaced trans-
ducers so, in the far field,1 can be approximated by a continuous array. Most acoustics
textbooks [Urick 1975, p50][Camp 1970, p162][Medwin and Clay 1998, p137] use the
simplified derivation taken by Huygens where the aperture is represented by a large
number of small point sources radiating in all directions, resulting in a sinc function
with an obliquity factor (OF) of one.2 The OF is a secondary effect where the effective
transducer length is scaled down when viewed from angles other than broadside, as
shown in Fig. 4.21(b). Fresnel and Kirchoff, working in the field of optics, improved
upon Huygens’ model and arrived at an obliquity factor of 1

2 (1 + cos θ) [Goodman 2005,
eq. 3-50]. Their derivation is for a plane wave diffracting through an aperture formed
by an opening in an infinite sheet. However, the same OF results when considering a
single-sided vibrating transducer in free space [Hunter June 2006, p26-33].

A continuous line array of length L centred at x = 0 can be described as a function,
a1(x), of position, known as the aperture function. The spatial Fourier transform,
A1(fx), evaluated at the direction cosines in spherical coordinates is given by

a1(x) = rect
(x
L

)
, (J.1)

A1(fx) = Fx {a1(x)} (J.2)

A1(f, θ) = A1

(
f

c
sin θ

)
(J.3)

= L sinc
(
f

c
L sin θ

)
, (J.4)

where sinc (x) = sin(πx)
πx . The equivalent [Ziomek 1995, p471] for a continuous rectan-

1The far field is the distance at which the beam pattern (BP) can be considered to be independent
of range, i.e., only dependent on angle.

2The universal omission of the OF in textbook beam pattern (BP) equations is thought to be
because most acoustics applications are concerned with the properties of the main lobe where θ is
small.
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gular array (length Lx, width Ly) centred on (x = 0, y = 0), as shown in Figs. J.2 and
J.1, is

a2(x, y) = rect
(
x

Lx

)
rect

(
y

Ly

)
, (J.5)

A2(fx, fy) = Fx,y {a2(x, y)} , (J.6)

A2 (f, θ, ϕ) = A2

(
f

c
sin θ cosϕ,

f

c
sin θ sinϕ

)
, (J.7)

= LxLy sinc
(
f

c
Lx sin θ cosϕ

)
sinc

(
f

c
Ly sin θ sinϕ

)
. (J.8)

The beam pattern (BP) combines the OF with the angular dependent components

x0

Figure J.1: Geometry for a flat transducer using a spherical coordinate system.

of A1(f, θ) or A2(f, θ, ϕ) for a line array and rectangular array respectively;

BP1(f, θ) = sinc
(
f

c
L sin θ

)
1
2

(1 + cos θ) , (J.9)

BP2(f, θ, ϕ) = sinc
(
f

c
Lx cos θ sinϕ

)
sinc

(
f

c
Ly sin θ sinϕ

)
1
2

(1 + cos θ) . (J.10)

The BP is unitless, and has a maximum value of unity at broadside.

The angles corresponding to the nulls in the BP, in one dimension, can be found
by equating (J.9) to zero [Camp 1970, pp165–170] and solving for θ using

sinc (n) = 0 (J.11)
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Figure J.2: Projector array (plan and elevation views).

for n = ±1,±2,±3, .... This gives

θnull(n) = sin−1

(
nλ

L

)
, (J.12)

θnull−to−null(n) = 2 sin−1

(
nλ

L

)
, (J.13)

where λ = c
f so the main beam null-to-null width is

θmain = 2 sin−1

(
λ

L

)
. (J.14)

For high frequencies or large arrays, θmain is often small enough to allow the approxi-
mation

sin θ ≈ θ, (J.15)

so

θmain ≈
2λ
L
. (J.16)
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J.1.0.1 KiwiSAS TVR and directivity

The time-domain pressure at a point in space, given by the spherical coordinates r, θ,
and ϕ can be approximated by [Ziomek 1995, p483]

p(t, r, θ, ϕ) ≈ −ρ0
∂

∂t
ψ(t, r, θ, ϕ), (J.17)

where ψ(t, r, θ, ϕ) is the acoustic field velocity potential in m2/s and ρ0 is the density
of the fluid in kg/m3. The equivalent representation in the frequency domain is

p(f, r, θ, ϕ) ≈ −ρ0j2πfψ(f, r, θ, ϕ). (J.18)

The far-field frequency-domain velocity potential for a vibrating rectangular piston
transducer is [Hunter June 2006, eq 2.58]

ψ(f, θ, ϕ, |r, L) = jk
e−j2πrf/c

4πr
H(f)A2(f, θ, ϕ)OF(θ), (J.19)

= jk
e−j2πrf/c

4πr
H(f)LxLyBP2(f, θ, ϕ), (J.20)

in m2/s/Hz, where k = 2πf
c , provided the acoustic field on the transducer surface has

the form of (I.4). From Appendix I

H(f) =
U(f)
−jk

. (J.21)

Substituting into (J.18) reveals the pressure;

p(f, θ, ϕ|r, L, V ) = kfρ0
e−j2πrf/c

2r
H(f)LxLyBP2(f, θ, ϕ), (J.22)

=
jfρ0e

−j2πrf/cU(f)LxLyBP2(f, θ, ϕ)
2r

, (J.23)

in Pa/Hz. Appendix K shows

U(f) =
φV (f)

ZM (f) + ZR(f)
(J.24)

using simple models for the transducer and water load, giving the complete directivity
equation;

p(f, θ, ϕ|r, L, V ) =
jfρ0e

−j2πrf/cφV (f)LxLyBP2(f, θ, ϕ)
2r (ZM (f) + ZR(f))

. (J.25)
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The transmit voltage response (TVR) is then

pBS(f |r, L, V ) =
jfρ0e

−j2πrf/cφV (f)LxLy

2r (ZM (f) + ZR(f))
. (J.26)

Inspection of (J.25) reveals the TVR is frequency dependent. This is not a problem
if the projector is being driven at a constant frequency.3 However, significant output
variation will occur with a wide bandwidth signal centred on a low frequency4, such as
the KiwiSAS 30 kHz chirp. In this situation, a transducer design better suited to wide
bandwidth signals, e.g., a multi-resonant Tonpilz, is a better choice [Knight 1987].

Equation J.25 can be reversed to obtain the transducer output voltage due to
a far field pressure. Note, however, that this is a different quantity to the receive
pressure response (RPR) or receive directivity in datasheets which plots the transducer
output voltage due to a constant pressure at the transducer. The RPR is derived in
Appendix K.

3Projectors are usually operated at the resonant frequency to maximise efficiency.
4In practice, the physical geometry of transducers causes deviation from this ideal formula, espe-

cially near resonance and for larger transducers containing multiple interacting elements.





Appendix K

TRANSDUCER MODEL

K.1 INTRODUCTION

By modelling a transducer as a two-port network (an electrical port and a mechanical
port), with associated inputs and outputs (IO), the electrical IO (voltage and current)
can be related to the mechanical IO (force and velocity) using the appropriate source
and load for transmitting or receiving. The mechanical properties are modelled using
equivalent electrical components and the IO at each port are found from Kirchoff’s
laws for electrical circuit analysis. Figure K.1 shows a simple two-port network for a
piezoelectric transducer immersed in water [Burdic 1984, p84] with properties defined
in Table K.1.

K.1.1 Transformer effects

The transformer primary:secondary ratio, 1 : φ, represents the sensitivity of the trans-
ducer by relating the electrical properties to the mechanical properties. It can be
replaced by a direct connection by referring the secondary voltages, currents, and
impedances (including those of the load) to the primary side. This is done by dividing
all secondary side voltages, currents, and impedances by φ, 1

φ , and φ2 respectively.
Figure K.2 shows an example of applying this to an isolated transducer. For a crystal
transducer, φ is real and constant for most frequencies of interest [Kinsler 2000, p392].

K.1.2 Water model

The water load can be modelled as a complex three-dimensional impedance network
using the transmission line method. However, for a plane wave it can be approximated
by a single frequency dependent impedance. For a circular piston transducer, this
impedance can be modelled using resistive (friction) and inductive (mass) components
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(a) Transmitting.

(b) Receiving.

Figure K.1: Two-port piezoelectric transducer model when immersed in water. The
ratio φ relates the electrical properties RS , CE , RE , and RP to the mechanical proper-
ties represented by the equivalent electrical components Rm, Lm, Cm, and Zr. Capital
subscripts denote primary side properties.

Symbol Description Units
Time domain Frequency domain

VS Source voltage V V/Hz
V Transducer voltage V V/Hz
I Transducer current A A/Hz
RS Source output impedance Ω
CE Electrical capacitance F
φ Electrical:mechanical ratio N/V
Rm Mechanical losses kg/s
Lm Mass kg
Cm Compliance N/m
U Transducer velocity m/s m/s/Hz
F Transducer force N N/Hz
Zr Water impedance kg/s
RP Preamp input impedance Ω
P Water pressure Pa Pa
A Transducer area m2

Table K.1: Properties of the two-port network in Fig. K.1.
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Figure K.2: Transducer model after referring to the primary side.

[Kinsler 2000, pp184–187][Burdic 1984, p86],

ZR(f) = ρ0cA (R1(f) + jX1(f)) , (K.1)

where

R1(f) = 1−
2J1

(√
16Aπf/c

)
√

16Aπf/c
, (K.2)

X1(f) =
2H0

(√
16Aπf/c

)
√

16Aπf/c
, (K.3)

ρ0 is the density of the medium, c is the speed of sound in the medium, J1() is the first
order Bessel function of the first kind, and H0() is the zeroth order Struve function
[Abramowitz and Luke 1975, p413].

At low frequencies and for small transducer areas, X1(f) is significant. However,
when the condition1

√
16Aπf/c >> 1 (K.4)

is satisfied then

R1 ≈ 1, (K.5)

X1(f) ≈ 0, (K.6)

so ZR becomes a purely resistive constant;

ZR(f) = RR ≈ ρ0cA. (K.7)

For a single projector element from the Kiwi Synthetic Aperture Sonar (KiwiSAS) array
mounted in an enclosure, (K.7) evaluates2 to ∼1400 Ω. Experimental measurements

1For the rectangular Kiwi Synthetic Aperture Sonar (KiwiSAS) projector, (K.4) evaluates to
∼24 @ 30 kHz This satisfies the condition, assuming it is also valid for non-circular transducers.

2There is some uncertainty because the formula was derived for a circular piston whereas the
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[Knight 1987, p52] suggest the water load is closer to 2200Ω. This discrepancy is
probably because the small area of a single element does not satisfy the condition of
(K.4) very well ((K.4) evaluates to five) so the reactive term may not be small enough
to ignore.

Substituting the water load into Fig. K.1(a) requires referring to the secondary
side of the transformer using

Rr = φ2RR. (K.8)

K.2 TRANSMIT TRANSFER FUNCTION

Fig. K.1(a) shows the situation where the transducer is being driven as a projector.
The ratio of the projector velocity to input voltage is found from Kirchoff’s voltage
law;

U(f) =
φV (f)

ZM (f) + ZR(f)
(K.9)

where

ZM (f) =
Rm + j

(
2πfLm − 1

2πfCm

)
φ2

(K.10)

and

ZR(f) =
Rr

φ2
(K.11)

from (K.7) and (K.8). Equation (K.9) has a 6 dB per octave positive slope for fre-
quencies below the region of the first resonance. This can be observed in Fig. K.3,
using a simple two-port transducer model derived from published measurements from
a real transducer [Sensor Technology Limited 2006]. See Sec. 4.5.2 for further discus-
sion on the frequency response of transducers when transmitting and the derivation of
the transmit voltage response (TVR).

K.3 RECEIVE TRANSFER FUNCTION AND RPR

Fig. K.1(b) shows the situation when the transducer is acting as a hydrophone. The
preamp input impedance is usually large enough for V (f) to be considered to be un-
loaded.

transducer has a square head but is mounted behind a circular rubber face supported by a circular
enclosure.
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A1:(6.0K,-95)  A2:(3.0K,-101)  DIFF(A):(3.0K,6.2)

1.0KHz 3.0KHz 10KHz 30KHz 100KHz

           Frequency
20*log10(I(Rr)/V(V:+)/2)

-70

-80

-90

-100

-110

-120

Figure K.3: A dB plot of (K.9) using the circuit in Fig. K.1(a) assuming φ = 1. At
frequencies below the resonant peak region, the slope is linear with frequency, i.e.,
∼6 dB per octave. This can be verified from the cursor readout at the top of the plot.
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Unlike the TVR, where the effect of propagating the transmitted pressure wave
from the transducer face out through the medium to a distance of 1m must also be
included, the receive pressure response (RPR) can be derived directly from the transfer
function of the two-port circuit. Assuming continuity of pressure, the pressure on the
hydrophone is equal to the pressure in the water, P (f), immediately adjacent to the
face. The force on the hydrophone is

F (f) = P (f)A, (K.12)

where P (f) is the resultant pressure after propagation through the medium from an
acoustic source in the far field. In practice, P (f) can be obtained from the datasheet
TVR plot for the acoustic source3 and will be frequency dependent due to the frequency
dependent characteristics of the source and the water, as explained in the previous
sections.

From Kirchoff’s voltage law;

V (f) =
F (f)
φ

ZE(f)
ZM (f) + ZE(f)

, (K.13)

=
P (f)A

φ (ZM (f)/ZE(f) + 1)
, (K.14)

where

ZE(f) = RE

∥∥∥ −j
2πfCE

, (K.15)

≈ −j
2πfCE

, (K.16)

because RE is usually large enough to be ignored.

Plotting (K.14) in Fig. K.4, again using a typical two-port model, shows that
below the resonant region, the response becomes asymptotically flat with frequency.
This shape is commonly observed in datasheet RPR plots extending across several
decades [Sound & Vibration 2004, Bruel & Kjaer 1983].

3The presence of the hydrophone will present an additional load [Kinsler 2000, pp416–418] causing
a reduction in P (f) from the datasheet value, although for small hydrophones this can be ignored.



K.3 RECEIVE TRANSFER FUNCTION AND RPR 207

A1:(23K,-22)  A2:(1.0K,-25)  DIFF(A):(22K,3.0)

1.0KHz 3.0KHz 10KHz 30KHz 100KHz

           Frequency
20*log10(V(RE:2)/V(F:+)/2)

-10

-15

-20

-25

Figure K.4: A dB plot of (K.14) using the circuit in Fig. K.1(b) assuming φ = 1. The
cursor readout at the top of the plot shows the response is flat (within 3 dB) up to
23 kHz.
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