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Abstract 

I present the results from the research on the topics of (1) credit ratings, which are usually 

provided by credit rating agencies, and (2) Artificial Intelligence and Machine Learning as a 

form of solving classification tasks, such as credit ratings, without the involvement of human 

experts. My research problem is stated as follows: to improve the solutions for the credit 

rating problem introduced by other credit rating agencies, I propose a rating system in the 

form of an expert system. Then I show that this system is more efficient than traditional rating 

systems on different hold-out samples of large-scale, multi-period data for public non-

financial corporate entities worldwide, and with respect to different forecasting horizons. I 

show that my rating system, which is based on an ensemble machine learning method, 

specifically Gradient Boosted Decision Trees, when applied to the rating process, outperforms 

incumbent rating systems on the accuracy-stability scale measured by a compound metric 

Index of the Quality of Ratings, which I develop and introduce. 

In the course of the research in addition to the topic of rating performance evaluation, 

I have included the comparison of market-implied ratings with fundamental ratings, ratings 

forecasting and replication, mapping of ratings of different providers to the universal scale, 

financial effects of qualitative ratings for the investors, the stability of ratings, and the cyclical 

effects of ratings. The novelty is in the amount of data that I used, including the number and 

diversification of the rated entities, also in the number of other rating providers involved in 

performance comparison tests and the number of optional models built and tested. I have 

shown performance results for different forecasting horizons. The complexity of the proposed 

model, its iterative revisions throughout the estimation periods, as well as mapping of ratings 

directly through the default ratios, also mark out my research. 

The significance of the research is in showing a more reliable, hi-tech, cost- and time-

effective solution for the problem of credit risk assessment for financial markets participants, 

who now rely upon the opinion of credit rating agencies. The key output of the research is 

therefore to re-imagine the credit ratings according to modern advances in finance, data-

science, information technology and software. The results of my analysis can be used as a 

starting point or proxy for choosing the optimal rating agency for investor’s needs, as a step-

by-step manual to develop a rating system, as a benchmark for the regulation of rating 

agencies, or when discussing the quality of ratings in academic and financial papers.  
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1. Introduction 

1.1 Overview and Scientific Scope of the Research 

My research is placed at the intersection of disciplines and domains. On one side it is in the 

practical domain of Credit Rating Agencies (CRAs). Credit ratings can be defined as 

fundamental or accounting-based ratings or Market-implied Ratings (MiRs). The latter stand 

for ratings derived solely from market data, i.e. quotes, prices, volatility, interest premiums 

and such like. MiRs complement the fundamental ratings universe, and are also used to 

monitor and adjust fundamental ratings (i.e. Moody’s KMV RiskCalc Model). 

A recommended starting point in understanding the credit rating universe is Langohr 

and Langohr (2008), who have described in detail the foundations of CRAs, rating scales, input 

data, types of ratings, rating processes, rating analysis and methodology, and metrics of the 

quality of ratings. Altman & Rijken (2004), Cantor et al. (2005, 2007), Duff and Einig (2009, 

2015) had their advance in academic research on CRA activities and their performance. The 

foundations of MiRs are in the Vasicek–Kealhofer model (Vasicek, 1984; Kealhofer, 2003), with 

the successive implementations made in Moody’s KMV model, which was continued within 

the Credit Research Initiative (CRI) of the National University of Singapore (Duan et al., 2012, 

2013). The CRI project gives us valuable insights not only into the rating data, but also into the 

rating process and general approach to the development and comparison of rating systems. 

The latest of the most relevant research on MiRs were performed by Poon et al. (2016), who 

compared the performance and timeliness of MiRs and Moody’s credit ratings, and Duan and 

Li (2020), who reported on a method of mapping Probabilities of Default (PDs) into Standard 

& Poor’s (S&P) credit rating categories. 

This study continues the line of scientific research dedicated to financial credit risk 

assessment. The classical problem is described as follows. Given a number of rating categories 

(labels), find a function and a set of variables, financial or non-financial, which calculates the 

probability of default of a firm and classifies it according to the definition of the rating 

categories. There are two sub-problems which I will focus on. Firstly, I intend to optimize 

Machine Learning (ML) credit risk classification methods, which then I expect will outperform 

existing approaches with respect to two evaluation criteria, accuracy and stability. Secondly, I 
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can use the results from the first step and compare my classification performance with the 

classification performance of CRAs.  

The review of Chen et al. (2016) helps to identify and validate frontier research in the 

domain of financial credit risk assessment. Closer to this research, works of value and starting 

points are Bacham and Zhao (2017) on a comparison of ML with statistical parametric 

methods, Hajek and Olej (2010) on corporate and municipal ratings prediction, Ozturk et al. 

(2016) and Sanz et al. (2020) on sovereign ratings prediction, and Kurbangaleev et al. (2018) 

on banks’ rating predictions and aggregation of CRA opinion. The following are the most 

relevant and recent contributions which focus on methods in the financial credit risk 

assessment problem: Caridad et al. (2019) on corporate rating forecasting using Neural 

Networks, Moscatelli et al. (2020) on amplification of several ML methods for default 

prediction and asset allocation for SME (Small and Medium Enterprises) loans, as well as Lee 

and Oh (2020) and Golbayani et al. (2020) on applications of Deep Neural Networks, such as 

Convolutional Neural Networks (CNN) and Long Short Term Memory (LSTM) networks to 

assess corporate credit ratings. Li and Chen (2021) describe the entropy method for an 

ensemble of ML algorithms that improves the overall performance of the combined model. 

Significant contributions to the development of performance validation of credit risk 

classification were made by Engelmann et al. (2003, 2011) and Tasche (2009) with their 

general description of metrics, particularly when the number of defaults is small. The 

parametric method for transition matrices and measuring stability is described by Lando and 

Skodeberg (2002), with injections of methods developed and described by Kuchler and 

Sorensen (1997). Several researchers continued the line of dealing with the quality of ratings 

without providing results for a compound metric for its measurement, as proposed by Duff 

and Einig (2009), of which I can mention Dimitrov et al. (2015) and DeHaan (2017). Both papers 

put emphasis on the changes in behaviour and performance of CRAs following the Global 

Financial Crisis (GFC) of 2008, with Dimitrov et al. (2015) examining the consequences from 

the Dodd-Frank Act regulating CRAs in the US, and DeHaan (2017) trying to find distinctive 

patterns in the actions of CRAs after the GFC. 

Cantor and Mann (2007) postulated the concept of a trade-off between rating accuracy 

and rating stability, stating that both qualities are valued by the market participants and 

investors. A number of authors continued the trade-off analysis between accuracy and 
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stability of credit ratings, including Cheng and Neamtiu (2009), Cornaggia and Cornaggia 

(2011), followed by Kiff et al. (2013), later revisited in Kiff and Kisser (2020), also Gu et al. 

(2014). Zhou and Liu (2006), Brown and Mues (2012), García et al. (2012) and, more recently, 

Lei et al. (2020) contributed to the solution of the class imbalance problem which arises from 

unequal numbers of observations in each risk category. Also, García et al. (2010), as well as 

Alaiz-Rodriguez et al. (2008) demonstrated the usefulness of the Multi-Dimensional Scaling 

(MDS) method to the financial credit risk assessment problem. 

Mapping of ratings is another line of research followed. Mapping of ratings is a way to 

find a relation between the ratings of different CRAs and plotting them on some common 

scale. The latter can be achieved either by examining observed average default frequencies in 

each rating group (e.g., Duan & Li, 2021), or by studying issuers with multiple ratings obtained 

from different agencies to approximate, quantify and formalize average ordinal splits between 

them (Kurbangaleev et al., 2018), or by using a combination of both approaches (Buzdalin et 

al., 2017). Emond and Mason (2002) have introduced two concepts of mapping of ratings with 

the help of correlation coefficients. The first is by finding the maximum average weighted rank 

correlation and the second is by using the Kemeny-Snell distance for pairs of ratings. The latter 

concept was extended in Kurbangaleev et al. (2018) by mapping ratings to the boundaries of 

default probabilities set by the Basel-3 standard. In another piece of research, Eisl et al. (2013) 

developed a non-parametric method to map ratings according to the variance of rating scales 

between the pair of rating providers. 

I also note that the rapid rate of innovation within the disciplines of Artificial Intelligence 

(AI), ML and data science opens up new opportunities that this study incorporates. Over the 

past decade, effective solutions using AI and ML have been obtained for a number of 

important problems, such as computer vision, text recognition, language translations and 

driving cars, for example. In this regard, I mention McAfee and Brynjolfsson (2017) for their 

complete analysis of the progress in the field of AI and ML, and Grove (2000) and Meehl (1986) 

among others for the proof of the superiority of computational models over expert human 

systems in various domains. I refer to Tian et al. (2020), Ching‑Chin et al. (2021), Long et al. 

(2021) for the most recent updates on the implementation of Gradient Boosted Decision Trees 

(GBDT) in the domain of financial credit risk assessment. Academic papers (e.g., Moscatelli et 
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al., 2020; Golbayani et al., 2020a) and data science contests, such as Kaggle competitions1, 

where real money is the reward for the best ML solution for a structured data output, show 

the superior performance of ensemble algorithms such as Boosted Decision Trees, Random 

Forests, or Hybrid Ensembles. 

1.2 Motivation for the Research 

The role of CRAs in the contemporary architecture of the financial world is paramount because 

agents frequently use their assessments for investment and lending decisions. On the other 

hand, CRAs have exacerbated the problems that led to the GFC. A specific problem is that 

financial derivatives are becoming more complex, to the extent that the general investment 

community must rely more on expert advice, such as CRA credit ratings. However, when the 

object of interest (investment opportunity) is evolving, but the assessment tool (credit rating 

system) for the object does not, there will be an opportunity for disruption. 

In general, the financial risk assessment literature has produced numerous articles for 

over 30 years. These contributions will be summarized in the literature review chapter. As of 

today, and to my knowledge, as of today, only one attempt has been made by the CRI to tackle 

the financial risk assessment problem (cf. Section 1.1) that has provided a ready-to-use 

solution. Often, interest in the credit rating literature flares up after financial crises and 

associated media attention, such as after the GFC. More recently, the global recession induced 

by Covid-19 in February–April 2020 has invoked new academic attention on the study of rating 

quality measured on a ‘through-the-cycle’ basis. 

I also notice that the credit risk assessment literature, which I have reviewed, remains 

at a ‘point-in-time’ approach, and does not test and develop their work to a stage that would 

demonstrate practical usefulness. A possible explanation for this is that the scientific methods 

that would be useful for the rating domain are introduced by a rather narrow circle of 

academics, who may rarely be involved in practical credit rating activities. On the other hand, 

the credit rating industry has evolved more in the form of a handicraft, in which credit analysis 

is viewed as an art and not as science. As a consequence, it is my experience that not many 

 
1 https://www.kaggle.com/competitions, also in particular, https://www.toptal.com/machine-

learning/ensemble-methods-kaggle-machine-learn 

https://www.kaggle.com/competitions
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
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from inside the sector are capable of incorporating advanced scientific methods into the credit 

rating problem. 

Therefore, the aim of my research is to find a disruptive ML algorithm that assigns credit 

ratings, and to set up a new rating system in order to change the situation in the industry, 

which for a long time has remained extremely conservative. I am much inspired by the Fintech 

achievements (e.g., described in the Financial Stability Board, 2017b), and I am eager to bring 

some innovations to the rating industry, which is criticized for its conservatism and even 

“sluggishness” (Langohr & Langohr, 2008, p.14). The key objective of my research is therefore 

to re-imagine the credit ratings according to modern advances in finance, data-science, IT and 

software. In the course of the research I propose more reliable, hi-tech, cost- and time-

effective solutions to the problem of classifying credit risk. The potential impact of this 

research is considerable, given that the CRAs ‘opinions’ remain the only available alternative 

on the market: firstly, CRA ratings have proved to be unreliable in many instances, particularly 

during the corporate collapses in the USA in 2002 and during the GFC; and secondly, CRA 

ratings may lead to high levels of financial risk, uncertainty among decision makers, induced 

market volatility, and substantial investment losses. My modelling approach makes it possible 

to observe and disclose key performance indicators of the CRAs, which are only available to a 

narrow community of regulatory authorities, and not to the public, investors or academia. This 

disclosure can lead to a better understanding of the quality of ratings when provided as a 

public good2, and to more accurate deployments of such ratings in the decision-making 

processes and information flow in credit markets, within financial regulation and exchange 

trade, and also in connection with the so-called information asymmetry problem, which CRAs 

are supposed to reduce (Millon & Thakor, 1985). 

  

 
2 The concept of ‘public good’ is based on the economic theory of regulation, also known as ‘public choice’. 
Numerous researchers, e.g., Coase (1974), Olsen (1968), Pigou (1920), Samuelson (1954), Stigler (1971), Tullock 

(1967) have contributed to the topic. This theory defines the provision of a public good as a service that is both 

‘non-excludable’ and ‘non-rival’. The former means that, once a service is provided, it is hard to exclude someone 
from receiving benefits from it; the latter refers to the fact that the consumption of a service by someone does 

not detract from consumption opportunities available to others. Also, see Cash (2017) for a detailed analysis of 

the concept in relation to the credit ratings industry. 
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1.3 Research Problem 

The pivotal terms used in this study are set out here. 

1) Credit rating problem is described as follows: given a number of rating categories (labels), 

find a function and a set of variables, financial or non-financial, that calculate the PD of a firm 

and classify it according to the definition of the rating categories. 

2) Referring to principles used by CRAs who are implementing the incumbent rating system I 

mean that such a system consists of elements such as a rating scale, a default event, a rating 

process and a particular rating model. The rating scale is an ordinal scale that groups entities 

according to their PD from most likely to least likely; the default event defines one of the 

classes on the rating scale and is a key event the probability of which the incumbent rating 

system is trying to predict for each rating group with the maximum accuracy possible. The 

rating process comprises the steps needed to assign or surveil a rating for each entity with a 

certain periodicity and to disclose it to the public. The rating model is a set of rules, algorithms 

and calculus used to obtain an output (rating for an entity) from the set of inputs (mostly 

financial variables). The rating model is periodically revised (calibrated) to match the changes 

induced by the entity’s activities deemed relevant to the calculation of the PDs, and thus to 

improve the rating performance, which is a set of metrics describing how efficiently a rating 

system solves the credit rating problem. Krahnen and Weber (2001) define a rating system 

simply as a function R such that 

𝑅 ∶  {𝑐𝑜𝑚𝑝𝑎𝑛𝑖𝑒𝑠}
𝑟𝑎𝑡𝑖𝑛𝑔 𝑝𝑟𝑜𝑐𝑒𝑠𝑠 & 𝑚𝑒𝑡ℎ𝑜𝑑𝑜𝑙𝑜𝑔𝑦
→                        {𝑟𝑎𝑡𝑖𝑛𝑔 𝑐𝑙𝑎𝑠𝑠𝑒𝑠} (1.1) 

 

where 
𝑟𝑎𝑡𝑖𝑛𝑔 𝑝𝑟𝑜𝑐𝑒𝑠𝑠 & 𝑚𝑒𝑡ℎ𝑜𝑑𝑜𝑙𝑜𝑔𝑦
→                        stands for the rating assignment, while {𝑟𝑎𝑡𝑖𝑛𝑔 𝑐𝑙𝑎𝑠𝑠𝑒𝑠} is 

a set of rating classes, for example, {A, B+, B, B−, . . . }. Each rating agency defines its own 

rating process, method and scale, though certain standards have been worked out and 

adopted for the sake of universality, based on the investors’ perceptions of the ratings. The 

definition in Expression 1.1 should be extended, as Krahnen and Weber (2001) suggest, to 

include a set of rules for rating surveillance (i.e., monitoring and updating past assignments), 

especially in the case of a default event. Also, the rating model needs to be adapted to the 

constantly changing environment for the ratings to remain a relevant measurement tool for 
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the PDs (Krahnen and Weber call this ‘system development requirement’). The latter is usually 

achieved by iterative back-testing and corresponding model adjustments in order to maximize 

rating performance. 

3) By incumbent rating systems, I understand the ratings system based on the above 

elements, which are observed in the existing CRAs, such as Standard & Poor’s, Moody’s, and 

Fitch. There, rating scales consist of between 20 and 23 groups indicated by letters and figures, 

or plus and minus symbols. The lowest rating (‘D’ from S&P and Fitch, and ‘C’ from Moody’s) 

indicates that a default event has already occurred or will occur almost for certain. Ratings are 

produced by human experts, groups of analysts who conduct the rating analysis; however, the 

final assignment of ratings is done by vote at rating committee meetings. Rating models are 

scoring systems based on linear regression (often multi-variate discriminant analysis). Some 

input variables are qualitative and need to be transformed into scores, which is done by 

analysts who use professional opinions. This element of the incumbent rating system 

therefore is not robust over time. Rating models are reviewed every economic cycle (5 to 10 

years), but minor changes are introduced every year. Every type of rated entity (e.g., different 

industry sectors) has its own rating model. The rating performance is measured by default 

rates, accuracy, rating transition and rating stability measures. All elements of incumbent 

systems have been formed and tested over decades, and market participants are used to such 

systems when making decisions based on credit risk analyses. 

This research includes replication of rating assessments, and therefore quality 

comparisons of the methods. These comparisons are done against the incumbent rating 

systems of the following CRAs: Standard & Poor’s, Moody’s, Fitch and the CRI at the Risk 

Management Institute of the National University of Singapore. The former group of three (Big-

3) produce the fundamental ratings and the CRI uses a market-implied rating model similar to 

the Vasicek-Kealhofer (V-K) model (cf. Vasicek, 1984; Kealhofer, 2003; Duan et al., 2011).  

4) To measure the efficiency of a rating system, two parameters are examined: rating 

accuracy and rating stability, both of which are relevant to the end users. In general, the 

quality of ratings is measured by these indicators of rating performance. A rating system of 

high quality will discriminate entities by the PD, and must give a universal, relatively stable, 

through-the-cycle, and measurable benchmark of PD for every rating group. As Cantor and 

Mann (2007) put it,  
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Users of rating system[s] value both accuracy and stability. No investor would be 

satisfied with a perfectly stable rating system in which rating changes never occur, but 

ratings are wholly inaccurate. Similarly, no investor would be indifferent between two 

rating systems that had precisely the same levels of accuracy, but one had stable ratings 

and the other had ratings that gyrated wildly from day to day or even within a day. (p.61) 

Research on compound quality metrics within the credit rating assessment context is at 

a seminal stage. I shall develop and test an Index of the Quality of Ratings (IQR), which maps 

the quality of ratings produced by a rating system from the accuracy-stability space into a one-

dimensional value. The composition and structure of the IQR is described in Chapter 3, and 

the revisions to this are later introduced in Chapter 8. 

5) The data used in this thesis are from public non-financial companies, which are corporate 

entities with financial instruments listed on exchanges, and I have excluded financial sector 

issuers such as banks, insurance companies, investment funds and other financial 

intermediaries. Note that the data used are secondary data, that is, i) unsolicited ratings 

produced without any exchange of data or interaction with the rated entity from the CRI, and 

ii) financial data, market quotes and accounting data obtained from Reuters.  

6) The rating system that I develop produces issuer default long-term credit corporate ratings 

and I compare its performance with the performance of the incumbent rating systems. In the 

case where a rating system assigns PDs instead of ratings (which is the case for the CRI), I map 

such PDs to the probability of default implied ratings (PDiRs) so that the CRI ratings become 

on a par with the other ratings produced by Standard & Poor’s, Moody’s and Fitch. 

7) The last definition I emphasize is the one for an expert system. According to the 

Encyclopedia Britannica, an “expert system is a computer program that uses Artificial 

Intelligence methods to solve problems within a specialized domain that ordinarily requires 

human expertise”. It therefore does not include judgmental opinions of human experts as a 

component, as observed in incumbent rating systems, but expresses a system in which expert 

programmers and modelers write a ML code that substitutes for human experts in the 

decision-making process. 

In the light of the above terms, I state my research problem as follows:  
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To improve the solutions for the credit rating problem introduced by other 

CRAs, I propose a rating system in the form of an expert system. I expect that my 

solution is more efficient than traditional rating systems on different hold-out 

samples of large-scale, multi-period data for public non-financial corporate 

entities worldwide, and with respect to different forecasting horizons. I also 

expect that my rating system, which is based on ML methods and applied to the 

rating process, outperforms incumbent rating systems on the accuracy-stability 

scale. This scale is measured by a novel compound metric ‘Index of the Quality of 

Ratings’. 

 

1.4 Research Hypotheses 

The credit rating problem is essentially empirical and methodological in nature. The classical 

theory testing approach using hypotheses therefore is less relevant. Instead of hypotheses, 

however, I formulate the research expectations below. 

The main expectation is that a ML computed rating system will deliver on-par or better 

quality of ratings as determined by the IQR. This expectation is based on i) the choice of the 

method used to develop the rating system (supervised learning, consensus ratings calibration, 

and the inclusion of defaults data), ii) the results obtained from a preliminary Experiment 1 

(cf. Chapter 4), and iii) the successful cases of the implementation of ML methods in financial 

credit risk assessment and other domains, which I present in the Literature Review. Moreover, 

I expect that the quality and the extent of the data used, along with faster and more precise 

processing due to computerization and advances of modern ML algorithms, would surpass the 

incumbent rating systems, which either rely on human expertise and complicated decision-

making processes, like the Big-3 CRAs, or use only a fraction of available variables, as is the 

case with the CRI ratings. Therefore, I expect that my rating system would produce superior 

results on a broader sample of rated entities: in other words, my rating system will represent 

a more generalized solution to the credit rating problem than the incumbents.  

Further, I expect that the CRA ratings can be accurately replicated and predicted, by 

my ML algorithm, and that more than 80% of predictions will fall into a ±2 notches interval 

around the true label. This expectation is based on the results of Experiment 1, and is later 
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tested with other results that are presented in Chapter 7. My benchmark expectations are 

also formed based on the maximum rating accuracies reported in the academic literature of 

around 60% (Golbayani et al., 2020b, p. 3) and between 90% and 94% (Hajek & Olej, 2010) 

obtained for a much simplified 2 category analysis setup; and by Standard & Poor’s (2019) 

reported weighted average (standard deviation) accuracies of 80.8% (6.11%), 72.66% (5.34%) 

and 68.86% (5.51%), for 1-, 3- and 5-year bonds. 

Secondly, I expect that my rating system will not only be on-par or superior to the 

incumbents in its performance, but it will also be compliant with the conventional 

requirements that are imposed by the audience of credit ratings, i.e. the investors. In detail, a 

rating system should i) divide entities into multiple classes, ii) discriminate between entities 

with higher PDs and those with lower PDs, when lower PDs get higher ratings and vice versa, 

iii) be able to map to other ratings of another CRA for regulatory and investment purposes, 

and preferably to map directly, A class to A class, B class to B class, etc., and iv) presumably, 

help investors to optimize risks and returns ratios  – in other words, limit the risks and 

maximize the returns. These considerations are crucial, because a rating system is only 

comparable to its peers in performance if it allows the same user experience. Overall, the 

expectation is that my rating system will obtain both validity (compliant to i) – iii)) and value 

(compliant to iv)). Investors are accustomed to certain standard terms and conditions, for 

instance, the investment grade threshold as a limit for conservative investors, ‘triple-A rating’ 

as a benchmark of a risk-free asset, the prevalence of middle-grade ratings in the distribution 

of ratings, and the importance of upgrade and downgrade events as indicators of changes in 

credit risks. Moreover, from the investor’s perspective, ratings should deliver positive financial 

returns. Again, the choice of methods (replication, reverse engineering, and supervised ML on 

pre-labelled data) must lead to the development of a rating system with similar external 

features, as indicated in i) – iii), providing that the first expectation (the ability of the method 

to deliver accurate replication) comes true. The question of whether a system with the same 

external features can deliver better performance is a subject of my main expectation. Whether 

or not it delivers positive financial effects, indicated in iv), is a matter of the quality of the 

ratings and the ability of the performance metric to reveal this quality with respect to the 

financial impact on the investment results. 
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Thirdly, I expect that, even if the stability ratio of my rating system is lower than the 

stability of fundamental rating providers – the Big-3 CRAs – the superiority of my ratings in the 

accuracy ratio should lead to acceptable levels of overall performance. The stability of ratings 

is a product of the following three components: a) the duration of surveillance cycles (1-year 

for incumbents and 1 quarter for my ratings), b) the frequency of methodology updates 

(5-year cycle for incumbents and annual updates for my system), and c) the attitude and 

tolerance to rating changes (less tolerant from the incumbents’ perspective, e.g., Altman and 

Rijken (2004), Löffler (2004), and completely tolerant for my rating system). I also expect, that 

my ratings would be superior in stability to the CRI market-implied ratings, which are reviewed 

monthly and are unstable because of stock market prices fluctuations. This is particularly 

problematic over long periods of 3 or 5 years. I show that all three components of stability, a), 

b) and c), can be tuned when developing a rating system. For instance, 100% stability may be 

achieved by assuming a rating rule where the surveillance cycle is infinite. My expectations 

are also that the importance of stability in the overall ratings perception of investors and the 

financial effects that ratings produce on investor’s portfolios will be significantly lower than 

the impact of the rating accuracy. I also assume that a rating system should not seek for a 

higher stability than the one that is determined by i) its surveillance cycle (product of the 

frequency of data updates), and ii) its methodology review cycle (product of resources of the 

rating provider, the rate of change in economic conditions, and deliberate decisions of the 

authors of the rating system). I expect to find the evidence through my research for these 

predictions. 

1.5 Overview of Research Structure and Major Results 

The introduction (Chapter 1) and the Literature Review in Chapter 2 open the scene and set 

the context for the analysis conducted in Chapters 3–8. Chapter 3 outlines the applied 

methodology, including continuous-time (parametric) modelling of rating transitions, the 

concepts pf cumulative accuracy profile (CAP) and receiver operator characteristic (ROC) 

curves, the measurement of the accuracy ratio (AR) with respect to constant distances to 

default, the developed Index of the Quality of Ratings (IQR), mapping of ratings, credit rating 

replication and forecasting, as well as major ML concepts used in my research, such as gradient 

boosted decision trees (GBDT). This chapter also briefly portrays the data I have used for my 

research. Chapter 4 describes an initial experiment in replicating Standard & Poor’s long-term 
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issuer default ratings, while Chapter 5 observes the quality of credit ratings from an investor’s 

perspective. Chapter 6 examines the time series of rating performance indicators of credit 

rating providers and proposed a novel method for the mapping of ratings over using long-term 

cumulative average default rates. Chapter 7 provides an analysis of my exercise in the 

replication and forecasting of credit ratings with ML method. This chapter also deals with the 

observed inconsistency and structural shifts in credit rating methodologies. In Chapter 8, all 

the insights from Chapters 4–7 are combined to develop and test the performance of a ML 

based credit rating system in comparison to the performance of the Big-3 rating agencies and 

the Credit Research Initiative (CRI) of the National University of Singapore. Finally, Chapter 9 

provides a conclusive discussion, displays some of the limitations of my research, and 

summarises the work and its implications.  

In this Section, I summarize the major steps that my research follows in order to address 

the research problem and test the expectations that were outlined above. Subsections 1.5.1–

1.5.4 can be organized in any particular order as they independently test the particular 

expectations (hypotheses). The last Subsection (1.5.5) summarizes all the previous 

subsections to address the main expectation and thus responds to the research problem 

directly. When reading the whole thesis, this section may be skipped as it is quite condensed 

and discusses concepts which are later explained at full length. 

1.5.1 Technical Performance Indicators Describing the Quality of Ratings 

Technical Performance Indicators describe the way to analyse the performance of credit rating 

agencies’ rating models and the quality of the ratings they provide to the markets. In plain 

words, the technical performance of a CRA is an answer to a simple question on how good 

CRA ratings serve as a forecaster of default events. There are three major groups of technical 

performance indicators, namely rating accuracy, rating stability, and default rates. With 

respect to the performance of a rating system, accuracy and default rates are correlated as 

they measure the same parameter of ratings forecasting ability or discriminative power in 

predicting defaults. For the compound metric of rating performance that I develop, I used 

accuracy and stability, while default rates are used to confirm the validity of a rating system 

and perform mapping of ratings (see Subsection 1.5.2). 
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I propose a novel metric for the quality of ratings based on direct indicators, such as 

accuracy and stability. This research is the first to provide long-term consecutive monthly 

observations of both accuracy and stability metrics of the Big-3 credit rating agencies – 

Standard & Poor’s, Moody’s and Fitch, and the Credit Research Initiative – across 1-, 3- and 5-

year periods. I also test accuracy for particular rated samples: investment-grade rated entities 

and non-US (non-American) entities. My approach is different from those presented in the 

literature, where mostly indirect methods were employed to judge the quality of the ratings. 

To develop a universal performance metric to measure the quality of different rating 

systems, I have introduced a metric, Index of the Quality of Ratings, and test it on a set of 

incumbent rating systems over a long period of time (30 years) and with respect to different 

forecasting horizons (1, 3 and 5-year prior to defaults). For these tests, I have used a data 

sample of 80,805 public non-financial companies, of which 48,963 were rated by the CRI, 

4,269 were rated by S&P, 1,362 were rated by Fitch and 1,535 by Moody’s in the period from 

January 1990 until June 2015, with respect to default events that occurred between 1995 and 

June 2020, when I created this database. Thus, I have computed IQRs over 247 sliding 

(monthly) window 1, 3 and 5-year periods between January 1990 and June 2015 (for the 

ratings) and January 1995–June 2020 (for subsequent default events). The sample includes 

companies from 149 countries, and 9 basic sectors with subdivision to 112 industries. 

With IQR I have reduced the dimensions of accuracy and stability metrics illustrated in 

Figure 1 to a single-dimension metric shown in Figure 2. 
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Figure 1  

Plotting Accuracy and Stability Ratios of Four CRAs, as of 30 September 2008, on a 2-

Dimensional Space 

 

Note. Mod = Moody’s, Fit = Fitch, IG = investment grade, NonUS = sample of non-US rated entities, and the 

numbers 1, 3 and 5 represent the investment horizons in years. 
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Figure 2  

Index of the Quality of Ratings of four CRAs on 30 September 2008 

 

To calculate the IQR, I have used weighted average accuracy (1, 3 and 5-year prior to 

default), also with respect to all non-US and investment-grade ratings, and the average 

stability (1, 3 and 5-years). For method description see Chapter 3. Table 1 indicates the top-

performing CRA and the second best performing CRA for the entire observation period (1995–

2015), as well as for each half (decade) of that period. According to IQR values, Standard & 

Poor’s was the top-performing CRA from 1995-2015 by the compound average weighted IQR 

value. The difference of IQR between S&P and Fitch though is not significant at 5% level. 

Table 1  

Comparing Quality of Ratings of four CRAs over a 20-Year Period 

Index Top performer IQR Runner Up IQR 

All Ratings 1995–2015 Standard & Poor’s 0.630 Fitch 0.605 

1995–2005 Standard & Poor's 0.625 Fitch 0.525 

2005–2015 Fitch 0.642 Standard & Poor's 0.637 

0.305528

0.513348

0.614411

0.618593
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For the analysed sample of public non-financial companies, there is clear evidence that 

fundamental ratings perform better than market-implied ratings, both in accuracy and 

stability. Hence, there is no evidence that correlation with Merton’s (1974) model Expected 

Default Frequency (EDF), which contributes to MiR (low performer in terms of ratings quality), 

can serve as a benchmark for the quality of ratings. The responsiveness of ratings to changes 

in the MiR model parameter, such as EDF, is not found to have any correlation with the quality 

of the ratings, i.e., the discriminative power of the rating system. 

The implied stability of MiRs is very low, but it does not make those ratings more 

accurate than fundamentals. Hence, in creating a rating system of a higher quality, the choice 

is in favour of fundamental ratings, but with the coverage and automation attributed to MiRs, 

e.g., Machine Learning ratings based on fundamental financial data of the rated entities (e.g., 

Bacham & Zhao, 2017). 

For more details on the development and testing of the IQR and other metrics to 

evaluate the performance of CRAs from the investor’s perspective, see Chapter 5. 

1.5.2 Mapping of Ratings 

Basically, mapping of ratings answers a question of how one can compare paired ratings from 

different CRAs in terms of the level of credit risk. The answer is related to one of the three 

major technical performance indicators that measure rating performance: default frequency, 

or default ratios. 

Mapping of ratings is important for this study in two different aspects. Firstly, it makes 

it possible to test the expectation of validity of the newly developed rating system by mapping 

its ratings to the scale to which all other rating systems are mapped. According to the 

expectation of validity, my ratings map directly to S&P, Moody’s and Fitch ratings, ‘A’ to ‘A’, 

‘B’ to ‘B’ and ‘C’ to ‘C’ category. Secondly, when I replicate Big-3 ratings in the course of 

training the ML model of my rating system, I used consensus ratings of Big-3 CRAs or their 

replicas as ‘true labels’, which provided more data and a clearer method of deciding how to 

treat situations when an entity had ‘split’ ratings from two or three CRAs. 

With respect to mapping of ratings there are two basic approaches in the literature. 

The first is to find the relation coefficients between ratings of CRAs, and the second is to plot 

the ratings on a consensus scale. Both methods deal with co-rated entities, the situations 



 
17 

when one rating object is simultaneously rated by two or more CRAs. In contrast to these 

approaches, and using the same dataset that I use to develop and test the performance 

metric, I propose a method of direct mapping of ratings of incumbents and the CRI according 

to the correspondence of median Cumulative Cohort Default Rates averaged over multiple 

long-term periods (1-, 3- and 5-year). 

When processing the mapping of ratings, for the number of periods (247 sliding 

window monthly, 1, 3 and 5-year) described in Subsection 1.5.1, I calculated default ratios per 

each rating category of every CRA in the sample. After these calculations, the average default 

ratios for all periods were taken for 1, 3 and 5-year forecasting horizons. Median values of all 

four CRAs were calculated (in line with Kurbangaleev et al., 2018), and after that I used 1-, 3- 

and 5-year cumulative median default ratios for each rating group. As a next step, for every 

rating of every CRA for 1-, 3- and 5-year period prior-to-default I found rating on a universal 

scale that corresponds to average cumulative default ratios. I have used these ratios to comply 

with the rule of ratings transitivity. Finally, an average ratio of all three periods gives the 

mapping in Table 2. 

Table 2  

Mapping Table 

Ordinal 
rating 

CRI Moody's S&P Fitch 

PD Max Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

1 0.000090 5 A+ 1 AAA 1 AAA 1 AAA 

2 0.000122 6 A 2 AA+ 2 AA+ 2 AA+ 

3 0.000205 6 A 3 AA 3 AA 3 AA 

4 0.000308 7 A- 4 AA- 4 AA- 4 AA- 

5 0.000489 8 BBB+ 5 A+ 5 A+ 5 A+ 

6 0.000760 9 BBB 6 A 5 A+ 6 A 

7 0.001125 10 BBB- 7 A- 5 A+ 6 A 

8 0.001851 10 BBB- 7 A- 6 A 7 A- 

9 0.002683 11 BB+ 8 BBB+ 8 BBB+ 8 BBB+ 

10 0.004444 11 BB+ 8 BBB+ 9 BBB 10 BBB- 

11 0.006514 12 BB 9 BBB 11 BB+ 11 BB+ 

12 0.010334 13 BB- 10 BBB- 12 BB 12 BB 

13 0.015814 13 BB- 11 BB+ 14 B+ 13 BB- 

14 0.024503 14 B+ 12 BB 15 B 14 B+ 

15 0.037175 15 B 13 BB- 17 CCC+ 14 B+ 

16 0.057338 16 B- 17 CCC+ 20 CC 15 B 

17 0.083161 17 CCC+ 17 CCC+ 20 CC 15 B 
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Ordinal 
rating 

CRI Moody's S&P Fitch 

PD Max Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

18 0.123225 19 CCC- 18 CCC 21 C 17 CCC+ 

19 0.189582 20 CC 18 CCC 21 C 17 CCC+ 

20 0.236701 21 C 19 CCC- 21 C 18 CCC 

21 1 21 C 19 CCC- 21 C 19 CCC- 

Note. Uni Rating stands for the rating on the universal scale.  

It is simple to use this mapping table. From the first line we obtain that whenever 1-year PD 

provided by the CRI that is less than 0.00009, this PD can be treated as an ‘A+’ rating on the 

universal scale. According to median cumulative cohort default rates for 1995–2015, and 

across 1-, 3- and 5-year time intervals, this universal rating is equal to the 5th ordinal rating 

from Moody’s (‘A1’), and ‘A+’ rating provided by S&P and Fitch. 

This result can be important not only for credit risk analysis, but also for prescriptive 

purposes when regulators are providing guidelines for market intermediaries and assessing 

the quality of ratings of existing CRAs. To my research, the result is used to label the data of 

Big-3 rated entities for ML training (see Subsection 1.5.5) and to perform mapping of my rating 

system to the same universal scale shown in Table 2.  

A more detailed description on mapping of ratings is presented in Chapter 6. 

1.5.3 Accuracy-Stability Relation and Cyclical Effects of Ratings 

I have used the same time series as described in the two previous sections to pursuit the other 

research goals. Firstly, I intended to address the third expectation (that the importance and 

impact of rating stability is much lower than accuracy; stability should not be specifically 

persuaded, but is implied as a part of a rating process). Secondly, I aimed to explore the 

theoretical trade-off between accuracy and stability, two metrics that compound in the 

structure of the IQR. Lastly, my purpose was to observe the changes in accuracy and stability 

over different phases of the economic cycle. Apart from scientific curiosity, which drove me 

to find out what the exact values are of technical performance indicators for leading CRAs, the 

purpose of my research is to continue the line of study on the evolution of ratings over time 

and economic cycles. By examining the patterns in the fluctuations of parameters for the 

quality of ratings, I seek to discover new relations for economic variables describing credit 

ratings.  
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The request for stability is derived from bond investors wanting to keep their 

rebalancing costs low enough, issuers wishing to get use of predictable borrowing spreads, 

and regulators who value financial stability most of all. Rating stability is a way to examine the 

evolution of ratings, rating migration, or rating transition (interchangeable terms). At the same 

time, investors are reluctant to use inaccurate ratings, whether they are stable or not. 

I have observed the timelines for accuracy and stability to explore the correlation 

between them, and to determine the performance of ratings at different stages of the 

economic cycle. Correlation between accuracy and stability is substantial, and it becomes even 

stronger over the longer periods (see Figure 3). 

Figure 3  

Accuracy and Stability Correlation, Moody’s over a 5-Year Investment Horizon over the Period 

1995–2015 

 

From Cantor and Mann (2007), I expected to find a negative correlation between 

accuracy and stability, but it was the opposite: the correlation is positive. For the analysed 

sample and time interval I found no evidence of a trade-off between stability and accuracy, 

i.e. no evidence that more stable rating systems perform worse and vice versa. The correlation 

cannot be explained as a causal relationship, rather a third variable determines the other two. 
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This variable can be defined as a proxy of financial instability, and I found that the overall 

default ratio serves well as a causal parameter. Firstly, I show that if the overall defaults 

frequency is a proxy for financial instability, then there is a significant correlation between 

rating accuracy and economic stability, as shown on Figure 4. This correlation was observed 

for all four incumbent CRAs. 

Figure 4  

Default Ratios and Rating Accuracy of CRI 1-Year Prior to Default 

 

Note. Vertical red lines in the bar graph represent points in time at which the effects of the major financial crises 

of recent decades began to unfold: the crisis in Southeast Asia (October 1997), the terrorist attack of September 

11, 2000 and the subsequent recession in the United States (September 2000), as well as the GFC, which started 

with the collapse of investment bank Bear Stearns (March 2008) 

Also, in relation to stability ratios, the same negative correlation with default ratios can 

be observed, see Figure 5. 
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Figure 5  

Stability Ratios and Corresponding Default Ratios over a 5-Year Investment Horizon over the 

Period 1995–2015 

 

With respect to a ‘through-the-cycle’ aspect of ratings performance, I see evidence of a 

negative correlation between economic conditions and ratings performance, in both accuracy 

and stability, which suffers when the density of defaults grows. It is unclear if the ideal 

combination of accuracy and stability can be achieved, and I can only determine which 

combination is more preferable when looking at the IQR that I test (see Subsection 1.5.1, also 

Chapter 6), which shows that Fitch and S&P combinations in general are closer to optimum, 

while the CRI approach lacks both accuracy and stability. 

In Chapter 6, I present more observations on how different metrics of the rating quality 

change during and after financial stresses, which reveal several interesting patterns in rating 

behaviour with relation to the economic cycle. 

1.5.4 Replication and Forecasting of Ratings 

The accuracy of replication of ratings is an important issue related to the quality of ML models, 

which is at the core of my rating system. In the ML domain, the greater the accuracy of the 

model on the test (estimation) samples, the more precise and valuable this model is. In 

relation to the first expectation (the ML model can efficiently learn methods from data using 
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other CRA ratings and actual default events), the ability to replicate other CRA ratings 

accurately is a key to successful development of a valid rating system. Furthermore, the main 

expectation is that the injection of extra data from both defaulted and non-assessed entities 

by the Big-3 companies will allow the model to be improved and to attain performance 

superiority in comparison with the incumbents. 

I have defined the replication of ratings as a process of estimating the rating of an entity 

using ML-model and a number of variables (see Table 16, Subsection 3.1.6). For instance, let 

X be a sample of entities which are rated at time T, and each entity has a set of variables, 

financial and non-financial, known at time T. The process of replication begins when I use a 

proportion of X (estimation subsample) to build a model (GBDT model in my case). This model 

is then used to estimate the ratings of the remaining entities (testing subsample). If, on the 

contrary, I use data from one period (estimation subsample at time T) to build a model and 

then predict ratings in another period (testing subsample at time T ± y, where y is 1-, 2- or 4-

year period, usually after, but also can be before T), then it is called forecasting of ratings. 

The starting point of this research in the context of rating replication can be found in 

Experiment 1 (see Chapter 4). It is worth mentioning that the context in which my research or 

Experiment 1 is set has gained a lot of attention from the academic world. A significant stream 

of literature comprises studies made to model and replicate the credit rating process of CRAs 

with both statistical methods (e.g., Jackson & Boyd 1988; Kamstra et al., 2001; Kaplan & 

Urwitz, 1979) and AI/ML methods (e.g., Brennan & Brabazon, 2004; Huang et al., 2004). In the 

Chapter 2, the Literature Review, I will analyse papers that are most relevant to my study, 

including Hajek and Olej (2010) with replication of S&P corporate ratings in the US and local 

experts’ municipal ratings in the Czech Republic deploying supervised and semi-supervised 

learning; Ozturk et al. (2016) replication of Moody’s sovereign ratings using Classification And 

Regression Trees (CART), Neural Networks (NNs), Bayesian Nets and Support-Vector Machines 

(SVMs); Sanz (2020) on using EU country reports to predict sovereign ratings. I will also review 

studies of Kurbangaleev et al. (2018) with replication of ratings from Russian banks assigned 

by seven CRAs using consensus rating analysis and logit default models and Golbayani et al. 

(2020a) on implementations of Deep Neural Networks (DNNs) to predict corporate credit 

rating. Parisa Golbayani in cooperation with Ionut Florescu and Rupak Chatterjeec published 
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another study in 2020 entitled ‘A comparative study of forecasting corporate credit ratings 

using neural networks, support vector machines, and decision trees’ (Golbayani, 2020b). 

From Tables 1–3 (Golbayani et al., 2020b) I find that the best accuracy ratio in replicating 

corporate ratings using Decision Trees (DTs) is 64.6% (Moody’s ratings for companies in S&P 

500, Wallis et al., 2019), for SVM best accuracy achieved in the same paper was 60.1%, while 

Cao et al. (2006) claimed to have 84.61% accuracy with SVM rating replication of S&P ratings 

for US manufacturing companies. Using Artificial Neural Networks (ANNs), Wallis et al. (2019) 

got 63.6% accuracy, while best in class were Brabazon and O’Neill (2006) with 85% accuracy 

in replicating S&P ratings for 791 US non-financials. 

Providing Experiment 1 (Chapter 4) with the above results, I try to add to the topic 

because I clearly see gaps in the literature. Most researchers used one single period and one 

data sample (which is why K-fold validation was also needed). Most studies focused on one 

CRA, with no generalization or comparison between CRAs. Data samples were relatively small 

(less than 1,000 entity-rating observations). In comparison to that, my novelty is in the 

following features: a larger amount of data (150,808 ratings actions of the Big-3 CRAs for 2,536 

public non-financial companies from 70 countries); multiple periods (samples) for predicting 

ratings (30 periods in 1990–2019); an inclusion of all the Big-3 CRAs (S&P, Moody’s and Fitch); 

examining different accuracy ratios (exact match, ±1, ±2, ±3 notches); and, lastly, various 

setups for replication and forecasting (different train and test data split, various time gaps in 

forecasting). In this context, I have searched for answers to the following questions: i) what is 

the best accuracy I can achieve for replication and prediction, and how does this compare to 

previous research, and ii) are there any stable data patterns in the results – for example, can 

accuracy be a product of other variables, such as distance between train and test data, time 

horizons for predictions, or the number of observations involved. Overall, whereas many 

works were dealing with a single, or several small samples to compare the performance of 

different classifiers (e.g., ensemble DTs, ANN, SVM), in my research I examine the 

performance of the best in class methods (GBDT) on multiple (dimensions: periods, CRAs, 

forecasting horizons) samples of larger size. 

Following another paper of Golbayani et al. (2020a), I use primary accounting data as 

inputs, over 90 variables from financial reports (balance sheet, income statement and cash 

flow), along with market capitalization value of the company, its country of origin, industry 
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and sector, to predict ratings assigned within a 3-month period after the reports’ publication 

dates, which is also in line with Experiment 1. 

My results in Chapter 7 show 90–93% accuracy in rating replication (same period for 

train and test samples), and 72–77% accuracy in rating prediction (with test samples from the 

year next to the last period used for training the model). For longer periods, accuracy falls to 

49–54% (over a 2-year period) – e.g. predicting ratings in 2005 using data from 1990–2003 – 

and 28-34% (for a 4-year period), e.g. forecasting ratings in 2007 with data from 1990–2003. 

This outcome conforms to the expectation on the accuracy of rating replication and provides 

another argument in support of my main expectation with respect to the research question.  

Within this context, I also demonstrate that the accuracy in rating prediction and 

replication deteriorates from its highest level of over 90% for replication to 30% when 

predicting ratings of S&P and Fitch for a period of 4 years after the train dataset was formed. 

The longer that period, the less accurate our prediction can be. The rate of decrease in 

accuracy depends on the duration and the decrease can be slightly offset by putting more 

observations in the training sample. I assume the main reason for described effects is the 

inconsistency of CRA decisions on ratings. While strict methods are presumed by the ML 

replication model, rating analysts are not robots, and from time to time they deviate from the 

method. This is logical that the more ratings they produce, the higher is the deviation ratio 

observed. For example, Figure 6 shows the deterioration of the accuracy in forecasting S&P 

credit ratings relative to the increase in the time gap between train and evaluation samples. 
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Figure 6  

Accuracy of Forecasting S&P Ratings from 2019 (1st and 4th Year) 

Accuracy of Forecast of S&P Ratings, 1st Year (2019) Accuracy of Forecast of S&P Ratings, 4th Year (2019) 

  

On the contrary, for prediction time series the relation between the number of observations 

in the train sample and accuracy becomes the opposite: the more observations included, the 

better the accuracy of prediction. I explain this effect by the fact that, with a larger number of 

observations, the ML model captures more patterns from past analysts’ decisions, including 

the deviation-from-method patterns that rating analysts obtain during the period T. 

Within the same context I have also examined the structural shifts in the CRA methods, 

points in time where the forecasting accuracy of the model suddenly decreases, possibly 

because the CRA changes its method. I define such shifts on a 2-year forecast horizon to 

identify the shift period, as it is shown in Figure 7. 

Figure 7  

The Location of the Structural Shift 

 

After the period [Y0; Y1] ends, something changes either in the CRA method or in the 

patterns that ratings analysts use to assign ratings; therefore, the forecast for the next period 
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becomes less accurate than for the previous period. Figure 8 shows structural shifts. I observe 

the changes of the Loss values as Loss is a key component that is optimized during the ML 

training session. Usually, the more data are used for training, the less Loss is achieved, at least 

this is expected in a stable environment. Thus, I conclude that the growth of Loss with the 

increase of training data may indicate the change in the environment, i.e., the shift in the 

relationships between input variables and the ratings. 

Figure 8  

Loss Change over Gap Years from 1993–2019 for 2-Year Forecast of S&P Ratings 

 

Figure 8 shows four sharp increases in the level of Loss (1994–1997, 1999–2000, 2004–2005 

and 2019–2020). Each time the increase in the level of Loss exceeded 4%, whereas the Loss 

was expected to go down with the growing number of observations in the training sample. I 

also observed a couple of smaller increases: 2009–2010 and 2014–2015. The hypothesis might 

be that S&P implements an approximately 5-year cycle to update its methodologies for the 

ratings of non-financial issuers. 

The shift analysis and the experimentation with data samples not only provided better 

understanding on the topic of rating replication, but also allowed trial-and-error exercises to 

obtain better results in replication by tuning the parameters of the ML model used. This 

turned out to be valuable when I developed my rating system (see the next subsection and 

also Chapter 8). 
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1.5.5 The Development of the AI Rating System and Tests of Its Performance against 

Incumbents 

This Subsection connects and extends the findings from Subsections 1.5.1–1.5.4 to lead to the 

direct addressing the research problem. To find a better solution to the credit rating problem, 

which corresponds to my research problem and major expectations, I have trained GBDT 

models and developed a new rating system, which I called AI Rating. I then have tested the 

models’ performance against the four incumbent CRAs (Standard & Poor’s, Fitch, Moody’s and 

the CRI). The performance is measured by the compound accuracy-stability metric ‘Index of 

the Quality of Ratings’ using large-scale, multi-period data for over 33,500 public non-financial 

corporate entities worldwide, and with respect to different forecasting horizons.  

I have created four optional AI Rating systems and tested them against the performance 

of Standard & Poor’s, Fitch, Moody’s and CRI rating systems. My options include the following 

ratings: 

AI Rating: a rating system based on GBDT models that were trained under supervised 

learning. I have used consensus ratings of the Big-3 CRAs to label non-default entities for 

training. For defaulted companies, the lowest rating class (‘C’) was used as a label. Training 

data also included companies that were not rated by the Big-3 CRAs. For non-rated companies 

that have not defaulted, Big-3 replica ratings (see Subsection 1.5.4) were first used to define 

a consensus rating, which then provided a label for training. 

AI Rating Stable: the rating system described above, with the difference being in 

surveillance of ratings. Within this rating system, the rating does not change once it is assigned 

unless the rated entity goes through a default procedure and escapes from it.  

AI Rating + CRI: the rating system described above as AI Rating, with the difference being 

in labelling the non-rated companies in the training data sample. The AI Rating uses Big-3 

replica ratings measured as a consensus, whereas AI Rating + CRI uses the CRI ratings on a 

consensus scale instead. 

AI Rating + CRI NC: the rating system described above as AI Rating + CRI, with the 

difference being in the absence of calibration of non-default ratings, with other incumbent 

ratings starting from the model for the Year of 2010. For example, when forming the training 

data for 1990–2014, I took the consensus ratings of the Big-3, or the CRI for 1990–2010, and 



 
28 

the data on defaults in 1990–2014. Thus, AI Rating + CRI NC models that rate companies in the 

periods between 2011 and 2019 (120 observational periods) do not include any information 

on incumbent ratings assigned after 2009. AI Rating + CRI NC models that rate entities prior 

to 2010 (180 observational periods) are identical to AI Rating + CRI. 

I will present the results from two separate tests. Test 1 measures the performance of 

the rating systems on the full sample of rated entities, including ML replica ratings for the 

companies that were not rated by the Big-3 incumbents. Test 2 makes pairwise performance 

comparisons between assignments from my AI Rating systems and those of the peers. 

Table 3  

Test 1: Quality of Ratings for AI Rating and Incumbent Rating Systems over 300 Monthly 

Observations from 1 January 1995 to 1 November 2019, with Weighted Averages for 

Accuracy (A) and Stability (S) of Ratings 

 A(all) 
1y 

A(IG) 
1y 

A(all) 3 
y 

A(IG) 
3y 

A(all) 
5y 

A(IG) 
5y 

S 
1y 

S 
3y 

S 
5y IQR 

AI Rating Stable 0.175 0.052 0.087 -0.125 0.093 -0.130 0.968 0.921 0.890 0.311 

non-US 0.291 0.331 0.263 0.219 0.254 0.247 0.971 0.929 0.900   

AI Rating + CRI 0.419 0.276 0.311 0.181 0.268 0.186 0.332 0.125 0.090 0.281 

non-US 0.490 0.420 0.395 0.320 0.304 0.327 0.352 0.146 0.107   

AI Rating 0.357 0.288 0.273 0.094 0.237 0.095 0.411 0.157 0.106 0.252 

non-US 0.401 0.451 0.338 0.310 0.274 0.390 0.434 0.196 0.137   

AI Rating + CRI 
NC  

0.409 0.225 0.299 0.141 0.249 0.157 0.329 0.123 0.090 0.265 

non-US 0.482 0.359 0.387 0.275 0.285 0.288 0.350 0.145 0.106   

SPI Rating 0.255 0.266 0.134 0.210 0.031 0.152 0.570 0.269 0.170 0.225 

non-US 0.248 0.313 0.279 0.444 0.121 0.248 0.551 0.262 0.183   

FDL Rating 0.195 0.027 0.042 -0.100 0.009 0.005 0.598 0.324 0.237 0.154 

non-US 0.281 0.302 0.227 0.074 0.004 0.020 0.619 0.358 0.278   

MIS Rating 0.057 0.360 -0.080 0.081 -0.095 0.138 0.554 0.265 0.189 0.126 

non-US 0.105 0.629 0.078 0.453 -0.142 0.138 0.582 0.301 0.224   

Note. SPI Rating stands for S&P ratings plus replicas of S&P ratings (for those entities that did not have S&P 

ratings); FDL Rating stands for Fitch ratings and replicas of Fitch ratings for non-rated entities; MIS Rating refers 

to Moody’s ratings and their replicas.  

My results show that the AI Ratings outperform the incumbents on a broader spectrum of 

rated entities (Test 1), while they perform on par with their peers on the smaller data sets 

(Test 2). The results for Test 2 will be presented in Chapter 8. 
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With respect to the expectations (see Section 1.4) I have also tested the optional AI 

Rating systems for validity, and the financial effects that those ratings produce on a typical 

bond portfolio over the whole period of observations. The results from the validity tests show 

that AI Rating performs in line with industry standards, and so does AI Rating + CRI. They both 

divide entities into classes with an acceptable concentration, both discriminate the default 

probabilities (the lower the rating, the higher DR), both map to almost the same categories as 

the Big-3, and both produce positive effects on investments. The results however are different 

for AI Rating Stable. Although its concentration of ratings between classes is similar to AI 

Rating, this system discriminates the defaults very poorly. Firstly, the default ratios for the 

higher classes of ratings do not differ from those of the lower classes. Secondly, and related 

to the above, the ratings are mapped oddly, for instance, ‘AAA’ (first ordinal) rating only maps 

to ‘A+’ on the universal scale, ‘AA+’ maps to ‘A-‘ and so on. Instead of 21 classes on the 

universal scale, this rating system uses only 11 classes between ‘A+’ and ‘B’, so it does not 

discriminate between those with a default probability close to zero and those with a DR that 

is much higher than average. 

Testing the financial effects of the ratings, I have used a simulation of a typical bond 

portfolio allocated between ‘AAA’- and ‘B-‘classes, with the higher allocation weights given to 

the higher rating classes. I assumed that the portfolio was equally distributed between the 

durations of 1, 3 and 5-years, and used the average 1995–2019 default rates (DRs) of each 

competing rating system as a proxy for the losses from the defaults. The results of that 

simulation show that, despite some systems outperforming the AI Rating in Test 2 (for 

example, the CRI on accuracy, or S&P and Fitch on the IQR), the financial effects of simulation, 

counter-intuitively, were positive for AI Rating and negative for its peers.  

When I assessed why the IQR does not have a direct relation to the financial effects 

revealed within the simulation, the main reason was that AR does not represent a metric 

relevance to those effects. Firstly, AR shows the cumulative errors of both Type I and Type II, 

while the effects in simulation only demonstrate the errors of Type II – namely false negative 

predictions (no ‘lost profit’ from ‘false positives’ included). Secondly, the AR describes all 

rating classes, while portfolio allocations usually exclude lower classes as the instruments are 

too risky. Lastly, AR is a product of both distribution of ratings and distribution of defaults, 

while only distribution of defaults matters for the portfolio simulation. 
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To revise the IQR composition so that it has a direct relation to the effects of ratings on 

the investments, I introduced the following changes. Firstly, AR should be substituted by the 

Defaults Segregation Accuracy AR’, which is defined as follows. Given a number N of defaulted 

entities across R rating classes, find the probability pr that an entity i=1,..,N belongs to a 

certain class r=1,...,R. To find the probabilities pr, we know for each rR the number nr of the 

entities that have defaulted. Hence, pr = nr/N and qr (the probability that a defaulted entity 

does not belong to R) = 1 – pr. With respect to random distribution, we may assume that               

pr = N/R for each class. 

I applied the above and drew a Cumulative Accuracy Profile (CAP) curve (this concept is 

explained in detail in Subsections 2.5.1 and 3.1.2). To get a CAP curve I needed St (number of 

ratings per each class), then Sd – the number of entities per class that have defaulted – and Snd 

= St – Sd. From these numbers I proceeded further to obtain CAP curves and the AR. In my 

method, I used Sd = nr and Snd = N – nr. To obtain a random curve, I used pid_rand = 1/R, as a 

random default may come from any rating category. The same number used as a perfect curve 

parameter, an a-priori default probability π, since perfect ratings occur only when defaulters 

have the lowest rating prior to default. From this I find the defaults segregation accuracy AR’ 

– the area between the CAP curve and a random curve divided by the area between the 

perfect curve and the random curve. 

Secondly, accuracy above investment grade should be excluded from the index 

structure. To discuss the second IQR modification, i.e. the exclusion of AR’ IG from the 

composition of the index, I will provide an example in Table 4. 

Table 4  

Example of a Rating System with Poor Defaults Segregation Accuracy, which at the same 

Time Segregates Defaults Accurately above the IG Threshold 

Rating Number of Defaults 
A-grade 1 

BBB-grade (investment grade lowest) 10 

BB, B-grades 4 

C-grade 1 

AR’ for the rating system above is -5.29%. The more the proportion of defaults in the top rating 

classes, the lower AR’ is. This rating system can be described as highly inaccurate in defaults 

segregation as most defaults occur after entities have been rated in the higher categories. AR’ 



 
31 

IG of such systems is still very high (69.70%), because for the IG groups (A-grade and BBB-

grade) rating defaults seem to be segregated accurately (1:10). The absurdity of the situation 

is that the more defaults that occur in ‘BBB’ (the higher group) and the fewer in ‘BB’ (the lower 

group), the higher the AR’ IG would be. 

Thirdly, the inclusion of stability as an independent variable should be revised to reflect 

the effects that have been shown in the simulation for a typical bond portfolio and in the 

situation with an AI Rating Stable overperformance. To justify the third modification, my major 

argument is that the stability of ratings is only useful and valued by the market if it comes with 

acceptable accuracy. The less accurate the ratings are, the less the public will care if they are 

stable at all. 

To implement this, the impact of stability shall be proportionate to the level of the AR’, 

and we still want our index to be located between 0 and 1. For example: 

𝐼𝑄𝑅 = 0.75 × 𝐴𝑅 + 0.25 × 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 (IQR formula, 1.2) 

𝐼𝑄𝑅′ = 0.75 × 𝐴𝑅′ + 0.25 × 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 × 𝐴𝑅′ (modified IQR formula, 1.3) 

The latter changes also respond to the secondary expectation that the stability ratio has 

much less impact on the financial effects than accuracy. 

Table 5 contains the results for modified IQRs for each rating system that is tested, and 

for the incumbent rating systems from 1995–2015 (see Chapter 5, Table 41, Panel A).  
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Table 5  

Modified IQR Performance of Competing Rating Systems and the Advantage of AI Rating over 

Incumbents, Test 1 and Test 2 with the Inclusion of Tests Shown in Chapter 5 

Rank Rating system IQR’ Group AI advantage over incumbents 
1 AI Rating 29.39% CRI (Test 2) 1094.78% 
2 AI Rating Stable  23.66% CRI (Test 2)   

3 AI Rating + CRI NC 21.12% CRI (Test 2)   

4 AI Rating + CRI 19.55% CRI (Test 2)   

5 CRI 2.46% CRI (Test 2)   

1 AI Rating 31.73% Fitch (Test 2) 48.02% 
2 AI Rating Stable 29.89% Fitch (Test 2)   

3 AI Rating + CRI NC 29.52% Fitch (Test 2)   

4 AI Rating + CRI 27.21% Fitch (Test 2)   

5 Fitch 21.43% Fitch (Test 2)   

6 CRI-Fitch 2.38% Table 41   

1 AI Rating 36.29% S&P (Test 2) 30.92% 
2 AI Rating + CRI NC 32.49% S&P (Test 2)   

3 AI Rating + CRI 31.21% S&P (Test 2)   

4 AI Rating Stable 29.42% S&P (Test 2)   

5 S&P  27.72% S&P (Test 2)   

6 CRI-Snp 9.92% S&P (Test 2)   

1 AI Rating 32.85% Test 1 64.54% 

2 Moody's 35.41% Table 41   
3 S&P 26.21% Table 41   

4 AI Rating + CRI NC 25.44% Test 1   

5 AI Rating Stable  24.83% Test 1   

6 AI Rating + CRI 24.13% Test 1   

7 MIS Rating 20.88% Test 1   

8 SPI Rating 20.48% Test 1   

9 Fitch 19.61% Table 41   

10 FDL Rating 18.53% Test 1   

11 CRI 6.63% Table 41   

Average outperformance Test 1 and Test 2 (excl. CRI) 47.82% 

These results show that the average outperformance of the AI Rating system over Big-3 ratings 

systems measured by the modified IQR equals 47.82%. This responds directly to the research 

problem: the ML rating system has outperformed the incumbents on a large scale, 

multinational sample of non-financial public companies, measured over multiple periods and 

with respect to different forecasting horizons. To find out full details on the development and 

testing of my rating system, see Chapter 8. 
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2. Literature Review 

My review of the credit rating literature starts with the definition of the financial credit risk 

assessment according to Chen et al. (2016). This definition expresses the central elements, 

which I shall discuss in turn:  

Financial credit risk assessment intends to solve the problem stated as follows: given a 

number of companies labeled as bad/good credit or bankrupt/healthy, and a set of 

financial variables that describe the situation of a company over a given period, predict 

the probability that the company may belong to a high risk group or become bankrupt 

during the following years. The former problem is called credit rating or scoring, and the 

latter problem is called bankruptcy (failure) prediction or corporate financial distress 

forecast. (Chen et al., 2016, p. 2) 

Firstly, I note that the credit rating problem subsumes the bankruptcy problem. 

Secondly, within both domains the problem is of a methodological nature. Hand and Henley 

(1997) concur and argue that “credit scoring is the term used to describe formal statistical 

methods used for classifying applicants for credit into ‘good’ and ‘bad’ risk classes” (p. 523). 

Similarly, Keramati and Yousefi (2011) note that credit scoring models are multivariate 

statistical models applied to economic and financial indicators to predict the default risk of 

individuals or companies. These indicators are assigned a weight relative to importance in 

predictions, and are fed as input to arrive at an index of creditworthiness. From a different 

point of view, Chen et al. (2016) represent the problem of credit risk assessment as a process 

or pipeline as shown in Figure 9. 

Figure 9  

The Credit Risk Assessment Process 

 

Note. From Pipeline of Financial Credit Risk Assessment, Chen et al., 2016, p. 3. Copyright 2016 by Springer Nature 

Customer Service Centre GmbH. Reprinted with permission (Licence # 5322520831806 as of 05 June 2022). 



 
34 

The initial stage of analysis requires a set of financial data derived from corporate 

reports, statistical databases or third-party data providers. At the preparation stage, data are 

pre-processed with the calculation of ratios, standardization, re-scaling, normalization, 

filtering and other operations to form features ready for analysis. Different methods can be 

used to select features that have a clear relation to the predicted outcome (PD). Usually, 

dimensionality reduction techniques, Principal Component Analysis (PCA), Isometric Mapping 

(ISOMAP) and Locally-Linear Embedding (LLE) among others, may be utilized for feature 

selection. The review of the above methods was compiled by Rumao (2019) in his latest thesis. 

Transformed qualitative data can also be injected into the model to boost its performance 

further. On the pre-selected data, multiple methods can be used to produce default 

predictions. Model predictions are then compared with the observed statistics of defaults, 

and their performance metrics allow a conclusion to be formed on the predictive qualities of 

the models.  

Note that Figure 9 rather explains the method development, with alternatives available 

at each step, but it does not demonstrate how to improve a method’s performance over time 

by feedback loops or error back-propagation approaches.  

I thus review the search for the best method within several main topics on which articles 

and opinions were published in academia and professional outlets in the past. These topics 

are:  

• Introduction and evolution of discriminant analysis and scoring credit assessment 

systems, logistic regression and linear programming (Section 2.1). 

• Research of improvements in a method where typically the key output is that the 

proposed method can overcome the accuracy of an earlier version or other (traditional) 

method, and may lead to good or better results (Section 2.1). 

• Ensemble methods where the typical key output is how to combine different models as 

blocks and obtain better results (Section 2.1). 

• Comparative research for existing but different methods, e.g. a statistical method vs a 

ML algorithm, or a market-based method vs an accounting-based method. The typical 

key output is which of the tested methods produces better accuracy (Sections 2.2 and 

2.3). 
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• A group of research papers in which researchers are trying to predict and mimic credit 

ratings assigned by CRAs using different techniques. The typical key output is that a 

certain method can predict X% of ratings with an exact match, Y%, within A notches of 

difference, and so on. This type of research is the closest to mine because I will use 

reverse engineering as a method to test my credit rating model (Section 2.4). 

• Research that focuses on performance validation of credit risk assessment models. This 

literature draws my attention, because in my research, the metrics used to validate 

credit rating models are essential and need developing as I shall demonstrate below 

(Section 2.5). 

2.1 The Evolution of Credit Rating Models and Methods 

As of today, there are numerous models, methods and algorithms that are applied to default 

prediction and credit risk classification tasks. These may be classified, for example, into 

parametric and non-parametric methods (e.g., Abdou & Pointon, 2011; Baesens et al., 2003). 

The first advanced credit rating model is multi-variate linear discriminant analysis (LDA), 

credited to Altman (1968). Altman's work builds upon research by accounting researcher, 

William Beaver (1966), who used univariate analysis and t-tests to predict bankruptcy for a 

pair-matched sample of firms. Altman's Z-score is a customized version of the discriminant 

analysis technique developed by Fisher (1936) (Altman, 1968, p. 591). The discriminant 

function of the form 

𝑍 = 𝑣1 × 𝑋1 + 𝑣2 × 𝑋2 + ⋯+ 𝑣𝑛 × 𝑋𝑛 , (2.1) 

where 𝑣1, 𝑣2,… , 𝑣𝑛 are the n discriminant coefficients, and 𝑋1,𝑋2,… ,𝑋𝑛 are the independent 

variables, which combine into a score 𝑍 that is used to classify an object. The original Altman 

𝑍-score is  

𝑍 = 1.2 × 𝑋1 + 1.4 × 𝑋2 + 3.3 × 𝑋3 + 0.6 × 𝑋4 + 1.0 × 𝑋5, (2.2) 

and based on five financial ratios that can be readily calculated from the data found in a 

company's annual report, where X1 = Working Capital / Total Assets, representing a liquidity 

ratio; X2 = Retained Earnings / Total Assets showing profitability; X3 = EBIT / Total Assets 

including operating efficiency; X4 = Market value of equity / Liabilities adding the market 
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perception of the value of company with respect to its liabilities; and X5 = Sales / Total Assets 

measuring asset turnover (Altman, 1968). 

Altman (1968) found that the ratio profile for the bankrupt group is on average Z = −0.26, 

and for the non-bankrupt group an average of Z = 4.88. The model showed 72% accuracy in 

bankruptcy prediction 2-year ahead and only 6% of negative predictions proved to be wrong 

in the original testing sample. Furthermore, during the following three decades, the accuracy 

of the model in prediction of defaults 1-year ahead improved to about 80% to 90%, with false 

negative rates as low as between 15% and 20% (Altman, 2000). Later, variations by Altman 

were applied to work better for different groups of entities, such as private corporates or non-

manufacturing companies. Altman also performed a comparison of statistical methods of 

default prediction, linear discriminant analysis and neural networks, to find that an ensemble 

of both methods can outperform the individual methods in accuracy of prediction (Altman et 

al., 1994). 

Altman’s 𝑍-score was also widely criticised. For example, Johnson (1970) notes that 

“Altman demonstrates that failed and non-failed firms have dissimilar ratios, not that ratios 

have predictive power. But the crucial problem is to make an inference in the reverse 

direction, i.e., from ratios to failures” (p. 1168). Another weakness identified by Moyer (1977) 

is that Altman’s model has both poor discriminatory power and predictive ability, and Moyer 

showed that the application of the 𝑍-score model to a sample of firms for the period from 

1965 to 1975 led to poor accuracy of default prediction, and, moreover, that the removal of 2 

out of 5 variables from the model (X4 and X5 respectively) could even lead to a better model 

performance. Alternative Moyer models performed better in terms of default predictions 

(Type I errors were almost two times fewer than for the 𝑍-score), but at the same time it was 

noted that, with respect to Type II errors, Altman’s model still performed better than its 

alternatives. 

Before I continue with the evolution of the methods involved in the financial credit risk 

assessment, the variables, or factors determining the rating (e.g., X1–X5 in Altman’s model) 

should be discussed. I will show these factors on an example of rating model implemented in 

the incumbent CRA. CRAs methods were adopted from Multivariate Linear Discriminant 

Analysis (MLDA) approach on the early 1970s and since that time the incremental revisions 
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did not make much change to them. The following description of the method of analysis used 

by Moody’s is taken from Langohr and Langohr (2008). 

Two key elements of the scoring model are Business risk analysis, including country risk, 

industry risk and enterprise’s individual business model risks, and Financial risk analysis. The 

first element (Business risk) is usually described via expert evaluations given to country, 

industry and individual business risk metrics. The second component is usually derived from 

the evaluation of financial coefficients, such as EBITDA / Debt, for example. Financial ratios 

are analysed to review the dynamics, to make peer-comparison and to forecast future 

performance. Moody’s analysis, as well as any other CRA approach to deal with the financial 

risk usually splits into four parts, consisting of assets and liabilities (1), profit and loss (2), cash 

flow (3) and liquidity ratios (4). 

CRAs analysis is based on the common financial and qualitative measures, but is also 

corrected (notched) according to some complicated rules such as country ceiling, soft factors 

and others, for example, the factor of external support from the parent company or sovereign 

can also be considered. After gathering all the factors together CRA combines the business 

and financial risk scores to get the overall scoring, also adding assessment for country ceiling 

or other soft factors. 

Almost all CRAs use linear scoring models at the first stage of analysis, but several non-

linearities may appear in the forms of floating weights, caps and so-called notching. The 

approach actually treats each individual score as an independent variable, so that the model 

does not look like a decision tree, but rather as a sum of vectors. Scoring maps to the rating 

according to the mapping table. After the final score is determined, the rating may be notched 

according to several criteria that CRAs are not usually willing to disclose in full; the factors 

behind that may be described as soft factors, recovery or subordination of the bond or support 

factors, not mentioning the factor of maintaining rating stability. The latter requires the CRA 

to use two separate mappings for initial rating assignment and for surveillance of the 

previously assigned rating. The rating assigned may differ from the rating determined by 

scoring and the following notching, because the final rating is assigned by the rating 

committee. The variation of the published rating from the original model’s rating and the 

initial rating before variation are rarely disclosed by the CRA. 
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From the previous analysis I can deduce the following drawbacks of the CRA approach 

to rating analysis. Firstly, linearity of the models leaves no space to the analysis of interrelation 

between different variables included in evaluation. The scope of indicators is scored 

independently as though CRA is not looking at the forest but at the group of separate trees. 

There is, of course, some statistical correlation between certain metrics, e.g., Free Cash Flows 

/ Debt, and PD, but this correlation should not be mixed with the causal relationship. This 

disadvantage of the CRA method can be corrected by the implementation of non-linear ML 

approaches such as GBDTs or ANNs. 

Secondly, the scope of data the CRA processes is very broad, but due to the limitations 

of the linear models the number of variables included in the scoring is few. Not only a lot of 

information is left off the scoring, but also some qualitative metrics are defined so that a single 

score may describe the whole block of different metrics. Take Moody’s ‘Revenue Mix’, for 

example. It illustrates the whole structure of the business units, branches and subsidiaries, 

product lines, marketing budget, strategic position, margin distribution, competitive 

advantages, innovations and so on within the company. It can describe the concentration and 

geography, the specifics of the business model, the consequences of several strategic pivots, 

and the situation on the markets where the firm is operating. But at the end of the day they 

will all be compressed in just one score of five terms with exactly 20% weighting and sum one 

weighted component to the compound score. Since every such metric can be broken down 

into smaller and simpler components, the model would be better if the basic metrics (i.e. 

revenue diversification by country, region, product, customers; revenue volatility; market 

share by product line; marginality of sales, etc.) were directly evaluated rather than putting 

them all together in one compounded score. When such complex metrics are in use, in 

practice they are transformed into the general categorical assessments, e.g., excellent - good 

- not so good, without explaining what ‘good’ actually means. Besides, it increases the 

complexity of validation of the final assessment as the variations may be subjective, and the 

more complicated the metric, the more volatile and uncertain the outcome. 

Next, notching is an out-of-date, oversimplified approach to correction of the model and 

equals making arbitrary decisions without clearly determined rules. On the one hand, in the 

domain of discrete metrics some corrections may make sense. But, on the other hand, ‘+3 
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notches’ is the equivalent of at least ±12 % error ratio; it allows too much freedom to the 

rating decisions, and leaves doubt about the robustness of the rating models. 

Finally, it is always valuable to understand the true meaning of rating as, for instance, 

Moody’s ratings do not indicate the PD levels, but rather the extent of loss-given-default (LGD) 

as if some defaults are better than the others. Thus, with ‘B3’ Moody’s may either signal the 

default is likely to occur with limited LGD, or forecast the default is less possible, but the 

corresponding loss might be substantial. 

With respect to the factors (or variables) determining ratings, I will add more points of 

discussion in Section 4.7.3 where the feature selection will be in focus. In the meantime, the 

most important aspect covered by the literature is the choice, evolution and evaluation of the 

methods of the credit risk assessment. 

Twenty years later after Altman’s Z-score model was published, revised and adopted to 

various situations, Steenackers and Goovaerts (1989) introduced logistic regression for credit 

scoring, and after that linear programming began to evolve (see Chen et al., 2013, for a 

review). Both methods remain the most widely used in financial practice even today 

(e.g., Anderson, 2007; Crook et al. 2007). In the past 20 years or so, the number of methods 

applied to the credit rating assessment problem in the academic literature has increased 

dramatically. For example, some researchers have focused on different credit scoring 

techniques, including ML methods (e.g., Malhotra & Malhotra, 2003; van Gestel et al., 2003; 

Lai et al., 2006; Huang et al., 2007; Bellotti & Crook, 2009; Keramati & Yousefi, 2011; Cao et 

al., 2013; Lessmann et al., 2015; Wang et al., 2015; Ala’raj & Abbod, 2016a; Ha & Nguyen, 

2016; Wójcicka, 2017; Addo et al., 2018; Aithal & Jathanna, 2019, Chi et al., 2019, 

Giannopoulos & Aggelopoulos, 2019, Guo et al., 2019, Moscatelli et al., 2020, Nguyen, 2019, 

Golbayani et al., 2020, Teles et al., 2021; and Yang, 2020). Papers in this body of literature 

usually attempt to implement algorithms to identify the most efficient and accurate 

technique. Jain et al. (2000) point out that selection of the learning algorithm is often 

determined by the researchers’ knowledge base. This approach does not allow for a global 

search for the best method. 

As an alternative to using a single method, there are multiple attempts to apply hybrid 

systems (e.g., Damrongsakmethee & Neagoe, 2019; Hsieh, 2005; Lee et al., 2002; Lei et al., 
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2020; Mu, 2020; Pławiak et al., 2020) and ensembles of classifiers or the so-called Multiple 

Classifier Systems (MCS). According to Chen et al. (2016), 

Multiple classifier system (MCS) is constructed by combining multiple classifiers, which 

are trained individually and aggregated in an ensemble manner for the final decision. 

The classifiers within the MCS are called base (component, or elementary) classifiers. 

The principle of a success MCS is to comprise appropriate elementary classifiers, which 

have high performance individually and low intercorrelation so as to ensure the effective 

fusion of the ensemble. (p. 8) 

In both approaches, the classification is produced by predefined sequences, a formula, or a 

voting scheme (e.g., Marqués et al. 2013, Wang et al. 2011). Some researchers have shown 

that MCS can produce better performance than individual credit risk assessment models (e.g., 

Kuncheva, 2004; Rokach, 2010; Verikas et al., 2010; Deligianni & Kotsiantis, 2012; Zhou, 2012; 

Lei et al., 2020; Mu, 2020; Pławiak et al., 2020). Also, there are several approaches to combine 

the classifiers within MCS, such as the well-known bagging, boosting, stacking, or LNN-entropy 

methods described by Li and Chen (2021), particle swarm optimization applied by Guo et al. 

(2019), or weighted ensembles proposed by Stelmach and Chlebus (2020). 

Yet another class of methods are dimensionality reduction approaches, which can also 

be implemented for credit risk assessment, such as PCA (e.g., Orsenigo & Vercellis, 2013; Adisa 

et al. 2019), ISOMAP (Ribeiro et al., 2008), LLE (Lin et al., 2013). In the National Rating Agency 

in Russia, the PCA methodology with K-clustering was implemented to evaluate sovereign 

ratings (Irmatova, 2017). 

Table 6, which is adapted from Chen et al. (2016), gives an overview of research articles 

and lists that use singular and joint classifiers. I have completed the listings with the latest 

research up to 2020. With this overview I intend to demonstrate that the search for superior 

methods is very much an active research direction. 
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Table 6  

List of Recent Studies on Singular and Joint (Indicated by the ‘+’-Sign) Classifiers 

Work  Classifiers 
Ravikumar and Ravi (2006) ANFIS, SVM, Linear RBF, Semi-online RBFs, 

Orthogonal RBF, MLP 

Ravi et al. (2008) MLP, RBF, PNN, SVM, CART, FRBC, PCA+MLP, PCA+RBF, 

PCA+PNN 

Sun and Li (2008) MDA, LR, NN, SVM, DT, CBR 

Hung and Chen (2009) DT, MLP, SVM 

Soltan and Mohammadi (2012) MLP, RBF, DT 

Chen and Ribeiro (2013)  LR, SVM, C4.5, ADTree, KNN, MLP, DT, RBF, NB, BLR 

Xie et al. (2013) LR, SVM, MLP 

Zhang et al. (2013) LR, SVM 

Ala’Raj and Abbod (2016b) GNG+MARS, ANN, SVM, RF, DT, NB 

Adisa et al. (2019) PCA+ANN 

Aithal and Jathanna (2019) SVM, ANN, LR, NB, RF, CART 

Chi et al. (2019) LR, MDA, DT, ANFIS, DNN, RBF, MLP 

Damrongsakmethee and Neagoe (2019) DT+AdaBoost, MLP 

Giannopoulos and Aggelopoulos (2019) BLR, DT, MLP, RBF, SVM 

Guo et al. (2019) KNN, LDA, LR, DT, SVM, MLP, RF, AdaBoost, GBDT 

Lei et al. (2020) SVM, MLP, CNN, LSTM, CFN, GAN, IFGAN = GAN + LSTM 

Moscatelli et al. (2020) LR, LDA, RF, GBDT 

Mu (2020) SVM, DT, LR, SVM+DT+LR 

Nguyen (2019) LR, DT, ANN (MLP), XGboost 

Golbayani et al. (2020) MLP, CNN, LSTM 

Pławiak et al. (2020) DGHNL= SVM+KNN+PNN+FC 

Yang (2020) SVR, LR, ANN 

Methods, alphabetically ordered: 

AdaBoost:  Adaptive Boosting                  

(Freund and Schapire, 1996) 

ADTree:  Alternating Decision Tree 

ANFIS:  Artificial Neural Network Fuzzy 

Inference System 

ANN: Artificial Neutral Network 

BLR: Bayesian Logistic Regression 

C4.5: Decision Tree algorithm (Quinlan, 1993) 

CART: Classification and Regression Trees 

CBR: Case Based Reasoning  

DGHNL:  Deep Genetic Hierarchical Network 

of Learners 

DT: Decision Tree 

FC: Fuzzy Classifier 

FRBC: Fuzzy Rule-Based Classifier 

GBDT: Gradient Boosted Decision Tree 

GNG: Gabriel Neighbourhood Graph 

IFGAN: Imbalanced Generative Adversarial Fusion Network 

KNN: K-nearest Neighbours Algorithm 

MARS: Multivariate Adaptive Regression Splines 

MLP: Multilayer Perceptron, a class of ANN 

NB: Naïve Bayes 

NN: Neural Network 

PNN: Probabilistic Neural Network  

RF: Random Forest 

RBF: Radial Basis Function 

SVM: Support Vector Machine 

XGBoost:  eXtreme Gradient Boosting,                              

Chen & Guestrin (2016) 
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The process of financial credit risk assessment is not limited to the choice of method (as 

perhaps suggested in Figure 9). In fact, to achieve better performance, research focuses on 

injection of more data inputs, balancing classes within a train sample, using different 

initializing algorithms for ML, altering loss functions, learning rates and other parameters of 

algorithm architecture. Experiments performed by Chen et al. (2013), using the data of French 

corporates, showed that both the class imbalance problem and the choice of cost function 

could influence the classification performance. Zhou and Wang (2012) suggested giving weight 

to decision trees for better accuracy. They implemented an improved RF that performed 

better when weights were based on out-of-bag errors in training. Dealing with the binary 

classification problem, they also showed that their algorithm outperformed the original RF 

and other popular classification algorithms when measured with balanced and overall 

accuracy metrics. In addition, Brown and Mues (2012) showed that GBDT and RF classifiers 

performed better than other algorithms dealing with imbalanced3 data samples. 

Lei et al. (2020) also investigated the imbalance problem using IFGAN, which uses a 

generator for new minor class items that appear as real as true samples in that class, and are 

consecutively judged by discriminative NN whether or not the items are fake. They managed 

to outperform the best results for the standard classification task posed by the University of 

California Irvine (UCI) - Kaggle database repository on i) the Credit Card Clients Dataset, which 

includes 30,000 records of credit card client’s payments in Taiwan, and ii) the Nigeria Credit 

Risk Prediction Data, which includes 3,272 user records of private loans in Nigeria, by 85.65% 

up from the previous best of 82.07% of true predictions and 84% up from the previous best of 

82.47%, respectively. The research is of a high quality and proposes an innovative technique 

for three consecutive problems: credit scoring, behavioural variables inclusion, and class 

imbalance problems. 

Finally, methods of textual data conversion and analysis were introduced, e.g., Doc2Vec 

applied by Sanz (2020), which I describe in the next section. Deep Learning methods are 

beginning to gain more attention and demonstrate better performance, for example, LSTM 

 
3 “Class-imbalance indicates that the class distribution of real-world database is highly skewed, in other words, 

the bad credit samples (e.g., out-of-control companies) are overwhelmed by the good credit samples (e.g., well-
managed companies) so that the classification tends to perform better on the majority class than on the minority 

class. However, the minority one is usually the class of primary interest in decision making, e.g., the distress in 

bankruptcy prediction. The two problems can be treated within a unified framework” (Chen et al., 2016, p. 11). 
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and CNN were found useful in the analysis of behavioural data and time series (e.g., Lei et al., 

2020; Golbayani et al., 2020a, also reviewed below). 

2.2 Statistical vs ML Methods in Comparison 

The traditional statistical methods comprise Multivariate Linear Discriminant Analysis, Logistic 

Regression (LR), Quadratic Discriminant Analysis (QDA), Factor Analysis (FA), Risk Index 

models, and Conditional Probability Models (e.g., Balcaen & Ooghe, 2006; Chen et al., 2016). 

Researchers who use these methods attempt to find an optimal linear combination of 

independent variables that are able to predict corporate default risk. The limitations of these 

methods are severe in that they overlook the complex nature, boundaries of and 

interrelationships between the variables due to the statistical assumptions of the methods, 

such as the postulated linear relationship between dependent and independent variables, 

acceptable fits of errors to Normality, and independence of the right-hand-side variables. 

There are several papers that compare statistical methods with AI algorithms that found 

the accuracy of the former group of methods comparable to those obtained from AI 

approaches. For example, Kouki and Elkhaldi (2011) compared the performance of MLDA and 

LR to ANNs applied to bankruptcy prediction among Tunisian firms, and found that MLDA and 

LR performed better. Kwak et al. (2012) applied multiple criteria linear programming to 

bankruptcy prediction for Korean data after the financial crisis of 1997. They reported that 

their LP-variant performed at the same level as MDA and LR, and comparably to DT and SVM 

judging by overall accuracy. A partial least square discriminant analysis (PLS-DA) model was 

used to analyse USA banks in the GFC crisis, and showed that the performance was close to 

SVM (cf. Serrano-Cinca & Gutierrez-Nieto, 2013). It is still doubtful in my opinion whether LR 

or MDA may exhibit superior performance compared to ANN, because MDA and LR represent 

the simplest forms of one hidden layer, one neuron, no activation function ANN. That is, linear 

algorithms can be perfectly replicated with NNs, DTs or other AI techniques, but not in reverse: 

“In principle, ANNs can approximate any function, but they have some weakness, such as lack 

[of] explanation capability as a black-box algorithm, require consuming training time, may not 

provide optimal solutions, [and] overfit to the training data.” (Chen et al., 2016, p. 5). 

Overall, the classification methods can be categorized into parametric, semi-parametric 

and non-parametric groups. Parametric methods define all parameters within a finite 
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parameter space. On the other hand, non-parametric approaches do not assume a fixed 

model structure, and semi-parametric methods search for a solution within a parameter space 

that has finite and non-finite sub-spaces. Although some of the classical statistical methods 

can be applied within any of the three parameterization groups, in the credit rating literature 

they are typically of parametric nature. However, the AI/ML techniques fall into the semi- and 

non-parametric groups. Certain progress was achieved in developing semi-parametric 

methods for the credit classification problem (e.g., Brezigar-Masten & Masten, 2007; Lam & 

Trinkle, 2014; Li et al., 2014). On a population of Slovenian-based companies, Brezigar-Masten 

and Masten (2007, 2012) tested the parametric logit method, the non-parametric CART, and 

the Klein-Spady semi-parametric estimator (cf. Klein & Spady, 1993), and demonstrated the 

superior performance of the last method. 

Lam and Trinkle (2014) showed that it was possible to improve the performance of a 

method, whether parametric or non-parametric, by adding semi-parametric components to 

decide on the prediction intervals that the method evaluated. In particular, they used the 

probit model to generate default probability point estimates for a sample of 1,329 non-

financial firms from 1991 to 2008, and achieved an improvement of 4.4% in the accuracy of 

the model by adjusting the output boundaries with a semi-parametric approach. Their results 

are rather dubious though, as, firstly, the logit model only included 3 variables (ROA, leverage, 

and liquidity) with the liquidity coefficient not significant at the 5% level; and secondly, with 

only 26 actual bankruptcies in the sample for 2002, the model predicted 457 non-bankrupted 

firms to be bankrupt, which contributed to a low classification success rate. 

Li et al. (2014) developed a model that was an MLDA-based combination of logistic 

regression (parametric), SVM and DT (non-parametric component). On the 2007–2011 data 

for 1,661 corporate borrowers from a large Chinese commercial bank, they showed that the 

combination model outperformed both LR and SVM models, although was slightly behind DT 

in overall accuracy. 

ANNs displayed superior performance compared to other methods in several recent 

research articles (e.g., Charalambous et al., 2000; Fu-yuan, 2008, to name a few) because 

ANNs are capable of capturing non-linear patterns in complex financial data. Some 

researchers found that DTs (RFs, Ensemble Trees etc.) performed even better than ANNs when 

implemented in credit analysis (Bacham & Zhao, 2017; Wainberg et al., 2016). Galindo and 
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Tamayo (2000) performed a comparative analysis of statistical and ML classification methods. 

They built over 9,000 models and ranked the performance of them on similar data for 

institutional credit portfolios. They showed that CART models provided the best default 

prediction abilities, with NNs coming second. 

The following papers make a case that ML delivers comparable or even better accuracy, 

also being better in capturing non-linear patterns for credit risk in data (Bacham & Zhao 2017; 

Hamori et al., 2018; Zhang, 2017). Bacham and Zhao (2017) study will be reviewed in detail 

below, because the paper is highly relevant to this research and is at the same time the most 

recent. While Bacham and Zhao base their work on previous studies, for example, Sun and Li 

(2008), van Liebergen (2017), Fernández-Delgado et al. (2014), Wainberg et al. (2016) and 

others, their study is the most prominent as of today because of the quality of data included, 

the number of observations, the period of observations and the composition of ML methods 

described. 

2.3 Evidence of Superiority of ML over Statistical Methods 

On the topic of methods’ superiority within the credit rating context, Hajek and Olej (2011) 

point out 

the subjectivity of the credit rating process. This subjectivity is accentuated as the 

particular modes in which complex relations between financial and other variables are 

evaluated. Such a complex process makes it difficult to classify rating classes ωj ∈ Ω 

through statistical methods. However, soft-computing methods (neural networks (NNs) 

(Brennan & Brabazon, 2004; Huang et al., 2004), fuzzy systems [Ammar et al., 2001], 

evolutionary algorithms (Brabazon & O’Neill, 2006), artificial immune systems (AISs) 

(Delahunty & O’Callaghan, 2004), and hybrid systems (Kim & Han, 2001) can be applied 

for the modelling of such complex relations. As a result, high classification accuracy has 

been achieved, especially by NNs (Brennan & Brabazon, 2004; Garavaglia, 1991) and 

support vector machines (Huang et al., 2004; Lee, 2007). (p.  761)4 

 
4 The Hajek and Olej (2011) text contains references in the form of numbers, which correspond to citations in 

their reference list, e.g., [7, 24], which I have transformed into direct style, e.g., (Brennan & Brabazon, 2004; 

Huang & Chen 2004). 
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In line with the above overwhelming evidence, I have identified two very recent and 

particularly relevant papers as a starting point for my research on the following grounds: they 

clearly demonstrate that the methods I have chosen for my research outperform statistical 

methods, and, in particular, they do so on datasets very similar to the data I intend to use; and 

they also cover some limitations and potential problems, which I will try to overcome. 

2.3.1 Bacham and Zhao (2017): A Comparison of AI with Moody’s RiskCalc5 Model  

Bacham and Zhao (2017) have adopted a similar approach to the problem I am trying to solve 

in my research. They compared MIRs (using Moody’s RiskCalc model) with a number of ML 

methods. Their paper provides a proper explanation of the basics of the ML approach and thus 

gives me a platform to build upon and improve. Also, I note that their research is similar to 

Poon et al. (2016) who compare RiskCalc ratings (MiRs) according to their discriminatory 

power with the fundamental ratings assigned by artificial intelligence. Bacham and Zhao 

(2017) are different from Poon et al. (2016) in that their comparison was performed within, 

not outside of Moody’s, because Zhao is an analyst at Moody’s, she developed the RiskCalc 

method and has access to firm-internal data. The Bacham and Zhao paper also compared MiRs 

with AI outputs, whereas Poon et al. compared calculated credit ratings with MIRs. 

Bacham and Zhao raise a number of questions that are relevant to this study. These are 

as follows: Do the ML models outperform the RiskCalc models in default prediction? – What 

are the challenges we face when using the ML methods for credit risk modelling? – Which 

method is more robust? – Which model and method is easier to use? – and what can we learn 

from the alternative models? The key insights I can get from the above paper are as follows. 

Firstly, ML contributes significantly to credit risk modelling applications. As the authors 

have found out, the ML methods deliver similar ARs as the RiskCalc model. Moreover, the ML 

methods provide a better fit for the nonlinear relationships between the explanatory variables 

and default risk than statistical learning methods (e.g., RiskCalc, traditional methods).  

 

5 “RiskCalc is the model used by Moody’s to assess the default and recovery of private firms, financial institutions, 
and project finance transactions. The RiskCalc model generates forward-looking PDs or Expected Default 

Frequency™ (EDF) calculations, loss given default (LGD), and expected loss (EL) credit measures.” (Moody's 
Investors Service, 2015). RiskCalc is based on EDF and Distance-to-Default, described by the Vasicek–Kealhofer 

(V-K) model, which later evolved into Moody’s KMV model. Janet Yinqing Zhao is one of the contributors to this 

methodology. 
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Secondly, a brief but quite accurate explanation is included to show the basic difference 

between the performance of ML methods and statistical methods used by Moody’s. The 

authors conclude that “a machine learning model, unconstrained by some of the assumptions 

of classic statistical models, can yield much better insights that a human analyst could not 

infer from the data.” (Bacham & Zhao, 2017, in Introduction). What is more valuable to me is 

that Moody’s RiskCalc method has been developed and applied through the years in the real 

world, and thus can be considered a reliable industry benchmark for new models. Those 

methods do not follow an abstract linear approach with no connection to previous experience, 

but the methodology currently in place is in one of the leading CRAs in the world, and the one 

that impacts investors’ decisions across international markets. 

In addition, the authors compare the performance of both statistical and ML methods 

on two datasets, of which the first one includes only financial data and the second adds non-

financial indicators to test whether or not it improves the ARs. Thus, the innovation is that it 

is a competition between accounting-based and market-based approaches, which I alluded 

earlier (Abdullah, 2016; Agarwal & Taffler, 2008), and the additional challenge of combining 

financial and non-financial variables in one model. Although the authors only add loan 

behavioural data, namely, one non-financial variable, they observe a considerable 

improvement in the results: the AR increased by 8% to 10%, and the AR of all three tested ML 

methods (ANN, RF and Boosting) beats the AR of RiskCalc by 2 to 3 percentage points for both 

datasets. Bacham and Zhao (2017) conclude as follows: 

Besides financial statement and loan payment behavioural data, additional information 

such as transactional data, social media data, geographical information, and other data 

can potentially add a tremendous amount of insight. Thus, we must gather more varied, 

non-conventional data to further refine and improve current approaches to assessing 

risk. (in Summary) 

Lastly, Bacham and Zhao (2017) reveal several problems and limitations to the 

implementation of ML, such as overfitting and the ‘black-box’ problem, which have not been 

dealt with in their paper. However, one can find explanations and solutions for these very 

problems in other places, e.g., Saabas (2014), Tetko et al. (1995), Christian and Griffiths (2017), 

Gelman (2017), Brownlee (2016), Molnar (2020) and Miller (2019). 

I will now summarise some drawbacks of Bacham and Zhao’s research. 
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To state that ANN and boosted DT are universal and constant-in-results techniques is 

oversimplifying. The ANN can have different architectures based on its implementation 

assumptions: number of layers, neutrons in each layer, activation function for each layer, 

initialization weights, loss function, gradient, and connection between layers, to name a few. 

NN can be wide or deep, fully connected or convolutional, it can be trained on different 

samples and batch sizes (e.g., Finlay, 2011; Liu & Zaidi, 2016). There are also several 

techniques to deal with unbalanced data: the architecture of the net, the learning curve, the 

number of classes used, and the duration of the training process, details of which all influence 

the final accuracy. Overfitting of ANNs is a further issue that will need addressing. One 

therefore cannot conclude that every ANN will produce the same AR on a chosen dataset. 

Similarly, this applies to DTs as well (Delen et al., 2013). When the setup details are neither 

varied nor disclosed, it is impossible to tell i) how close the results presented are to the 

maximum accuracy possible for the ML methods used in the paper, and ii) whether there is a 

way to approach the maximum accuracy, e.g., to solve the overfitting problem. Furthermore, 

the used AR is not the only metric to assess the quality of credit risk assessment. With 

1,100,000 observations, the AR of 56% leaves a large space for systematic (and random) 

mistakes. The results may also be different if DRs 3-year ahead or 5-year ahead were 

considered along with DRs 1-year ahead only (Lam & Trinkle, 2014). 

In summary, the limitations (possible overfitting and black-box problems) of the Bacham 

and Zhao (2017) paper allow me to address these issues in a scientific manner. 

2.3.2 Moscatelli et al. (2020): Italian Corporates Default Forecasting with ML 

One of the latest contributions to the comparison of statistical methods with ML models in a 

large Italian dataset was performed by Moscatelli et al. (2020). They used financial and 

behavioural variables for non-financial firms for the period between 2011 and 2017. The data 

were obtained from multiple sources, some publicly available and others not, such as the 

confidential dataset maintained by the Bank of Italy. Moscatelli et al. (2020) concluded that 

the RFs and DTs outperformed statistical methods on discriminatory power and forecast 

precision. On the latter, the authors (Moscatelli et al., 2020) concur with my claim (cf. Section 

1.4) that 
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improvements in forecasting performance from the use of ML are due to its capacity to 

exploit complex relationships between predictors and default outcomes: indicators 

presenting a non-linear relationship with the default outcome are more important for 

ML than for statistical models. (p. 4) 

In their analysis, the authors focused on the relationship between input data and 

performance of the methods tested. Firstly, with publicly available data alone and then in 

combination with the confidential data from the Bank of Italy, the ML techniques outperform 

the statistical methods. The gains from the inclusion of the Bank of Italy data are diminished 

because it is likely that the Bank of Italy data may have high intrinsic discriminatory power. 

For the publicly available dataset, they find area under the ROC curve (AuROC) of around 72% 

for the statistical methods and around 77% for the ML methods, which is comparable to the 

result reported by Wang and Dwyer (2011), Bacham and Zhao (2017) and Barboza et al. 

(2017). Secondly, they analyse the discriminatory power using sub-samples and find that, 

where the statistical methods perform poorly, the ML methods achieve superior fits. Thirdly, 

for randomly chosen sub-samples that include 10% of the available observations, all methods 

yield similar discriminatory powers. This finding re-iterates the advantage of ML methods 

when combined with large datasets, which will be an important dimension to be considered 

in this research: big data and ML modelling. 

Moscatelli et al. (2020) conducted an important simulation test with the methods they 

tested. They showed that the ML rating system would allow for a larger volume of credit 

granted to borrowers, and, despite the higher volumes of credit risk, the default rates would 

be manifoldly lower with ML than with the statistical methods. This means that lenders would 

benefit from implementing ML approaches. 

In summary, Moscatelli et al. (2020) show that ML outperforms linear (statistical) 

models. The paper is relevant because i) I intend to use an ML approach (GBDT), and ii) it 

shows the importance of utilizing extensive data if one wants to make use of the full potential 

from ML in assessing credit risk. The study also showed that, in an applied setting, a lender 

would be significantly better off economically when making a decision based on ML. There 

are, however, three areas in the paper that I intend to improve a) the input data used are 

financial ratios, i.e., there is a level of subjective selection that will prevent ML from revealing 

its full potential in finding non-linear relations between variables, of which the latter can be 
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obtained using raw data; b) only a single-country sample was used, which limits conclusions 

on the generalizability of the advantages of ML methods; and c) the paper combines small and 

large enterprises and uses only one feature (size) to distinguish between them. 

2.4 Credit Rating Prediction and Replication 

Another stream of literature that is relevant to this study is replication studies that attempt 

to mimic the credit rating process of CRAs using statistical methods (e.g., Jackson & Boyd, 

1988; Kamstra et al., 2001; Kaplan & Urwitz, 1979) as well as AI and ML methods (e.g., Brennan 

& Brabazon, 2004; Huang et al., 2004). The next part of my review will thus be devoted to the 

topic of attempts at credit rating prediction – a problem similar to classification of default risk, 

but different in terms of what researchers were trying to achieve. Whereas, for classification 

tasks, the accuracy of predicting defaults is usually shown as the major metric, for rating 

prediction however, it is the accuracy of forecasting the correct rating that is important, or 

alternatively, the accuracy of forecasting the rating within a certain interval. This review also 

covers the context described in Subsection 1.5.4 and Chapter 7. 

2.4.1 Hajek and Olej (2011): Replication of S&P Corporate Ratings in the US and Local Expert’s 

Municipal Ratings in the Czech Republic Deploying Supervised and Semi-Supervised Learning 

The first valuable work on the problem I discuss is Hajek and Olej (2011) who tested kernel-

based approaches with semi-supervised learning, and a model using SVMs with supervised 

learning, to replicate the ratings of corporates in the US and municipalities in the Czech 

Republic. With respect to method, the introduction of the semi-supervised approach has not 

been reported in the literature before 2010, according to the authors. The second innovation 

lies in the usage of financial market indicators for 825 US companies in 2007 and 452 Czech 

municipalities in 2005. Companies were labelled with S&P’s rating classes, while municipalities 

were labelled with local experts’ rating classes. For the corporate rating prediction, the 

authors used a significant number (52) of variables, including size, industry, profitability, sales 

growth, asset structure, liquidity, leverage and market value. The authors used a Genetic 

Algorithm (GA) to optimise the original set of parameters and suggested that six of them, 

neither of which included profitability or liquidity ratios, suffice to analyse corporate credit 

ratings. The six variables contain market-based and accounting-based data, which is hybrid in 
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relation to data input. The research gives several valuable insights into the problem of 

replicating ratings. 

Firstly, data availability appeared to be a major problem both in this work and in earlier 

studies. Hajek and Olej (2011) note that 

a sufficient number of objects assessed by rating agencies and, at the same time, the 

values of important credit rating parameters must be available when modelling a credit 

rating process. Without a large data set, the use of these parameters is also limited. (p. 

772) 

Secondly, the selection of credit rating parameters (= variables) seems to be crucial, but 

as CRAs do not publish the details of their rating process, the researchers chose variables like 

“commonly known”, thus missing several important features, such as metrics related to the 

companies’ revenue, cashflow, debt structure, and interest expenses. The absent variables 

are instead substituted for market data (beta, volatility and such). The substitution approach 

is what I expect to be useful to address the research problem, limited to the usual assumption 

that all the information in the market is reflected in market prices. These aspects have not 

been pointed out by the researchers and they did not try to analyse the differential impact of 

market-based information and accounting-based ratios. Thirdly, the attempt was made to 

replicate the ratings using a semi-supervised approach, which can be quite valuable if the 

relevant labels are missing for certain data. 

As I have not modelled municipal ratings in my research, I will not criticise the second 

part of the paper devoted to that problem. With respect to the US rating replication, I note 

the following limitations. Firstly, the results of the optimization were implemented ‘as is’ and 

not critically analysed as to why one would perform a variable reduction using the GA 

approach, because ML methods give better predictions if they self-select among the inputs. 

Secondly, the number of companies in the sample was relatively small (1 period which is 2007, 

and 852 companies, US only) and the predictions were made for only two ranges of ratings: 

investment grades from ‘AAA’ to ‘BBB-‘ and sub-standard investment grades ‘BB+’ to ‘D’. The 

authors achieved a classification accuracy of 85%, which was deemed excellent considering 

the high number of BBB and BB companies in the sample. However, the quality of such an 

output would be much higher if at least seven rating categories (mimicking the industry norm) 

have been used, instead of the two. Thirdly, the sample composition was balanced, i.e., the 



 
52 

numbers of companies in either range were almost the same. Again, in terms of practical 

usability, this distribution is usually not what CRAs are dealing with in real life. Finally, the 

architecture and parameters of training for the SVMs involved were disclosed, but some 

parameters for FNNs compared to the training for the SVMs were not mentioned. 

Furthermore, while the authors had enough data to measure the accuracy of multinomial 

classifications, they somehow limited themselves only to publishing the binomial classification 

accuracy. Thus, the achieved accuracy of 83% to 87% does not tell much about the quality or 

performance of the final method regarding the problem of exact rating prediction, as is further 

explored empirically in Chapter 7. 

2.4.2 Ozturk et al. (2016): Replication of Moody’s Sovereign Ratings Using CART, NNs, 

Bayesian Nets and SVMs 

Another study on rating prediction I consider useful is the work of Ozturk et al. (2016). By 

employing CART, MLP (a sub-type of ANN), SVM, Bayes Net and NB, the authors test the 

performance of several ML techniques in predicting sovereign credit ratings. Important for the 

research problem, five ML methods were used in comparison. Thus, the accuracy test for a 

variety of ML methods is reported, with the statistical method (ordered Probit model) 

included as a baseline. The data included are 1,022 country-year observations for 106 

countries during the period between 1999 and 2020, and labelled with 16 rating categories. 

Compared to Hajek and Olej (2011), the study of Ozturk et al. (2016) was based on sovereign 

rating data, thus avoiding selection bias and other limitations of the data. Sovereign ratings, 

as well as country-wise statistical data, are publicly available and easily accessible. Almost all 

countries have credit ratings provided by at least one CRA: thus, the whole population of 

rating objects was observed, in contrast with the selective samples in Hajek and Olej (2011). 

Accuracy was measured across a scale comprising 16 classes, which renders the results 

more realistic in comparison with 2 classes modelled by Hajek and Olej (2011). The results are 

shown in Table 7. The authors report metrics for exact match, one notch below, one notch 

above, and two notches below/above, but in Table 7, I have merged ‘below’ and ‘above’ 

categories into numbers in a compound ‘±’ proportion of matches. The explanation behind 

reporting groups with ±1 and ±2 notch differences in rating prediction is given in the work as 

follows: while CRA may continue to monitor a rating before the upgrade or downgrade rating 
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action takes place, the rating model may already point to a higher or lower rating. For this 

reason, slightly varied predictions are considered to be a success. 

Table 7  

Prediction Performance Reported in Ozturk et al. (2016) on the Whole Sample N=1022. 

Method % exact match % ±1 notch % ±2 notches 
Ordered Probit 34.25 55.13 70.39 

CART 69.77 86.31 94.32 

MLP 63.31 81.90 91.78 

SVM 61.06 82.00 93.06 

Bayesian Net 59.30 79.65 90.71 

Naïve Bayes 58.90 79.45 90.60 

The results in Table 7 show that ML classifiers, specifically DTs in the form of CART, 

outperform the ordered Probit method in accuracy and discriminative power. Judging by ±1 

notch and ±2 notch accuracy rates in rating prediction, ML classifiers performed at around 

80% and above 90% accuracy, respectively, while the performance of the Probit model was 

much lower (cf. Table 7, top row). Of all the methods tested, CART outperforms the others, 

and the authors name two reasons for it: i) CART is insensitive to ‘data specifics’, it is capable 

to test more combinations, and learns better from both continuous and categorical data. 

These suggestions are also demonstrated in previous research, e.g., Erdal and Karakurt (2013); 

and ii), CART as a non-parametric method does not require assumptions about the error 

distribution characteristics and it remains accurate nevertheless. Next to Ozturk et al. (2016), 

other researchers, such as Bacham and Zhao (2017), and Wainberg et al. (2016) also find that 

DTs outperform other ML techniques (NN, SVM, Bayesian) in terms of accuracy. I have thus 

followed the literature, and from the vast variety of ML algorithms selected a method for my 

classification, a collection of DTs combined with gradient boosting (also cf. Subsection 2.6.6). 

Ozturk et al. (2016) showed that the accuracy of the ordered Probit model was far 

behind ML methods, which is in line with previous research on comparison of ML methods 

with statistical ones, e.g., Bellotti et al. (2011) and Bennell et al. (2006). Also, they find 

evidence in support of the previously reported observations (e.g., Ozturk, 2014; Amstad & 

Packer, 2015; Gültekin-Karakaş et al., 2011) that statistical models perform poorly in relation 

to predictions of developing country ratings due to higher frequency in rating adjustments, 

which are expected in less stable economies. 
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What is even more valuable is that the authors go further than many other researchers 

and examine the performance of classification methods across rating categories. Testing ML 

performance at the threshold level of ‘Baa3’, i.e., the border between ‘investment grade’ and 

‘speculative grade’, they showed that CART performance falls to as low as 57.5%. At the same 

time, except for the investment grade threshold, where CRAs apply different approaches to 

rating assignment because this threshold is of such a great importance, CART predicts all other 

sovereign ratings with almost 100% accuracy. This is a very positive finding regarding the 

research problem. From this I conclude that where the data are available and cover the whole 

population of rating objects (e.g., sovereigns), it becomes possible to replicate CRA’s ratings 

within the ±2 notch range, with the accuracy close to perfect. 

Another insight gained from the study is that Ozturk et al. (2016) show the importance 

of ML setup optimization on the method’s performance. They compared their results with 

Bennell et al. (2006), who tested ML methods on the task of sovereign rating prediction in 70 

countries for the period between 1989 and 1999. Ozturk et al. (2016) find their results to be 

superior to the previous research, but deny attributing their success either to the size of the 

data or to the changes in CRA’s intrinsic methods. The reason for outperformance is in the 

setup specifics of ML methods. In the authors’ own words, “parameter settings (i.e., the 

number of hidden layers, learning rate and momentum) of learning machines are vital for 

prediction accuracy. We therefore show that decent settings can improve prediction accuracy 

significantly.” (Ozturk et al. 2016). This is a conclusion that I also expect to demonstrate in the 

course of this research. 

For the drawbacks of the reviewed work, in my opinion, the period involved (1999-2010) 

is shorter than it could be for research published in 2016. Because the number of sovereign 

defaults is low, the longer period of observation could be helpful in overcoming this 

shortcoming. Also, the accuracy of rating prediction was reported, but the performance of the 

final models was neither tested for the accuracy of default prediction, nor was it compared to 

the AR of CRA ratings and other statistical methods. It would be interesting to know, since the 

CART model predicted sovereign ratings with a 94.32% approximate match, how it performs 

in comparison with Moody’s rating model in terms AR and Area Under Curve (AUC). Also, 

observed average default rates for each rating category may provide valuable data, but these 

rates were not measured by Ozturk et al. 



 
55 

2.4.3 Sanz (2020): Using EU Country Reports to Predict Sovereign Ratings 

After Ozturk et al. (2016), Sanz applied a ML method to predict sovereign ratings assigned by 

CRAs, but, instead of numeric data, the researcher used textual and mixed data that come 

from EU country reports published at the beginning of the calendar year for all European 

Union members. The model was built as a data feed algorithm, namely NN, that processes 

text with the document-to-vector (Doc2Vec) approach and provides data vectors to a logistic 

regression classifier. The latter was trained on a dataset of 27 EU countries providing 246 

annual observations for the period from 2011 to 2019, with a hold-out sample of 74 

observations. The method makes it possible to predict one of six broad groups for Standard & 

Poor’s sovereign rating with 70% accuracy, which is a higher level compared to rating 

predictions based upon macroeconomic variables. 

Although, in my opinion, the task of converting country report data into sovereign rating 

prediction does not resemble real-world problems, Sanz’s study introduced an innovative 

method for extracting information out of textual reports to produce ratings. The authors show 

that there is a little improvement in performance when the reports are used as a source of 

data for sovereign rating modelling, compared with utilizing macroeconomic data. From the 

drawbacks of the research, I point out the narrowness of the sample, which also does not 

allow prediction of ratings, but only rating groups, as not every rating level is present in the 

sample. Working with six groups gives rating predictions that are less precise compared to 16 

ratings (e.g., Ozturk et al., 2016). In my opinion, any qualified economist can predict sovereign 

rating of EU countries within ±1 notch from S&P with greater accuracy than that reported by 

Sanz (2020). 

Furthermore, in Sanz’s work no ML method was used to predict the rating, as NN was 

only utilized to extract vector data from EU reports, while a statistical method was used to 

classify objects. Previous research (Ozturk et al., 2016) showed that ML may increase the 

accuracy of rating prediction for tabular data (economic indicators), so it would be interesting 

to know if ML methods can also improve the accuracy of rating predictions based on textual 

and EU reports data. Finally, as mentioned above, rating prediction is almost never tested for 

default prediction accuracy, and the study under discussion is no exception. I assume that the 

reason for the absence of such tests in Sanz (2020) is that the quality of sovereign ratings is 

hard to test in a short-time interval as the number of sovereign defaults is low. 
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2.4.4 Kurbangaleev et al. (2018): Replication of Russian Bank Ratings Assigned by Seven CRAs 

Using Consensus Rating Analysis and Logit Default Model 

The next study in this review belongs to my Russian colleagues from the Higher School of 

Economics, Moscow, Russia, namely Marat Z. Kurbangaleev et al. (2018). The authors attempt 

to replicate not the ratings of a single CRA, but the consensus ratings derived from seven CRAs. 

They use a basic linear regression model to predict these consensus ratings for commercial 

banks in Russia for the period from 2010 to 2016. They collected observations on 134 banks 

rated by seven CRAs (Fitch, Standard & Poor’s, Moody’s, RA Expert, AKM, NRA, RUS-Rating), 

yielding 1,700 observations, and they also trained their model on a sample of over 900 non-

rated Russian banks without an assigned rating. 

Firstly, the authors construct the aggregated (consensus) rating. This rating is defined 

for companies that have two or more ratings from different rating agencies. Secondly, they 

build a logit default model with individual (financial, business) characteristics of the banks as 

inputs and they calibrate this model to default data. Thirdly, the comparison is performed on 

the discriminatory power of the aggregate rating and the logit model. The authors measure 

discriminatory power with an AR indicator (as in Engelmann, 2011; Tasche, 2009). The authors 

then report the discriminatory power of the consensus ratings and the ratings of their model. 

Table 8 shows that even a simple logit model can outperform CRA consensus ratings in terms 

of rating accuracy. 

Table 8  

Comparison between Performance of Logit Model and Consensus Rating in Kurbangaleev et 

al. (2018) 

Metric Logit Consensus rating 

AR 69.4% 61.2% 

The authors conclude that the results of the logit model are better in terms of rating 

accuracy and that the discrepancy between the logit model and the CRA consensus is quite 

high. The level of discrepancy is measured by the modified Kendall correlation coefficient 

(cf. Emond & Mason, 2002). The authors also constructed a model to predict the consensus 

rating. The prediction accuracy was high, the AR of such prediction was lower than the AR of 

the consensus itself.  
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Though the model the authors used does not belong to ML, they implement valuable 

methods for comparing the AR and AUC of the model with rating performance. The originality 

of this work is in the performance evaluation rather than the method involved. I refer to that 

study not because the model involved represents any great value, but because the authors 

evaluate its performance in comparison with the performance of all CRAs in the country. That 

is exactly what will be done in the course of this study, and for this reason I can use the results 

presented by Kurbangaleev et al. (2018) as a benchmark for my own performance indicators, 

such as AR and AUC. A further aspect which is valuable in the paper is that the number of 

observations is large enough to approximate to the population of the Russian banks, and is 

not a subsample of them. Also, the number of defaults in the observed period was substantial 

due to financial instability in Russia after the GFC and the economic sanctions incurred in 2014. 

Russian banks provide large amounts of reporting data monthly, and all data are available 

from the website of the Central Bank of Russia. Seven CRAs were evaluated, which is the 

largest number of CRAs considered in the papers under review. 

For the experiment, the authors report on replicating consensus rating together with 

further evaluation of the performance of predicted ratings and consensus ratings in 

comparison. I would suggest expanding the analysis to include the prediction of the lowest 

rating for the banks that defaulted within the period of observation. With this, the ARs for the 

predictions are expected to be higher than those for the consensus ratings. This hypothesis 

was tested in this study (cf. Chapters 4 and 8) and the results give evidence in support of it. 

2.4.5 Golbayani et al. (2020a): Implementations of DNNs to Predict Corporate Credit Ratings 

Golbayani et al. (2020a) tested several ML algorithms, including MLP, CNN, CNN2D and LSTM, 

to predict corporate credit ratings. They collected data from Bloomberg and Compustat for 

155 companies from the energy, financial and healthcare sectors in the US and tried to predict 

Standard & Poor’s credit ratings for that sample. Their conclusions are that, while the novelty 

of the study is in comparing CNN and LSTM performance with other ML techniques, LSTM 

outperforms other methods in terms of accuracy in ratings prediction. 

Golbayani et al. (2020a) also question the importance of feature selection in a test 

where the performance of a model with pre-selected features was compared to the 

performance of the model that selects features itself, i.e., a model built on raw data inputs, 
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without any exclusion and pre-processing of data. Specifically, they compared the 

performances of the models on different sets of data, the first one with abridged and pre-

selected inputs, i.e., 20 popular financial ratios, and the second with the full-range of raw 

financial data including 332 variables from Compustat. Although the data sample is small and 

the data split (85/15 and even 94/6) is favourable for accuracy of training, the study is one of 

the first that shows that data selection can be of no use, because the particular selection 

accuracy decreases compared to the analysis of the full data, as shown in Table 9. 

Table 9  

The Accuracy of Corporate Rating Predictions Reported in Golbayani et al. (2020a) 

Sector 20 variables 332 variables 

Energy 80.8% 87.2% 

Healthcare 75.2% 77.6% 

2.4.6 Conclusions to Credit Rating Prediction and Replication Studies 

Concluding the above review of ratings replication attempts, I outline both the basic insights 

and directions for further progress of research in the domain. 

Firstly, various researchers have achieved great progress in using AI methods to mimic 

credit ratings. Some of them compared the predicted ratings with CRA ratings but did not 

proceed to compare the accuracy of default prediction or the discriminative power of the 

methods. Most research on the topic lacks the number of observations (e.g., Hajek & Olej, 

2011; Sanz, 2020; Golbayani, 2020a), while others (e.g., Bacham & Zhao, 2017; Ozturk et al., 

2016; and Kurbangaleev et al., 2018) have used a significant number of observations, but 

published too few details on the methods involved and the performance indicators. I also note 

that the number of inputs in the models tested, compared to typical CRA rating models, was 

very low. 

Secondly, current research shows the superiority of ML methods in default prediction 

over statistical methods, and moreover, it demonstrates that DTs perform better than other 

ML methods. It is important to note that the methods themselves do not have any implied 

superiority (e.g., Ozturk et al., 2016), but all other rating system parameters, such as the 

amount of data, number of observations in the data sample and the ML setup architecture, 

may allow pushing the quality of financial credit risk assessment higher. One more study on 
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rating replication (Caridad et al. 2019) is shown in Chapter 4, as it comes very close to my 

research, and it is better to look at its results in comparison with my experiment. In general, 

the most relevant study is that of Golbayani et al. (2020b), which my research is built upon (cf. 

Subsection 1.5.4 and Chapter 7). 

Finally, I note that the financial credit risk assessment problem can be effectively 

addressed with ML methods, and a comparison can and should be made between ML 

performance and the performance of CRA ratings with more attention to detail in 

performance evaluation, the topic to which I will then proceed in the next section. 

2.5 Performance Validation of Credit Risk Assessment 

The research papers that describe accuracy metrics and performance indicators in general 

include Engelmann et al. (2003), Engelmann (2011) and Tasche (2009). Engelmann (2011) 

states that 

A key attribute of a rating system is its discriminative power, i.e., its ability to separate 

good credit quality from bad credit quality. Similar problems arise in other scientific 

disciplines. In medicine, the quality of a diagnostic test is mainly determined by its ability 

to distinguish between ill and healthy persons. (p. 269) 

Below I discuss the following concepts that are pivotal to my research for the purpose of 

performance evaluation and comparison of the quality of different rating systems. Firstly, I 

discuss generally accepted metrics of a rating system’s performance, such as indicators 

derived from CAP and ROC curves. I also briefly describe the concept of in-sample and out-of-

sample evaluation. In Subsection 2.5.3, I introduce the scope of performance metrics relevant 

to default prediction, which are often applied in the literature and, in the subsequent sections, 

I briefly discuss statistical tests and issues regarding the presentation of performance metrics 

for comparison. 

2.5.1 Cumulative Accuracy Profile (CAP) and Receiver Operator Characteristic (ROC) 

The definition CAP is attributed to Sobehart et al. (2000). The CAP curve plots the empirical 

cumulative distribution of the defaulting debtors, �̂�𝐷, against the empirical cumulative 

distribution of all debtors, �̂�𝑇 (cf. Figure 10), and thus any CAP curve must go through the 

points (0,0) and (1,1). The shape of the empirical CAP curve is determined by a discrete 
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number of points {(�̂�𝑇(𝑅𝑖),�̂�𝐷(𝑅𝑖)}, which depend on the number of rating categories                

𝑅𝑖, 𝑖 = 1, . . , 𝑛. Two other lines that appear on the graph are the Random Model, which 

represents the rating system with no discriminatory power in relation to defaults, which is 

drawn at an angle of 45 degrees to the coordinate axes, and the Perfect Forecaster, which 

represents the line describing the desired output for every ratings system, i.e. 100 % accuracy 

in discrimination between defaulters and non-defaulters. The latter is a straight line drawn 

between the points (0,0) and (π,1), where π stands for default probability of the sample, 

i.e. the proportion of defaulters among all rated entities. 

The area 𝑎𝑅 on the graph represents the quality of the rating system to discriminate 

defaulters and non-defaulters, and is an area between CAP curve and the Random Model on 

the graph. Another area, 𝑎𝑃, shows the discriminatory power of a Perfect Forecaster, who is 

free from both Type I and Type II errors. It is the area of the triangle {(0,0), (π,1), (1,1)}. 

Figure 10  

CAP Curve Example 

 

To conclude the CAP curve description, the information contained in a CAP curve 

provides the number for the Accuracy Ratio, also known as Gini coefficient, as follows: 

𝐴𝑅 = 𝑎𝑅 𝑎𝑃⁄  (2.3) 

A

0.0 0.2 0.4 0.6 0.8 1.0

0.0

0.2

0.4

0.6

0.8

1.0

pr
op

or
tio

n 
of

 d
ef

au
lte

d 
de

bt
or

s C
D

proportion of all debtors CT

CAP Curve

Perfect forecaster

Rating model

Random model

aR

ap

C
D

(R
i)

CT(Ri)



 
61 

The definition of the ROC is taken from the signal detection theory, hence the name. 

This method was applied to rating systems in Sobehart and Keenan (2001). Two graphical 

distributions shown in Figure 11 describe the distribution of defaulters and non-defaulters in 

relation to a Rating Score produced by the rating. A shift in the default distribution curve to 

the left, relative to non-defaults. This indicates that the rating system has the ability to 

discriminate defaults because Rating Scores are relatively higher for non-defaulters. A cut-off 

value V represents a decision rule for the classification of debtors into two separate groups of 

defaulters and non-defaulters, with defaulters on the left and non-defaulters on the right. 

Figure 11  

Distributions of Defaulters and Non-Defaulters in Relation to Rating 

  

Note. Hits - correct predictions of defaults; FA- false alarm predictions of default for non-defaulters; Er – wrong 

predictions for defaulters (errors); CP - correct classification for non-defaulters. 

In Table 10, four areas on Figure 11 are described: the area to the left of the cut-off line 

marked as ‘Hits’ on grey solid is where all correct predictions, or hits are located; the area 

marked as ‘FA’ on diagonal stripes characterizes the location of surviving entities that were 

wrongly classified as defaulters as a result of false alarm decisions. The white area under the 

defaulter’s curve (‘Er’) to the right of the cut-off line is the place where the rating system 
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misses to classify defaulters as such (clearly, error), while the white area under the non-

defaulters curve (‘CP’) is a sub-space of correct classification for non-defaulters. 

Table 10  

Scenarios of Prediction Outcome 

Rating Score Default Non-Default 

Below cut-off value Correct prediction (hit) Wrong prediction (false alarm) 

Above cut-off value Wrong prediction (error) Correct prediction (correct rejection) 

Note. Adapted from Engelmann, 2011, p.275. 

Thus, the cut-off line is a classifier within the rating system, and its location determines 

the quality of ratings produced by the system. For example, Altman (1968) reported that the 

cut-off line for Z-score was located at Z = 2.675. From here, the concept of the ROC curve 

evolves, as shown in Figure 12. 

Figure 12  

ROC Curve and Area Under Curve (AUROC or AUC) 

 

Similar to the CAP curve, the ROC curve lies between points (0,0) and (1,1), with the 

cumulative hit rate across rating categories �̂�𝐷 serving as the coordinate along the ordinate, 

and the cumulative false alarm rate �̂�𝑁𝐷 being the abscissa. At the point B, Ri = ‘B+’ (and lower, 

as the curve represents cumulative values), hit rate �̂�𝐷(𝑅𝑖) equals 0.564, and false alarm rate 

�̂�𝑁𝐷(𝑅𝑖) is at 0.080. A rating system with a hit rate equal to 1 across all categories is considered 
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to be a perfect forecaster, and is lying above the ROC curve between the points (0,0), (0,1) 

and (1,1). A random model is the line, on which the rating system does not discriminate 

between default and non-default classes, which is the hit rate for false alarms, regardless of 

the cut-off location. 

The accuracy metric derived from the ROC curve is called AUC or AuROC (Area under the 

ROC curve) and is calculated exactly as its name suggests: it is an area under the ROC curve on 

the graph.  

The last formula describes the relation between the Accuracy Ratio (AR) and the AuROC: 

AR = 2 × AuROC − 1 (2.4) 

Both metrics, AR or Gini, and AuROC, are the most accepted and prescribed measures to 

describe the performance of a rating system of a CRA. They are commonly accepted as an 

industry standard and are widely used in the literature on the topic of credit ratings 

(e.g., Kurbangaleev et al., 2018; Bacham & Zhao, 2017; Moscatelli et al., 2020; Golbayani et 

al., 2020a) and reported by CRAs in their annual performance analyses. 

In the methodology section, I shall present my modifications to the way the CAP and 

ROC curves are built, with the emphasis on the cut-off dates, so that the ratings assigned 

during a period relate to the period when the possible default events occur, which is central 

to modelling the rating quality appropriately. 

2.5.2 In-Sample and Out-of-Sample Performance Validation 

Two major methods to describe the performance of prediction models are in-sample and out-

of-sample estimation. Some studies still tend to calculate and analyse in-sample performance 

validation when the model is tested on the same sample on which it was trained and 

developed. Others use out-of-sample validation, meaning that they test the model on a 

different sample, originally hold out and separated from the sample used to develop that 

model (Brezigar-Masten & Masten, 2012). 

According to Hansen and Timmermann (2012), out-of-sample validation is a preferred 

method considering possible errors and quality of the model compared to in-sample 

validation. Definitely, in-sample validation becomes an out-of-date method, because it cannot 

give evidence that the model is valid for problems it tries to solve. For the problem of 
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bankruptcy prediction, out-of-sample validation is clearly more relevant, because in the real-

world, practitioners in bankruptcy prediction are acting on the basis of out-of-sample 

prediction. In other words, lenders do not know future default outcomes at the beginning of 

loan agreements. 

Also, cross-validation can be viewed as a method for out-of-sample validation. The 

earliest works where K-fold cross-validation was introduced are Lachenbruch and Mickey 

(1968) and Mosteller and Tukey (1968). Cross-validation sometimes comes as 10-fold K-fold 

validation, which means that the estimation sample is split randomly into training and testing 

subsamples K times (for 10-fold, 𝐾 = 10), and after out-of-sample validation an average of 10 

results for accuracy is measured to describe the performance of the model. Some researchers 

take that rule literally and split the data into training and test samples in the proportion of 

90:10, which, in my opinion, may lead to overfitting, because the test sample is too small 

compared to the training sample; also, as the confidence level of the study decreases with the 

reduction in the size of the test sample, the margin of error increases. The 10-fold K-validation 

is often justified to provide more robust results and avoid data mining or cheating with data 

samples. Some researchers may use 10-fold K-fold validation to simply overload the training 

sample by taking the maximum proportion of data for training, say 90% instead of 50% or 70%, 

to increase the overall accuracy reported on the model, and, at the same time, better present 

the confidence levels and marginal errors for the results (i.e., report ‘average’ accuracies after 

cross-validation instead of ‘random’ single-test results). 

Leaning on the literature, in most papers (e.g., Moscatelli et al., 2020, who used 5-fold 

cross-validation) on financial credit risk assessment, when ML methods are tested, the K-fold 

validation is implemented. In my research, K-fold validation is not used, because the amount 

of input data I use to derive performance metrics for over 200 periods (to be precise, I have 

247 periods analysed in Chapter 5, and 300 periods in Chapter 8) is in the order of thousands. 

Furthermore, given the capacity of the GBDT method to deal with highly complex input data, 

and more so with increasing sample size, the purpose of the K-fold validation reduces to 0, 

when sample size goes to infinity. In other words, a single-period dataset with few 

observations would give maximum variance in performance. 
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2.5.3 Performance Metrics 

The classification result of credit risk assessment is binary in nature, with two possible 

outcomes of ‘bad’ (default) and ‘good’ (non-default). In that respect, the output of the 

classification model is presented as a 2D-matrix (confusion matrix), where 𝑓𝑛 is the rate of 

misclassification of ‘bad’ instances into the ‘good’ class (false negative), 𝑓𝑝 is the other type of 

error where ‘goods’ are classified as ‘bads’ (false positive), 𝑡𝑝 is the rate of correct predictions 

of default (true positive), and 𝑡𝑛 is the rate of correct predictions for ‘good’ credit (true 

negative). Furthermore, ‘good’ and ‘bad’ in credit risk assessment are reversed in ‘positive’ 

and ‘negative’, as it is in diagnostics, and so ‘positive’ doesn’t mean good news, but on the 

contrary, it means ‘default-positive’, i.e. that a default is predicted. With respect to bi-nominal 

classification, Table 11 shows similar outcomes to the ones presented in Table 10 for 

regression models with cut-off values. 

Table 11  

Possible Outcomes in Default Predictions Represented in a Confusion Matrix 

Real class 
Predicted class 

Positive Negative 

Positive (defined as default) True positive (𝑡𝑝) False negative (𝑓𝑛) 

Negative (defined as classified) False positive (𝑓𝑝)  True negative (𝑡𝑛) 

Bankruptcy prediction models can be tested with the performance metrics shown in 

Table 12. 
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Table 12  

A Selection of Performance Metrics Relevant to Default Prediction 

Metric Definition 

Accuracy (tp + tn) N⁄  

Root Mean Squared Error (RMSE) √∑(P(x) − T(x))
2 N⁄  

True Positive Rate (TPR) tp (tp + fn)⁄  

True Negative Rate (TNR) tn (tn + fp)⁄  

False Positive Rate (FPR) fp (tn + fp)⁄  

False Negative Rate (FNR) fn (tp + fn)⁄  

Precision tp (tp + fp)⁄  

Recall tp (tp + fn)⁄  

Sensitivity tn (tp + tn)⁄  

Specificity tn (tn + fp)⁄  

F-Score 
2 × precision × recall
(precision + recall)

 

Expected Misclassified Costs (EMC) 
Cp × fn
N

+
Cn + fp
N

 

If asymmetric cost is involved in the classification task, Expected Misclassified Cost 

(EMC) is a preferred way of including the cost of mistake (error) into the final metric for 

accuracy. 

There is a group of methods that involves cost-sensitive analysis in the performance 

evaluation of the model(s). The cost-sensitivity concept presumes that different types of 

errors lead to non-uniform costs. To put it in another way, when a bad credit (so-called 

‘positive’ class) is classified as a good one (denoted as ‘negative’), the cost of mistake is higher 

than the misclassification of a good credit in the bad class (so-called false-positive prediction). 

In the first case, the whole amount of granted credit at its par value may become a lender’s 

loss, while the latter leads to the loss of income, but saves the principal amount. That is the 

reason why the performance of a classifier in relation to positives is of greater importance 

than its overall performance. Zhou and Liu (2006) suggest providing an adequate metric for 

the overall performance, i.e., to include missed opportunity cost, EMC could be applied to 

both error outcomes when measuring the performance. 
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CRA ratings do not presume different misclassification costs. However, when the 

financial effects of ratings are simulated in Chapter 8 (also briefly discussed in Subsection 

1.5.5), I expected that the higher the rating assigned, the higher would be the negative 

consequences to investors from defaulted entities of that rating group. Thus, within the 

rationale to explore the economic impact from solutions on the credit assessment problem, 

combined with the idea of cost-sensitivity analyses, I intend to investigate the relationship 

between the cost of error from wrong ratings and the accuracy my metric describes. To do so, 

I will modify AR derived from CAP/ROC curve, which by themselves are not sensitive to 

misclassification costs and types of error. 

2.5.4 Classifiers on Single and Multiple Performance Metrics 

Japkowicz et al. (2008) demonstrated the usefulness of projection transformations in 

combining performance results from different classifiers and displaying them in lower 

dimensionality. Alaiz-Rodriguez et al. (2008) and García et al. (2010) investigated on how MDS 

may be used for the comparison of classifiers performance by projecting multidimensional 

metric data into two-dimensional space. They plot different metrics into 2-D space “so that 

interpoint distances in the high dimensional (metric/domain) space are preserved as much as 

possible in the 2-D space” (Alaiz-Rodriguez et al., 2008, p. 684). They also implement a so-

called optimal vector that is put on the same graph and each classifier can be compared to its 

optimal values on the graph. I have adapted these useful ideas and will demonstrate the 2-

dimentional plotting for ratings accuracy and stability, as shown in Figure 1 (Subsection 1.5.1). 

Figure 2 (Subsection 1.5.1) then plots the 2D-space into a 1-dimentional metric IQR 

(Subsection 3.1.3), which allows to directly compare the performance that is described using 

different technical performance indicators of ratings. 

2.6 ML Foundations and Definitions. ML Methods vs Human Experts 

The analysis completed below is largely based on the review by Leo et al. (2019) together with 

insights from McAfee and Brynjolfsson (2017). I have also used the review of The Financial 

Stability Board (2017a). 
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2.6.1 ML Foundations and Definitions 

The application of computers and algorithms to problems that usually require human 

expertise is named Artificial Intelligence, and started in the 1950s. Further on, progress in 

computational power and growing availability and quantity of data led to the explosion of 

interest in this topic during the last decade (Federal Trade Commission, 2016). AI as an 

application is already a great help in diagnostics, translation, automation in transport, as it is 

also widely implemented in the financial domain. 

AI is defined over a broad domain, of which Machine Learning is a sub-class. There are 

some examples of AI applications that are not ML, which include, for instance, inductive and 

deductive logic and knowledge representation, or the computer science fields of ontology 

management, or the formal naming and defining of terms and relationships by computers. In 

this research, for simplicity and uniqueness, I refer to AI and ML as synonyms. The current 

Wikipedia article on AI (as of May, 2022) also refers to AI and ML as synonyms: “in computer 

science, artificial intelligence (AI), sometimes called machine intelligence, is intelligence 

demonstrated by machines, unlike the natural intelligence displayed by humans and animals.” 

AI is a broader term than ML, and there are several concepts of it, including the ‘strong’ AI 

hypothesis (Searle, 1980): “The appropriately programmed computer really is a mind, in the 

sense that computers given the right programs can be literally said to understand and have 

other cognitive states” (p. 140), and weak AI that implements a limited part of mind, or a tool. 

There are several categories of ML algorithms. These categories vary according to the 

level of human intervention required in labelling data. The following are the generally 

accepted definitions from the domain of ML that my thesis relies on: 

• Machine learning (Source: Leo et al., 2019): 

Machine Learning has been explained as lying at the intersection of computer science, 

engineering and statistics. It has been highlighted as a tool that can be applied to various 

problems, especially in fields that require data to be interpreted and acted upon (Awad 

& Khanna 2015). Machine learning delivers the capability to detect meaningful patterns 

in data, and has become a common tool for almost any task faced with the requirement 

of extracting meaningful information. (p.5) 

• Big Data (Source: The Financial Stability Board, 2017a): 
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Big Data is a term for which there is no single, consistent definition, but the term is used 

broadly to describe the storage and analysis of large and/or complicated data sets using 

a variety of techniques including AI. (p. 4) 

• Supervised learning (The Financial Stability Board, 2017a): 

In Supervised Learning, the algorithm is fed a set of ‘training’ data that contains labels 

on some portion of the observations. For instance, a data set of transactions may 

contain labels on some data points identifying those that are fraudulent and those that 

are not fraudulent. The algorithm will ‘learn’ a general rule of classification that it will 

use to predict the labels for the remaining observations in the data set. (p. 5) 

• Unsupervised Learning (The Financial Stability Board, 2017a): 

Unsupervised Learning refers to situations where the data provided to the algorithm 

does not contain labels. The algorithm is asked to detect patterns in the data by 

identifying clusters of observations that depend on similar underlying characteristics. 

For example, an unsupervised machine learning algorithm could be set up to look for 

securities that have characteristics similar to an illiquid security that is hard to price. If it 

finds an appropriate cluster for the illiquid security, pricing of other securities in the 

cluster can be used to help price the illiquid security. (p. 5) 

• Reinforcement Learning (The Financial Stability Board, 2017a): 

Reinforcement Learning falls in between supervised and unsupervised learning. In this 

case, the algorithm is fed an unlabelled set of data, chooses an action for each data 

point, and receives feedback (perhaps from a human) that helps the algorithm learn. For 

instance, reinforcement learning can be used in robotics, game theory, and self-driving 

cars. (p. 5) 

• Deep Learning (The Financial Stability Board, 2017a): 

Deep Learning is a form of machine learning that uses algorithms that work in ‘layers’ 

inspired by the structure and function of the brain. Deep learning algorithms, whose 

structure are called artificial neural networks, can be used for supervised, unsupervised, 

or reinforcement learning. (p. 5) 

• Algorithm (The Financial Stability Board, 2017a): 
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A set of computational rules to be followed to solve a mathematical problem. More 

recently, the term has been adopted to refer to a process to be followed, often by a 

computer. (p. 35) 

• Classification algorithms (The Financial Stability Board, 2017a): 

Classification algorithms, which are far more frequently deployed in practice, group 

observations into a finite number of categories. Classification algorithms are probability-

based, meaning that the outcome is the category for which it finds the highest 

probability that it belongs to. (p. 6) 

• Regression algorithms (The Financial Stability Board, 2017a): 

Regression algorithms, in contrast, estimate the outcome of problems that have an 

infinite number of solutions (continuous set of possible outcomes). This outcome can be 

accompanied with a confidence interval. Regression algorithms can also be used as one 

intermediate step of classification algorithm. (p. 6) 

• Back-propagation (McGonagle et al., 2018): 

Short for ‘backward propagation of errors’, is an algorithm for supervised learning of 

artificial neural networks using gradient descent. Given an artificial neural network and 

an error function, the method calculates the gradient of the error function with respect 

to the neural network's weights. (p. 1) 

With clear definitions of the most important and widely used terms in the ML domain, I 

will shortly document how ML evolved, developed and deployed in various domains, and 

where it outperforms human expertise. I will trace the factors that supported ML 

development up until today, and I will also briefly describe how ML is changing the financial 

industry. I consider this information to be very relevant in relation to my research. It shows 

general concepts to clarify why I choose ML methods for my research: 

• ML methods are able to outperform human experts in the domain of credit ratings. 

• There is demand for cheaper, computerised access to credit ratings from investors and 

firms. 
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2.6.2 ML Evolution and Development 

McCarthy et al. (1955) defined AI as the way “how to make machines use language, form 

abstractions and concepts, solve kinds of problems now reserved for humans, and improve 

themselves” (p. 1). John McCarthy is a computer scientist and engineer, and known as ‘father 

of AI’. He organized the first conference on the topic, held in 1956. Just a few years later, the 

AI field’s biggest and most enduring controversy began. 

In earlier days, AI researchers established two different styles of knowledge. The first 

was the so-called rule-based approach, or symbolic AI, and the second developed statistical 

models in the form of weak AI. The former attempted to build AI in a way an adult tries to 

learn a second language; the latter tried to present AI in a way children learn their first 

language. At first, it looked as though the symbolic approach would dominate. At the 1956 

Dartmouth6 conference, for example, Allen Newell, J. C. Shaw, and future Nobel prize winner, 

Herbert Simon, demonstrated their ‘Logic Theorist’ program, which used the rules of formal 

logic to prove mathematical theorems automatically (McCorduck & Cfe 2004). Other 

challenges, however, did not reconfirm the initial success of a rule-based approach. Decades 

of research in speech recognition, image classification, language translation, and other 

domains yielded unimpressive results. The best of these systems performed much worse than 

humans, and the worst were simply completely inadequate. As a group, symbolic AI systems 

generated extremely underwhelming results, so that by the late 1980s, an ‘AI winter’7 had 

descended over the field as major corporate and governmental sources of research funding 

dried up. 

There are two main reasons for the broad failure in symbolic approaches to AI (McAfee 

& Brynjolfsson, 2017). Firstly, the number of rules the machine needs to know exceeds any 

possible limits, and presumably, knowing most of them is not enough. To perform well, a 

machine needs to know 100% of all rules, which is almost always impossible to formalize 

internally and pass to the algorithm. Attempts to put into machine code all relevant rules for 

complex things like languages or furniture, and to get the systems to do anything useful, have 

proved to be largely unsuccessful. As Davis and Marcus (2015) write, by 2014 only a few 

 
6 Dartmouth College is a private Ivy League research university in Hanover, New Hampshire, United States. 
7 The term ‘AI winter’ first appeared in 1984 as the topic of discussion at the annual meeting of American 

Association of Artificial Intelligence. It reflected an increasing level of pessimism of the AI community, media, 

venture industry and academia towards the progress in the AI domain. 
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researchers achieved significant progress in automated common sense reasoning and none of 

them produced a successful implementation of an ML reasoner. They also describe what is 

possibly the greatest instrumental barrier to building such systems: “in doing commonsense 

reasoning, people … are drawing on … reasoning processes largely unavailable to 

introspection” (Davis & Marcus, 2015, Approaches and Techniques section). In other words, 

the cognitive work that humans do to navigate so easily through so many rules is an ongoing 

demonstration of Polanyi’s Paradox (Polanyi, 1958), namely the statement ‘we know more 

than we can tell’. It can also be described by the following examples. 

Sierra (2015) shared the example of bypassing with the chicken sexing program (sorting 

chicks by sex) in Japan. Master chicken sexers could not teach others how they were able to 

sex the chicks. Instead, people who were going to be chicken sexers were told to sort the 

chickens randomly. Eventually they got better over time, with no training. However, Sierra 

reports that AI systems for performing the task of determining the gender of a young bird 

were not developed as of July 2016, (e.g., Fassler & DiPrinzio 2016). She also explained another 

training process often described as aircraft recognition, which is a skill to visually recognize a 

military aircraft required during the World War I from military and some civic ‘spotters’. Those 

spotters, similarly to chicken sexers, could not provide a clear answer on how they knew that 

an aircraft belongs to a certain class, that is, whether military or civilian, British or German. 

So, instead of rules formalization, the new spotters were trained in a course of trial-and-error 

feedback looping, where the novice simply tries to guess the correct answer by recognition 

and then gets the right answer from the mentor, thus at some point developing their skills to 

the level of an expert (Sierra, 2015). 

Polanyi’s Paradox also presented serious obstacles to anyone attempting to build a Go8-

playing computer. With critical knowledge unavailable and simulation ineffective, Go 

programmers made slow progress. Surveying the current state and likely trajectory of 

computer Go, Levinovitz (2014) proclaimed that within the next ten years it would not be 

possible for a machine to beat a human Go champion. However, within the next two years 

Google and DeepMind had developed their AI-based AlphaGo program that in 2016 had 

beaten Lee Se-dol, one of the world’s top Go players, with a score of four games to one. The 

engineers of DeepMind were among the first to deploy deep learning in the AI system. They 

 
8 “Go” is a board game, also called “Weiqi, Weichi” in China 
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have trained AI by generating winning strategies from the numerous Go matches the machine 

has played with itself (Levinovitz, 2014). 

The second group of artificial intelligence researchers, one that eschewed a symbolic 

approach, has been trying since the late 1950s to overcome Polanyi’s Paradox by building 

systems that learn tasks the way a young child learns language: by experience and repetition, 

and through feedback. They have instrumentally contributed to the development of the field 

of ML. Rosenblatt (1958) developed one of the first computer programs that learned from 

data. It was named ‘perceptron’ and was created within a US Navy-funded project to construct 

a thinking, learning machine within the Cornell Aeronautical Laboratory. The aim was to solve 

image classification tasks, for example the famous ‘dogs versus cats’ image recognition 

problem. Perceptron, in the words of its creator, resembles the way a human brain makes its 

decisions. The human brain has over 100 billion neurons, which establish connections with 

each other in a certain way, so that each neuron in the brain is connected with thousands of 

others, and each connection has its own signal strength, which in turn varies over time in 

relation to previous experience. MLP has the same intrinsic feature called ‘weight’, and trains 

by adjusting its weights according to input data (Byrne 2013). An early demonstration of this 

‘neural network’, together with Rosenblatt’s confident predictions, led the New York Times to 

write in 1958 that it was “the embryo of an electronic computer that [the Navy] expects will 

be able to walk, talk, see, write, reproduce itself and be conscious of its existence” (Olazaran, 

1996). 

The promised breakthroughs did not come quickly, however, and in 1969 Minsky and 

Papert published a devastating critique entitled Perceptrons: An introduction to 

computational geometry. They showed mathematically that Rosenblatt’s design was 

incapable of accomplishing some basic classification tasks. Thus, both camps of researchers 

had not gained much success by the 1970s, until another group of researchers came to 

understand and overcome the limitations of the Perceptron. The successful ML systems built 

in the 1980s by Paul Werbos, Geoff Hinton, Yann LeCun and others applied back-propagation 

to AI tasks, allowing information to travel both forward and backward through the network.  

This back-propagation led to considerably better performance (Schmidhuber, 2014), but 

progress remained frustratingly slow. By the 1990s, an ML system developed by LeCun and his 
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colleagues (Burges et al., 1994) to recognize numbers was reading as many as 20% of all 

handwritten cheques in the United States, but there were few other real-world applications. 

As the AlphaGo 2016 victory shows, the situation is very different now. While AlphaGo 

did incorporate efficient searches through a large number of possibilities, which made it 

belong to rule-based AI, it was actually an ML system. As its creators write, it is an approach 

that uses DNNs trained with an innovative combination of supervised and reinforcement 

learning (Silver et al., 2016). 

The main factors that drove AI and ML progress further include Moore’s law, cloud 

computing development, the popularity of modern video games and later cryptocurrencies, 

which led to the rapid progress in GPU (graphics processing unit) performance, and finally, the 

phenomenon of big data which include enormous amounts of digital content in text, audio, 

video, photo and other formats (McAfee et al., 2012). Retrospectively, the success of ML 

derived from the critical amount of both data and computational power (Voosen, 2015). 

Hinton et al. (2006) demonstrated that sufficiently powerful and properly configured 

NNs could essentially learn on their own, with no human training or supervision. If shown a 

large group of handwritten numbers, for example, NNs would correctly conclude that there 

were ten distinct patterns in the data (corresponding to the numerals 0 through 9), and then 

they would be able to accurately classify any new handwritten numbers they were shown 

under the ten categories they had identified. This type of unsupervised learning remains 

relatively rare within the field of ML. Most successful systems rely instead on supervised 

learning, where they are essentially given a paired set of questions and correct answers before 

they are asked to answer any new questions on their own. For example, an ML system might 

be given a large set of sound files of human speech and text files of the corresponding written 

words. The system uses this set of matched pairs to build up the associations within its NN 

that enable it to transcribe new instances of recorded speech. Because both supervised and 

unsupervised ML approaches use the algorithms described by Hinton et al. (2006), they are 

now commonly called deep learning systems. 
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2.6.3 ML vs Human Experts 

NNs have had their best successes with supervised learning, where the learning examples are 

tagged. But they have made little progress with unsupervised learning, which is the main way 

humans learn about the world. In the last 10 years, it has been demonstrated in numerous 

studies that “getting rid of human judgments altogether — even those from highly 

experienced and credentialed people (Expert Level) — and relying solely on numbers plugged 

into formulas, often yields better results.” (McAfee & Brynjolfsson, 2017). I will go on to show 

some evidence from different domains on the above thesis, which constitutes one of the 

cornerstones of my research on credit ratings. 

• Beginning in 1984, Tetlock et al. (2005) undertook a decades-long project to assess the 

accuracy of predictions in a number of fields, such as politics, economics and 

international affairs. The conclusions are both clear and striking. In a test involving more 

than 82,000 forecasts, Tetlock found that humans do not outperform a random model, 

and he compared human expertise with a “dart-throwing chimpanzee” (Tetlock, 2009, 

p. 57). 

• Snijders et al. (2003) developed a model that analyses computer purchases made by 

Dutch companies. His model predicts compliance of each transaction with a set of 

budget rules, as well as on time delivery, and the level of consumer’s feedback in respect 

of the quality of service. When he tested his model, he compared the performance with 

the peers, i.e. the opinion of purchasing managers on the corresponding transactions. 

The computer model outperformed the managers in the quality of their predictions, and 

this was true even for the group of experienced managers. Moreover, it was shown that 

the latter group did not predict better than the amateurs. 

• Ashenfelter (2008) built a simple model — one using only four publicly accessible 

variables about the weather — to successfully predict the quality and price of Bordeaux 

wines long before the wine was offered for sale. Prices of these new wines had 

historically been strongly influenced by the opinion of acknowledged wine experts, but 

Ashenfelter (2008) showed that human opinion regarding the quality of wine has 

nothing in common with the fundamental factors that define this quality. He also 

questioned the existence of demand for such opinions considering its quality. 
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• Wu and Brynjolfsson (2015) developed a simple model that predicted housing sales and 

prices. They used data from Google Trends, which reports how often words like real 

estate agent, home loan, home prices, and the like were searched for each month in 

each of the 50 US states. They used their model to predict future housing sales and 

compared their forecasts with the published predictions made by experts at the National 

Association of Realtors. When the results came in, their model beat the experts by a 

enormous 23.6%, reflecting the power of incorporating Google search data into a 

prediction model. 

• Bertsimas et al. (2014) predicted who would get tenure at top universities. They looked 

at historical data on the early publication records and citation patterns of young scholars 

and used some concepts from network theory to see which ones had been writing the 

most influential and effective work. They calibrated their model to predict which 

scholars would ultimately get tenure in the field of operations research, and this model 

agreed with tenure committees 70% of the time. Where they disagreed, the model’s 

predictions were more accurate than those of the tenure committee because it chose 

students who on average were more successful in their subsequent career, judging by 

the number of publications and citation indices. 

• Ruger et al. (2004) conducted a test to see whether a simple, six-variable model could 

predict the rulings of the US Supreme Court during its 2002 term better than a team of 

83 prominent legal experts could. Thirty-eight of these jurists had clerked for a Supreme 

Court judge, 33 were chaired law professors, and six were current or former law school 

deans. This team’s predictions, when averaged, were consistent with slightly less than 

60% of the court’s rulings, whereas the algorithm got 75% of them right. 

• Grove et al. (2000) examined literature (over 100 papers) published over the period from 

1950 to 2000, relevant to the comparison of statistical and clinical diagnosis in medicine 

and psychology. They found publications to be of higher quality where such comparisons 

were directly documented and clearly described. In 48% of the papers analysed, they 

found no significant difference between human and statistical model performance. In 

their words, “mechanical prediction is typically as accurate or more accurate than 

clinical prediction” (Grove et al., 2000, p.25). They also reported that in 46% of the 

studies reviewed it was shown that formulas were performing better than human 

experts. Only in 6% of cases, humans performed better than the machines or algorithms. 
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The authors concluded that in almost all of the studies where humans won the 

competition, experts obtained more data than the algorithms, which determined their 

superiority. 

• Psychologist Paul E. Meehl, who began in the early 1950s to document and describe the 

poor track record of human expert judgment, summarized that  

[T]here is no controversy in social science that shows such a large body of 

qualitatively diverse studies coming out so uniformly in the same direction as this 

one [the relative validity of statistical versus clinical prediction]. When you are 

pushing over 100 investigations, predicting everything from the outcome of 

football games to the diagnosis of liver disease and when you can hardly come up 

with a half dozen studies showing even a weak tendency in favor of the clinician, 

it is time to draw a practical conclusion. (Meehl, 1986, pp. 373–374) 

The many events, documentations, and success stories for ML, along with so many cases 

of underperformance by human experts, to me, made it hard to believe that credit ratings can 

remain an area in which human expertise is superior to ML predictions. The overall pattern 

which I have demonstrated above is clear: time after time, whenever a model can be created 

and tested (i.e. there is enough data; that data explains something; there is a fair competition, 

or a machine is technically able to perform the task), ML or a statistical model tend to perform 

at least equally, if not better than human experts. In the literature review I have already shown 

that in the domain of financial risk assessment there are a number of studies that provide 

clear evidence in support of ML implementation. Some other examples are described in the 

next section. 

2.6.4 Implementations of ML for Credit Risk Assessment 

One of the earliest examples of fully automated decision making, which arrived right as the 

era of corporate computing dawned, was the development of a numeric score that reflected 

people’s creditworthiness: the likelihood that they would repay a loan of a given size. This 

obviously critical decision had traditionally been made by local loan officers at bank branches, 

who evaluated applications on the basis of their own experience, sometimes in conjunction 

with rules or guidelines. But Fair and Isaac (1956) thought that data processing could do a 

better job. They founded the Fair Isaac Corporation in 1956 and began calculating FICO scores 

of creditworthiness. 
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Automatic credit assessment soon became the norm. By 1999, American Banker 

magazine reported that every loan application with the principal lower than USD 50,000 was 

processed without the involvement of human experts (Nadler, 1999). FICO and their peers 

have proved to be highly reliable predictors of loan repayment, and as the amount and variety 

of digital information about a person has expanded in recent years, this big data have been 

used to enhance and extended credit scores. For further development in the area we can refer 

to Hand and Henley (1997), Khandani et al. (2010) and others. For example, Khandani et al. 

(2010) developed a nonlinear, non-parametric model for the task of classification 

delinquencies and defaults of credit card holders. This model was built to find non-linear 

patterns in big data. They compared the performance of the model with logit regression, MDA 

and LDA models, to find that statistical models do not exhibit the same relations that nonlinear 

models see. Their conclusion was that ML will soon take over the decisions on credit risk 

management and consumer credit default forecasting over incumbent models, for reasons of 

efficiency. 

To describe some other cases for use of ML in credit risk analysis, I can refer to the rise 

of the Fintech sector from 2014, which in many cases benefited from the use of ML for fast 

credit scoring of retail borrowers. Fintech makes it possible to lend money to low-income 

borrowers, because the amount of credit is low and the cost of analysis needs to be 

correspondingly low. And, ML can process big data very quickly, which in the analysis of retail 

credit risk, reduces the cost of issuing each loan and accelerates the decision-making of the 

lender. It can also allow more people to get a loan, including opening access to borrowing for 

people who previously could not afford it because they had no credit history. These are usually 

described in the literature as the underbanked and unbanked segment, which is the major 

target for the rapidly evolving Fintech sector of the financial markets. For more details, we can 

refer to the analysis of the above trend made by the Cambridge Centre for Alternative Finance, 

the leading and most authoritative European institution engaged in research on Fintech 

(Zhang et al., 2016), as well as reports from government organizations on the topic (The United 

States Treasury, 2016). In parallel with the above, in the credit ratings domain I can also 

introduce such terms as underrated issuers (those who do not wish to pay for lower ratings 

and thus do not have one), and unrated entities (those whose ratings never exist as credit 

ratings come at a cost), and for some entities those costs are not economically justified. Similar 



 
79 

to banking, progress of ML and information technology can lead to higher penetration of 

rating service on the markets, with more ratings being assigned and more investors, issuers 

and whole economies benefiting from that. 

2.6.5 Factors that Support Further Progress in ML 

Analysing the supply side, financial market players and researchers both win from AI and ML 

tools developed in other domains and being on-hand for financial credit risk assessment. 

These tools include the increased computational capacity, cheaper hardware, along with the 

availability of rapidly developing cloud resources (IOSCO, 2017). Moreover, less expensive 

technologies such as parsing, storage, APIs, frameworks and ML databases are available as 

well. The amount of data available for ML testing and deployment has grown exponentially in 

the last decade, which serves well for digitization and constant deployment of web-

applications in different domains (Institute of International Finance, 2017; Reinsel et al., 2017; 

Klein, 2017). Reinsel et al. (2017) report that, over the period from 2010 to 2017, annual global 

data created went from 2 ZB (zettabytes) to 26 ZB, while the cost of storage reduced from 

USD 0.09 to about USD 0.003 per TB (terabyte) of storage. 

Different technological innovations in Fintech contributed to the development and 

spread of IT-infrastructure and financial data. Proprietary online trading tools along with 

growing amounts of top-class market data standardized for analytical needs also led to the 

progress of financial ML (IOSCO, 2017). The explosion in data volumes is due to the emergence 

of such tools as Internet search, social media, and so-called ‘viewership patterns’, which 

contributed to further development of networks and hardware. 

Regulatory compliance also creates a demand for automation of decisions on a 

continuing basis. Regulatory pressure has been increasing in recent years with AML, FATCA, 

political sanctions, anti-offshore regulation, financial services licensing requirements, privacy 

protection, digital assets securitization rules for cryptocurrencies and peer-to peer services, 

new forms of reporting and other requirements implemented each year. It is crucial to 

distinguish between ‘automation’, ‘intelligent automation’ and ML innovations, as they may 

come in different forms. Some, or most automation techniques adopted in the 1990s, for 

example, fit better with rule-based software rather than modern ML that learns from data. 
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The latter also offers promising potential for further implementation of ML in the Regtech 

market. 

2.6.6 Ensemble Decision Trees in the Literature and Data Science Competitions 

As an ensemble of weak classifiers, GBDT is an ML method of my choice due to i) the results 

from the literature, ii) the results from Experiment 1 (cf. Chapter 4), and iii) the superiority of 

similar methods shown in Kaggle competitions (Ortiz de Zarate, 2019). In this subsection I 

describe the evolution of this method as well as its application to problems similar to financial 

credit risk assessment and to credit rating problems. 

The consensus in the literature is that ensembles of DTs were first introduced in 1984 

by Breiman, Friedman, Olshen and Stone (Breiman et al., 1984), who proposed the CART 

algorithm. Another similar algorithm of combining decision trees into an ensemble model, 

namely ID3, was proposed in 1986 by J.R. Quinlan (1986). Some researchers, however, claim 

that the history of the algorithm goes further back to 1964 (cf. Loh, 2014).  

The basic idea underneath the CART model is a binary tree. A decision tree originates 

from an initial node (root), which comprises the original input(s), parameters and features of 

the model. Each node is split into two branches according to a certain precondition, for 

instance, comparing an input value to some other value, and so on until a certain stopping 

condition is reached. The tree ends with the leaves, each leaf representing a final output value, 

either for the model or for the next tree in the ensemble. The advantage of this method is that 

every classifier within the collection of trees, or ensemble, is quite simple and quick to grow 

(weak learner). A weak learner refers to an algorithm that only performs slightly better than 

random choice. But the whole collection of weak classifiers can perform very efficiently, which 

is graphically demonstrated in Figure 13. 
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Figure 13  
Illustration on How in the Collection of Weak Classifiers Each True Part Complements the 
Others While the Errors Cancel Each Other out (Source: Ortiz de Zarate, J.M. (2019). 
Ensemble Methods: The Kaggle Machine Learning Champion. Available Online at: 
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn) 

 

Note. From Illustration on How in the Collection of Weak Classifiers Each True Part Complements the Others While 

the Errors Cancel Each Other out, Ortiz de Zarate, 2019, What Makes Machine Ensembles So Effective Section 

(https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn). Copyright 2019 by 

Toptal, LLC. Reprinted with permission. 

The evolution and progress were defined by developing different ensemble techniques, 

such as Bagging (RFs) and Boosting (AdaBoost, Gradient Boosting and XGBoost). RF is a 

method of growing independent trees on the subsamples of data (a random sample with a 

replacement, resulting in different subsets that overlap). Also note that Bagging is a parallel 

process, while on the contrary, Boosting is a sequential process because the input of each 

following tree derives from the output of the root or preceding tree. The difference between 

parallel and sequential data processing is shown in Figure 14. 

  

https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
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Figure 14  
Bagging and Boosting – Bootstrapping Methods to Grow the Ensemble Decision Trees 
(Source: Ortiz de Zarate, J.M. (2019). Ensemble Methods: The Kaggle Machine Learning 
Champion. Available Online at: https://www.toptal.com/machine-learning/ensemble-
methods-kaggle-machine-learn) 

 

Note. From Bagging and Boosting, Ortiz de Zarate, 2019, Boosting Section (https://www.toptal.com/machine-

learning/ensemble-methods-kaggle-machine-learn). Copyright 2019 by Toptal, LLC. Reprinted with permission. 

AdaBoost is a statistical classification meta-algorithm formulated by Freund et al. (1999). 

They first introduced their algorithm in 1995, and many successful implementations followed 

(e.g., Damrongsakmethee & Neagoe, 2019; Guo et al., 2019). With AdaBoost, decision trees 

are grown sequentially, while errors (incorrectly predicted examples) are overweighed after 

each iteration, so that the model learns from previous mistakes. The final prediction is the 

weighted majority vote (or weighted median in case of regression problems). 

XGBoost is another, and much faster technique, which was introduced later (Chen & 

Guestrin, 2016). XGBoost also added regularization parameters to reduce overfitting. GBDTs, 

as weak learners, use CART in a sequential iterative process. These trees implement a score 

assigned to each leaf, which compounds to the final prediction. For each iteration (another 

added tree), scores are adjusted and loss is calculated for a certain prediction. The training 

process aims to minimize the overall loss. This allows the algorithm to grow the trees 

sequentially and learn from previous iterations in the same way as NNs are trained. The 

https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
https://www.toptal.com/machine-learning/ensemble-methods-kaggle-machine-learn
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gradient descent is used to compute the optimal values for each leaf and the overall weight 

of each tree. 

Moreover, Chen and Guestrin (2016) introduce shrinkage (i.e. a learning rate) and 

column subsampling (randomly selected subset of features) to improve the GBDT algorithm 

in order to better address the overfitting problem. It therefore helps the methods to handle 

overfitting introduced in AdaBoost (the learning rate) and random forests (column or feature 

subsampling) to the regularization parameter found in stochastic gradient descent models. To 

conclude, XGBoost advances AdaBoost and RFs with sequential tree growing, minimizing loss 

function, using gradient descent while training, and regularization and optimization 

parameters introduced to deal with the overfitting issues. On the other hand, XGBoost 

injected many extra hyperparameters to the learning process (learning rate, column 

subsamples, row subsamples equivalent to bagging, maximum depth of the tree, number of 

trees / iterations), which have to be finely tuned to obtain better performance of the resulting 

model. This tuning is subject to a ‘trial-and-error’ process. The advantage of XGBoost however 

is in its speed, as weak learners (CARTs) are trained extremely fast. In comparison, training 

ANNs of the same level of complexity and even lower accuracy in prediction, takes 100 times 

more processing time (e.g., see Chapter 4). 

XGBoost was implemented by 2017 in Apple’s Create ML library that I use in my 

research, which was 1 year later from the research of Chen and Guestrin. The details of the 

method I use are further presented in Chapter 3. 

Tian et al. (2020) implemented GBDT to solve the credit risk assessment problem, and 

assessed of over 50,000 borrowers, each with over 300 features provided by the unnamed 

credit assessment company. The size of their dataset is similar to the dataset I am dealing with 

(Chapter 3). To verify the selected algorithm, they have used six other methods, namely LR, 

SVM, CART, MLP, AdaBoost and Random Forest, for comparison. They reported that 

Our model, Gradient Boosting Decision Tree, has been proved to be one of the best that 

obtain the highest accuracy (92.19%), F1 score (91.83%) and AUC value (0.97). The 

experiment proved that this model has the best ability of classification and 

generalization. (Tian et al., 2020, p. 150) 
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Another recent study, Zhao et al. (2021), applied boosted decision trees similar to 

XGBoost to a personal credit evaluation task. The data included standard retail lending 

information (with 16 parameters such as age, job, marital status, education etc.) on over 

45,000 customers of the Bank of Portugal, of which 529 had lately defaulted on their loans. 

Their results achieved 90.95% accuracy in default prediction, while other decision tree 

ensembles tested only achieved a 90.1% to 90.3% level of accuracy. 

The development of ensemble methods did not only evolve from the academic 

literature, but also from practical contexts such as Kaggle competitions. Github.com9 provides 

a (incomplete) list of first, second and third place competition winners (with 26 results, 

including 20 winners of the 1st place) who used XGBoost. At the Otto Group Product 

Classification Challenge10, participants had to build a predictive model that was able to 

discriminate between several product categories. The winning ensemble model11 developed 

by Gilberto Titericz and Stanislav Semenov contained three layers: the 1st layer with 33 

models, the 2nd layer with three models (XGBoost, a neural network, and AdaBoost), and the 

3rd layer calculating the weighted mean of the outputs from layers 1 and 2. It is definitely a 

very complex ensemble model. Another Kaggle champion was created by Chenglong Chen at 

the Crowdflower Search Results Relevance competition12. The problem solved was to predict 

the relevance of search results. The winning model for this competition was a XGBoost model, 

with the description provided at Github13. 

2.6.7 Conclusion and Summary for the ML Section  

AI and ML constitute a separate domain of knowledge, which evolved from the 1950s and is 

continuing to evolve fast, serving many other domains for the tasks of prediction, 

classification, recognition and automation. At first, two main groups of researchers within the 

domain appeared, and up until the 1980s it became obvious that the ‘symbolic’ group did not 

succeed while the ‘statistical pattern’ group developed effective methods within the domain. 

As a result of extensive research conducted during the last 50 years, algorithmic solutions in 

most domains outperform human experts in terms of accuracy in solving problems. However, 

 
9 https://github.com/dmlc/xgboost/tree/master/demo#machine-learning-challenge-winning-solutions accessed on 13 May 

2022 
10 https://www.kaggle.com/c/otto-group-product-classification-challenge/overview accessed on 13 May 2022 
11 https://www.kaggle.com/c/otto-group-product-classification-challenge/discussion/14335 accessed on 13 May 2022 
12 https://www.kaggle.com/c/crowdflower-search-relevance/overview accessed on 13 May 2022 
13 https://github.com/ChenglongChen/kaggle-CrowdFlower accessed on 13 May 2022 

https://github.com/dmlc/xgboost/tree/master/demo#machine-learning-challenge-winning-solutions
https://www.kaggle.com/c/otto-group-product-classification-challenge/overview
https://www.kaggle.com/c/otto-group-product-classification-challenge/discussion/14335
https://www.kaggle.com/c/crowdflower-search-relevance/overview
https://github.com/ChenglongChen/kaggle-CrowdFlower


 
85 

it was not before the 2010s that the technology evolved to the state where AI and ML start to 

perform particularly well. Many difficult tasks (e.g., image, text and speech recognition, Go 

games, self-driving vehicles and robotics, among others) have been solved with ML in the last 

decade. It was not long ago (2015–2017) that new, more effective AI technology became 

available for researchers, finance specialists, engineers and data scientists. Today, the data 

constitute the most valuable resource for the implementation of ML. The Big Data era, starting 

during the 2010s, was also a tipping point, as much more data, in more standardized formats 

and suitable for automation, became easily accessible to researchers. 

Finally, AI and ML are not just statistical tools, but a way of thinking and a system of 

processing data. In its state today, if implemented in a proper way, it can lead to rapid progress 

in terms of finding a better solution to the problem of financial credit risk assessment. In doing 

so, this progress will potentially disrupt human expert systems in the domain of financial credit 

risk assessment and other domains. Thus, I intend to find the best answers to my research 

question, to find evidence in support of my research hypotheses, and in doing so make an 

original contribution to the academic literature. 

2.7 Conclusions from the Literature Review 

Based on my literature review, I conclude that the documented research is at a seminal stage 

into applications of ML to address the problems of financial credit risk assessment since the 

necessary technology, data and expertise are now available. 

The extant research on credit ratings used limited samples from companies, while I will 

use the full range of public non-financial corporate borrowers. In addition, the CRI and other 

researchers have built their models on the data containing several key ratios, whereas I will 

base my model on the full amount of financial data available from balance sheets, profit and 

loss and cash flow reports published quarterly, supplementing the model with the key market 

indicators and non-financial parameters. Many research articles publish little data on model 

performance over time (e.g. ratings migration, transition rates, or cohort default rates over 

different periods): however, I not only calculate the full scope of CRA technical indicators, but 

I also compare those to the indicators of leading CRAs. 

To the extent of my knowledge, no research has yet been conducted that would consider 

jointly all the short-comings identified above.   
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3. Methodology 

3.1 Methods 

3.1.1 Parametric Method for Transition Matrices. Deriving Rating Stability and Default Ratios 

I have used the parametric method for transition matrices proposed by Lando and Skodeberg 

(2002) to calculate the IQR components. A useful feature of the transition matrix approach is 

that every rating action (e.g., rating changes and confirmation of existing ratings) and its 

corresponding date are captured by the transition probabilities. The parametric method thus 

produces accurate estimates of migration. A rating transition matrix P is defined by the 

formula 

𝑃(𝑡) = 𝑒𝑥𝑝(𝑄𝑡), 𝑡 ≥ 0 (3.1) 

where 𝑄𝑡  is the k x k square intensity matrix for a given period of time t, with the following 

elements 

𝑞𝑖𝑗(𝑡) ≥ 0 𝑓𝑜𝑟 𝑖 ≠ 𝑗      ⋀     𝑞𝑖𝑖 = −∑ 𝑞𝑖𝑗𝑗≠𝑖 . (3.2) 

Thus, all off-diagonal elements must be non-negative, and the sum of any row must be 

zero. For example, for k = 3 rating categories, the intensity matrix will appear as follows: 

𝑄𝑡 = (
−𝑞12(𝑡) − 𝑞13(𝑡) 𝑞12(𝑡) 𝑞13(𝑡)

𝑞21(𝑡) −𝑞21(𝑡) − 𝑞23(𝑡) 𝑞23(𝑡)
𝑞31(𝑡) 𝑞32(𝑡) −𝑞31(𝑡) − 𝑞32(𝑡)

) (3.3) 

Off-diagonal elements show estimates of the transition from one category to another, while 

diagonal elements indicate an assessment of the ability to stay in the category in question. 

The intensity between the two categories i and j represents the rate of change of probability 

over a short period of time Δ𝑡: 

𝑞𝑖𝑗(𝑡) = lim
∆𝑡→0

𝑃𝑖𝑗
(𝑡, 𝑡 + ∆𝑡)

∆𝑡 , 𝑖 ≠ 𝑗 (3.4) 

To estimate the elements of the intensity matrix, we use the maximum likelihood estimate 

(Küchler and Sørensen, 1997), with the assumption of homogeneity and continuity of time: 
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�̂�𝑖𝑗 =
𝑁𝑖𝑗(𝑇)

∫ 𝑌𝑖(𝑠) 𝑑𝑠
𝑇
0

, (3.5) 

where 𝑌𝑖(𝑠) represents the number of rating objects in the rating category i at time s, 

and 𝑁𝑖𝑗(𝑇) is the total number of transitions from 𝑖 to 𝑗 (𝑖 ≠ 𝑗) in the period of time under 

consideration. Therefore, the numerator reflects the number of observed transitions, and the 

denominator shows the amount of time that the rating object spent in Category 𝑖. 

Diagonal elements of the transition matrices reflect rating stability, the number of 

ratings that remain unchanged over the period. Stability is the proportion of these ratings in 

the total number of ratings for the period (∑ 𝑌𝑖21
𝑖=1 , where Yi is the denominator in the equation 

(3.5)). 

The method for transition matrices that I used is also called continuous-time as opposed 

to discrete-time transition matrices which only capture transitions from the initial to the final 

state of ratings in one time step. Several research papers have examined the advantages of 

continuous-time approach over discrete form, including, e.g. Christensen et al. (2004), Trück 

and Ӧzturkmen (2004), Bladt and Sorensen (2009), Trück and Rachev (2009) and Pfeuffer et 

al. (2019), to name a few. Christensen et al. (2004) following Lando and Skødeberg (2002) 

argue that discrete-time approach does not allow to discover rare observation patterns, for 

example, transitions from higher rating categories to default category in several subsequent 

steps. When a firm is downgraded from ‘AAA’ to ‘BBB’, and then to ‘CC’, and finally gets ‘D’ 

category, the discrete form of transitions do not capture these events as a probability of ‘AAA’ 

company to default. This is when continuous-time approach can be more useful and provide 

more accurate estimate of a rare default probabilities. 

In my research, I have not used the probabilities of transition of ratings to ‘D’ category 

as an estimate of default probability for the reasons that will be explained in Subsection 

3.1.1.1. Nevertheless, I have found the continuous-time matrices useful in two ways. Firstly, 

they provide opportunities to observe transition intensities for arbitrary time intervals. 

Secondly, they reveal the average number of entities in each rating categories, which is then 

used to calculate the average default rates as it is shown, for example, in Section 8.3. In the 

next subsection I explain various ways in which one may build the quantities for Expression 

(3.5). 
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3.1.1.1 Measuring �̂�𝒊𝒋 

Next to the above description, I intend to discuss three approaches to measuring discrete 

values for �̂�𝑖𝑗, which build up consecutively to the adopted method that provides daily 

observations free from seasonal effects.  

In the first approach, observations could be based on one cut-off date D0 and a count 

for the number of defaults that occur during the period [𝐷0;𝐷1] within all rating categories, 

as shown in Figure 15, Panel A. The associated default ratio (number of defaults divided by 

the number of ratings) is a measure ‘within the period after the cut-off date’. The main 

problem with this approach would be that the time distances between rating actions and 

default dates are often shorter than the duration of the period [𝐷0;𝐷1]; and if [𝐷0;𝐷1] is 

allowed to approach zero, the practical usefulness is lost. If, for example, the defaults were 

evenly distributed over the period, their distance would be twice as short as the duration of 

the period. Similar problems arise if the default ratio is computed by considering ratings 

period-prior-to-default, as shown in Figure 15, Panel B. Let the date for pre-default ratings be 

at a time interval 𝑇𝑝 prior to the default event, such that the durations of both periods 

[𝐷−1;𝐷0] and [𝐷0; 𝐷1] are of equal length. The number of ratings is determined respectively 

to the cut-off date, which unfortunately retains inconsistencies when determining the 

probability of a default event if comparing ratings at two dates, 𝑇𝑝 prior to default and D0. For 

example, if we assume that 1 year prior to D0, a bond was rated B, which changed to another 

rating observed at D0, and that this bond defaulted sometime after D0. This means, that at 

time D0, if there were no other B-rated bonds, there would be no observations available for 

this category. This situation will yield 1 default for 0 observations, which creates problems for 

the calculation of the CAP curves. 
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Figure 15  

Default Ratio Measuring Approaches. Panel A: within Period; Panel B: Tp-Prior-to-Default; 

Panel C: Tp-Prior-to-Default and on Average Number of Ratings 

 

Thus, I have introduced an important variation to the 2nd method which eliminates the biases 

discussed above (cf. Figure 15, Panel C). I have measured the exact average number of active 

ratings in the period prior to defaults during [𝐷−1; 𝐷0] and retain a constant distance between 

the date of rating and date of default. The default ratio is then calculated as follows: 

𝐷𝑒𝑓𝑎𝑢𝑙𝑡 𝑅𝑎𝑡𝑖𝑜𝑅𝑛
[𝐷0;𝐷1] =  

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝐷𝑒𝑓𝑎𝑢𝑙𝑡𝑠𝑅𝑛,𝑇𝑝𝑃𝑟𝑖𝑜𝑟−𝑡𝑜−𝐷𝑒𝑓𝑎𝑢𝑙𝑡
[𝐷0;𝐷1]

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑅𝑎𝑡𝑖𝑛𝑔𝑠𝑅𝑛
[𝐷−1;𝐷0] , (3.6) 

where the numerator is derived from the transition matrices that represent the average 

number of rating objects in rating category 𝑅𝑛 during the period [𝐷−1;𝐷0]. With respect to 

CAP curves, this method yields the empirical cumulative distributions �̂� of the defaulted 

debtors according to the equation 

�̂�𝐷 =  ∑𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝐷𝑒𝑓𝑎𝑢𝑙𝑡𝑠𝑅𝑛,𝑇𝑝𝑃𝑟𝑖𝑜𝑟−𝑡𝑜−𝐷𝑒𝑓𝑎𝑢𝑙𝑡
[𝐷0;𝐷1] , (3.7) 

and for all debtors, as follows,  
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�̂�𝑇𝑜𝑡𝑎𝑙 = ∑𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑅𝑎𝑡𝑖𝑛𝑔𝑠𝑅𝑛
[𝐷−1;𝐷0]. (3.8) 

Although the method I use measures the default ratios exactly for ratings in place of period-

prior-to-default, using those ratings as a denominator is not perfect. For example, assume that 

a rating category 𝑛 = ′𝐶′ had a small number of ratings assigned. Considering a long period 

[𝐷0; 𝐷1] of, say, 5 years, and only one ′𝐶′ rating was observed for the duration of one year 

only, the average number of ′𝐶′ ratings over 5 years would be 0.2. If a default occurred in the 

next 5-year period, the default ratio for the category would equal 500%, which is not expected 

as empirical default ratios are ≤100%. For accuracy calculations however, my approach 

faithfully encapsulates the effects from CRA downgrades, which are more likely to occur for 

rated entities deemed ‘close-to-default’ of course, but as a result, these lower rating groups 

would contain higher than actual populations of ‘close-to-default’ entities.  

3.1.2 CAP Curves: Deriving Rating Accuracy 

The adopted CAP definition is attributed to Sobehart et al. (2000). The CAP curve plots the 

empirical cumulative distribution of the defaulting debtors �̂�𝐷 against the empirical 

cumulative distribution of all debtors �̂�𝑇𝑜𝑡𝑎𝑙. 

Figure 16  

CAP Curves for CRI Ratings in 2010 

Note. For all ratings spectrum, we obtain AR=72.71%; for IG ratings only, we obtain AR = 39.87%. 
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Figure 16 displays CAP curves obtained for CRI ratings in 2010. The size (and shape) of the area 

𝑎𝑅 between CAP curve and a random model represents the quality of the rating system in 

discriminating defaulters from non-defaulters. The area 𝑎𝑃 of the triangle (0,0), (π,1), (1,1), 

where π represents the default rate, shows the discriminatory power of a perfect forecaster, 

who is free from both Type I and Type II errors. 

From the information contained in a CAP curve, we can derive the accuracy ratio (AR), 

also known as Gini-coefficient, as follows (e.g., Engelmann, 2011): 

𝐴𝑅 = 𝑎𝑅 𝑎𝑃⁄  (3.9) 

For the information displayed in Figure 3, AR across all CRI ratings in 2010 equals an acceptable 

72.71%; however, the AR for ratings above the IG threshold only, we obtain 39.86%. Thus, 

conservative investors obtain a poorer quality of ratings than those who also invest within the 

speculative sector of the bond market. This realization is further explored in Section 5.4. 

Similarly to the CAP curve, the ROC curve lies between points (0,0) and (1,1), with the 

cumulative hit rate �̂�𝐷 for a particular rating category plotted on the ordinate, and the 

corresponding cumulative false alarm rate �̂�𝑁𝐷 plotted on the abscissa. Figure 17 shows a 

particular ROC curve for CRI ratings in 2010. 

Figure 17  

ROC Curve for CRI Ratings in 2010 
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The accuracy metric derived from the ROC curves is the AuROC, Area under the ROC curve. 

The relationship between AR and AuROC is as follows 

𝐴𝑅 = 2 × 𝐴𝑢𝑅𝑂𝐶 − 1 (3.10) 

3.2.1.1 Measuring Rating Accuracies for Investment Grade Bonds 

As conservative investors do not invest in bonds rated below a certain risk category, I have 

introduced a measure for rating accuracy above the ‘BBB-‘ IG threshold, as shown in Table 13. 

Thus, the transition matrix approach uses lower dimensionality. The effects of this measure 

on the CAP curves are shown in Figure 16, which are based on the data shown in the following 

Table 13. 

Table 13  

Investment Grade Cut-off and Exemplary Data for 1-Year Accuracy Ratio Calculations for CRI 

Ratings Issued between 1 January 2010, and 1 January 2011 

Rating Default ratio Average number of ratings 
across the period 

Number of defaults 1 year 
after rating 

 AAA  0.00% 2,256 0 

 AA+  0.00% 459 0 

 AA  0.00% 984 0 

 AA-  0.10% 1,045 1 

 A+  0.00% 1,534 0 

 A  0.11% 1,839 2 

 A-  0.10% 1,976 2 

 BBB+  0.03% 2,956 1 

 BBB  0.04% 2,342 1 

 BBB-  0.22% 3,132 7 

 BB+  0.23% 2,179 5 

 BB  0.59% 2,205 13 

 BB-  0.78% 1,537 12 

 B+  1.27% 1,026 13 

 B  3.26% 552 18 

 B-  4.32% 324 14 

 CCC+  4.99% 140 7 

 CCC  1.25% 80 1 

 CCC-  2.36% 42 1 

 CC  10.69% 9 1 

 C  12.22% 16 2 

 Total  0.38% 26,631 101 
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The proposed metric allows calculation of the quality of a group of ratings for any arbitrary 

range of categories, which corresponds to particular investment preferences. There is a line 

of research (e.g., Cornaggia & Cornaggia, 2011) that investigates rating performance in 

relation to IG thresholds, albeit with respect to rating reversals. Because the rating reversal 

approach does not consider default events, they produce biased indicators for overall rating 

accuracy and a narrow stability metric: the IG threshold is not the only place where investors 

want ratings to remain relatively stable. 

The last concept related to CAP curves that I will introduce is AR’ - defaults segregation 

accuracy. I assume that we are searching for the probability of a defaulted entity belonging to 

a certain rating class at time T prior to the default event. I then state the problem as follows: 

Given a number N of defaulted entities across R rating classes, find the probability pr 

that an entity i = 1,..,N belongs to a certain class r = 1,...,R. 

To find the probabilities pr, we know for each rR the number nr of the entities that have 

defaulted. Hence pr = nr/N and qr (the probability that a defaulted entity does not belong to R) 

= 1 – pr. With respect to a uniform distribution, we may assume that pr = N/R for each class. 

I apply the above and find the CAP curve. To get a CAP curve we need St (number of 

ratings per each class), then Sd – the number of entities per class that have defaulted, and Snd 

= St – Sd. From these numbers I obtain the CAP curve and AR. In my method, I use Sd = nr and 

Snd = N – nr. To obtain a random curve, we use pid_rand = 1/R, as randomly default may come 

from any rating category, with the same number used instead of an a-priori default probability 

π, as perfect ratings are when defaulters only have the lowest rating prior to default. From 

this I find the defaults segregation accuracy AR’ – the area between the CAP curve and the 

random curve divided by the area between a perfect curve and a random curve. Figure 18 

describes CAP curves based on the data from Table 14. AR’ of AI Rating for the ratings assigned 

in 2010 and entities defaulted in 2011 was 37.06%. At the same time, AR’ for the CRI was 

25.29%. 

AR’ formula is as follows: 

𝐴𝑅′ =

∑ 𝑛𝑟 × 0.5 +𝑅
𝑟=1 ∑ (𝑛𝑟+1 × 𝑟)𝑅−1

𝑟=0
(𝑅 × ∑ 𝑛𝑟𝑅

𝑟=1 )⁄ − 0.5

1 − 1 𝑅⁄ × 0.5 − 0.5
 

(3.11) 
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where R is the number of ordinal rating categories r {1, 2, …, R}, and nr is the number of entities 

per category r that have defaulted over the period. This formula resembles the way to 

compute the AR, as the numerator is the area between the CAP curve and the random curve, 

and the denominator is the area under between the perfect curve and the random curve. The 

perfect curve here is a form of default distribution when all the defaults occur in the lowest 

rating category (nR= ∑ 𝑛𝑟𝑅
𝑟=1 ), whereas random curve is a place where defaults are distributed 

equally between all categories (nr=∑ 𝑛𝑟𝑅
𝑟=1 /𝑅). 

With several transformations the equation (3.11) can be turned into the shape of the 

formula connecting AuROC with AR: 

𝐴𝑅′ = 2 ×
∑ (𝑛𝑟+1 × 𝑟)𝑅−1
𝑟=0

(𝑅 − 1) × ∑ 𝑛𝑟𝑅
𝑟=1

− 1 
(3.12) 

where the doubled value is similar to the area under ROC curve in conventional method of 

accuracy calculations, and thus equivalent to Expression (3.10).  
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Table 14  

Default Ratios of AI Rating and the CRI (Test 2) for the Period of 2011 1-Year Prior 

Transformed to Probabilities of a Defaulted Entity Belongs (pr) / Does not Belong (qr) to a 

Certain Class 

Rating 
AI Rating CRI 

n pr qr n pr qr 

AAA 0 0.00% 100.00% 0 0.00% 100.00% 

AA+ 0 0.00% 100.00% 0 0.00% 100.00% 

AA 0 0.00% 100.00% 0 0.00% 100.00% 

AA- 0 0.00% 100.00% 1 5.88% 94.12% 

A+ 0 0.00% 100.00% 0 0.00% 100.00% 

A 0 0.00% 100.00% 0 0.00% 100.00% 

A- 0 0.00% 100.00% 1 5.88% 94.12% 

BBB+ 2 11.76% 88.24% 0 0.00% 100.00% 

BBB 0 0.00% 100.00% 0 0.00% 100.00% 

BBB- 0 0.00% 100.00% 1 5.88% 94.12% 

BB+ 1 5.88% 94.12% 0 0.00% 100.00% 

BB 3 17.65% 82.35% 2 11.76% 88.24% 

BB- 1 5.88% 94.12% 3 17.65% 82.35% 

B+ 1 5.88% 94.12% 1 5.88% 94.12% 

B 4 23.53% 76.47% 3 17.65% 82.35% 

B- 0 0.00% 100.00% 3 17.65% 82.35% 

CCC+ 0 0.00% 100.00% 0 0.00% 100.00% 

CCC 1 5.88% 94.12% 0 0.00% 100.00% 

CCC- 1 5.88% 94.12% 1 5.88% 94.12% 

CC 0 0.00% 100.00% 1 5.88% 94.12% 

C 3 17.65% 82.35% 0 0.00% 100.00% 
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Figure 18  

CAP Curves for Defaults Segregation Accuracy, AI Rating (Top Graph) and the CRI (Bottom 

Graph) 
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3.1.3 Indices for Heterogeneous Investor’s Groups. Index of the Quality of Ratings (IQR). 

I have defined four groups of investors according to a time perspective and risk tolerance, as 

it is shown in Table 15. 

Table 15  

Groups of Bond Market Investors and Their Perception of Credit Rating Quality 

Time horizon 
Conservative 

(IG Categories ≥ ‘BBB-‘ threshold) 
Speculative 

(Full rating spectrum) 

Short-term 
(1 year) 

AR/S  1:2 

E[R] = Risk-free rate 

E[MS]  15% 

AR/S  1:1 

E[R] = Risk-free rate + risk premium 

E[MS]  10% 

Long-term 
(3 or 5 years) 

AR/S  2:1 

E[R] = Inflation rate 

E[MS]  50-70% 

AR/S  9:1 

E[R] = Stock market return 

E[MS]  5% 

Note. Postulated Accuracy/Stability (AR/S) Ratio Preferences, Expected Returns E[R], and Estimated Market 

Share E[MS]. 

The following principles form the basis for indices composition: 

• Conservative investors rely on accuracy of ratings located only above IG threshold, 

whereas speculative investors seek ratings accurate enough across the entire rating 

scale. 

• Long-term investors seek ratings that accurately predict defaults 3-5 years after they are 

assigned, but short-term investors deal with shorter terms up to 1 year and do not 

require longer term accuracy. 

• Conservative investors require more stability in ratings, while speculative investors 

value accuracy over stability due to larger margins to carry rebalancing costs alongside, 

with bigger credit risks in the portfolios. 

The next expressions define four indices: an Index for Short-Term Conservative investors 

I(ST,C), an Index for Short-Term Speculative investors I(ST,SP), an Index for Long-Term 

Conservative investors I(LT, C), and an Index for Long-Term Speculative investors I(LT, SP). 

𝐼(𝑆𝑇, 𝐶) = 𝐴𝑅(𝐼𝐺)1𝑌 × 0.33 + 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦1𝑌 × 0.67 (3.13) 

𝐼(𝑆𝑇, 𝑆𝑃) = 𝐴𝑅1𝑌 × 0.50 + 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦1𝑌 × 0.50 (3.14) 
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𝐼(𝐿𝑇, 𝐶) =  
𝐴𝑅(𝐼𝐺)3𝑌 +  𝐴𝑅(𝐼𝐺)5𝑌

2
× 0.67 + 

𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦3𝑌 +  𝑆𝑡𝑎𝑏𝑖𝑖𝑡𝑦5𝑌
2

× 0.33 
(3.15) 

𝐼(𝐿𝑇, 𝑆𝑃) =
𝐴𝑅3𝑌 +  𝐴𝑅5𝑌

2
× 0.90 +  

𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦3𝑌 +  𝑆𝑡𝑎𝑏𝑖𝑖𝑡𝑦5𝑌
2

× 0.10 (3.16) 

The compound Index of the Quality of Ratings I introduce combines the metrics involved in 

the composition of ST / LT bond indices, and injects another dimension into the accuracy 

metric, being AR for the ratings of the companies outside the US. The latter is included due to 

the fact that CRAs, especially the Big-3, are often criticized for their US-centric approach. All 

of the Big-3 CRAs reside in the US and started to produce ratings for US companies, and they 

only entered the international market at the end of the 20th century. That is why it is important 

to know if there is any difference in AR between the overall population of rated entities and a 

subsample of non-US entities, and if the latter may be less accurate due to their lack of 

international experience, poorer rating history and statistical data, less transparent financial 

standards in some developing countries, or the CRAs’ overestimation of political and currency 

risks for overseas markets. 

Providing there are three dimensions for accuracy in the compound IQR, it is logical to 

set the accuracy / stability ratio as 3:1, or 75% : 25%. 

𝐼𝑄𝑅 =  𝐴𝑅 × 0.75 +  𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 × 0.25, (3.17) 

where 𝐴𝑅 = (𝐴𝑅1𝑌+𝐴𝑅(𝐼𝐺)1𝑌+𝐴𝑅(𝑁𝑈𝑆)1𝑌+𝐴𝑅3𝑌+𝐴𝑅(𝐼𝐺)3𝑌+𝐴𝑅(𝑁𝑈𝑆)3𝑌+𝐴𝑅(5𝑌)+𝐴𝑅(𝐼𝐺)5𝑌+𝐴𝑅(𝑁𝑈𝑆)5𝑦)
9

,  

and  𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 =  𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦1𝑌+𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 3𝑌+𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦5𝑌
3

. 

3.1.4 Modifications to the IQR 

I have tested the financial effects ratings put on the investment bond portfolios in the course 

of Simulation 1 described in Section 8.5. Within Simulation 1 the impact of rating accuracy has 

been measured through the loss from defaults variable, while the importance of stability has 

been tested via its influence on the rebalancing costs for the portfolio. The results from the 

simulation are that, firstly, AR is irrelevant to Loss from Defaults. Ratings with higher AR can 

result in higher Loss (e.g., Table 55). Secondly, stability transforms directly to rebalancing 

costs, the proportions of which in the financial effect varies from 16% (e.g., Table 54 for the 

incumbents) to 42% (e.g., Table 55, for the CRI). Lastly, the higher the AR, the lower the first 
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component of financial effect (loss from defaults), and the more effect stability produces on 

the overall financial effect, and vice versa. 

With respect to these findings, and also for the reasons explained in Section 8.7, the 

following modifications are to be introduced to the method of deriving IQR from accuracy and 

stability metrics to form the modified Index of the Quality of Ratings (IQR’). Firstly, AR is 

substituted by AR’; secondly, accuracy IG is excluded from the index structure; and, finally, the 

inclusion of stability is revised as follows: 

𝐼𝑄𝑅 = 𝐴𝑅 × 0.75 + 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 × 0.25 (IQR formula, 3.18) 

𝐼𝑄𝑅′ = 𝐴𝑅′ × 0.75 + 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 × 0.25 × 𝐴𝑅′ (modified IRQ formula, 3.19) 

The weights of accuracy and stability in the Expressions (3.18) and (3.19) are empirically 

derived heuristic. The weights initially set in Expression (3.18) are derived from the two basic 

considerations: i) from an investor’s perspective, the accuracy is much more important than 

the stability, and ii) there are three different dimensions for the accuracy (i.e., overall, IG and 

non-US), while only one dimension for the stability of ratings. Hence, initial proportion was 

defined as 3:1. Later, when the simulation 1 (see Section 8.5) revealed the financial effects of 

accuracy and stability for the examined subsample of rated entities, the formula (3.18) had 

been transformed into Expression (3.19) with the details for the revisions described above. 

The proposed weights for accuracy and stability I have used in my research vary as it is 

defined in equation (3.19). The weight for stability is not fixed, in IQR’ it can vary from 11.1% 

(e.g., Table 64, row 13 IQR’ for AI Rating IQR’ based on AR’ = 44.40%) to 0.77 % (e.g., Table 64 

row 6 for the CRI based on AR’ = 3.09%). The empirical impact of stability in simulation 1 that 

I observed was from 16% to 42%, and its mean approximately equaled 25%, the value set for 

the weight of stability in Expressions (3.18) and (3.19). In Section 9.2 the limitations of my 

research will be observed, with one of them being the low default density in the worldwide 

subsample of non-financial public companies due to the ‘survival bias’ in the data for 1990–

2019 obtained in 2019. However, the frequency of defaults in the initial sample of non-

financial public companies that the CRI rated was 3.5 times higher than in the subsample used 

in Test 1, Test 2 and simulation 1 (as shown in Table 66). It means that if the data for whole 

sample of international non-financial companies were available, the impact of stability in 

simulation 1 could be 3.5 times lower, hence [16%, 42%] would be transformed into [4.5%, 
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12%], which is close to the interval of weights used in Table 64 to derive the IQR’. Therefore, 

in my view, the weights proposed in equations (3.18) and (3.19) are relevant to the data 

sample that my research is based upon. These weights fit an investor’s perspective from the 

viewpoint of the mixed (short- and long-term, speculative and aggressive) strategies with 

respect to investing in bonds of the worldwide public non-financial bond issuers sample over 

the last 30 years. At the same time, when other researchers analyse the performance of 

ratings on a different sample of entities, from the perspective of different investment 

strategies, or for alternative time periods and investment horizons, they may derive arbitrary 

weights for accuracy and stability in the IQR, applying the argumentation similar to the above. 

3.1.5 Mapping of Ratings According to Long-Term Median Cumulative Cohort Default Rates 

The mapping process follows the next Steps 1–4. 

1. When processing the mapping of ratings, for every CRA the Average of the Default Rates 

(ADR) across all periods for each rating category is calculated as follows: 

𝐴𝐷𝑅𝐶𝑅𝐴
𝑅𝑖 = 𝑆𝑑

𝑅𝑖

𝑆𝑡
𝑅𝑖

, 
(3.20) 

where 𝐴𝐷𝑅𝐶𝑅𝐴
𝑅𝑖  is the average default rate in the rating category with the ith ordinal rank 

for the CRA, and where 𝑆𝑑
𝑅𝑖  is the number of entities that defaulted after a 1-, 3- and 5-

year period after being rated in the ith rating category (also equals �̂�𝐷 in Expression (3.7)), 

and 𝑆𝑡
𝑅𝑖  is the average number of entities in ith category (it also equals �̂�𝑇𝑜𝑡𝑎𝑙 from 

Expression (3.8)). ADRs are calculated for every agency separately for 1-, 3- and 5-year 

forecasting horizons. Thus, I obtained three ADR 1-D vectors matching the scales of each 

of the four CRAs whose ratings are in my data. From the ADR values I determine 𝐴𝐷𝑅𝐶𝑅𝐴
𝑅�̂� , 

the average cumulative default rates. 

2. Median default rates and median cumulative 𝐴𝐷𝑅�̂� of all four CRAs are calculated at 

each level of the ordinal scale of four CRAs and for each forecasting horizon as follows: 

𝑀(𝐴𝐷𝑅)𝑅𝑖 = 𝑀𝑒𝑑𝑖𝑎𝑛 (𝐴𝐷𝑅𝐶𝑅𝐼
𝑅𝑖 , 𝐴𝐷𝑅𝑆&𝑃

𝑅𝑖 , 𝐴𝐷𝑅𝐹𝑖𝑡𝑐ℎ
𝑅𝑖 , 𝐴𝐷𝑅𝑀𝑜𝑜𝑑𝑦′𝑠

𝑅𝑖 ) (3.21) 
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In Step 2 I find cumulative 𝑀(𝐴𝐷𝑅)̂ 𝑅𝑖  for every CRA, forecasting horizon and ordinal 

rank i representing a rating category R. Thus, I also obtain four 1-D vectors. 

3. In the next step, for each forecasting horizon (1-year, 3-year and 5-year), and for every 

ordinal rank i of each CRA, I find matching ordinal rank numbers 𝑗 from the median 

cumulative default rates, so that 𝑀(𝐴𝐷𝑅)̂ 𝑅𝑗 ≤ 𝐴𝐷�̂�𝑅𝑖  and 𝑀(𝐴𝐷𝑅)̂ 𝑅𝑗+1 > 𝐴𝐷�̂�𝑅𝑖. Each 

category i is mapped to the lowest possible universal scale category j, where 𝑀(𝐴𝐷𝑅)̂ 𝑅𝑗  

is higher than the CRAs cumulative default rate 𝐴𝐷�̂�𝑅𝑖. I have used cumulative default 

ratios to comply with the rule of rating transitivity. The rule prescribes that for the 

entities A, B and C, if rating(A) > rating(B) and rating(B) > rating(C), then the following is 

true: rating(A) > rating(C) for both CRAs and universal scales. 

In case 𝑀(𝐴𝐷𝑅)̂ 𝑅𝑗 and 𝐴𝐷�̂�𝑅𝑖 are both nil, which is true for S&P, Fitch and Moody’s 

categories ‘AAA’, ‘AA+’ and ‘AA’, the rule applies that i = 1 is matched with j = 1, i = 2 

matches j = 2, etc. 

4. The average j value for 1-, 3- and 5-year forecasting horizons provides an ordinal rank to 

which rating category i is mapped, as it is shown in Table 2. 

3.1.6 Credit Rating Replication and Forecasting 

ML Training Environment: Apple Create ML 

(https://developer.apple.com/machine-learning/create-ml/) 

Type of classifier: MLBoostedTreeClassifier 

(https://developer.apple.com/documentation/createml/mlboostedtreeclassifier) 

The variables shown in Table 16 were used as inputs for AI Rating models and for Big-3 ratings 

replication and forecasting models. 

Table 16  

Credit Rating Replication and Forecasting / AI Rating Model Inputs 

Nr Variable Format Comment 

Balance Sheet Assets 

1 Cash and Short-Term Investments Double, USD  

2 Accounts Receivable - Trade, Net Double, USD  

3 Total Receivables, Net Double, USD  

4 Total Inventory Double, USD  

https://developer.apple.com/machine-learning/create-ml/
https://developer.apple.com/documentation/createml/mlboostedtreeclassifier
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Nr Variable Format Comment 

5 Prepaid Expenses Double, USD  

6 Other Current Assets Total Double, USD  

7 Total Current Assets Double, USD  

8 Property / Plant / Equipment, Total - Gross Double, USD  

9 Property / Plant / Equipment, Total - Net Double, USD  

10 Goodwill, Net Double, USD  

11 Intangibles, Net Double, USD  

12 Long-Term Investments Double, USD  

13 Note Receivable – Long-Term Double, USD  

14 Other Long-Term Assets, Total Double, USD  

15 Total Assets Double, USD  

Balance Sheet Liabilities 

16 Accounts Payable Double, USD  

17 Payable / Accrued Double, USD  

18 Accrued Expenses Double, USD  

19 Notes Payable/ Short-Term Debt Double, USD  

20 Current Portion of Long-Term Debt / Capital Leases Double, USD  

21 Other Current Liabilities, Total Double, USD  

22 Total Current Liabilities Double, USD  

23 Total Long-Term Debt Double, USD  

24 Total Debt Outstanding Double, USD  

25 Deferred Income Tax Double, USD  

26 Minority Interest Double, USD  

27 Other Liabilities Total Double, USD  

28 Total Liabilities Double, USD  

Balance Sheet Equity 

29 Redeemable Preferred Stock, Total Double, USD  

30 Preferred Stock - Non-Redeemable, Net Double, USD  

31 Common Stock, Total Double, USD  

32 Additional Paid-In Capital Double, USD  

33 Retained Earnings Double, USD  

34 Treasury Stock - Common Double, USD  

35 Employee Stock Ownership Plan Debt Guarantee Double, USD  

36 Unrealized Gain (Loss) Double, USD  

37 Other Equity, Total Double, USD  



 
103 

Nr Variable Format Comment 

38 Total Equity Double, USD  

Income Statement 

39 Revenue Double, USD Annualized 

40 Other Revenue, Total Double, USD Annualized 

41 Total Revenue Double, USD Annualized 

42 Cost of Revenue, Total Double, USD Annualized 

43 Gross Profit Double, USD Annualized 

44 Selling/General/Administrative Expenses, Total Double, USD Annualized 

45 Research & Development Double, USD Annualized 

46 Depreciation / Amortization Double, USD Annualized 

47 Interest Expense, Net - Operating Double, USD Annualized 

48 Interest / Investment Income - Operating Double, USD Annualized 

49 Interest Expense (Income) - Net Operating Double, USD Annualized 

50 Interest Expense (Income), Net Operating, Total Double, USD Annualized 

51 Unusual Expense (Income) Double, USD Annualized 

52 Other Operating Expenses, Total Double, USD Annualized 

53 Total Operating Expense Double, USD Annualized 

54 Operating Income Double, USD Annualized 

55 Interest Expense, Net Non-Operating Double, USD Annualized 

56 Interest / Investment Income, Non-Operating Double, USD Annualized 

57 Interest Income (Expense), Net Non-Operating Double, USD Annualized 

58 
Interest Expense (Income), Net- Non-Operating, 

Total 
Double, USD Annualized 

59 Gain (Loss) on Sale of Assets Double, USD Annualized 

60 Other Income, Net Double, USD Annualized 

61 Net Income Before Taxes Double, USD Annualized 

62 Provision for Income Taxes Double, USD Annualized 

63 Net Income After Taxes Double, USD Annualized 

64 Minority Interest Double, USD Annualized 

65 Equity in Affiliates Double, USD Annualized 

66 U.S. GAAP Adjustment Double, USD Annualized 

67 Net Income Before Extra Items Double, USD Annualized 

68 Accounting Change Double, USD Annualized 

69 Discontinued Operations Double, USD Annualized 

70 Extraordinary Items Double, USD Annualized 
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Nr Variable Format Comment 

71 Tax on Extraordinary Items Double, USD Annualized 

72 Total Extraordinary Items Double, USD Annualized 

73 Net Income Double, USD Annualized 

Cash Flow statement 

74 Depreciation / Depletion Double, USD Annualized 

75 Depreciation Double, USD Annualized 

76 Amortization Double, USD Annualized 

77 Deferred Taxes Double, USD Annualized 

78 Non-Cash Items Double, USD Annualized 

79 Changes in Working Capital Double, USD Annualized 

80 Cash from Operating Activities Double, USD Annualized 

81 Capital Expenditures Double, USD Annualized 

82 Other Investing Cash Flow Items, Total Double, USD Annualized 

83 Cash from Investing Activities Double, USD Annualized 

84 Financing Cash Flow Items Double, USD Annualized 

85 Total Cash Dividends Paid Double, USD Annualized 

86 Issuance Retirement of Stock Net Double, USD Annualized 

87 Issuance Retirement of Debt Net Double, USD Annualized 

88 Cash from Financing Activities Double, USD Annualized 

89 Foreign Exchange Effects Double, USD Annualized 

90 Net Change in Cash Double, USD Annualized 

Market indicators 

91 Market capitalization Double, USD 
As of date of report 
publication 

Non-financial parameters 

92 Country 
Ordered 
categorical 

number 

Depending on 
sovereign rating, 

descending 

93 Sector 
Categorical 

number 
Ordinal number 

94 Industry 
Categorical 

number 
Ordinal number 

In Chapter 7, 30 models were trained for replication of Big-3 ratings with train/test split 

of 50% : 50%, and the same number of models were used for 80% : 20% replicas. With the 

same data split options, experiments were performed to forecast the credit ratings of the 

three CRAs for the next year (1-year period), second year (2-year), and fourth year (4-year). 
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In Chapter 8, for replication of the Big-3 ratings in Test 1, 30 (S&P), 30 (Fitch) and 26 

(Moody’s) models were trained for 1990–2019 rating replication respectively, based on the 

data of previous years, to apply to rate entities in the last year of training data. Training time 

(number of iterations) was optimized to achieve an acceptable balance between CPU time 

spent and accuracy of replication achieved. Column subsampling at 0.5 was implemented to 

achieve better accuracy with a gain of 2–4% across several periods. Also, similar to row 

subsampling, this is used to prevent overfitting. 

For SPI Rating, FDL Rating and MIS Rating in Chapter 8, the acting ratings of S&P, Fitch 

and Moody’s were used when these ratings were in place within three months after the 

companies’ reports were published; otherwise replica ratings were assigned using the models 

described in the previous abstract. The proportions of ‘real’ or unreplicated ratings were 

approximately 7.28% for S&P, 3.34% for Fitch and 1.37% for Moody’s (see Table 17). 
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Table 17  

The Proportion of ‘Real’ and Replicated Ratings for 3 Competing Rating Systems 

Period 
SPI Rating FDL Rating MIS Rating 

Real ratings Reality ratio Reality index Replication 
accuracy Real ratings Reality ratio Reality index Replication 

accuracy Real ratings Reality ratio Reality index Replication 
accuracy 

2009 / 1 year 3,655 8.09% 92.49% 91.83% 1,733 3.83% 91.09% 90.73% 665 1.47% 93.16% 93.05% 

2010 / 1 year 3,748 7.88% 92.60% 91.96% 1,764 3.71% 92.22% 91.92% 670 1.41% 93.51% 93.42% 

2011 / 1 year 4,072 7.14% 92.73% 92.17% 1,869 3.28% 92.89% 92.65% 789 1.38% 93.52% 93.43% 

2012 / 1 year 4,431 6.71% 92.54% 92.00% 1,963 2.97% 91.17% 90.90% 871 1.32% 93.92% 93.84% 

2013 / 1 year 4,835 6.76% 92.37% 91.82% 2,166 3.03% 92.79% 92.56% 930 1.30% 93.29% 93.20% 

2009–2011 / 3 years 11,475 7.66% 92.60% 91.99% 5,366 3.58% 92.06% 91.77% 2,124 1.42% 93.39% 93.30% 

2010–2012 / 3 years 12,251 7.18% 92.62% 92.05% 5,596 3.28% 92.09% 91.82% 2,330 1.37% 93.65% 93.56% 

2011– 2013 / 3 years 13,338 6.86% 92.55% 92.00% 5,998 3.08% 92.28% 92.04% 2,590 1.33% 93.58% 93.49% 

2009–2013 / 5 years 20,741 7.22% 92.54% 91.96% 9,495 3.31% 92.02% 91.75% 3,925 1.37% 93.48% 93.39% 

Average  7.28% 92.56% 91.97%  3.34% 92.07% 91.79%  1.37% 93.50% 93.41% 

In the table above: 

𝑅𝑒𝑎𝑙𝑖𝑡𝑦 𝐼𝑛𝑑𝑒𝑥 =  
𝑅𝑒𝑝𝑙𝑖𝑐𝑎 𝑅𝑎𝑡𝑖𝑛𝑔𝑠 ∗ 𝑅𝑒𝑝𝑙𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 + 𝑅𝑒𝑎𝑙 𝑅𝑎𝑡𝑖𝑛𝑔𝑠

𝑅𝑒𝑎𝑙 𝑅𝑎𝑡𝑖𝑛𝑔𝑠 + 𝑅𝑒𝑝𝑙𝑖𝑐𝑎 𝑅𝑎𝑡𝑖𝑛𝑔𝑠  

 

(3.22) 
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3.1.7 Gradient Boosted Decision Trees. Training ML Models with Create ML 

XGBoost, which stands for Extreme Gradient Boosting, is a scalable, distributed gradient-

boosted decision tree machine learning library. It provides parallel tree boosting and is the 

leading machine learning library for regression, classification, and ranking problems. The 

foundations of XGBoost are attributable to Chen and Guestrin (2016) (also see Subsection 

2.6.6). XGBoost is simply a form of GBDT realization in the form of machine code. Its main 

advantages are multiple hyperparameters, speed (due to parallel processing) and some 

regularization specifics. 

GBDT (XGBoost) uses CART trees in a sequential learning process as weak learners. The 

trees are similar to decision trees; however, they use continuous scores assigned to each leaf, 

which are added up and provide the final prediction. For each iteration i that grows a tree t, 

scores w are calculated which predict a certain outcome y. The learning algorithm aims to 

minimize the overall score, which is composed of the loss function at i-1 and the new tree 

structure of t. This allows the algorithm to grow the trees sequentially and learn from previous 

iterations. Gradient descent is then used to compute the optimal values for each leaf and the 

overall score of tree t. 

The loss function in the above algorithm contains a regularization or penalty term Ω 

whose goal it is to reduce the complexity of the regression tree functions. In addition, Chen 

& Guestrin (2016) introduce shrinkage, or a learning rate, and column subsampling to avoid 

overfitting. It adds these methods to handle overfitting introduced in AdaBoost (the learning 

rate) and random forests (column or feature subsampling) to the regularization parameter 

found in stochastic gradient descent models. 

My ML Model was built in Apple’s CreateML library. It is a GBDT model which is 

programmed as a MLBoostedTreeClassifier class which applies XGBoost method in Swift. The 

model has the following adjustable training parameters: 

validationData 

The dataset used to monitor how well the model is generalizing. The default value is 

‘nil’, which will use an automatically sampled validation set. Usually 5% of training data are 

split to be used for validation. 
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maxDepth 

The maximum depth of the tree. It must be a value of at least 1. The default value is 6. 

In the course of trial-and-error cycles, I found out that accuracy increases by 2–3% if the 

default value is changed to 10. In the experiments in Section 8 (building AI Rating), a much 

larger maxDepth = 54 is used to achieve higher accuracy, while the processing time becomes 

linearly longer (up to 10 hours) and the size of the model reaches 275 MB. 

maxIterations 

The maximum number of passes through the data. Each iteration creates an extra tree. 

Usually the more trees there are, the higher the accuracy will be. However, both the training 

and prediction time also grows linearly with the number of trees. The default value is 10. In 

my training, I used different optional values between 5 and 7,500, according to the amount 

of data used for training and the point in iterations where the loss function is at its extremum. 

The training process for a particular simulation is shown in Figure 19. 

Figure 19  

Typical Training Cycle for GBDT with 5,000 Iterations, Forecasting S&P Rating for 2019 Using 

Train Sample from 1990–2018 

Iterations 1–1000 Iterations 1001–5000 

  

Loss decreases while Accuracy is growing. At 683rd 
iteration Train Accuracy = 100 % 

Somewhere at 3,000 iterations, Test Loss stops 
decreasing and begins to increase, while Test Accuracy 
still goes up. 
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minLossReduction 

The minimum amount of reduction in the loss function that is required to make another 

split to the data. Larger values help prevent overfitting. The default value is 0, which I have 

not changed. 

minChildWeight 

Determines the minimum weight of each leaf node of the tree. Larger values help 

prevent overfitting. The default value is 0.1. 

randomSeed 

A seed for internal random operations. This value is set to ensure reproducible results. 

The default value is 42. In my experiments, I have not changed the default value parameter 

because I do not need K-fold validation, but I rather need to notice the point for optimal 

accuracy and the minimum of loss function. 

stepSize 

The shrinkage used to decrease the prediction weight of each learner. The smaller the 

step size the more conservative the boosting process will be. The default value is 0.3. It is 

similar to the learning rate of the gradient descent procedure: a smaller value will take more 

iterations to reach the same level of training error of a larger step size. There is a trade-off 

between step size and the number of iterations. Experiment 1 and further trials led me to 

think that 0.005 is an optimal stepSize for my dataset. A small adjustment (to 0.0054) led to 

slightly better results in performance and processing speed. 

earlyStoppingRounds 

If the validation accuracy does not improve after the specified number of rounds, 

training will stop. I have not used this parameter. 

rowSubsample 

Selects the specified ratio from the training set to grow each tree. For example, a value 

of 0.5 means that each tree is trained on half the data. This technique is known as bagging. 

The default value is 1.0. In my training cycles for AI Rating, I have actively used row 
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subsampling along with the upsampling to achieve training on batches of about 2,100 rows 

(21 rating category x 100 data points). 

columnSubsample 

Selects the specified ratio of columns from the training set to use when growing each 

tree. Similar to row subsampling, this can be used to prevent overfitting. The default value is 

1.0. In the course of experimentation around ratings replication, I found out that column 

subsample = 0.5 provides slightly better results, although it was not confirmed when I dealt 

with the AI Rating model.  

 

When the model is built, its properties are written according to the specifications 

described at https://apple.github.io/coremltools/source/coremltools.models.html#module-

coremltools.models.pipeline. A GBDT model is saved in *.mlmodel files as a pipeline 

(ensemble) model consisting of TreeEnsemble(s). Features are inputs 1–94 shown in Table 16. 

Figure 20  

Rating Replication Model – the Structure as Displayed in Netron 

 

https://apple.github.io/coremltools/source/coremltools.models.html#module-coremltools.models.pipeline
https://apple.github.io/coremltools/source/coremltools.models.html#module-coremltools.models.pipeline
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In turn, the structure of the TreeEnsembleClassifier is shown at 

https://apple.github.io/coremltools/source/coremltools.models.html#module-

coremltools.models.tree_ensemble. Each of the trees built consists of branch nodes, which 

split the data between ‘true child’ and ‘false child’ node according to the below rules: 

• "BranchOnValueLessThanEqual". Traverse to node true_child_id if 

input[feature_index] <= feature_value, or false_child_id otherwise. 

• "BranchOnValueLessThan". Traverse to node true_child_id if input[feature_index] < 

feature_value, or false_child_id otherwise. 

• "BranchOnValueGreaterThanEqual". Traverse to node true_child_id if 

input[feature_index] >= feature_value, or false_child_id otherwise. 

• "BranchOnValueGreaterThan". Traverse to node true_child_id if input[feature_index] 

> feature_value, or false_child_id otherwise. 

• "BranchOnValueEqual". Traverse to node true_child_id if input[feature_index] == 

feature_value, or false_child_id otherwise. 

• "BranchOnValueNotEqual". Traverse to node true_child_id if input[feature_index] != 

feature_value, or false_child_id otherwise. 

For instance, the description for the first nodes is as follows: 

TreeNode(evaluationInfo: [], branchFeatureIndex: 22, branchFeatureValue: 266300496, 

trueChildNodeId: 1, falseChildNodeId: 2), TreeNode(evaluationInfo: [ 

EvaluationInfo(0.005753424484282732) ], nodeId: 1, nodeBehavior: 6), 

TreeNode(evaluationInfo: [ EvaluationInfo(-0.0024221453350037336) ], nodeId: 2, 

nodeBehavior: 6), TreeNode(evaluationInfo: [], treeId: 1, branchFeatureIndex: 36, 

branchFeatureValue: -482562496, trueChildNodeId: 1, falseChildNodeId: 2),… 

The tree takes input #22 and compares its value to 266,300,496, then chooses to 

traverse to node 1 (true_child_id) if input #22 <= feature_value, or to node 2 (false_child_id) 

otherwise, etc. To get the final prediction, one needs to i) evaluate every branch node, ii) add 

leaf nodes and calculate the output as a sum of leaf nodes, and iii) use post evaluation 

transform if necessary. 

https://apple.github.io/coremltools/source/coremltools.models.html#module-coremltools.models.tree_ensemble
https://apple.github.io/coremltools/source/coremltools.models.html#module-coremltools.models.tree_ensemble
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Each tree ends with the leaf nodes, and each leaf node adds to the prediction when this 

node is activated. Finally, there is a post evaluation function that transforms the values 

derived from the nodes into a final prediction. For multiclass problems in XGBoost, a softmax 

function is used to produce normalized, non-negative scores that add up to 1, thus: 

𝑒𝑥𝑖
∑ 𝑒𝑥𝑗𝑗

. (3.23) 

Therefore, in training, the loss function that is being optimized is a Softmax Cross-

Entropy. 

Finally, the output features of the model include i) a class label corresponding to the 

class with the highest predicted score, and ii) a dictionary mapping each class to its score. 

3.2 Data 

For testing of my ML rating system, I have used data from public non-financial companies 

worldwide. First, let me clarify why I choose to ‘restrict’ my sample of firms to public non-

financial corporations: 

1) The public status of the company puts several controlling layers over its financial 

reporting: the exchange, the Security and Exchange Commission or similar authority, the 

auditors, or the active stock or bondholders, to name a few. Also, there are clear 

obligations of the public companies to disclose information to the public. This fact makes 

them ideal objects for unsolicited ratings. 

2) The public status of companies also gives another source of information:  the market 

prices of the financial instruments that these companies issue and list on the exchanges. 

3) I have only included non-financial companies in the sample because financial companies 

such as banks or insurers have specific accounting and reporting standards in different 

countries, while non-financial companies have similar, standardized reporting. 

4) I have not considered sovereigns and sub-sovereigns as the history of defaults in this 

sector is insufficient. I have not considered issues (e.g., bonds) as rating objects, because 

there are many legal details in their structure and every bond has its specifics that are 

not disclosed in a standardized form. I have not considered non-public entities as the 

quality, transparency and reliability of reporting is lower. 
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5) I have followed the global approach because our peers (CRAs and the CRI) take the same 

approach and rate entities globally. Defining our rating universe in such a way prevents 

me from picking a biased sample. 

6) My initial sample contains over 112,000 companies from 149 countries, and with multi-

period reporting for 1990–2020. From this sample, I have got over 1,180,000 ‘entity – 

financial report’ observations. These numbers are fully comparable with the number of 

ratings issued by the Big-3 CRAs or the number of the CRI PDs. I have worked on the same 

scale and timeline as other rating systems to be able to compare the quality of ratings 

produced. 

In Table 18, I give justification for the choice of other CRAs for my research. According to Table 

18, the four largest CRAs are the Big-3 and the CRI. 

Table 18  

The Number of Corporate Ratings Outstanding Produced by NRSRO Agencies and the CRI 

CRA Number of corporate ratings 

The Credit Research Initiative (CRI) 37,183 

Standard & Poor's 5,087 

Moody's 3,441 

Fitch Ratings 2,407 

Other CRAs (NRSROs), including 3,228 

Egan-Jones 2,078 

DBRS 267 

HR Ratings 138 

Japan Credit Rating Agency 499 

Kroll Bond Rating 11 

A.M.Best 235 

Note. I have got data from Agencies / NRSROs Exhibits 1, 2019, showing the number of outstanding corporate 

ratings as of 31 December 2018, and the CRI PD Data as of 30 June 2019. 

Martinez Torrejon (2019) states that the market share of the Big-3 agencies is over 90% 

worldwide, while the share of the Big-3 CRAs by the number of corporate ratings is smaller. 

Table 18 shows that the CRI and Big-3 agencies are major providers of corporate credit ratings 

worldwide, and the CRI is the largest CRA by number of ratings, exceeding all the Big-3 

combined. I also note that the CRI exists in both academia (as it was established on the basis 
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of the National University of Singapore) and in the rating industry (as it regularly publishes 

credit assessments in the form of probabilities of default and actuarial spreads). The CRI 

managed to gain a leading position because they use a computer method to produce ratings, 

but strictly speaking, this method is not a form of an expert system as it is not based on ML. 

I obtained an initial list of companies from the CRI website14. From the initial list, I 

excluded financial companies and those that are not present in the Thompson Reuters 

Refinitiv Eikon database in the period between January 1990, and September 2020, which is 

my analysis window. This reduced my sample to 80,805 companies, of which I cross-

referenced 48,963 that were rated by the CRI, and 4,269, 1,362 and 1,535 rated by S&P, Fitch 

and Moody’s, respectively (cf. Table 19). 

Table 19  

List of Countries in the Sample 

Country N(total) N(CRI) N(S&P) N(Fitch) N(Moody) 
United States of America 17,827 10,667 2,554 588 965 

Canada 5,900 1,998 233 24 68 

India 5,320 3,632 25 23 11 

Japan 5,108 4,577 277 80 93 

China 5,107 3,364 55 56 23 

United Kingdom 3,331 2796 159 68 46 

South Korea 3,007 2,268 31 20 21 

Australia 2,606 2,062 62 19 21 

Taiwan 1,973 862 22 10 3 

France 1,436 1,017 74 36 28 

Russia 1,355 295 59 51 17 

Hong Kong 1,324 896 39 20 15 

Romania 1,308 112 3 0 0 

Germany 1,282 1,049 66 28 35 

Serbia 1,251 125 0 0 0 

Bosnia and Herzegovina 1,232 102 0 0 0 

Malaysia 1,225 1,055 10 6 6 

Sweden 1,129 750 27 5 5 

Vietnam 1,129 584 1 1 0 

New Zealand 219 130 13 2 3 

Other countries (129) 17,736 10,622 559 325 175 

Total 80,805 48,963 4,269 1,362 1,535 
Number of countries 149 122 70 60 53 

US companies [%] 22.06 21.79 59.83 43.17 62.87 

 
14 Retrieved in 2019: PD data for all economies (639.8 MB) from https://nuscri.org/static/data/PD_hist/2019-
06-30/company_list_20190630.zip 

https://nuscri.org/static/data/PD_hist/2019-06-30/company_list_20190630.zip
https://nuscri.org/static/data/PD_hist/2019-06-30/company_list_20190630.zip
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Note. I requested data for the Big-3 ratings via the Refinitiv Eikon API with the depth of 100 years back from Sept 

30, 2020. For CRI, the history starts from 1990, although the project was set up in 2010. Issuer DRs are long-term 

issuer ratings FDL (S&P), SPI (Fitch) and MIS (Moody’s). 

My final sample includes companies from 149 countries, 9 basic sectors (cf. Table 20) which 

are subdivided into 112 industries. 

Table 20  

List of Sectors in the Sample 

Sector N(entity) 
Basic Materials 12,035 

Consumer Cyclicals 16,254 

Consumer Non-Cyclicals 7,960 

Energy 5,137 

Healthcare 6,994 

Industrials 17,149 

Technology 11,755 

Telecommunications Services 1,571 

Utilities 1,950 

The Big-3 CRAs use different scales (cf. Table 21) to map PDs to rating categories. The 

S&P and Fitch scales are similar to each other and somewhat distinct from Moody’s scale. 

Fitch and Moody’s sometimes use ‘expected’ and ‘provisional’ ratings for the issuers when 

the bonds are not yet placed on the market. Also, Moody’s and CRI do not assign default 

ratings ‘D’, ‘SD’ and ‘RD’, and consequently their lowest rating is ‘C’. Moody’s state that ‘C’-

rated entities ‘are typically in default’ (Moody’s Investors Service, 2022), which cannot be 

applied to ‘C’-rated entities of the other CRAs in our sample. On the contrary, S&P and Fitch 

use several grades for default entities: ‘D’ – default, ‘SD’ – selective default, ‘RD’ – ‘restricted 

default’. 

In order to work with the CRI-provided data, I have transformed the 1-, 3- and 5-year 

CRI market-implied PDs to PDiRs, i.e., I have mapped the CRI PDs onto the S&P and Fitch 

scales. This mapping is according to the rules proposed by Duan and Li (2021, p. 108): for 

example, PDs mapped to the ‘A-‘category do not exceed 0.001125 = 11.25bps (basis 

percentage points) = 0.1125%. The category cut-off PDs are shown in Table 22. 
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Table 21  

Credit Rating Scales Used by S&P, Moody’s and Fitch 

S&P Moody's Fitch 

Rating Number of 
actions 

Ordinal 
number Rating Number of 

actions 
Ordinal 
number Rating Number of 

actions 
Ordinal 
number 

NR 3,192 0 WR 1,257 0 NR 34 0 

WR 0 0 NR 60 0 WD 755 0 

AAA 72 1 Aaa 17 1 AAA 13 1 

AA+ 72 2 (P)Aaa 0 1 AAA(EXP) 0 1 

AA 240 3 Aa1 31 2 AA+ 21 2 

AA- 311 4 (P)Aa1 0 2 AA+(EXP) 0 2 

A+ 507 5 Aa2 62 3 AA 52 3 

A 833 6 (P)Aa2 0 3 AA(EXP) 0 3 

A- 1,001 7 Aa3 103 4 AA- 111 4 

BBB+ 1,377 8 (P)Aa3 0 4 AA-(EXP) 0 4 

BBB 1,659 9 A1 157 5 A+ 200 5 

BBB- 1,608 10 (P)A1 0 5 A+(EXP) 0 5 

BB+ 1,422 11 A2 233 6 A 329 6 

BB 1,772 12 (P)A2 0 6 A(EXP) 0 6 

BB- 2,182 13 A3 300 7 A- 432 7 

B+ 2,384 14 (P)A3 0 7 A-(EXP) 1 7 

B 2,232 15 Baa1 335 8 BBB+ 579 8 

B- 1,543 16 (P)Baa1 1 8 BBB+(EXP) 7 8 

CCC+ 918 17 Baa2 390 9 BBB 729 9 

CCC 541 18 (P)Baa2 1 9 BBB(EXP) 2 9 

CCC- 310 19 Baa3 388 10 BBB- 767 10 

CC 432 20 (P)Baa3 1 10 BBB-(EXP) 3 10 

C 1 21 Ba1 174 11 BB+ 506 11 

SD 203 22 (P)Ba1 0 11 BB+(EXP) 5 11 

D 680 23 Ba2 203 12 BB 519 12 

Total 25,492  (P)Ba2 0 12 BB(EXP) 6 12 

   Ba3 256 13 BB- 485 13 
   (P)Ba3 0 13 BB-(EXP) 7 13 
   B1 358 14 B+ 427 14 
   (P)B1 0 14 B+(EXP) 7 14 
   B2 407 15 B 391 15 
   (P)B2 0 15 B(EXP) 6 15 
   B3 315 16 B- 280 16 
   (P)B3 0 16 B-(EXP) 6 16 
   Caa1 223 17 CCC+ 40 17 
   (P)Caa1 0 17 CCC+(EXP) 0 17 
   Caa2 142 18 CCC 162 18 
   (P)Caa2 0 18 CCC(EXP) 1 18 
   Caa3 120 19 CCC- 10 19 
   (P)Caa3 0 19 CCC-(EXP) 0 19 
   Ca 136 20 CC 71 20 
   (P)Ca 0 20 CC(EXP) 0 20 
   C 42 21 C 92 21 
   (P)C 0 21 C(EXP) 0 21 
   Total 5,712  RD 34 22 
      D 70 23 
      Total 7,160  
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Table 22  

Mapping of CRI PDs to PDiRs According to Duan & Li (2021) 

PDiR Ordinal number Max (PD), 1-year 

AAA 1 0.000090 

AA+ 2 0.000122 

AA 3 0.000205 

AA- 4 0.000308 

A+ 5 0.000489 

A 6 0.000760 

A- 7 0.001125 

BBB+ 8 0.001851 

BBB 9 0.002683 

BBB- 10 0.004444 

BB+ 11 0.006514 

BB 12 0.010334 

BB- 13 0.015814 

B+ 14 0.024503 

B 15 0.037175 

B- 16 0.057338 

CCC+ 17 0.083161 

CCC 18 0.123225 

CCC- 19 0.189582 

CC 20 0.236701 

C 21 1 

To complement my analysis over the full spectrum of firm states, I have also acquired default 

events data, which were obtained from two sources: the CRI website, https://nuscri.org, and 

default-level ratings issued by Standard & Poor’s and Fitch from Reuters. The CRI source does 

not provide tabulated data (cf. Figure 21): instead the default dates had to be collected 

manually from the firm-level PD time series. Over the 31 years of my analysis window, my 

final data set contains over 6,000 default events (cf. Table 23), which are associated with 

5,547 failed entities rated by CRI, and 1,186, 375 and 545 failed entities rated by S&P, Fitch 

and Moody’s, respectively. 

  

https://nuscri.org/
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Figure 21  

Exemplary Data Format for Default Events Available on https://nuscri.org, the CRI Website 

 

Table 23  

Default Events (1990–2020) for the Sample of Public Non-Financial Entities Worldwide 

Year Total CRI S&P Fitch Moody's 
1990 4 1 1 0 0 

1991 20 15 0 0 0 

1992 23 12 1 0 0 

1993 27 20 1 0 0 

1994 16 12 0 0 0 

1995 26 17 0 0 0 

1996 47 26 0 0 0 

1997 139 82 3 0 0 

1998 238 160 11 1 1 

1999 1361 578 108 11 46 

2000 299 193 57 5 39 

2001 493 356 101 1 58 

2002 513 332 109 8 54 

2003 405 260 87 13 42 

2004 283 189 43 8 22 

2005 254 178 42 13 8 

2006 197 126 19 9 3 

2007 157 111 10 2 1 

2008 330 231 32 9 0 

2009 742 384 95 32 6 

2010 267 183 28 14 6 

https://nuscri.org/


 
119 

Year Total CRI S&P Fitch Moody's 
2011 150 113 17 3 0 

2012 254 198 30 8 0 

2013 469 262 46 20 4 

2014 208 166 23 7 1 

2015 257 212 51 9 0 

2016 285 195 67 11 0 

2017 475 277 42 19 0 

2018 371 282 20 7 1 

2019 503 235 44 19 8 

2020 150 0 76 23 2 

31 years 6617 5547 1186 375 545 

 

3.2.1 Data Collection Process 

The main method used to collect input data is through Application Programming Interface 

(API). API is defined as “a set of subroutine definitions, communication protocols, and tools 

for building software. In general terms, it is a set of clearly defined methods of communication 

among various components” (Azam, 2019). The main advantage of the method is the ability 

to construct and automate the data collection process as a flow, not a single-time sample 

gathering. It also allows processing of highly standardized portions of data and combine them 

from different sources in real-time. (The example is standardized corporate financial 

reporting, which needs not only to contain similar inputs, but also to be converted to common 

currency using either point-in-time or period-average currency exchange rates.) An example 

of the code of how financial reports are requested from the Reuters database is shown in 

Appendix 3. 
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4. Experiment 1: Replicating Standard & Poor’s Long-Term Issuer Default Ratings 

I used ML techniques to replicate Standard & Poor’s ratings of the largest international 

companies, whose shares are traded at the New York Stock Exchange (NYSE) and NASDAQ 

exchange, and then I measured the accuracy of default predictions. The rationale for 

Experiment 1 is to test the replication accuracy (which follows standard academic research 

interests), and to choose more constructively between which method (GBDT and NN) I should 

focus on when addressing the research questions in full. To validate the results and 

conclusions drawn from Experiment 1, I considered Caridad et al. (2019), which is a study that 

comes close to Experiment 1. 

4.1 Data for Experiment 

Companies:  1,194 companies with shares listed on NASDAQ or NYSE and rated by Standard 

& Poor’s (List in Appendix 1). 

Periods:  4 years, annually, 2013–2016 (financial reports) 2012–2015 (credit ratings). 

Sources:  finance.google.com for financial reports, Reuters Eikon for credit ratings and 

non-financial info, oanda.com for FOREX rates. 

Inputs:  Country, Sector, Industry, Balance Sheet - 41, P&L - 36, Cash Flow Statement - 

18 (List in Appendix 1).15 

Countries:  Argentina, Brazil, Canada, Chile, China, Columbia, Denmark, Eurozone, India, 

Israel, Japan, Mexico, Philippines, Russia, South Korea, Sweden, Taiwan, Turkey, 

United Kingdom, USA. 

Sectors:  Capital Goods, Health Care, Technology, Consumer Services, Energy, Finance, 

Consumer Durables, Consumer Non-Durables, Basic Industries, Public Utilities, 

Transportation, also Miscellaneous and N/A. 

Industries:  137 industries (List in Appendix 1). 

Observations: 4,389. 

Test/Train split: 50/50. 

 
15 I will discuss feature selection, as well as NN architecture, in the section devoted to Caridad et al. (2019) study 

below. 



 
121 

Ratings:  AAA, AA+, AA, AA-, A+, A, A-, BBB+, BBB, BBB-, BB+, BB, BB-, B+, B, B-, CCC+, 

CCC, CCC-, CC, SD, D. 

4.2 Experiment Task 

Goal: To replicate Standard & Poor’s rating with maximum accuracy. 

Labelling: I used Standard & Poor’s rating as a true label, except for default companies, where 

I put “SD” rating as a true label. 

Performance metrics: I modelled for accuracy using standard metrics: AR derived from CAP 

curve. 

4.3 Experiment Instruments 

After trying multiple architectures for both methods, I have come to the following two testing 

configurations: 

• CreateML / CoreML Tree Ensemble - GBDT: 2,100 iterations; 0.005 stepSize (Code 

example in Appendix 2); and 

• TensorFlow FNN: 1 hidden layer; 205,800 neutrons; ReLU activation; 0.000005 learning 

rate; SGD optimizer; and softmaxCrossEntropy loss function (Code example in Appendix 

2). 

4.4 Experiment Results in Rating Prediction and Replication 

Both models are performing very well, better than expected (cf. Section 1.4) in predicting 

Standard & Poor’s ratings across training and test samples. Table 24 contains the results of a 

training cycle for both testing configurations, Tree Ensemble - GBDT and FNN. 
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Table 24  

Prediction Accuracy for Test Sample (2,194 Observations Divided by 22 Classes) 

Result Tree Ensemble - GBDT FNN 

Exact match 1,380 62.90% 1,301 59.30% 

+1 notch 267 75.07% 215 69.10% 

-1 notch 220 85.10% 226 79.40% 

+2 notches 108 90.02% 86 83.32% 

-2 notches 71 93.25% 101 87.92% 

+3 notches 45 95.31% 33 89.43% 

-3 notches 32 96.76% 60 92.16% 

Other 71 100.00% 172 100.00% 

The results show that both classifiers produce a high accuracy for the test sample. Both 

classifiers predict the train sample ratings with precise quality (100% exact matches), which 

indicates that the input data are sufficient to predict Standard & Poor’s ratings. 

The Tree Ensemble - GBDT classifier performs slightly better on the test sample with 

63% exact matches, 85% ratings predicted within 1 notch interval and 93% within 2 notches 

from S&P. It is also faster (5 minutes 8 secs for training). FNN performs a bit worse, with 59%, 

79% and 88%, accordingly, and training time is much longer (2 hours 57 mins – the duration 

of training cycle). Both algorithms perform better than I have expected (80% ±2 notches was 

set as a target), and I will present the comparison of those results with the latest results found 

in the literature in the next section. The difference between train and test accuracy looks 

considerable but it may be attributed to inconsistencies in S&P’s implementation of its 

methods. This inconsistency results in a slight volatility of ratings falling within ±2 notches. 

This detail is further explored in the confusion matrices shown in Tables 25 and 26. 
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Table 25  

Tree Ensemble - GBDT Confusion Matrix 

True/Pred AAA AA+ AA AA- A+ A A- BBB+ BBB BBB- BB+ BB BB- B+ B B- CCC+ CCC CCC- CC C D 

AAA 2 0 0 3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

AA+ 0 3 2 0 0 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

AA 0 0 17 5 0 0 2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

AA- 0 1 0 30 0 2 1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 

A+ 0 0 0 2 47 3 4 0 4 0 0 0 0 0 0 0 0 0 0 0 0 0 

A 0 0 0 0 5 65 12 8 9 3 0 1 0 0 0 0 0 0 0 0 0 0 

A- 1 0 0 0 1 7 104 15 15 4 1 0 0 1 0 0 0 0 0 0 0 0 

BBB+ 0 0 0 0 1 4 11 174 22 4 2 2 0 0 0 0 0 0 0 0 0 0 

BBB 0 0 0 0 2 1 8 16 213 30 6 4 3 0 0 0 0 0 0 0 0 0 

BBB- 0 0 0 0 0 0 3 12 41 145 24 7 1 0 1 0 0 0 0 0 0 0 

BB+ 0 0 0 0 0 0 0 8 14 21 123 25 6 3 0 0 0 0 0 0 0 0 

BB 0 0 0 0 1 0 2 1 7 6 34 130 34 2 4 0 0 0 0 0 0 0 

BB- 0 0 0 0 0 0 0 0 1 7 9 30 132 19 8 0 0 0 0 0 0 0 

B+ 0 0 0 0 0 0 0 0 1 1 6 15 43 76 14 7 0 0 0 0 2 0 

B 0 0 0 0 0 0 0 0 2 2 1 6 19 31 79 13 0 0 0 0 4 0 

B- 0 0 0 0 0 0 0 0 0 1 0 1 4 12 19 28 1 1 0 0 5 0 

CCC+ 0 0 0 0 0 0 0 0 0 0 0 1 1 2 6 6 5 0 0 0 1 0 

CCC 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 0 0 1 0 

CCC- 0 0 0 0 0 0 0 0 0 0 0 1 0 0 2 0 0 0 0 0 1 0 

CC 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 0 0 1 0 0 

C 0 0 0 0 0 0 0 1 1 0 0 0 0 0 8 2 2 0 0 0 5 1 

D 0 0 0 0 0 0 0 0 0 1 0 0 1 0 0 0 0 0 0 0 0 0 

Table 26  

FNN Confusion Matrix 

True/Pred AAA AA+ AA AA- A+ A A- BBB+ BBB BBB- BB+ BB BB- B+ B B- CCC+ CCC CCC- CC C D 

AAA 5 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

AA+ 0 4 2 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

AA 0 0 16 3 1 2 1 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 

AA- 0 2 0 27 2 0 1 1 1 0 1 0 0 0 0 0 0 0 0 0 0 0 

A+ 0 0 0 1 46 2 1 1 3 3 0 1 1 1 0 0 0 0 0 0 0 0 

A 0 0 0 2 7 67 6 6 8 2 1 3 1 0 0 0 0 0 0 0 0 0 

A- 0 0 1 0 0 11 101 16 9 1 5 3 1 1 0 0 0 0 0 0 0 0 

BBB+ 2 0 1 1 0 6 12 146 19 8 9 7 7 1 1 0 0 0 0 0 0 0 

BBB 0 0 0 0 0 4 6 22 183 33 9 12 3 2 5 1 1 0 0 0 2 0 

BBB- 1 0 0 1 0 0 2 8 31 132 20 12 9 7 5 4 0 1 1 0 0 0 

BB+ 0 1 0 0 1 3 0 2 14 13 123 19 10 4 9 1 0 0 0 0 0 0 

BB 0 1 0 0 0 0 1 3 7 14 18 123 33 15 2 4 0 0 0 0 0 0 

BB- 0 0 0 0 0 1 1 1 4 4 5 21 116 27 13 9 0 1 0 0 3 0 

B+ 0 0 0 0 0 1 0 0 2 7 2 9 27 76 26 11 0 1 0 0 3 0 

B 0 0 0 0 0 0 0 2 0 0 3 6 10 29 82 16 4 2 0 0 3 0 

B- 0 0 0 0 0 1 1 0 0 0 1 3 5 5 16 36 1 2 0 0 1 0 

CCC+ 0 0 0 0 0 0 0 0 0 1 0 0 1 0 3 6 8 1 0 0 2 0 

CCC 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 1 0 0 0 0 

CCC- 0 0 0 0 0 1 0 0 0 0 1 0 0 0 0 0 1 0 1 0 0 0 

CC 0 0 0 0 0 0 0 0 0 0 1 0 0 1 0 0 0 0 0 0 0 0 

C 0 0 0 0 0 0 0 0 0 1 1 0 0 0 3 5 2 0 0 0 8 0 

D 0 0 0 0 0 0 0 0 0 0 0 0 0 0 2 0 0 0 0 0 0 0 
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The confusion matrices show that most predictions are exact matches. Whenever the 

prediction fails to deliver exact ratings, it comes to the nearest rating categories below or 

above the ‘true’ rating. The proportion of predictions that fall outside the ±3 notch interval is 

very limited. I also note that, on the GBDT matrix, the false predictions usually predict rating 

below ‘true’ label, which is especially visible between ‘BB+’ and ‘B’ class. 459 false predictions 

for GBDT were below a ‘true’ rating class, while only 355 were above. The reason for this may 

be that S&P may use different non-financial parameters known as the practice of ‘notching’, 

which is a form of correcting the rating up- or downwards by one or several rating categories 

without quantitative justification. For example, using a factor of support from the parent 

company can move rating upwards, which can explain the prevalence of higher ‘true’ ratings 

in the confusion matrix. Also, the importance of the IG-threshold may influence the S&P 

decisions on the entities that are slightly below the IG limit. On the FNN matrix, the 

proportions of wrong predictions are different: 399 errors fall lower than ‘true’ label and 494 

are higher predictions. Thus, there is no clear pattern seen for the direction of errors in 

prediction. Overall, I conclude that I can use both methods to replicate Standard & Poor’s 

rating model accurately with a low error rate. 

4.5 Accuracy of Default Prediction 

Although the number of defaults in the data sample is low (cf. Table 27), both methods 

perform in line with, and even better than, Standard & Poor’s method to predict defaults 1 

year ahead: AR and ROC curve (cf. also Figure 22) statistics outperform the S&P historical 

accuracy by approximately 2.5% on both metrics. Also note that the absolute accuracies for 

both classifiers are quite high in terms of rating quality. 

Table 27  

The Accuracy of ML Methods in Default Predictions Compared to S&P Method 

Metric Tree Ensemble - GBDT 
(Test sample) 

FNN 
(Test sample) 

Standard & Poor’s 
(Full data) 

Number of observations 2194 2194 4389 

Number of defaults 12 12 30 

Default probability (π) 0.55% 0.55% 0.68% 

Accuracy Ratio (AR) 78.74% 78.58% 75.95% 

Area under ROC curve (AUC) 89.25% 89.18% 87.82% 
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Figure 22  

CAP Curves of Both Methods’ Predicted Ratings 

Tree Ensemble - GBDT CAP Curve FNN CAP Curve 

  

4.6 Conclusions from Experiment 1 

Firstly, ML methods, especially GBDT, allow us to predict and replicate ratings with high 

accuracy, which is compliant with my expectations (see Section 1.4). Secondly, GBDT show 

superiority in the accuracy of rating predictions in comparison with FNN, which is an argument 

in favour of using GBDT as the top-performing method in further experiments. 

The experiment shows the superiority of DTs in classification tasks and in dealing with 

the imbalanced data. In the literature, DTs were shown as one of the most efficient classifiers. 

In my opinion, two most important advantages of DTs explained in a simple way are that 

GBDTs preserve all the advantages of neural networks (and implement similar method in 

training), and at the same time provide more complexity and flexibility (ANN: simple linear 

formulas with activation function after them; DTs: different rules: larger than, less or equal, 

does not equal, equal). Furthermore, an important advantage of GBDT is that boosted DTs 

train much faster due to the lower amount of time needed to train a simple classifier within 

the ensemble in comparison with adjusting multiple weights in ANN each iteration of training, 

as it was explained in more detail in Subsections 2.6.6 and 3.1.7. 
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4.7 Experiment Comparison with Previous Studies 

In May 2019, Daniel Caridad, Jana Hančlová, Hosn el Woujoud Bousselmi and Lorena Caridad 

y López del Río published their study named ‘Corporate rating forecasting using Artificial 

Intelligence statistical techniques’ in Investment Management and Financial Innovations). The 

authors claimed that “it is possible to produce quite precise forecasts for these ratings using 

economic and financial information that is available in financial databases, utilizing statistical 

models or, alternatively, Artificial Intelligence techniques” (Caridad et al., 2019, p. 295). In 

many aspects, the research closely correlates with my topic. 

4.7.1 Data, Methods and Results Comparison 

Below I provide a brief comparative analysis between Caridad et al. (2019) and Experiment 1 

in Table 28. Both projects were done independently, and during the time I had been 

conducting the experiment, the content of their research was unknown to me. 

Caridad et al. conclude that “[t]he results obtained with this network improve those 

presented in the literature using of all [20] rating levels” (2019, p. 304). Also, 

In summary, it can be concluded that ratings similar to those provided by the CRA can 

be obtained from public data, with a high degree of accuracy, avoiding the costs 

involved in contracting with the rating agencies for these purposes. Also, the proposed 

models could be easily used to check the ratings provided by different CRA in case of 

significant discrepancies between them. (2019, p. 311) 

Table 28  

Comparison of Experiment and Caridad et al. (2019) Research 

Question Caridad et al. (2019) Experiment 1, Maxim Vasin (2020) 
Date of research Published: January 2019 September 2017 to April 2020 

Research question Forecasting Standard & Poor’s and Moody’s 
corporate credit ratings 

Forecasting S&P corporate credit 

ratings and testing both ratings and 

forecasts for accuracy in default 

prediction 

Method Back propagation ANN  GBDT and FNN 

Architecture Sample I: MLP (16, 7, 20), tangent activation 

Sample II: MLP (45, 13, 20), tangent activation 

FNN (98, 205800, 22), ReLU activation 

GBDT, 2,100 trees, 98 inputs, 22 
classes 
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Question Caridad et al. (2019) Experiment 1, Maxim Vasin (2020) 
Data Corporates – 1,324 companies randomly 

chosen (Sample I); 

Corporates – 1,094 firms randomly chosen 

(Sample II); 

Countries of corporates not reported, but. 

judging by the absence of country as an 
independent variable, I assume all companies 

belong to a single country, probably USA 

1,194 companies with shares listed on 

NASDAQ or NYSE; 

20+ countries: Argentina, Brazil, 

Canada, Chile, China, Columbia, 

Denmark, Eurozone, India, Israel, 

Japan, Mexico, Philippines, Russia, 
South Korea, Sweden, Taiwan, Turkey, 

United Kingdom, USA 

Periods Sample I:  2010 

Sample II: 2010-2014 

Annually, 2013-2016 (financial 

reports) 2012–2015 (credit ratings) 

Observations 1,324 (Sample I); 4,812 (Sample II) 4,389 

Independent 

variables 

15 variables - financial values, including firm’s 
market capitalization, industry, and 

report year for Sample II 

98 variables 

1–96 - data from Balance Sheet, P&L, 

CF; 97 - industry, 98 - country 

Train / test  

split ratio 

70 / 30 50 / 50 

Prediction accuracy 

(exact match)  
in test set 

Sample I: 25% (S&P); not reported (Moody’s) 
Sample II: 30.73% (S&P); 34.43% (Moody’s) 

FNN: 59.30% (S&P) 

GBDT: 62,90% (S&P) 

Prediction accuracy 

(exact match)  

in train set 

Sample I:  29,81%  (S&P); 31.12% (Moody’s) 
Sample II: 35.41% (S&P); 38.57% (Moody’s) 

100% both methods 

Prediction accuracy 

(±1 notch)  

in test set 

Sample I: 58,10% (S&P); 52.53% (Moody’s) 

Sample II: 59,73% (S&P); 65.16% (Moody’s) 

FNN: 79.40% (S&P) 

GBDT: 85.10% (S&P) 

Prediction accuracy 

(±1 notch)  
in the train set 

Sample I:  not reported (S&P); 64% (Moody’s) 
Sample II: 64,59% (S&P); 66.52 % (Moody’s) 

100% exact match both methods 

Prediction accuracy 

(± 2 notches)  

in test set 

Sample I: 80,24% (S&P); 76.26% (Moody’s) 
Sample II: 80,15% (S&P); 83.69% (Moody’s) 

FNN: 87.92% (S&P) 

GBDT: 93.25% (S&P) 

Prediction accuracy 

(±2 notches)  

in the train set 

Sample I:  not reported (both) 

Sample II: 81,53% (S&P); 84.40% (Moody’s) 

100% exact match both methods 

Was any other AI 

architecture tested? 

Not reported Yes, multiple other options, for the 

optimal final choice  

Was importance of 
independent 

variables 

measured? 

Yes, but measurement method not disclosed No, we intend to open the black-box 
further 

Was rating accuracy 

tested? 

No Yes 

AR=78.74% (GBDT), 78.58% (FNN), 

75.95% (S&P) 

AUC=89.25% (GBDT), 89.18% (FNN), 
87.82% (S&P) 

The conclusion from Experiment 1 is that we can significantly exceed the results of the latest 

(2019) studies by implementing more complex ML structures (judging by the number of 

neurons and trees) on a higher number of independent variables (financial reporting values) 
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and on an international scale. With the same NN I obtained 59%/79%/88% accuracy of rating 

predictions, when previous research only achieves 25%/58%/80% on ‘exact match’/ʽ±1 

notch’/ʽ±2 notches’, respectively. With GBDT I achieved even higher marks of 63%/85%/93%. 

I agree with the research conclusions made by Caridad et al. (2019) that “although in most of 

[the] previous publications, financial ratios are used, in our ANN, these variables are not 

relevant, once the [raw reporting] X variables are included.” (p. 301); “none of [the variables] 

individually can be used as a benchmark for rating estimation” (p. 302) because for each single 

variable there is industry specific relations to ratings; and “for higher degree of aggregation 

of the rating’s categories, the proportion of correct predictions increases” (p. 302). Lastly, I 

note that it is really important to predict ratings within the same number of categories as they 

are issued. 

4.7.2 ML Architecture Discussion 

I can also point out that, when the choice of technique seems obvious, – as when it is put in 

statements of the following type, “Back propagation Artificial Neural Networks have been 

applied in forecasting ratings” (Caridad et al., 2019, p. 296), or “These techniques [ANNs] can 

be also applied to company rating prediction with advantages over classical statistical 

methods (Devasena, 2014), such as regression models, multivariate classifications, or decision 

trees” (Caridad et al., 2019, p. 296) – the nuances will impact the prediction quality more than 

the choice of the method only. When some authors use statements like “a large number of 

studies have suggested that an appropriate number of nodes in a hidden layer is 2n+1, where 

n is the number of input nodes (Heydari, Olyaie, Mohebzadeh, & Kisi, 2013; Stathakis, 2009)” 

(Li & Chen, 2021, p. 1104) as a direct prescription, they sacrifice accuracy for simplicity 

without testing other options. For example, Li and Chen (2021) optimize the number of 

neurons in the hidden layer trying to use 9, 10, 11 (=2n+1, as prescribed above), and also 12, 

13, 14 neurons. However, for some reason they did not test other numbers, for example 100 

or 1,000, to test if the larger number of neurons would improve performance. 

If I had used the same ANN structure that Caridad et al. (2019) used, i.e., MLP with 6 

hidden neurons, or followed the recommendation by Li and Chen (2021), i.e., MLP with 2n + 

1 = 197 neurons for my input number of 98, and then only tried to vary the number of neurons 

within a narrow range around 197, e.g., [193;201], for comparison, I would not have achieved 

a prediction accuracy of more than 25% in the training sample. With 205,800 neurons in the 
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FNN hidden layer, I achieved an accuracy of 59.3%, which is higher than the 25% obtained by 

Caridad et al. (2019). 

Instead, I used the rule ‘keep increasing the number until no progress achieved’, which 

is a trial-and-error method. I have tested other options for the number of layers within the 

range from 1 to 10, the number of neurons within the range between 98 and 500,000, 

different activation functions (ReLU, sigmoid, tangent, softmax, linear), loss functions 

(softmax cross entropy, RMSE), optimizer types (SGD, Adam), and learning rates within the 

range between 0.000001 and 0.1, before reporting on my final choice. 

4.7.3 Comments on Feature Selection  

Had I used the feature selection technique, I might have lost valuable data before I got to 

understand that data well. Caridad et al. (2019) used feature selection and examined inputs 

industry-wise before deciding on the final set. The rule of thumb on variable selection, in my 

opinion, should be to follow the advice of Rumao (2019) 

Before actually conducting variable selection, it is very important to answer questions 

like “Should Variable selection be applied?” “Will it make a significant difference?” 

“Could there be any bad repercussions”. Even after conducting variable importance 

analysis, it is crucial to conduct performance analysis, study Model sensitivity and test 

model stability to see if things have improved or had they worsened, in order to avoid 

hazardous implications of variable selection. (p. 13) 

In justification of not implementing variable selection even though it is prescribed in the 

literature, I also refer to the latest study of Golbayani et al. (2020a), who state that  

When using Neural Networks it is better to use all features rather than a small selected 

subset. The results we obtain are different than the general literature on the subject. 

Multiple papers are dedicated to selecting the most relevant features for the credit 

rating problem. (p. 9) 

and also, that 

It is generally believed that using only a subset of relevant features produce better 

results for machine learning algorithms than using all the variables in the financial 

reports. However, in this work we found that using all the financial variables as input 
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and allowing the neural networks to perform the feature selection in the training 

process works better. (p. 13) 

I believe that if one uses feature selection, the necessity of that selection must be 

assumed a-priori. Raw variables with no selection must be tried first, and the performance of 

selective models should be compared to them. In practice, almost no researcher does that 

when selecting variables. However, when one does not select variables, one does not need 

to prove the first action. 
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5. Quality of Credit Ratings: An Investor’s Perspective 

Chapter 5 is a self-contained research report and it is written in the format of a paper 

manuscript. I have used this approach because I wished to train summarizing my research 

results into an academic paper, which was finally submitted for publication in August 2022. 

Also, for this reason this chapter may contain some repetitions from the previous chapters of 

this thesis (e.g., the literature review section, Table 29). 

With less media coverage, the estimated USD 119 trillion global bond market rivals in 

size the estimated USD 120 trillion equity market (SIFMA, 2021). Covid-19 related monetary 

stimuli packages issued on 23 March 2020, in the USA (Fed Facilities Bolster) and in Europe 

(European Central Bank Pandemic Emergency Purchase Programme) have further solidified 

the economic importance of the bond markets: they have substantially increased the demand 

for investment-grade bonds by 152% (USA) and 177% (Europe). These speculative bonds 

remain fractional in size and their growth due to the stimuli is modest (Standard & Poor’s, 

2020), because the majority of conservative investors ignore this part of the bond market. 

To navigate the vast investment opportunity set, credit rating agencies (CRAs) play a 

vital role in the decision-making processes of investors. The rating quality provided by the 

CRAs is commonly measured separately by accuracy and stability.16 For example, for all rated 

global non-financial entities, Standard & Poor’s (2019) reported weighted average (standard 

deviation) accuracies of 80.8% (6.11%), 72.66% (5.34%) and 68.86% (5.51%), for 1-, 3- and 5-

year bonds, respectively, and that ratings stabilities “increased to 75.6% in 2019, its highest 

level since 1994” (Standard & Poor’s, 2019, Table 6). The underlying data and methods for 

these results are not disclosed. Investors must rely on the presented figures and cannot 

compare the results across different bond rating approaches because each CRA uses a 

different approach to classify bonds. Some state authorities (e.g., ESMA, 2015) voiced 

concerns about over-reliance on the products of CRAs, and investors are encouraged to self-

analyse credit risks (e.g., Einig, 2008) before relying on third party credit ratings. There are 

more than two dimensions in describing bond trading strategies, and plenty of options 

outside the ‘buy-and-hold’ approach and ‘plain vanilla’ bonds. In fact, overall risks for bond 

 
16 Cantor and Mann (2007) define accuracy as “the correlation between ratings and the risk of default or, more 

generally, credit losses” (p. 62), and stability as “the frequency and magnitude of rating changes, as well as the 

likelihood that rating changes will prove enduring” (p. 62). Other useful resources for rating performance 

measurement are Engelmann et al. (2003, 2011) and Tasche (2009). 
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investors are numerous and not limited to credit risks assessment, although the latter is still 

the most important factor to consider. 

With respect to the distribution of bond investors by classes, information in both 

academic and business literature is scarce. Arguably, conservative investors are the largest 

group since the volume of investment-grade bond issues outweighs those on the riskier side 

of the credit risk spectrum. On the other hand, it may also be true that the majority of 

investors allocate their funds in both risk echelons, and the same applies to bond duration 

and portfolio turnover ratios. The idea that short-term investors only use short-term bonds 

for trading is also false, and at the same time, many long-term bonds may have had options 

included which make them shorter in duration than they appear according to maturity date. 

Thus, considering the investor’s perspective, I postulate that its population is not 

homogenous: investors have different preferences as to their risk tolerance and investment 

horizon. The length of the time horizon will arguably influence the perceived importance 

between rating accuracy and stability. I therefore explore the question, ‘does one credit rating 

fit all?’ and ask whether we can compare the quality of CRA ratings i) over time, and ii) across 

different investment strategies? To my knowledge, this study is the first one to address the 

quality measurement problem of credit ratings under consideration for the heterogeneous 

nature of the buy-side bond market. 

If we view credit ratings as a signal, there must be some recipient of it. Depending on 

the position, or the viewpoint of the recipient, the signal may contain more or less useful 

information to a particular recipient. In the literature, the quality of ratings is usually 

described in terms of accuracy in defaults prediction, and also with respect to the stability of 

ratings, the quality that determines the portfolio rebalancing cost and serves as a proxy for 

the consistency in default predictions that are available for the recipients. 

Since investors are not a homogenous group, as it was explained above, one rating 

system may not be optimal for all groups of investors at the same time, or for same group at 

different times (fit all). Some investors prefer long-term accuracy, and some do not care about 

it, some investors request stable ratings, others would be satisfied with the ratings changing 

on a daily basis. These factors provide opportunities for various CRAs to thrive in different 

demand niches. For example, my approach to indices for various investor groups leads to the 

conclusion that Moody’s ratings may serve better for short-term conservative investors, while 
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S&P ratings may be preferred by the long-term conservative investor group, and Fitch ratings 

are better for long-term speculative investments (as shown in Table 30). 

5.1 Investment Strategies 

I considered four types of investors (cf. Table 29). According to risk tolerance, I divided 

investors into ‘conservative’ and ‘speculative’. The first group avoids higher risks and invests 

in investment-grade rated bonds, usually rated at ‘BBB-‘ or higher. The second group is more 

risk tolerant and aims at higher market alphas through so-called junk bonds, which are rated 

below the investment grade threshold. In addition, I distinguished between short-term (1 

year) and long-term (3 years and 5 years) investors according to the time a bond is held in the 

portfolio, which is not necessarily the duration of the bond itself. Speculative agents typically 

prefer shorter runs, while large institutional investors prefer longer duration bonds and stick 

to ‘buy-and-hold’ strategies to keep rebalancing costs low.  

Table 29  

Groups of Bond Market Investors and Their Perception of Credit Rating Quality 

Time horizon 
Conservative 

(Investment grade only: 
Categories ≥ ‘BBB-‘ threshold) 

Speculative 
(Full rating spectrum) 

Short-term 
(1 year) 

AR/S  1:2 

E[R] = Risk-free rate 

E[MS]  15% 

AR/S  1:1 

E[R] = Risk-free rate + risk premium 

E[MS]  10% 

Long-term 
(3 or 5 years) 

AR/S  2:1 

E[R] = Inflation rate 

E[MS]  50-70% 

AR/S  9:1 

E[R] = Stock market return 

E[MS]  5% 

Note. Postulated Accuracy/Stability (A/S) Ratio Preferences, Expected Returns E[R], and Estimated Market Share 

E[MS]. 

The postulated investor expectations and population sizes are based on practical experience 

combined with the following rational: I presume that the longer a bond stays in a portfolio, 

i.e., the bond does not default, the higher the accuracy of the rating should be, which of 

course is the level of credit risk. Speculative ratings, on the other hand, are naturally less 

stable: the higher the risk, the smaller (higher) will be the demand for stability (accuracy) 

metrics. Furthermore, higher interest rates in a long-term portfolio of junk bonds are 

expected to justify the higher rebalancing costs. Hence, for high risk - high return portfolios, 

rebalancing costs are less crucial. 
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The role of a long-term accuracy is crucial for the long-term investors. In Section 5.3, I 

will show that several research papers were dedicated to connecting the quality of ratings 

with the timeliness of their updates with respect to the changing economic environment. In 

this approach the question remains whether or not this quick response of ratings and their 

fast reaction to some outside metrics, for example, market fluctuations, or MiRs used as a 

benchmark, is beneficial for the investors. Ratings can be changed quickly, and possibly in a 

wrong way. On the other hand, every change in ratings may have its cost, and usually (Cantor 

& Mann, 2007) this cost is described as rebalancing cost. Investors may need to react to rating 

changes by selling off their assets; and when a rating is downgraded, the asset may become 

cheaper, hence would incur an additional loss for the portfolio. In my view, the request for 

long-term accuracy does not contradict the ability of ratings to react on the changing levels 

of the credit risk. I will show that less stable ratings, those which change fast, do not appear 

to be more accurate neither on the short run, nor for longer horizons. 

On the other hand, investment grade portfolios, with low risk premiums and moderate 

levels of credit risk, will be more (less) sensitive to rating stability (accuracy), because the cost 

of rebalancing, especially in the short-run, will stand against each percentage point of return. 

Therefore, there must be demand for individual indices for each group of investors. 

5.2 Credit Rating Quality 

Instead of using benchmark ratings or expected default frequencies (e.g., Merton, 1974) as 

‘true labels’ for the credit risk (e.g., Xia, 2014; Poon et al., 2016), I have plotted the 

performance of rating systems onto the accuracy-stability space. In general, the quality of 

ratings is measured by these two indicators of rating performance. A rating system of high 

quality will discriminate between entities by their probability of default, and it must give a 

stable, universal, through-the-cycle, measurable benchmark of PD for every rating group. 

Engelmann (2011, p. 269), for example, states that “a key attribute of a rating system is its 

discriminative power, i.e., its ability to separate good credit quality from bad credit quality” 

(p. 269). To address the research problem, I suggest a novel index of the quality of ratings 

which jointly interprets calculated accuracy and stability for any CRA. Here, I assess the Big-3 

CRAs (Standard & Poor’s, or S&P; Moody’s; Fitch) and the market-implied ratings published 

by the Credit Research Initiative project within the Risk Management Institute of the National 

University of Singapore. My approach allows me to produce time series of accuracy and 
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stability metrics, and overall rating performances for multiple timeframes to default, as well 

as to calculate rating accuracies for investment-grade portfolios only. 

The gaps in the literature that I identify include compound performance indicators that 

have been suggested in theory (Einig, 2008), however their empirical usefulness remains to 

be demonstrated: for example, assessments of rating quality change over time. Secondly, 

every CRA produces ratings from idiosyncratic processes, yet there is a tendency in the 

literature (e.g., Poon et al., 2016) to treat these outputs as generic ‘ratings’, which impede 

performance comparisons. Thirdly, when the event study literature (e.g., Dimitrov et al., 

2015) analyses rating quality changes with respect to economic crises, for example, or 

regulatory novations, the data are split into prior and posterior subsamples. Because the 

events that may induce changes in the rating technology of any CRA occur frequently, it is 

unclear how accurately the analysis truly captures the effects from the targeted event, and 

conversely, how much bias is introduced from other known and unknown events. To address 

this limitation, my IQR is capable of measuring rating performances during any interval length 

(e.g., week, month) deemed convenient. 

To address the research problem, and to compare the quality of the proposed approach 

with the results officially presented, my IQR is based on the following steps. I obtain and map 

PDs to rating categories; I use parametric transition matrices to calculate accuracy and 

stability; I use cumulative accuracy profiles (CAP) to obtain accuracy ratios; and I develop a 

data preparation method which allows me to calculate transition probabilities that account 

for seasonality, cyclicity and rare default events. My data set includes substantial proportions 

of all entities rated by the four CRAs, the total time interval is from 1990 to 2020, from which 

I derive monthly IQR data for the period from 01 January 1995 to 01 July 2015. The density of 

my observations is high, which allows me then to use moving averages to produce monthly 

rating quality measurements. My results show lower ARs than those reported by the Big-3 

and higher standard deviations. This neither means that S&P mispresent their performance 

nor that my results are faulty: it means that I may have chosen a different analysis method 

and used it for different periods of time and on different samples of rated entities (e.g., S&P 

may use the number of ratings as a weight, while I use default ratios). On the other hand, 

controlling all calculations from the fundamental data, I am not dependent on the 

performance self-evaluations provided (or not provided) by the CRAs. The CRI, for example, 
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published data on their rating performance once, in 2016. Table 30 contains a summary of my 

most aggregate results, which correspond to the four investor classes discussed. S&P is the 

top-performing CRA over the 20-year period, according to the compound average weighted 

IQR value, although the difference between S&P and Fitch was not significant at 5% level. 

However, S&P is not ranked top for all of the bond investment strategies. Short-term 

conservative investors might prefer Fitch. Long-term speculative investors may opt for Fitch, 

which was top-performer in 2005–2015. As expected, the IQR decreases for longer 

investment horizons. 

Table 30  

Average Quality of Ratings of Four CRAs over a 20-Year Period from 01 January 1995 to 01 

July 2015 

Index Top performer Index value Runner Up Index value 

All ratings 

1995–2015 Standard & Poor's 0.630 Fitch 0.605 

1995–2005 Standard & Poor's 0.625 Fitch 0.525 

2005–2015 Fitch 0.642 Standard & Poor's 0.637 

Short-term conservative investors 

1995–2015 Fitch 0.782 Moody's 0.757 

1995–2005 Moody's 0.792 Fitch 0.783 

2005–2015 Fitch 0.782 Standard & Poor's 0.743 

Short-term speculative investors 

1995–2015 Fitch 0.748 Standard & Poor's 0.732 

1995–2005 Fitch 0.735 Standard & Poor's 0.721 

2005–2015 Fitch 0.754 Standard & Poor's 0.750 

Long-term conservative investors 

1995–2015 Standard & Poor's 0.487 Fitch 0.433 

1995–2005 Standard & Poor's 0.486 Fitch 0.355 

2005–2015 Standard & Poor's 0.488 Fitch 0.469 

Long-term speculative investors 

1995–2015 Standard & Poor's 0.548 Fitch 0.537 

1995–2005 Standard & Poor's 0.522 Fitch 0.364 

2005–2015 Fitch 0.619 Standard & Poor's 0.589 

After the literature review in the next Section 5.3, in Section 5.4, I analyse computational 

aspects and explore the characteristics from the interplay between the novel methodological 

aspects. Section 5.5 contains all results, and Section 5.6 concludes with a summary discussion, 

which also addresses the limitations and relevance of my work, and suggests future research 

directions. 
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5.3 Literature on the Quality of Ratings 

Research on compound quality metrics within the credit rating assessment context is at a 

seminal stage. I find that, with respect to ratings, quality measurement and previous research 

mostly looks at responsiveness to changes in credit risks, which is measured by the expected 

default probability derived from the KMV model (Merton, 1974). The underlying ideas and 

the approach of Merton model for estimating default risk are that the market price for the 

equity of a firm can be treated as an option on its assets, whereas a strike price equals to the 

book value of the firm’s liabilities, which maturity being the option expiration term. Within 

that approach, the option’s price is determined according to the Black-Scholes-Merton (BS-

Merton) model. When the value of assets of a firm falls below the default point, the firm 

defaults. In both KMV and Merton (1974) model’s, a distance to default is measured in terms 

of standard deviations the asset value is away from the default point. There are the following 

differences in determining the default point and the default horizon. 

In the original BS–Merton model the expiration time is a default horizon and the 

maturity of the debt of the firm. In the KMV, or Vasicek–Kealhofer model (Vasicek, 1984; 

Kealhofer & Bohn, 2001; Kealhofer, 2003), default is expected at any time point before a 

certain date and equity is treated as a perpetual call option on the assets of the firm. In KMV 

the default point is found from the historical observations, i.e., so called ‘Moody’s default 

point’ is a sum of current liabilities and a half of long-term debt of a firm. Merton’s model 

defined this point as total liabilities. The advantage of KMV model comes from that the 

distribution of the distance to default is empirically determined from Moody’s historical data. 

For example, if the value of the firm’s assets is X standard deviations from the default point, 

and historically the frequency of defaults for all firms observed by Moody’s, that were X 

standard deviations from the default point, was P, then the model prescribes P is a default 

probability of the firm. 

Xia (2014), for example, explores the influence of the Eagan-Jones Rating Company, 

working on an investor-paid business model, on the ratings of Standard & Poor’s, who utilize 

an issuer-paid model. Xia refers to previous studies that revealed the superiority of the KMV 

model over Standard & Poor’s and Moody’s ratings, which justifies taking the correlation 

between credit ratings and KMV EDP as a measure for rating quality. This “responsiveness to 

credit risk” thus assumes that the EDP is a true and unbiased proxy for the credit risk. 
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In this study, I show that the CRI, when implementing a rating model similar to KMV, 

could not achieve rating accuracy equal to or better than any of the Big-3. I thus provide 

alternative results to previous research (e.g., Xia, 2014; Bohn, Arora, and Korablev, 2005; also, 

Korablev & Dwyer, 2007), as in the large international sample of public companies that I use, 

the superiority of CRI (EDP) over incumbent CRAs in accurate prediction of defaults in 1990-

2007 was not observed; neither was it observed for the period of GFC 2008 or after that. 

Poon et al. (2016, p.284) state that “this is the first comprehensive study to examine 

how Market-implied Ratings (MiRs) perform relative to Credit Ratings (CRs) with respect to 

timeliness, responsiveness and stability”. Their data covers the period between 2002 and 

2014 and is derived from Moody’s databases in the form of pairs of ratings, MiRs and CRs 

respectively, assigned to a number of corporate issuers. Poon et al. made very simple 

calculations on these data, including rating gaps (MiR - CR), reversal rates and the logistic 

regression - OLS model for rating responsiveness to several parameters including expected 

default probability (EDP), calculated on Merton’s model. 

The authors provide evidence that is obvious from the start. Firstly, they claim that MiRs 

are less stable. The following is true: i) the volatility of MiRs measured on the data is much 

higher; and ii) MiRs are based on the volatility of market prices, and markets are volatile. Also, 

previous research (e.g., Altman & Rijken, 2004; Löffler, 2004) showed that CRAs put additional 

efforts into preserving rating stability and deployed a ‘through-the-cycle’ approach. Secondly, 

Poon et al. (2016) state that MiRs are more responsive to EDPs. Remember that EDF and EDP 

are the same term, and they both are key outputs of MiRs. 

An equity-implied rating is the credit category assigned to a firm based on its Expected 

Default Frequency (EDF). The equity-implied ratings available through MIRs are based 

on Moody’s Analytics EDF credit measures. The mapping from EDF measures to implied 

ratings is determined by median EDF measures of firms in rating classes. (Poon et al., 

2016, p. 322) 

At the same time, EDP may not be a parameter for assigning CR. Thirdly, the authors assume 

that gaps can predict changes in CRs. The following is true: i) Moody’s uses MiRs in CRs 

surveillance, as in the following example: 
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We may use our Market Implied Ratings (MIR), based on bond or credit default swaps, 

in order to help us gauge a bank’s access to the funding markets. Where the MIR is 

suggesting distress, either showing a major gap with respect to our issuer rating, or a 

low absolute level, we may judge that its market access is impaired. (Hill and Auquier, 

2021, p. 53) 

The authors, however, believe that MiRs are not inputs for CRs. ii) MiRs change more 

frequently as underlying data (bond / equity / CDS quotes) is available daily. CRs change less 

frequently as underlying data (accounting reports) are provided quarterly. 

With this approach, the researchers assume that KMV EDP is a benchmark for ‘true’ 

ratings, as though the market is always accurate in assessing credit risk, and CRAs are required 

to follow market opinion as fast as possible in attempts to preserve the quality of the ratings. 

I question this statement for the following reason. To accept EDP as the best benchmark for 

ratings quality, I dispute the accuracy of EDP itself as a credit risk indicator. In doing so, I test 

the CRI ratings, which are Market-implied Ratings (MiRs) derived from a model similar to 

KMV, for accuracy. If I find the CRI ratings more accurate than the ratings provided by the 

incumbents, then they can serve as a benchmark for the ratings quality. But, if not, I need 

another metric for the quality of ratings. In any case, I intend to add to the topic of 

fundamental and market-implied ratings comparison by implementing a method different 

from the one prevailing in the literature, i.e., not taking EDP as a ‘true proxy’ of default 

probability, but rather considering actual defaults as the key indicator for rating accuracy. 

Next, a number of studies (e.g., Einig, 2008; Duff & Einig, 2009) attempted to create 

more complicated systems to measure rating quality according to the opinions of investors 

on the matter, but they came up with the substitute of quality for such terms as ‘expertise’, 

‘independence’, ‘reputation’, etc.  

Einig (2008) developed the RATEQUAL model to assess the quality of CRA ratings, with 

the factors being tested with the questionnaire and presented in 14 hypothesized dimensions, 

including reputation, values and norms, methodology, independence, trust and investor 

orientation among others. Meanwhile, none of those dimensions has any objective and 

quantity metric to test against. For instance, investor orientation of CRA ratings is defined as 

the ability of a CRA to arrange a discussion with investors around crucial issues. I argue against 

the assumption that investors need events and interrelation with the CRA to be satisfied with 
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the quality of ratings. On the contrary, the most important quality of ratings that matters for 

the investors is their ability to predict defaults on rated bonds accurately, as this is what 

matters economically for the investors. The worst outcome is that a description of the 

RATEQUAL model does not give any idea about which CRA performs better. 

Later, Duff and Einig (2009) described the determinants for rating quality as they 

interviewed market participants to find out their key insights on the topic. They assumed that 

technical competence (of a CRA analyst), the quality of their professional judgement applied 

in rating analysis, as well as independency of a CRA and the quality of its relations with the 

issuer are the major determinants of the rating quality. The drawbacks of their research 

remain in no data being provided on the actual quality of ratings indicator given for any of the 

CRAs on the market, although the date of publication, i.e., 2009, would have favoured such 

an approach: in no other time were investors so concerned about the quality of ratings as 

they were after the GFC. With all respect to the authors, the metrics that they introduced are 

no easier to measure than the quality of ratings itself, and that is probably why the 

researchers do not present the results of the measurements on real CRA performance. 

Several researchers continued the line of dealing with the quality of ratings without 

providing results for a compound metric for its measurement, as proposed by Duff and Einig 

(2009), among whom I can mention Dimitrov et al. (2015) and DeHaan (2017). Both papers 

put emphasis on post-crisis (GFC) changes in the behaviour and performance of CRAs, with 

Dimitrov et al. (2015) examining the consequences of the Dodd-Frank Act regulating CRAs in 

the USA, and DeHaan (2017) trying to find distinctive patterns in the actions of CRAs after the 

GFC. 

In particular, the key findings from Dimitrov et al. (2015) are that the authors found no 

evidence for any improvement in the quality of the ratings after the new regulations had been 

put in force, while at the same time some negative trends were observed, such as the 

situations when the CRAs assigned lower ratings, provided wrong signals or withheld 

important information from their publications. The approach to rating quality followed by the 

paper is what could be defined as 100% indirect. Two alternative hypotheses were tested, the 

first (disciplining hypothesis) is that rating quality improved after the Dodd-Frank Act, the 

second (reputation hypothesis) is that the Act had an adverse effect on ratings quality, i.e., 

CRAs were giving lower ratings, wrong signals and providing less information on rating 
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transitions. Eventually, the research focuses on testing the second hypothesis because, if it is 

proved, then obviously the first one is false. Thus, indirectly, rating quality was defined as a 

consistent (‘all else equal’) downgrade ratio, with a constant effect of downgrades on financial 

market quotes, and a non-decreasing default ratio among speculative-rated bonds. 

Unsurprisingly, evidence was shown that CRAs did not comply with the above three criteria 

for good ratings, hence, rating quality didn’t improve. Moreover, no evidence was given in 

relation to whether CRAs were different in their behaviour, or if one CRA performed better 

than the other. The gap in that kind of research is that performance indicators have very 

distant relationships with the actual quality of the ratings (although below I shall discuss yet 

another paper that puts the ‘downgrade ratio’ at the top of rating performance analysis), also 

that the individual performance of each CRA is not shown in comparison. 

On the other hand, DeHaan (2017) found no evidence that the quality of ratings 

deteriorated after 2008: conversely, he found that the CRAs did perform better, though still 

markets relied less on credit ratings now because of the reputation effect. To judge the quality 

of ratings, the author used tests to compare the accuracy, stability and timeliness of the 

ratings (without defining providers) before, during and after the crisis. The approach is much 

more similar to this study, as at least accuracy and stability measurements were involved. 

However, timeliness seems to be the least significant issue of all, as it is accuracy derivative, 

and without any respect to the findings of improved rating quality, yet DeHaan (2017) is 

clearly one of the first studies that have used direct measurements of rating quality for several 

periods in comparison. 

Cantor and Mann (2007) postulated the concept of a trade-off between rating accuracy 

and rating stability, stating that both qualities were valued by the market participants or 

investors. After Altman and Rijken (2004), they show that at certain points in time CRAs 

sacrifice accuracy for improvements in rating stability, because investors value stability of 

ratings. The latter is due to investors’ desire to minimize the cost of rebalancing their 

portfolios, hence, the less stable the ratings are, the costlier it will be for the investors to 

follow rating changes. The limitation though is that Cantor and Mann (2007) only show the 

example of a trade-off using EDF (market-implied ratings based on a model developed by 

Moody’s, and similar to KMV), which leaves the question open whether such a trade-off 

occurs with the real, fundamental credit ratings. In the data that I use, I see no evidence for 
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the assumption that less stable ratings of one CRA tend to be more accurate than more stable 

ratings of other CRAs, or that less accurate ratings tend to remain more stable. On the other 

hand, the contribution of Cantor & Mann’s (2007) study is in formulating two major indicators 

for the quality of ratings, which are Accuracy Ratio and Stability Ratio, the latter described as 

a proportion of ratings that remain unchanged over a certain period. In this research, I follow 

the same approach and use these two metrics as key indicators of the rating performance. 

Many authors continued the analysis of the trade-off between accuracy and stability in 

credit ratings, including such papers as Cheng and Neamtiu (2009), Cornaggia and Cornaggia 

(2011), followed by Kiff et al. (2013), later revisited in Kiff and Kisser (2020), as well as Gu et 

al. (2014). 

Cheng and Neamtiu (2009) were among the first researchers to find and test the 

improvements in post-crisis rating performance, and for their time, the crisis referred to the 

Enron / WorldCom cases in 2002. They show evidence of progress in all aspects of rating 

performance: accuracy, volatility and timeliness, as CRAs faced the regulatory pressure after 

the 2001–2002 events and the introduction of several laws by the U.S. Securities and 

Exchange Commission, which were set to regulate the activities of CRAs. The findings show 

that, in the post-2002 era, CRAs improved all three parameters tested: timeliness (meaning 

average rating value prior-default), accuracy (measured on CAP curve), and volatility (the 

standard deviation of ratings outstanding measured for those ratings that change over a 1-

year period). 

Thus, later research showed that there may be a situation when no trade-off between 

accuracy and stability is observed, as both metrics improve simultaneously. Similarly to 

DeHaan (2017), I agree that obvious reasons explain the improvement in rating performance 

in the post-crisis era, which are mainly in that there has been no subsequent crisis after the 

first one. In relation to shortcomings, all performance metrics are still treated independently 

and there is no attempt to create a compound metric for the quality of ratings. Nor do I see a 

single metric for any of Big-3 CRAs involved individually. 

Kiff et al. (2013) analysed models for both Through-The-Cycle (TTC) and Point-In-Time 

(PIT) rating systems, the first presented by CRAs and the second being bank’s internal ratings, 

to figure out that TTC approach led to more stable, but less accurate, ratings in general, which 

was in line with Cantor and Mann (2007). They also state that the “PIT approach is always 
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superior in forecasting future defaults” (Kiff et al., 2013, p. 23), though there were no real-life 

examples presented in evidence of this statement. This particular statement was later 

contradicted in the revised paper by Kiff and Kisser (2020), where the authors found TTC 

systems to perform better than PIT and they also found no evidence of the accuracy-stability 

trade-off postulated in Cantor and Mann (2007). In revisiting the topic, Kiff and Kisser (2020) 

acknowledged that rating methodology was a cornerstone in determining rating accuracy, 

both for TTC and PIT rating systems, and again with no real-life examples, the conclusion this 

time was that “volatile ratings may even be less accurate” (Kiff & Kisser, 2020, p. 21), 

therefore, the authors failed to show empirical evidence of an accuracy-stability trade-off in 

ratings. Again, none of the existing CRA rating systems was observed, measured or compared 

to others in the course of their research. 

Gu et al. (2014) suggested that CRAs do use CreditWatch (forecasts) to find the right 

balance between timeliness (accuracy) and stability. The paper examined data on Standard & 

Poor’s CreditWatch publications between 2002 and 2005 with respect to market fluctuations 

around the dates of publications to prove that CreditWatch publications did not actually have 

enough effect on markets as was expected. The fact that markets are faster in predicting the 

dynamics of issuers performance is shown as evidence that CRAs are slow, therefore, their 

aspiration for rating stability needs to be re-evaluated. In my thinking, this conclusion is 

questionable and, as described in the next paragraph, there may be arguments in favour of 

slow and stable ratings. 

To the best of my knowledge, almost no studies have been conducted on the 

classification of bond investors, in the way I approach this problem. The only work I can 

mention belongs to Cornaggia and Cornaggia (2011), who managed to refer to the basic 

request to CRAs from bond investors, i.e., “investors don't want rating downgrades” (authors 

citing the speech of Moody’s official at the US hearings in 2007, Cornaggia & Cornaggia, 2011, 

p. 2). Apart from identifying this key concern of conservative investors, the paper is one of 

the first ones to make direct comparison between two CRAs with different levels of stability. 

However, the authors did not believe that accuracy across the whole rating scale represented 

a valuable metric for conservative investors (which I also agree with, as shown in the next 

section), and despite the fact that Moody’s more stable rating system was at the same time 

far more accurate on default prediction than the less stable system of Rapid Ratings (Accuracy 
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Ratio of 0.32 for Moody’s vs 0.19 for Rapid Ratings), the test was performed to see if by 

following Moody’s ratings, investors would gain better returns than if they followed the 

alternative ratings of Rapid Ratings. Finally, and unsurprisingly once again, the research 

showed that those who relied on more stable [yet, more accurate] ratings would likely get 

higher returns on their bond portfolios. The conclusions may seem controversial, such as that 

relying on less informative ratings allows investors to earn extra income, which is described 

as a regulatory constraint. At the same time, the approach implemented gives insights into 

several important aspects for better analysis of the rating quality with respect to what 

investors demand from them. Also note, Cornaggia and Cornaggia (2011) study did not 

attempt to classify investors into several groups according to their strategies or perception of 

CRA ratings. 

5.4 Analysis 

According to the selected investment strategies of up to 5 years, my analysis window allows 

us to calculate accuracy, stability and IQR time series for end-of-period dates between 01 

January 1995, and 01 July 2015. The denominator in Expression (3.5), Chapter 3, converts to 

represent an average number of ratings in each rating category, as shown in Expression (3.8). 

Put explicitly, for 1-year periods, the rating accuracy on 01 January 1995 uses PD data from       

D-1 = 1 January 1994 to D0 = 1 January 1995, and default events occurring during the period 

from D0 = 1 January 1995 to D1 = 1 January 1996. For the 3- and 5-year periods, the same rule 

applies, thus for the 5-year periods considered for the ratings matrix, the data used start on 

01 January 1990, and the last data point is 01 July 2015, because the respective periods for 

the default events are from 01 January 1995 to 01 January 2000, and from 01 July 2015 to 01 

July 2020, respectively. For each calendar day over the 20-year period, for each of the three 

investment periods, and for each of the four CRAs, I have calculated the total accuracy, 

accuracy for investment grade ratings (Accuracy IG), and accuracy for non-US ratings. Because 

the CRI updates the ratings at the end of each calendar month, there is no gain in calculating 

the accuracy metrics daily, so I have chosen to do so on the first day of every month. An 

excerpt from my database is shown in Table 31. 
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Table 31  

Excerpt from Database Containing Accuracy Proxies from the Year of 2001 

CRA Date End Period 
(years) 

Accuracy 
total 

Accuracy 
IG 

Accuracy 
non_US Stability Average number  

of ratings 
Number of 

actions 
Number of 

defaults 
Default 

ratio 

S&P 01.01.2001 1 0.646 0.728 0.759 0.687 1603.774 1611 90 0.056 

S&P 01.02.2001 1 0.654 0.727 0.774 0.684 1611.751 1631 94 0.058 

S&P 01.03.2001 1 0.634 0.643 0.770 0.678 1620.359 1662 105 0.065 

S&P 01.04.2001 1 0.621 0.608 0.732 0.674 1628.251 1680 109 0.067 

S&P 01.05.2001 1 0.608 0.608 0.732 0.671 1635.723 1690 105 0.064 

S&P 01.06.2001 1 0.635 0.606 0.747 0.661 1642.908 1715 106 0.065 

S&P 01.07.2001 1 0.635 0.487 0.750 0.646 1650.016 1747 102 0.062 

S&P 01.08.2001 1 0.629 0.486 0.750 0.643 1657.241 1761 100 0.060 

S&P 01.09.2001 1 0.623 0.547 0.745 0.633 1664.190 1779 102 0.061 

… … … … … … … … … … … 

CRI 01.03.2001 5 0.263 0.180 0.333 0.053 17465.928 1045251 607 0.035 

CRI 01.04.2001 5 0.263 0.172 0.334 0.053 17555.119 1050493 592 0.034 

CRI 01.05.2001 5 0.269 0.169 0.339 0.053 17645.872 1055703 582 0.033 

CRI 01.06.2001 5 0.281 0.190 0.353 0.053 17733.347 1060890 577 0.033 

CRI 01.07.2001 5 0.280 0.191 0.343 0.053 17815.361 1046829 572 0.032 

CRI 01.08.2001 5 0.280 0.187 0.347 0.053 17905.429 1051675 559 0.031 

CRI 01.09.2001 5 0.280 0.181 0.345 0.053 17988.237 1075573 549 0.031 

CRI 01.10.2001 5 0.287 0.175 0.358 0.053 18061.255 1061082 537 0.030 

CRI 01.11.2001 5 0.294 0.169 0.367 0.052 18144.213 1084590 530 0.029 

CRI 01.12.2001 5 0.301 0.162 0.373 0.052 18222.350 1089026 518 0.028 

Based on a total of 36 annual observations (12 months x 3 horizons) for each CRA, and a total 

of 247 months within the analysis window, I obtain 2,964 lines of data in the table. One data 

processing cycle includes i) calculating and saving of the transition matrix, and ii) calculating 

and saving intermediate and final default ratios across all input parameters (CRA, categories, 

investment horizons, accuracy types). With an average number of rating actions of 258,047, 

1,756, 407 and 591 for CRI, S&P, Moody’s and Fitch, respectively, my MacBook Pro (Retina, 

2013, 4 core Intel i7 with 8GB RAM) used a total CPU time of 63.49 days17 to process and 

calculate all the results. 

 
17 The total CPU time can be significantly reduced on a modern work station. Also, I have not optimized for a 

better database structure to reduce the >90% of CPU-time spent on reading and writing to and from the MySQL 

database. 



 
146 

5.4.1 Non-Weighted, Average Performance Metrics 

For the purpose of statistical analysis, I have provided selected summary statistics in Table 32. 

Later in the next Subsection 5.4.2, I have provided weighted average metrics which, from an 

investor’s perspective, align appropriately for practical reasons. 

Table 32  

Summary Statistics for Accuracy and Stability of Ratings, and Default Ratios for the CRI, S&P, 

Moody’s and Fitch 
 

Mean Max Min Stdev 
1y 3y 5y 1y 3y 5y 1y 3y 5y 1y 3y 5y 

CRI 
A(all) 0.680 0.462 0.338 0.790 0.599 0.470 0.538 0.339 0.259 0.066 0.077 0.051 

A(IG) 0.409 0.287 0.201 0.697 0.418 0.298 0.050 0.158 0.104 0.127 0.052 0.043 

S 0.132 0.070 0.057 0.162 0.085 0.065 0.099 0.060 0.052 0.016 0.006 0.003 

N(ratings) 21,691 20,703 19,592 27,772 27,674 27,487 8,992 7,066 4,997 5,031 5,628 6,202 

N(actions) 258,047 741,201 1,169,754 357,110 1,017,896 1,642,508 107,895 254,425 299,798 60,214 201,101 369,454 

N(defaults) 168 415 557 374 612 761 14 78 127 80 117 140 

DR(all) 0.0077 0.0206 0.0297 0.0197 0.0343 0.0458 0.0015 0.0110 0.0209 0.0038 0.0058 0.0068 

Moody’s 
A(all) 0.811 0.735 0.628 1.000 1.000 1.000 -0.254 0.209 0.068 0.268 0.301 0.357 

A(IG) 0.857 0.557 0.597 1.000 1.000 1.000 -0.113 -0.299 -0.101 0.333 0.553 0.401 

S 0.831 0.602 0.461 0.970 0.913 0.907 0.689 0.422 0.297 0.061 0.104 0.126 

N(ratings) 442 424 407 937 908 881 9 3 2 275 268 259 

N(actions) 407 464 602 882 1,165 1,530 2 2 2 263 335 452 

N(defaults) 10 12 21 68 64 80 0 0 0 17 17 26 

DR(all) 0.0129 0.0181 0.0343 0.0820 0.0764 0.0923 0.0000 0.0000 0.0000 0.0213 0.0232 0.0345 

S&P 
A(all) 0.773 0.629 0.550 1.000 0.891 0.742 0.569 0.449 0.352 0.107 0.103 0.101 

A(IG) 0.821 0.588 0.516 1.000 1.000 0.833 -0.318 0.209 0.248 0.305 0.225 0.123 

S 0.733 0.481 0.350 0.877 0.654 0.495 0.605 0.381 0.284 0.070 0.069 0.042 

N(ratings) 1,743 1,663 1,584 2,316 2,213 2,153 619 564 522 489 527 558 

N(actions) 1,756 2,154 2,812 2,325 3,027 4,002 601 612 743 527 825 1,215 

N(defaults) 32 74 89 109 164 128 0 4 16 27 40 24 

DR(all) 0.0181 0.0458 0.0605 0.0669 0.1139 0.1166 0.0000 0.0071 0.0305 0.0159 0.0282 0.0213 

Fitch 
A(all) 0.823 0.632 0.567 1.000 1.000 1.000 -0.041 0.012 -0.009 0.235 0.238 0.214 

A(IG) 0.896 0.458 0.599 1.000 1.000 1.000 -0.262 -0.503 0.226 0.289 0.492 0.222 

S 0.778 0.537 0.402 0.949 0.767 0.607 0.613 0.379 0.276 0.071 0.102 0.103 

N(ratings) 520 480 441 889 875 863 72 63 56 317 316 310 

N(actions) 512 591 737 947 1190 1483 68 61 66 317 398 529 

N(defaults) 5 11 12 25 28 34 0 0 0 5 9 9 

DR(all) 0.0069 0.0188 0.0269 0.0283 0.0377 0.0429 0.0000 0.0000 0.0000 0.0065 0.0099 0.0076 
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Note. Accuracy (A), Stability (S) of Ratings and Default Ratios (DR) over 247 monthly observations from D0 = 

1.1.1995 to D0 = 1.7.2015. 

Firstly, I note that MIRs are on average less stable and less accurate than the fundamental 

ratings of the Big-3 agencies, which is somewhat offset by a much smaller standard deviation 

for any of the three means for different analysis horizons. This effect is to be expected 

considering the large average numbers of rating actions that the CRI processes. This also 

means that the minimum values for CRI rating accuracy are much higher than those of 

Moody’s and Fitch, with the comparison with S&P producing mixed results. Thus, at any 

month during my analysis window from 1995 to 2015, CRI ratings were at least useful (i.e., 

accuracy ratio > zero), while the accuracy performance of Moody’s and Fitch was sometimes 

worse than random (i.e., negative values). The latter may be an important incentive for 

investors to consider the ‘on average less accurate’ MIRs more favourably. This finding may 

correspond to conclusions of other researchers on timeliness of ratings, when MIRs are 

considered to be more informative and relevant indicators for future defaults at some points. 

Secondly, I see no evidence that a less stable rating system would be more accurate. Thirdly, 

the analysis across the three different horizons, 1-, 3- and 5-year, shows the extent of the 

expected decrease in average accuracies of the rating systems in the long-run. I also see that 

the extent of such a decrease in accuracy is much higher for MIRs than it is for fundamental 

ratings. For example, CRI ratings are half as accurate for the 5-year prior-to-default period as 

for 1-year, while Big-3 ratings are still quite accurate on average, even for longer periods. Also, 

for the long-runs, accuracy for IG ratings is lower than overall accuracy, with the exception of 

the 5-year Fitch metrics. Fourthly, I note that, on average, the Big-3 experienced higher rates 

of defaults, while their average accuracy remains higher than those for the CRI. Of those Big-

3 agencies, Moody’s experienced fewer defaults and S&P had the highest rates of all, while 

S&P ratings were on average more accurate than Moody’s. The difference in defaults between 

S&P and Fitch was substantial, while accuracy was approximately on a par. Fitch and Moody’s 

were comparable on default ratio, but Fitch was a bit more accurate, especially in the long 

periods. 

In terms of stability, there is little variation in the low average numbers of ratings for 

the CRI, while for fundamental ratings, the considerably higher stabilities imply that a change 

of rating is a rare event. Even for 5-year timeframes, 46.1%, 35.0%, and 40.2% of ratings for 
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Moody’s, S&P and Fitch remain untouched, respectively, while the probability of the CRI 

rating to stay put over a 5-year term is below 6%, and over a 1-year term is about 13%. This 

may compound to a large difference in rebalancing costs that bond holders would have to 

carry when relying on MIRs, compared to those who trust the fundamental approach. 

Understanding these probabilities is important for the investors in deciding, for example, on 

portfolio returns and execution of bond options. With this, I am addressing a gap in the 

academic literature in providing comparative performance metrics, information, which, in a 

practical setting, seems paramount for investors. 

5.4.2 Performance Metrics for Co-Rated Entities 

To make a fairer comparison of performance for the CRI ratings, I compiled, in a format 

identical to Table 32, summary statistics for rating assignment-relevant variables, based on 

subsamples of only co-rated firms. In the three Panels, A, B and C, of Table 33, I have displayed 

summary rating statistics for the CRI rating performance on entities that were also rated by 

S&P, Fitch, and Moody’s, respectively. The respective sample sizes considered are expressed 

by the proportion in the subheadings of the table. For example, in the CRI and S&P co-rated 

subsample, 6.50% of the total of CRI-rated firms available are considered (cf. Table 33), and 

80.81% of the total of available S&P rated firms. 

Generally, I observe a clear improvement in the rating quality for the MiRs used by the 

CRI applicable to entities, which are also rated by the Big-3. For example, the average rating 

accuracy for the 1-year and 3-year analysis horizons increased from 68% and 46%, 

respectively, to >80% and >60%. For the 5-year averages, improvements of 34% are obtained 

for S&P and Moody’s co-rated entities of more than 10%, but a reduction in precision for Fitch 

co-rated entities of 29%. These results imply that the CRI rating quality for the approximately 

20,000 non-co-rated entities is low. 
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Table 33  

Comparison between Fundamental Ratings and MiRs. Summary for Co-Rated Firms by the 

CRI and Any of the Big-3 CRAs 
 

Mean Max Min Stdev 
1y 3y 5y 1y 3y 5y 1y 3y 5y 1y 3y 5y 

Panel A: CRI (S&P)  
(Proportion of ratings from: CRI is 6.50%, S&P is 80.71%) 

A(all) 0.799 0.595 0.442 1.000 0.808 0.799 0.104 0.374 0.322 0.158 0.108 0.101 

A(IG) 0.610 0.524 0.406 1.000 0.945 0.879 -0.721 0.000 0.165 0.429 0.197 0.133 

S 0.134 0.073 0.060 0.184 0.085 0.068 0.086 0.064 0.054 0.019 0.006 0.003 

N(ratings) 1,378 1,345 1,303 1,801 1,786 1,807 488 441 336 378 423 481 

N(actions) 16,194 46,489 73,809 21,324 61,562 99,174 5,831 15,857 20,109 4,379 14,320 25,659 

N(defaults) 22 48 58 72 96 92 0 4 9 18 24 17 

DR(all) 0.0155 0.0364 0.0486 0.0564 0.0984 0.0944 0.0000 0.0091 0.0260 0.0132 0.0198 0.0177 

Panel B: CRI (Fitch) 
(Proportion of ratings from: CRI is 2.01%, S&P is 86.54%) 

A(all) 0.802 0.634 0.286 1.000 1.000 1.000 -0.666 0.040 -0.451 0.352 0.227 0.299 

A(IG) 0.819 0.599 0.250 1.000 1.000 1.000 -0.652 -0.837 -0.282 0.398 0.481 0.272 

S 0.186 0.097 0.071 0.402 0.234 0.153 0.090 0.058 0.052 0.073 0.047 0.031 

N(ratings) 440 417 389 750 763 795 59 52 40 266 278 281 

N(actions) 51,70 14,386 22,057 9,459 26,318 42,662 712 1,864 2,411 3,083 9,302 15,285 

N(defaults) 3 8 9 14 21 29 0 0 0 3 7 8 

DR(all) 0.0052 0.0149 0.0202 0.0188 0.0287 0.0372 0.0000 0.0000 0.0000 0.0046 0.0088 0.0066 

Panel C: CRI (Moody’s) 
(Proportion of ratings from: CRI is 1.84%, S&P is 89.36%) 

A(all) 0.860 0.758 0.477 1.000 1.000 1.000 -0.665 0.291 -0.474 0.295 0.260 0.366 

A(IG) 0.809 0.700 0.440 1.000 1.000 1.000 -.708 -0.127 -0.387 0.424 0.355 0.352 

S 0.239 0.136 0.103 0.664 0.652 0.645 0.081 0.066 0.058 0.102 0.078 0.070 

N(ratings) 68 380 388 740 739 738 5 2 1 215 237 252 

N(actions) 189 12,026 19,154 8,612 24,914 39,950 63 63 63 2,402 7,113 11,602 

N(defaults) 7 11 16 47 44 52 0 0 0 12 15 18 

DR(all) 0.0116 0.0193 0.0291 0.0755 0.0682 0.0754 0.0000 0.0000 0.0000 0.0201 0.0240 0.0246 

Note. Accuracy (A) and Stability (S) of ratings and Default Ratios (DR) for co-rated firms by the CRI and any of the 

Big-3 CRAs over 247 monthly observations from D0 = [01 January 1995; 01 July 2015]. 

The CRI performs a much higher average number of rating actions N(actions) per rated 

entity N(ratings) than the Big-3 (cf. Tables 32 and 33). This is to be expected because changes 

in MiR input variables are observed more frequently. Negative accuracy averages suggest that 

the CAP curve crosses below the random forecaster. The standard deviation of the average 

performance metrics is proportional to the monthly variation in and frequency of the number 

of rating actions, and thus increases for the sample of co-rated entities. Also, when the 
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number of defaults reduces from several hundred (Table 32) to several dozen (Table 33), 

I observe a significant increase in the range of possible monthly accuracy and stability 

precisions. Thus, I now introduce another variation to the analysis to produce a meaningful 

metric that allows to compare the rating performance between all CRAs independent from 

the impact of the frequency of rating defaults. 

5.4.3 Weighted Average Performance Metrics 

The minimum numbers of default events in Tables 32 and 33 are much smaller than the 

number of observations (247). The average performance metrics discussed in the previous 

sections thus include numerous periods with no default events, for which accuracy ratios are 

1, and therefore true performance is biased upwards. To alleviate this bias, I have calculated 

weighted averages for the performance metrics, which also align with the view that investors 

need accurate predictions of defaults when they actually occur. On the contrary, when there 

are no defaults for a period, there is no metric to measure the accuracy of how a rating system 

discriminates defaulters from non-defaulters. In contrast, when the number of defaults is 

large, the quality of ratings becomes crucial because of the proportional impact on bond 

investments returns, thus the weight for such periods should be higher. The weighted CRA 

performance metrics are shown in Table 34, where when taking the average for a number of 

periods, I have used the number of defaults for that period as a weight. 

As expected, I observe marginal differences between the CRI weighted and non-

weighted averages for stability, ‘all’ and ‘IG’ accuracies across any investment horizon and 

over the full analysis period (Panel A), and in evenly split 10-year analysis windows starting 

from 01 January 1995 (Panel B), and 01 July 2005 (Panel C). For example, for the 1-year and 

5-year horizons, the weighted averages are now 67.1% and 32.8%, compared to 68% and 

33.8% (Table 32), respectively. This result has been expected because the number of defaults 

remains large with respect to the 247 periods, and thus the weighting will be approximately 

uniform. To this effect, the number of defaults observed for the Big-3, which is of the order 

of 247, the weighting induced across all metrics slightly (significantly) reduced performance 

metrics for the Fitch and S&P (Moody’s) ratings. 
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Table 34  

Weighted Averages for Accuracy and Stability of Ratings of 4 CRAs 

Panel A 
Accuracy 

Stability 
1y 3y 5y 

CRA all IG non-US all IG non-US all IG non-US 1Y 3Y 5Y 

CRI 0.671 0.399 0.654 0.447 0.276 0.485 0.328 0.202 0.365 0.130 0.069 0.056 

CRI (Fitch) 0.743 0.758 0.798 0.594 0.564 0.576 0.310 0.248 0.346 0.157 0.075 0.060 

Fitch 0.744 0.844 0.846 0.583 0.368 0.691 0.515 0.501 0.553 0.752 0.497 0.361 

CRI (Mod) 0.636 0.502 0.778 0.471 0.333 0.583 0.354 0.333 0.703 0.178 0.092 0.066 

Moody's 0.566 0.704 0.793 0.438 0.047 0.671 0.274 0.277 0.636 0.782 0.507 0.356 

CRI (S&P) 0.786 0.574 0.780 0.555 0.488 0.607 0.426 0.403 0.513 0.132 0.072 0.059 

S&P's 0.740 0.800 0.856 0.601 0.548 0.735 0.523 0.488 0.694 0.724 0.486 0.361 

Panel B 
Accuracy 

Stability 
1y 3y 5y 

CRA all IG non-US all IG non-US all IG non-US 1Y 3Y 5Y 

CRI 0.644 0.369 0.629 0.413 0.250 0.468 0.296 0.196 0.343 0.123 0.066 0.054 

CRI (Fitch) 0.820 1.000 0.805 0.486 0.681 0.513 0.249 0.139 0.528 0.145 0.065 0.054 

Fitch 0.713 0.837 0.833 0.341 0.097 0.583 0.367 0.519 0.352 0.756 0.515 0.388 

CRI (Mod) 0.731 0.640 0.710 0.462 0.326 0.553 0.345 0.365 0.798 0.127 0.074 0.061 

Moody's 0.585 0.849 0.726 0.447 0.079 0.643 0.171 0.299 0.590 0.763 0.478 0.335 

CRI (S&P) 0.787 0.588 0.770 0.513 0.478 0.601 0.439 0.438 0.625 0.129 0.070 0.057 

S&P's 0.715 0.811 0.866 0.575 0.552 0.734 0.489 0.476 0.693 0.726 0.493 0.366 

Panel C 
Accuracy 

Stability 
1y 3y 5y 

CRA all IG non-US all IG non-US all IG non-US 1Y 3Y 5Y 

CRI 0.709 0.438 0.688 0.492 0.311 0.507 0.372 0.211 0.396 0.140 0.074 0.059 

CRI (Fitch) 0.715 0.669 0.795 0.634 0.520 0.599 0.332 0.288 0.279 0.162 0.078 0.062 

Fitch 0.758 0.847 0.853 0.697 0.496 0.743 0.585 0.493 0.648 0.749 0.489 0.348 

CRI (Mod) 0.438 0.217 0.920 0.488 0.346 0.647 0.373 0.267 0.505 0.283 0.129 0.075 

Moody's 0.527 0.391 0.938 0.419 -0.023 0.731 0.497 0.228 0.734 0.824 0.569 0.402 

CRI (S&P) 0.784 0.553 0.796 0.620 0.504 0.615 0.405 0.350 0.343 0.136 0.077 0.062 

S&P's 0.778 0.784 0.840 0.641 0.542 0.736 0.576 0.507 0.696 0.722 0.475 0.352 

Note. Panel A shows the data over the period from 01 January 1995 to 01 July 2015. Panel B and Panel C show 

the data evenly split into 2 subsamples to represent weighted averages for the periods from 01 January 1995 to 

01 June 2005, and from 01 July 2005 to 01 July 2015, respectively. 

The rating accuracy and stability for all CRI-rated entities remain lower compared to 

the performance of the Big-3 ratings. However, when I considered the CRI and Big-3 co-rated 

entities only, CRI-S&P, CRI-Fitch and CRI-Mod, the CRI actually produced more accurate 

ratings than the Big-3 (indicated by grey shaded backgrounds). Thus, on the same samples 

from the Big-3 customers, the MiRs may outperform the Big-3 rating methods. 

In Table 35, I have produced the most aggregated results in form of the IQR for all 

rated entities by any of the four CRAs, for the four investor types, and for samples of co-rated 

entities. The three panels differentiate between three periods: Panel A represents the full 
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analysis period from 1995 to 2015, and Panels B and C represent the first half and second half 

of that period. 

Table 35  

Total IQR and Investor Type-Specific IQR Results for All CRAs, Full and Co-Rated Samples, and 

for Different Analysis Windows 

Panel A 

CRA IQR I(ST,C) I(ST,SP) I(LT,C) I(LT,SP) 

CRI 0.340 0.219 0.401 0.181 0.355 

CRI (Fitch) 0.436 0.356 0.450 0.294 0.413 

Fitch 0.605 0.782 0.748 0.433 0.537 

CRI (Mod) 0.419 0.285 0.407 0.249 0.379 

Moody's 0.504 0.757 0.674 0.251 0.364 

CRI (S&P) 0.450 0.278 0.459 0.320 0.448 

S&P's 0.630 0.749 0.732 0.487 0.548 

Panel B 

CRA IQR I(ST,C) I (ST,SP) I(LT,C) I(LT,SP) 

CRI 0.321 0.204 0.383 0.169 0.325 

CRI (Fitch) 0.457 0.427 0.482 0.294 0.337 

Fitch 0.525 0.783 0.735 0.355 0.364 

CRI (Mod) 0.433 0.296 0.429 0.254 0.370 

Moody's 0.497 0.792 0.674 0.261 0.319 

CRI (S&P) 0.458 0.281 0.458 0.328 0.435 

S&P's 0.625 0.754 0.721 0.486 0.522 

Panel C 

CRA IQR I(ST,C) I(ST,SP) I(LT,C) I(LT,SP) 

CRI 0.367 0.238 0.424 0.197 0.396 

CRI (Fitch) 0.428 0.329 0.439 0.294 0.441 

Fitch 0.642 0.782 0.754 0.469 0.619 

CRI (Mod) 0.391 0.261 0.361 0.239 0.398 

Moody's 0.520 0.681 0.675 0.229 0.461 

CRI (S&P) 0.437 0.274 0.460 0.309 0.468 

S&P's 0.637 0.743 0.750 0.488 0.589 

Note. ST: short-term, LT: long-term, C: conservative, SP: speculative. Results for all CRAs, full and co-rated 

samples, and for different analysis windows: Panel A [01 January 1995; 01 July 2015], Panel B [01 January 1995; 

01 June 2005], and Panel C [01 July 2005; 01 July 2015]. 

5.4.4 Impact of the 2008 GFC on Performance Metrics 

Table 36 presents performance metrics for the three investment horizons period ending on 

30 September 2008. This date is not randomly chosen: it summarises the performance of CRA 

rating assignments before the GFC of 2008 with respect to defaults that occurred throughout 

some of the major events of the GFC, such as the collapse of Lehman Brothers on 14 

September 2008. 
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Table 36  

Example of 4 Indices Calculation for the Period Ending 30 September 2008, the Beginning of 

the Global Financial Crisis of 2008 

 S&P Fitch Moody's CRI 
IQR(ST,C) 0.743 0.767 0.530 0.205 
Accuracy 1Y IG 0.816 0.817 -0.099 0.382 

Stability 1Y 0.708 0.743 0.840 0.118 

IQR(ST,S) 0.710 0.793 0.711 0.344 
Accuracy 1Y 0.711 0.843 0.583 0.571 

Stability 1Y 0.708 0.743 0.840 0.118 

IQR (LT,C) 0.407 0.322 0.182 0.184 
Accuracy 3Y IG 0.290 0.095 -0.099 0.255 

Accuracy 5Y IG 0.517 0.483 0.140 0.232 

Stability 3Y 0.470 0.461 0.567 0.071 

Stability 5Y 0.359 0.314 0.456 0.059 

IQR(LT,S) 0.583 0.610 0.538 0.332 
Accuracy 3Y 0.633 0.686 0.482 0.366 

Accuracy 5Y 0.569 0.584 0.601 0.357 

Stability 3Y 0.470 0.461 0.567 0.071 

Stability 5Y 0.359 0.314 0.456 0.059 

IQR(total) 0.614 0.619 0.513 0.306 

Note. ST=short-term, LT=long-term, C=conservative, S=speculative. Weights for IQRs are according to the 

heuristic assumptions given in Table 29. CRI rated over 23,300 companies between 01 October 2003 and 30 

September 2008. The corresponding numbers were 2,117 for S&P, 697 for Fitch, and 561 for Moody’s. 

The data suggest that short-term investors should rather have looked at Fitch ratings, which 

were more stable than those from S&P and CRI, and the most accurate among all four CRAs, 

both for short-term and long-term investments over the full spectrum of ratings. Only for 

long-term conservative investors did S&P provide the most accurate performance, and IG 

ratings of Moody’s performed no better than those from the CRI. This also suggests that 

fundamental ratings performed better than MiRs, which perhaps reflects the uncertainty in 

investment markets when economic crises are anticipated. 

The corresponding IQRs, which combine the calculated accuracies and stabilities 

according to the heuristic assumptions made in Table 29 for each of the four investment 

types, support the conclusion made above: Fitch is the best rating assigner in both short-term 

and overall using IQR (total), and second only to S&P for conservative, long-term investors. 

To obtain a visually better appreciation for the performance of all four CRAs across different 
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samples (e.g., all rated entities vs non-US samples), investment horizons (1-year, 3- year and 

5-year) and the four CRAs, consider Figure 23. 

Figure 23  

Accuracy and Stability Metrics for Investment Strategy Periods Ending 30 September 2008 

 

Note. Mod = Moody’s, Fit = Fitch, IG = investment grade, NonUS = sample of non-US rated entities, and the 

numbers 1, 3 and 5 represent the investment horizons in years. 

The plotted accuracy and stability metrics in Figure 23 reveal three main patterns: firstly, the 

stability clearly distinguishes the CRI from the Big-3; secondly, the apparent randomness in 

the level of performance for any of the Big-3; and thirdly, that Fitch and S&P seem to follow 

similar trends (and different to Moody’s) in accuracy from 1-year to 5-year horizons over the 

full sample of rated entities, and on both subsamples for IG ratings and non-US rated entities. 

I have included the latter because the Big-3 have been criticised for a US-centric approach, 

which may be driven by the fact that they all reside in the USA, started producing ratings for 

the US companies, and only entered the international market at the end of the 20th century. 

The difference between full sample performance metrics and those obtained for the non-US 

rated entities can only be used to test whether or not there is a lack of international 

experience, poorer rating history and statistical data, lower transparency due to financial 
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standards in some developing countries or overestimation of political and currency risks for 

outside-of-US markets. The generally higher accuracy and similar stability data for the non-

US subsamples for any CRA shown in Figure 23 support none of the stated criticisms. 

5.5 Results 

The analysis and results based on central tendencies presented above are now 

complemented with results based on dynamic considerations. In Figure 24, I have plotted the 

IQR time series for the full samples of rated entities. The 236 months IQR data points (247 

minus 11 months for the first data point) for each time series represent 11-month moving 

averages, each month weighted by the number of defaults, and are displayed for the analysis 

period from 01 November 1995 to 01 November 2015. The moving average values will 

smoothen the volatility of the index values. Also, there were a number of periods within the 

observation horizon when there were no defaults for ratings produced by the Big-3 CRAs. The 

statistics for those periods are non-relevant in terms of accuracy (AR = 100 %), which would 

push average numbers for accuracy up. I have therefore refrained from displaying those 

inflated IQRs and instead I have represented those periods with dotted and dashed lines. 

Figure 24  

IQR for Four CRAs, 11-Month Moving Averages (MA) from 01 November 1995 to 01 

November 2015 

 

Note. Dates for which data are not available are represented by dashed and dotted lines. 
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I have observed a substantial and stable gap between the performance of the incumbents 

(S&P, Fitch and Moody’s) and the accuracy-stability index for the CRI MiRs. My data confirms 

previous research (e.g., Abdullah, 2016), where MiRs were found less accurate than 

fundamentals for prediction of default. However, the quality of the CRI ratings remains 

constant compared to the Big-3, which is against expectations: fundamental ratings are 

supposed to be stable, universal and comparable measures of creditworthiness. They are 

expected to remain relatively steady with the minor changes of the independent variables. 

MiRs on the other hand are expected to be less stable, because they are based on stock, bond 

and CDS market prices, that change every trading day due, for example, to market 

fluctuations, financial news and political instabilities. Among the Big-3 CRAs, Standard & 

Poor’s performance is more stable, and for the period over two economic recessions in the 

US (2002 to 2008), they outperformed their peers. Moody’s performance is less stable and in 

general, most of the time their ratings perform worse than the other two CRAs. 

Perhaps to no surprise, the rating performance of the Big-3 during the recession years 

decreased to a minimum. The economic context, in which the presented time series must be 

embedded, however, is as follows: before 1997, the Big-3 only rated the US and the UK 

entities that may explain the higher index values at the beginning of the corresponding time 

series. The declining quality pattern towards the recession periods may thus also represent 

the increasing number of rated entities from less familiar economies. Alternatively, the 

decrease may also represent the inflated ratings before the GFC, for which the rating industry 

has been accused and further regulated by the Dodd-Frank Act, for example. 

My final results displayed in Figures 25, 26, 27 and 28, correspond to the rating 

performance measured by the IQRs for the four different bond investors investigated in this 

research. 
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Figure 25  

IQR for Conservative, Short-Term Investors, 11-Month MA from 01 November 1995 to 01 

November 2015 

 

Figure 26  

IQR for Speculative, Short-Term Investors, 11-Month MA from 01 November 1995 to 01 

November 2015 
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Figure 27  

IQR for Conservative, Long-Term Investors, 11-Month MA from 01 November 1995 to 01 

November 2015 

 

Figure 28  

IQR for Speculative, Long-Term Investors, 11-Month MA from 01 November 1995 to 01 

November 2015 
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I have observed the following patterns: firstly, CRI MiRs have some advantage over Moody’s 

and Fitch solely for a part of two decades for long-term, speculative investors (cf. Figure 28). 

Secondly, apart from conservative, short-term investments (Figure 25) where all the Big-3 

display a similar long-run time series pattern and more pronounced change in rating quality 

during the two economic recessions, S&P performance is more stable than that of Fitch and 

Moody’s. Thirdly, the longer investment horizons (3-year and 5-year) capture the underlying 

economic context better (Figures 27 and 28) than the index for 1-year horizons (Figures 25 

and 26), which is an expected result. In saying so, this finding validates our IQR measure. 

Fourthly, no CRA produces significantly ‘better’ ratings for any investor category. And finally, 

the comparisons produced here between fundamental ratings and MiRs continue the line of 

research that compares these two approaches to solve the credit rating problem (e.g. Löffler, 

2007; Poon et al., 2016, Bacham & Zhao, 2017). 

5.6 Conclusions from Chapter 5 

For the analysed sample of public non-financial companies, there is clear evidence that 

fundamental ratings perform better than market-implied ratings, both in accuracy and 

stability. Hence, there is no evidence that correlation with the EDF of Merton’s (1974) model 

can serve as a metric for the quality of ratings. No correlation has been found between the 

speed of compliance of the ratings with EDF from the MiR model and the quality of the ratings, 

i.e., the discriminative power of the rating system. 

The implied stability of MiRs is very low, but it does not make those ratings more 

accurate than fundamentals. Therefore, in creating a rating system of a higher quality, the 

choice is in favour of fundamental ratings, but with the coverage and automation implied by 

MiRs, e.g., Machine Learning ratings based on fundamental financial data of the rated entities 

(e.g., Bacham & Zhao, 2017). 

Different investor groups may do better when relying on different rating providers: 

while short-term conservative investors may prefer Moody’s and Fitch, long-term investors 

might rather use S&P and Fitch as top performers in credit risk assessment. 

Over time, the quality of credit rating assessment has been improving. However, it is 

not obvious if it is happening because of the progress in rating methods, or because of lower 

default numbers in the last decade. A test is needed after the COVID-19 recession to show 
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conclusively if rating systems are improving, or if the economic landscape was more 

favourable to them previously. 

On the other hand, progress in the accuracy of investment-grade ratings has not been 

observed. Over the second decade of observations, average investment-grade accuracy has 

not improved, while the impact of IG ratings grows along with more public funds, including 

monetary injections from the central banks into the bond markets, put at risk with the 

allocation and refinancing of investment-grade bonds. Moreover, the level of IG ratings 

accuracy is lower than the accuracy of the overall ratings, and conservative investors must 

definitely consider this trait in implementing their risk assessment models and analysing CRA 

ratings. I understand that rating systems are tested for accuracy over the whole spectrum of 

ratings and that no agency puts special emphasis on tracing the accuracy of investment-grade 

ratings only. The balance of both metrics is hard to achieve. At the same time, I believe that 

measuring IG ratings accuracy is a key part of testing the quality of ratings both on the markets 

and in regulation. 
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6. Examining Time Series of CRAs Performance and Mapping of Ratings 

Similar to Chapter 5, this chapter was originally written in the format of an academic paper 

with the intention to further submit it for publication. Therefore, it may contain several 

repetitions from the previous chapters, for example, the literature review. I would also like to 

mention that my time series analysis is based on visual appreciation of the data, which is 

sufficient to identify general patterns and draw inferences from these. 

Following the introduction of the rating quality metric IQR and testing it over a long 

period of observations, in this chapter I examine the relationship between AR and rating 

stability of the Big-3 and the CRI using the same time series as in the previous chapter. Default 

Rates are yet another group of the CRAs’ technical performance indicators, which have not 

been described in detail in the last chapter. DRs are simply a set of defaults occurring within 

a certain period in any rating group. DRs are important in two major contexts: firstly, they 

allow us to analyse the relationship between AR and stability, and the trade-off between 

these two variables that is discussed in the literature (e.g., Cantor & Mann, 2007). Secondly, 

DRs provide a basis to map the ratings of different CRAs to a universal scale, which links 

different rating categories to their PDs. In this chapter, I describe a method of direct mapping 

of ratings of the Big-3 and the CRI, according to the correspondence between median 

cumulative cohort default rates averaged over multiple long-term periods (1-, 3- and 5-year). 

This method will be used to label the training dataset with respect to a universal rating scale 

and to map the ratings of my rating system against the same number of PD categories. 

In the long term, ratings should reflect the quality of bonds and issuers, and in the short 

term, investors expect that ratings will remain relatively stable. The need for stability is 

derived not only from bond investors wanting to keep their rebalancing costs low enough, 

but also from the issuers who prefer predictable borrowing spreads, and regulators who value 

financial stability. Rating stability is a way to examine the evolution of ratings, rating migration 

and rating transition (interchangeable terms). Transition (or migration) rates are usually 

derived from transition (or migration) matrices. Diagonal elements of the matrices reflect 

rating stability, the proportion of ratings that remain unchanged over the period. Conversely, 

off-diagonal elements of the matrices show the extent of the change in rating levels over time: 

off-diagonal numbers in the upper triangle represent downgrade rates, and the ratios in the 

lower triangle represent the rates for upgrades. 
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DRs in each rating category show how good ratings can discriminate between defaulters 

and non-defaulters. Cumulative Cohort Default Rates show the rates of defaults for a certain 

pool of rated entities (cohorts). Long-term DRs, for example 5-year, give an idea about the 

discriminatory power of ratings in the long-run, which may be important for ‘buy and hold’ 

bond investors. Also, here (cf. Chapters 3 and 5), the parametric approach allows DRs to be 

calculated accurately because the denominator describes the average number of ratings 

within a period, weighted by length of the period. Such rates present valuable information for 

the market as investors are usually interested not in the level of rating in general, but in the 

PD on a certain term (duration of the bonds they hold). Although DRs can be easily calculated, 

almost no research on credit ratings till now contains the DRs for incumbent CRAs. Thus, the 

comparison between CRA ratings and the differences between actual and predicted DRs 

across rating categories, have not been evaluated to date. The current study will fill this gap. 

Apart from the scientific curiosity that drove me to find out the exact values of technical 

performance indicators for incumbent CRAs, in my research I continue the line of study on 

the evolution of ratings over time and economic cycles. By examining the patterns in the 

fluctuations of parameters for the quality of ratings, I expect to discover new relationships 

between economic variables and credit ratings. As the disclosed data from CRAs, which are 

often the only source of information for ratings performance, is scarce, inconsistent and often 

lacking in both integrity and transparency, I have searched for more data useful for the 

determination of the actual accuracy, stability and default frequency linked to credit ratings 

over a long-term period. I expect to extract further valuable insights from the analysis of the 

time series of rating performance indicators. Finally, considering that CRAs remain quiet 

about the association between rating labels and PDs, with my universal rating scale, I have 

produced and documented a comprehensive approach, which explores this relationship. Put 

explicitly: knowing that an ‘A’ rating represents a lower credit risk than, for example, a ‘BBB’ 

rating is minimally useful from an investor’s perspective. Rather we want to find out, firstly, 

how great those risks are in terms of a PD, and secondly, how large the gaps are between 

different rating classes measured by PDs: i.e., what the value of the risk of ‘BBB’ minus the 

risk of ‘A’ is. Deriving those values from market spreads, CDS quotes and price volatility, as 

they are often presented in the literature, is not satisfactory in my view: I would rather 

examine statistically how default events corresponded with the opinions (ratings) of CRAs in 
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the past, and examine if those opinions provided enough grounds for investors’ decisions 

about credit exposure and corresponding provisions, allocation of funds and capital 

adequacy, and in the end, granting of credit or refusing to provide one. Thus, in this chapter, 

my investigation is mainly concentrated on the following questions: 

y What relationship exists, if any, between the accuracy and stability of credit ratings?  

y How do accuracy and stability change over time? 

y Are there any noteworthy patterns observable in the fluctuations of the accuracy and 

stability time series? 

y How accurate and stable are ratings at different stages of the economic cycle? 

y How can one compare paired ratings from different CRAs in terms of the level of credit 

risk and PD?  

y How can ratings from different CRAs be mapped onto a universal scale? 

Below, I show the results of accuracy and stability calculations in several figures, provide 

data on the correlation between accuracy and stability, and observe the performance of 

ratings at different stages of the economic cycle. I present several observations on how 

different metrics of the rating quality change during and after financial crises, which reveal 

interesting patterns in the rating behaviour and in relation to economic instability. Finally, I 

present a novel mapping approach for ratings obtained directly by plotting ratings on a 

universal PD scale. 

6.1 Literature on Rating Stability, Cyclical Analysis and Mapping of Ratings 

Cantor and Mann (2007) postulated the concept of a trade-off between rating accuracy and 

rating stability, stating that both qualities were valued by investors. After Altman and Rijken 

(2004), they show that at some points, CRAs are sacrificing accuracy for improvements in 

rating stability, because investors value stability of ratings. The latter is due to investors’ 

desire to minimize the cost of rebalancing their portfolios, hence, the less stable the ratings 

are, the higher the costs they will incur in reacting to the changes of ratings. 

Credit ratings are supposed to be cycle-neutral, but the analysis of the rating drift 

through-the-cycle shows that they remain procyclical. For example, according to Cantor et al. 
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(2005), during the economic downturn in the USA in 2001, the upgrade rate fell significantly 

(from 48% to 34%), and in the following year, 2002, only 19% of ratings were upgraded. This 

trend was also observed during the 1990–1991 recession. There have been other 

investigations into the problem of whether ratings are supposed to remain neutral during 

economic cycles. The conclusions of these bodies of work are that ratings are definitely 

sensitive to the cycle. Amato and Furfine (2004) conclude that credit ratings tend to be 

procyclical and, in particular, they “detect procyclicality in ratings when we examine just 

investment grade firms or newly assigned ratings and ratings changes” (p. 2764). Bangia et al. 

(2002) constructed MiRs using Merton’s (1974) model and linked these ratings to the phase 

of the economic cycle. They showed that transition matrices were path dependent in nature, 

and the stability deteriorated over recessions. Also, in an attempt to mimic the CRA 

methodologies, Löffler (2004) built a model sensitive to macro risks, and, with this model, 

tested through-the-cycle, the point-in-time and the current-condition rating approaches. 

Their study showed that, while the through-the-cycle approach led to higher rating stability 

ratios, there was a lower than expected correlation of ratings between actual DRs, and there 

was a considerable level of correlation between ratings and time periods. Löffler, however, 

hypothesizes that “predictability … can stem from errors in assessing the degree of cyclicality” 

(p. 718). Hwang and Kim (2020) contributed to the problem of procyclicality of the credit 

ratings with the method of attributing the default spread as an indicator for “the time 

variation of rating standard” (p. 810). They found, utilizing regression factor analysis on 1987-

2016 US corporate data, that ratings were more pessimistic during recessions and more 

optimistic in expansions. The claim made by CRAs that they would have a procyclical approach 

after 2002 (when Löffler, Altman and Rijken conducted their studies) is not supported by the 

cited literature. Rather, the ratings fluctuate through the cycle: that is, they are procyclical. 

On the other hand, Altman and Rijken (2004) showed that the ‘through-the-cycle’ 

approach could not be the only reason for rating stability. They explain that the CRAs use 

“prudent migration policy and [long-term] default-prediction time horizon” (p. 2712) to 

preserve rating stability for the sake of investors, who are confronted with frequent portfolio 

rebalancing and regulators, and who rely upon credit ratings regardless of the economic cycle. 

Altman and Rijken also point out that while rating stability is maintained as a trade-off for 
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accuracy, investors suffer from these “rigidity in agency ratings” (Altman & Rijken, 2004, p. 

2712) as they may also demand ratings to be a relevant and timely measure of PDs. 

Krüger et al. (2005) present another view on the analysis of timeseries for a rating 

system based on financial ratios with respect to changes in ratings behaviour on various 

stages of economic cycle and in the changing economic environment. This study pays much 

attention to the mobility of ratings, a quality opposite to rating stability that I measure and 

describing the nature of migration of ratings with stable elements excluded from transition 

matrices. It is found that migration matrices for fundamental ratings (based on financial 

ratios) are unstable and display clear patterns in deviating from the average transition 

intensities due to the influence of macroeconomic variables. Krüger et al. (2005) provide 

evidence that a typical logit-based rating system implies a correlation between rating history 

and the latest ratings actions, therefore the hypothesis of time homogeneity of this system 

has to be rejected. Further on, they show that upgrades and downgrades are dependent on 

the rating category (e.g., the higher the rating, the more likely it will be upgraded and vice 

versa), and, lastly, they show that upgrades are more probable when ratings were 

downgraded before (so-called reversions are an intrinsic feature of a rating system in 

discussion). To describe the probabilities of rating migrations, the authors use SVD metric 

(Jafry & Schuermann, 2004) and risk-sensitive difference measures and observe significant 

correlations between rating migrations metrics and business cycles. In general, the study 

reveals several important attributes of the stability of rating migrations, which was useful for 

my research, but at the same time, the examinations of timeseries by Krüger et al. (2005) fall 

short in providing evidence on how the quality of ratings is influenced by observed cyclical 

effects and whether those effects improve or worsen the rating performance. It remains 

unclear if cyclical behaviour is an internal characteristic of every fundamental rating system 

and what properties of the rating system cause migrations instability. 

With respect to mapping of ratings, there are two basic approaches in the literature. 

The first is to find the relation coefficients between the ratings of the CRAs (e.g., Emond & 

Mason, 2002), and the second is to plot ratings onto a consensus scale (e.g., Eisl et al., 2013; 

Kurbangaleev et al., 2018). Both methods deal with co-rated entities, the situations when one 

rating object is simultaneously rated by two or more CRAs. Neither of the two approaches 

uses PDs to identify the underlying mapping rules however. Alternatively, it has been 
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suggested to examine observed average default frequencies in each rating group in order to 

discover the mapping rules (e.g., Duan & Li, 2021) or by using a combination of both 

approaches (Buzdalin et al., 2017). 

Langohr and Langohr (2008) stated that a similar rating grade from different agencies 

(for example, ‘BB+’ from Standard & Poor’s, which is the 11th increment, and ‘Ba1’ from 

Moody’s, which is also the 11th increment) does not mean the equality of credit default risk 

of the issuer or the bond rated, as there are slight differences about how each CRA grades 

risk within its own rating scale. When ratings from CRAs are of identical rank on the respective 

ordinal scales, there may be a difference in their interpretation, while differently incremented 

ratings of two CRAs may in fact reflect a similar level of credit risk, i.e., same PD. For this 

reason, finding rating splits when ratings of the same entities from different CRAs are assigned 

to a different rank is a non-sense. Consequently, neither of the following assertions can be 

claimed as true by default and without testing: i) ‘AA’ from Standard & Poor’s equals ‘AA’ 

from Fitch; ii) ‘AA’ from Standard & Poor’s does not equal ‘AA’ from Fitch. 

Emond and Mason (2002) discussed two concepts of mapping of ratings with the help 

of correlation coefficients. The first was by finding the maximum average weighted rank 

correlation and the second was by using Kemeny–Snell distance for pairs of ratings. The latter 

concept was also used by Kurbangaleev et al. (2018) with further mapping of ratings to the 

boundaries of DRs set by the Basel standards (Basel-3). Eisl et al. (2013) developed a non-

parametric method that showed a correlation of a rating on one rating scale to any rating 

scale group of any other rater. It also provided evidence against an assumption that the rating 

scales of the Big-3 were completely identical. 

The limitation of the described solutions to mapping is that none of the researchers 

compare or report the DRs for different rating categories, whereas measuring PDs is the main 

problem ratings solve. Finding the DR for every rating category and comparing those DRs 

might help to understand the true relation between the ratings of different CRAs. The possible 

reasons why DRs have not been tried for rating mapping in the first place are that i) 

researchers did not have enough data on defaults per each rating category, and ii) researchers 

assume the comparison can only be made on the same sample of rated entities. In my opinion, 

the latter is questionable. First, when mapping is only made on the group of co-rated entities, 

the majority of other ratings assigned by CRAs is ignored; thus, some differences in rating 
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approaches are not considered. Next, no CRA adopts its method solely for the entities with 

multiple ratings. On the contrary, the methodologies are developed, tested and validated for 

populations of rated objects that are similar to those the CRA is going to rate with this 

method. CRA’s data (a number of entities and rating parameters) and its rating models are 

thus connected and both influence the quality of ratings: CRAs choose methods that show 

better performance in back-testing, using their clients’ data for these tests. With this 

approach to methodology, it is fair to assume that the best way to compare the performance 

of CRAs is to look at all assigned ratings and not to pick a biased sub-sample from the sample 

CRAs rate, i.e., from co-rated companies. Besides, when only ordinal numbers for the rating 

categories are observed, the variance of distance in PD between rating classes is ignored. For 

example, the ordinal difference between ‘A-’ and ‘BBB+‘, and also between ‘BB’ and ‘BB-‘ is 

1, while, for example, PD-distance for the former pair of ratings is 0.04% and for the latter 

1.01%, or 25 times higher. 

Duan and Li (2021) published their method of mapping calculated PDs into PDiRs. They 

used DRs as a key element for the mapping, although they transformed them using average 

DR values over the period and logit regression. Deciding on the limits of DRs for each PDiR, 

Duan and Li used the following rule: 

The average 1-year probability of default (APD) in each rating cohort, based on the 

empirical distribution of the 1-year PD in the CRI universe of exchange-listed firms, to 

be close to its smoothed ADR counterpart … The empirical distribution is constructed 

with year-end snapshots of the CRI-PDs. (Duan & Li, 2021, p. 108) 

and later that the “values are selected by minimizing the sum of squared relative differences 

between the APD and the smoothed ADR for all rating categories” (p. 110). They used the 

density-tempered sequential Monte Carlo method for the solution. 

In my research, I have performed independent analysis and measurements of ARs for 

the Big-3 and the CRI PDs, and I have shown the comparison of the DRs for all of the CRI ratings 

(cf. Chapter 5) and for the co-rated sample (cf. Chapter 8). Thus, I test Duan and van Laere’s 

(2012) conclusion that the CRI model is superior to the S&P model, based on their AR and for 

a 1-year period, and I have also tested Duan and Li’s (2021) correspondence mapping of PDs 

into PDiRs on the scale of {𝐴𝐴𝐴𝐶𝑅𝐼, 𝐴𝐴 +𝐶𝑅𝐼,… ,𝐷𝐶𝑅𝐼} and on the actual Standard & Poor’s 

ratings {𝐴𝐴𝐴𝑆&𝑃, 𝐴𝐴 +𝑆&𝑃, … , 𝐷𝑆&𝑃}. From my analysis, the mapping of the CRI ratings is 
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different from the one presented by Duan and Li (2021). My method is based completely on 

the correspondence of median Cumulative Cohort Default Rates, averaged over multiple long-

term periods (1-, 3- and 5-year), and I have performed the mapping without referring to 

paired ratings, and without smoothing or transforming the vector of the DRs. I have only used 

data from default observations and mad no assumptions and corrections to those data. In my 

opinion, the sample of co-rated entities is biased in comparison to the whole population of 

rated entities, while DRs, if measured on multiple time series, give enough data to compare 

rating scales directly on the universal consensus PD-scale. 

6.2 Accuracy and Stability: Time Series Analysis 

Firstly, I examine the correlation and trade-off between accuracy and stability indicators of 

rating performance, with more attention given to the stability metric. A long-term time series 

for rating stability is presented in Figure 29. 

Figure 29  

Stability Ratios of the Big-3 CRAs and the CRI between 1994 and 2015, Observed over 1-Year 

Periods (247 Sliding Window Monthly Observations) 

 

It is observed that fundamental ratings are more stable than MiRs, although the difference 

between Big-3 ratings stability also exists as shown in Figure 29. To better appreciate the 

differences in the fundamental rating stabilities I have zoomed in on the appropriate ranges 
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(cf. Figure 30): Moody’s preserve the highest stability, while S&P has the lowest ratio of all 

three (cf. averages given in Table 32, Chapter 5). 

Figure 30  

Stability Ratios of Big-3 CRAs in between 1995 and 2015 Observed over 1-Year Periods (247 

Sliding Window Monthly Observations) 

  

In the long term, the stability is expected to be lower than for 1-year periods. From a visual 

comparison between Figures 30 and 31, the times series for long-term horizons oscillates 

largely between 0.4 and 0.6, while for the 1-year periods they do between 0.6 and 0.9. I also 

note that the relation between Big-3 CRAs is still the same, in that Moody’s stability is higher 

than the other two CRAs (cf. for averages in Table 32, Chapter 5). 
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Figure 31  

Stability Ratios of the Big-3 CRAs and the CRI between 1995 and 2015, Observed over 5-Year 

Periods (247 Sliding Window Monthly Observations) 
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Figure 32 shows the correlation between stability and overall DR. The patterns in the time 

series suggest a negative correlation between any of the three CRAs and the DR behaviour, 

and in fact Corr(S(Moody’s),DR) = -0.56. Stability actually falls before the frequency of defaults 

grows and vice versa. 

Figure 32  

Stability Ratios from 1995–2015 over 1-Year Periods and Corresponding to Overall DRs 

 

On the other hand, when comparing the level of stability against accuracy ratios, the 

correlation is well above zero, even for the MiRs provided by the CRI, as shown in Figures 33, 

34 and 35. Even more interesting is that the longer the period, the higher that correlation is. 

I have observed the same relationships in the other 9 comparisons (e.g., Fitch 1-year, S&P 1-

year, Moody’s 1-year, …, the CRI 5-year), which are not displayed here for the sake of space. 
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Figure 33  

Stability and Accuracy Ratios of the CRI from 1995–2015 over 1-Year Periods 

 

Figure 34  

Stability and Accuracy Ratios of S&P from 1995–2015 over 3-Year Periods 
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Figure 35  

Stability and Accuracy Ratios of Moody’s from 1995–2015 over 5-Year Periods 

 

From Cantor and Mann (2007) I have expected to find a negative correlation between 

accuracy and stability, however from my observations above, they show a positive 

correlation. The correlation cannot be explained as a causal relationship, rather a third 

variable is determining the observed volatility, as shown in Figure 32. 
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War II there have only been four global recessions (in 1975, 1982, 1991 and 2009). The only 

recession rating performance I can trace from my data is 2009. Also, there was the US 2001 
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Asian financial crisis, followed by the failure of the LTCM investment fund in 1998, the 1998 

Russian financial crisis, the 1998–1999 Ecuador financial crisis, and the Argentinian economic 

crisis in 1999–2002. Alternatively, from an analysis of the macroeconomic indicators of the 

cycle, I can classify different periods by the number of defaults that occurred within each 

period, and examine the periods when the DRs rise, as shown in Figure 36. 
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Figure 36  

Default Ratios of the CRI for 1-Year Periods from 1995–2016 

 

Considering the periods with higher default ratios, I can also plot AR values in Figure 37 to 

show that the higher the DRs, the lower the rating accuracy for the period observed. From 

visual inspection the data also suggest a negative correlation between ARs and DRs (cf. Table 

37 for results). 
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Figure 37  

Default Ratios and Rating Accuracy of the CRI 1-Year Prior to Default 

 

Note. Vertical red lines in the bar graph represent points in time, at which the effects of the major recent  

financial crises began to unfold: the crisis in Southeast Asia (from October 1997), the recession in the United 

States (from September 2000) and the GFC of 2008 (from March 2008) 

The data analysed from other CRAs allow us to perform the correlation analysis, with the 

results presented in Table 37. 

Table 37  

Correlation between Accuracy and Default Ratios 

 Corr(DR,AR) Corr(DR CRI, AR CRA) 
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3 years 

CRI -0.740 -0.740 

Moody's -0.309 -0.748 
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Fitch 0.067 -0.696 

Median -0.354 -0.718 
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 Corr(DR,AR) Corr(DR CRI, AR CRA) 

5 years 

CRI -0.648 -0.648 

Moody's -0.564 -0.668 

S&P -0.070 0.178 

Fitch 0.361 0.246 

Median -0.317 -0.235 

I have compared the ARs for the CRAs with the DRs of the CRI because the CRI has the highest 

coverage of ratings across the countries and companies. It rates almost every public company 

in the world, so the DRs of the CRI can serve as a proxy for global economic health. I have 

observed substantial negative correlations between this variable and the ARs of ratings of 

both the CRI and the Big-3, from which I conclude that in unstable economic conditions, when 

the DRs increase, the accuracy of ratings deteriorates. On a 5-year horizon, Moody’s and the 

CRI have the highest negative correlation of AR and the CRI DR (which may imply that Moody’s 

ratings are closer to MiRs than ratings from S&P and Fitch), while the performance of the S&P 

and Fitch ratings correlates positively with global default scenarios. 

In relation to stability ratios for a 1-year period, the same negative correlation with the 

default ratios can be observed, as shown in Table 38. 

Table 38  

Correlation between Stability and Default Ratios 1-Year Prior to Default 

CRA Correlation between 1-year stability and DR of the CRI 
CRI -0.319 

Moody's -0.557 

S&P -0.509 

Fitch -0.207 

A possible explanation for the negative correlation between stability and DRs in the shorter-

term ratings shown in Figure 32 is that during the economic turbulence, CRAs are pro-actively 

trying to adapt the ratings to the changing situation in the economy. This trend cannot be 

seen, because on the 5-year horizon (cf. Figure 38) the CRAs simply do not foresee the growing 

DRs, so the long-term stability of ratings is not sensitive to them. I have also noted that in the 

long run the fundamental rating stabilities decrease after the DRs grow, which may be a 

product of changes in rating methodologies. Table 39 shows positive correlations, which 

support my explanation, whereas the CRI MiRs do not follow this pattern (represented in the 

negative correlation), probably because their method remains unchanged. 
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Table 39  

Correlation between Stability and Default Ratios 5-Year Prior to Default 

CRA Correlation between 1-year stability and DR of the CRI 

CRI -0.377 

Moody's 0.325 

S&P 0.754 

Fitch 0.692 

Figure 38  

Stability Ratios from 1995–2015 over 5-Year Periods and Corresponding DRs 

 

With respect to the ‘through-the-cycle’ aspect of ratings performance, I see evidence of a 

negative correlation between economic conditions and ratings performance for both AR and 

stability, which suffers when the density of defaults grows. It is not clear if an optimal 

combination of accuracy and stability can be achieved, and I can only note which combination 

is preferable when looking at the IQRs I introduce that show that Fitch and S&P combinations 

in general are closer to optimum (cf. Chapter 5), while the CRI approach leads to lower 

performance than Big-3 in terms of AR and stability. From the comparison of CRA 

performance, the trade-off between accuracy and stability is not observed, but I do observe 

a positive correlation between them. 
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6.3 Mapping of Ratings 

When processing the mapping of ratings for the number of periods (247 sliding windows 

monthly, for 1-, 3- and 5-year periods) described in Chapter 5, I started by calculating the DRs 

per each rating category of every CRA in my sample. An example of these DRs for S&P is shown 

in Table 40. 

Table 40  

Standard & Poor’s Default Probabilities 1-Year Prior to Default 

Rating Ordinal 
 scale 

DRs 1995-2015, 1-Year 
Average Max Min Stdev 

AAA 1 0.00% 0.00% 0.00% 0.00% 

AA+ 2 0.00% 0.00% 0.00% 0.00% 

AA 3 0.00% 0.00% 0.00% 0.00% 

AA- 4 0.00% 0.00% 0.00% 0.00% 

A+ 5 0.00% 0.00% 0.00% 0.00% 

A 6 0.00% 0.00% 0.00% 0.00% 

A- 7 0.03% 0.62% 0.00% 0.13% 

BBB+ 8 0.17% 1.78% 0.00% 0.43% 

BBB 9 0.09% 1.77% 0.00% 0.34% 

BBB- 10 0.56% 3.87% 0.00% 0.99% 

BB+ 11 0.50% 9.24% 0.00% 1.80% 

BB 12 1.08% 4.58% 0.00% 1.15% 

BB- 13 1.79% 11.59% 0.00% 3.12% 

B+ 14 3.62% 17.12% 0.00% 4.03% 

B 15 6.74% 24.68% 0.00% 6.67% 

B- 16 7.39% 28.33% 0.00% 6.47% 

CCC+ 17 15.49% 61.40% 0.00% 12.63% 

CCC 18 11.70% 38.16% 0.00% 10.22% 

CCC- 19 9.10% 40.67% 0.00% 12.32% 

CC 20 6.23% 31.45% 0.00% 8.12% 

C 21 0.00% 0.00% 0.00% 0.00% 

Then, I have taken the average DRs for 1-, 3- and 5-year forecasting horizons and calculated 

median values of all 4 CRAs (in line with Kurbangaleev et al., 2018). I use the median value as 

opposed to the mean, because the median is less biased with the extremum results. 

Table 41  

Default Ratios for 16th Ordinal Category of four CRAs 

 CRI Moody's S&P Fitch 

DR 1y for 16th ordinal category 5.39% 13.41% 7.39% 2.82% 
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Table 41 gives an example of the distribution of DRs for the 16th ordinal category of four CRAs. 

The average ratio – 7.43% – is largely influenced by 13.41% defaults for Moody’s ‘B3’-rated 

entities, and is higher than the value of the other three CRAs. The median – 6.39% – is a better 

value to judge the level of defaults prevailing in the category. From the example above, 

Moody’s ‘B3’-rated entities default more often than Fitch ‘B-‘-rated companies. At the same 

time, for the rating categories higher than the 16th ordinal category, the DRs may be compared 

differently, i.e., examining entities rated in the 10th to 15th rating categories (Table 42), Fitch-

rated entities default twice as often as Moody’s-rated companies. 

Table 42  

DRs for 1-Year Periods, Moody’s and Fitch 

Ordinal rating category Moody’s DR 1y Fitch DR 1y 
10 0.00% 0.71% 

11 0.37% 1.08% 

12 0.18% 0.13% 

13 0.79% 2.34% 

14 1.19% 3.15% 

15 1.72% 1.05% 

Cumulative DR 4.25% 8.46% 

The examples in Tables 41 and 42 show that lower rating categories may have lower DRs than 

higher categories, which makes mapping problematic. This is the reason why I have used 

cumulative defaults as a measure to map each rating category to the universal, or consensus 

PD-scale. Note that I use cumulative DR to comply with the rule of ratings transitivity. The rule 

prescribes that, if Moody’s ‘B3’ is a higher (or lower) rating (PD) than Moody’s ‘C1’, for 

example, then on the universal scale ‘B3’ should map to a higher (or lower) rating (PD) than 

‘C1’. 

After that, I have calculated 1-, 3- and 5-year cumulative medians 𝐷�̂� for each rating 

group (Table 43, Column 7). An example for a 1-year calculation is shown in Table 43. 

In the third step, for every rating of every CRA for 1-, 3- and 5-year periods prior-to-

default, I have found a rating on the universal scale that corresponds to the average 𝐷�̂�. For 

every ordinal rank on the rating scale of each CRA, I have found the lowest matching ordinal 

rank on the universal scale, so that the average 𝐷�̂� is less or equal to the median cumulative 

DR: thus, I have mapped each category to the lowest possible universal scale category.  
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Table 43  

Mapping Ratings from 1-Year Default Rates 

Ordinal  
scale 

1 Year DR Median  
DR 1Y 

Median  
𝑫�̂� 1Y 

1 Year mapping   

CRI Moody's S&P Fitch CRI Uni.rating Moody's Uni.rating S&P Uni.rating Fitch Uni.rating 

1 0.05% 0.00% 0.00% 0.00% 0.00% 0.00% 0.05% A 0.00% AAA 0.00% AAA 0.00% AAA 

2 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.05% A 0.00% AA+ 0.00% AA+ 0.00% AA+ 

3 0.07% 0.00% 0.00% 0.00% 0.00% 0.00% 0.11% A 0.00% AA 0.00% AA 0.00% AA 

4 0.09% 0.00% 0.00% 0.00% 0.00% 0.00% 0.20% A- 0.00% AA- 0.00% AA- 0.00% AA- 

5 0.09% 0.00% 0.00% 0.00% 0.00% 0.00% 0.29% A- 0.00% A+ 0.00% A+ 0.00% A+ 

6 0.13% 0.00% 0.00% 0.00% 0.00% 0.00% 0.42% BBB+ 0.00% A 0.00% A 0.00% A 

7 0.20% 0.21% 0.03% 0.06% 0.13% 0.13% 0.61% BBB 0.21% A- 0.03% A 0.06% A 

8 0.17% 0.00% 0.17% 0.19% 0.17% 0.30% 0.78% BBB 0.21% A- 0.20% A- 0.25% A- 

9 0.29% 0.31% 0.09% 0.00% 0.19% 0.49% 1.07% BBB- 0.53% BBB 0.30% A- 0.25% A- 

10 0.45% 0.00% 0.56% 0.71% 0.51% 1.00% 1.53% BBB- 0.53% BBB 0.86% BBB 0.96% BBB 

11 0.67% 0.37% 0.50% 1.08% 0.58% 1.59% 2.20% BB 0.90% BBB 1.36% BBB- 2.04% BB+ 

12 0.97% 0.18% 1.08% 0.13% 0.58% 2.16% 3.17% BB 1.08% BBB- 2.44% BB 2.18% BB 

13 1.59% 0.79% 1.79% 2.34% 1.69% 3.85% 4.75% BB- 1.87% BB+ 4.22% BB- 4.51% BB- 

14 2.33% 1.19% 3.62% 3.15% 2.74% 6.59% 7.09% B+ 3.05% BB 7.84% B+ 7.66% B+ 

15 3.78% 1.72% 6.74% 1.05% 2.75% 9.34% 10.86% B 4.78% BB- 14.58% B 8.72% B+ 

16 5.39% 13.41% 7.39% 2.82% 6.39% 15.73% 16.25% B- 18.19% B- 21.97% CCC+ 11.53% B 

17 6.73% 4.72% 15.49% 1.76% 5.72% 21.45% 22.98% CCC+ 22.90% CCC+ 37.46% CCC- 13.29% B 

18 8.61% 5.63% 11.70% 5.20% 7.12% 28.57% 31.59% CCC 28.53% CCC+ 49.16% C 18.49% B- 

19 8.37% 2.91% 9.10% 0.00% 5.64% 34.21% 39.96% CCC- 31.44% CCC 58.26% C 18.49% B- 

20 8.40% 3.10% 6.23% 65.06% 7.31% 41.52% 48.36% C 34.53% CCC- 64.48% C 83.55% C 

21 8.89% 1.70% 0.00% 4.47% 3.08% 44.60% 57.24% C 36.23% CCC- 64.48% C 88.02% C 
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In the last step, from the tables for 1-, 3- and 5-year period mappings, I have then 

obtained average ordinal numbers corresponding to each CRA rating category. The resulting 

mapping is shown in Table 2, Chapter 1. 

6.4. Conclusions from Chapter 6 

For the analysed sample of public non-financial companies, the correlation between accuracy 

and stability is substantial, and it becomes even stronger in the longer periods, i.e., more 

visible in 5-year horizons than in 1-year periods. Contrary to expectations from Cantor and 

Mann (2007), these two metrics correlate positively. For the analysed sample and time 

interval, I have found no evidence of a trade-off between stability and accuracy, i.e., no 

evidence that more (or less) stable rating systems performed any worse (or better). The 

correlation between AR and stability cannot be explained as a causal relationship: rather a 

third variable determines the other two. This variable can be defined as a proxy of the 

financial instability level, and I have found that the overall DR serves well as a causal 

parameter. 

Mapping of ratings on a universal rating scale can be carried out with the average 

default ratios as a key parameter, and the proposed mapping method was implemented to 

produce the mapping table shown in Table 2, Chapter 1. This result can be important not only 

for investors in their credit risk analysis, but also for regulatory purposes, when financial 

regulators provide guidelines for the market or assess the quality of ratings of existing CRA 

from the regulation perspectives. 
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7. Ratings Replication and Forecasting. Inconsistency and Structural Shifts in Rating 

Methodologies 

The replication of forecasting of ratings is important for the current work for the reasons I 

described in Section 1.4. Also, this context of rating analysis is often discussed in the literature 

(e.g., Section 2.4), and its practical explanations may be as follows: i) replication of ratings can 

provide information of an expected change in rating with respect to the changes in the 

financial variables of the bond issuers; and ii) replication of ratings can give information on 

the PD levels of the firms that are not rated by the CRAs, because they either do not pay CRAs 

for the rating analysis, or they do not want to publish the ratings for financial or reputational 

reasons. Also, an issuer may want to know the possible rating of the CRA before approaching 

this CRA with the request to provide a rating. 

The starting point of my discussion of forecasting and predicting corporate credit ratings 

is a review of Golbayani et al. (2020b, p. 3, Tables 1-3), where the following results from the 

previous research papers are compiled for replication of ratings using ANN, SVM and DT 

methods. The best accuracy ratio in replicating corporate ratings using DTs is 64.6%, as found 

in Moody’s ratings for companies in the S&P 500 (Wallis et al., 2019), which is in line with the 

results I provided in Chapter 4. For SVM, the best accuracy achieved in the same paper (Wallis 

et al., 2019) was 60.1%, while Cao et al. (2006) claimed to have achieved 84.61% accuracy 

with a SVM rating replication of S&P ratings for US manufacturing companies. Using ANNs, 

Wallis et al. (2019) obtained 63.6% accuracy, while the best in this class were from Brabazon 

and O’Neill (2006), with 85% accuracy in replicating S&P ratings for 791 US non-financials. 

By providing the above results, it is my intention to add to the topic as I see gaps in the 

literature. Most researchers used only one single period and one data sample, and they also 

focused on one CRA, with no generalization or comparison between CRAs. Data samples were 

small, usually less than 1000 entities / ratings. Thus, the novelty of my approach is in the 

following features: a global dataset (150,808 rating actions of the Big-3 CRAs for 2,536 public 

non-financial companies from 70 countries); multiple periods for rating prediction (30 periods 

from 1990 to 2019); three rating providers (S&P, Moody’s and Fitch); and analysis of different 

accuracy ratios (exact match, ±1, ±2, ±3 notches). Furthermore, I have used primary 

accounting data as inputs, following another paper of Golbayani et al. (2020a) for ratings 

prediction and forecasting in various setups, including replication with 50:50 and 80:20 splits 
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between training and test datasets, and forecasting the ratings when I train a ML-model on 

the data for previous periods (i.e., from 1990 to 2010) in order to forecast the ratings in the 

following periods (i.e., in 2011, 2012 or 2014). In this chapter, I intend to find answers to the 

following the questions: 

1) What is the best accuracy possible for replication and prediction, and how can this be 

compared with previous research, including the findings of Golbayani et al. (2020b)? 

2) Are there any stable data patterns in the results, for example, can accuracy of prediction 

be a product of other variables, such as distance between train and test data, time 

horizons for predictions, or the number of observations involved?  

3) Where are the structural shifts in the rating approaches of the CRAs located, and what 

can they be attributed to? 

I also emphasise that testing different ML methods to compare the accuracy in 

prediction was not the purpose of my analysis within this chapter. 

7.1 Analysis and Results 

To replicate and forecast the corporate issuer-default ratings of non-financial companies 

worldwide, I have used the list of companies obtained from the CRI website, and a number of 

variables for each company requested via API from Reuters Eikon (see Table 16 in Section 

3.1.6). Whereas the companies were rated by Big-3 CRAs, and had data of the financial and 

non-financial variables, these data were added to the database and split into training and test 

samples for the purposes of ratings replication. The periods were set starting from 1990 (e.g., 

1990, 1990–1991, …, 1990–2018), and for each period the data were filtered to include only 

data points with the financial variables obtained from the financial reports published within 

that period. The corresponding ratings that served as labels for the training dataset, were 

either assigned before the date of publication of the financial reports, or within a 3-month 

period after such publication. This is done because the relationship between financial 

variables and ratings assigned on their basis needs to be valid, i.e., CRAs need to assess the 

financial information and update or confirm the rating, and it takes time, sometimes more 

than a month or two. With these data, I have trained GBDT models, tested the forecasting 

and replication accuracy for each CRA in each period, and the analysis of the results is 
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reported below. More details on the methods I have used and the model’s configurations are 

presented in Chapter 3 and Appendix 4. 

In replication, the estimation and testing samples are formed from the data for the 

same period, while to forecast ratings, I have used data from previous periods to train the 

GBDT model (as shown in Figure 39). The testing data have been taken from the next year (1-

year), second to the next (2-year) and the forth following year (4-year). Thus, in replication, 

data were randomly split between the estimation (train) and testing (test) samples in the 

proportion of 50% : 50% and 80% : 20%, and in forecasting the model have been estimating 

the ratings of all entities in the consecutive periods. The more data I have had in the 

estimation sample, the longer the training cycles have been, the more iterations the training 

have included, and the larger the size of trained model has become. The processing times and 

sizes of the models were approximately the same as it is shown in Appendix 4, Tables A4.2–

A4.4. 

As shown in Table 44, the accuracies of the forecasts and replications of ratings are 

greater than the top results from the literature reported by Golbayani et al. (2020b). My 

results show 90–93% accuracy in ratings replication (same period for train and test samples), 

and 72–77% accuracy in ratings prediction (with a test sample from the next year to the last 

period used for the training the model). For longer periods, accuracy falls to, for example, 49–

54% (over a 2-year period) to forecast 2005 ratings using data from 1990–2003, and to, for 

example, 28–34% (over a 4-year period) to forecast ratings in 2007 with data from 1990–

2003. 

Table 44  

Accuracy of Ratings Replication and Forecasts (1-, 2- and 4-Year Periods), Average for 1990–

2020 

Setup Standard & Poor’s Fitch Moody’s 
Replication (80:20 for train / test samples) 0.935 0.935 0.934 
   ± 1 notch 0.962 0.961 0.950 

   ± 2 notches 0.982 0.982 0.978 

   ± 3 notches 0.990 0.991 0.987 

Replication (50:50 for train / test samples) 0.896 0.901 0.901 
   ± 1 notch 0.961 0.960 0.943 

   ± 2 notches 0.982 0.980 0.969 

   ± 3 notches 0.990 0.989 0.981 
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Forecast 1-year 0.735 0.722 0.769 
   ± 1 notch 0.893 0.874 0.899 

   ± 2 notches 0.948 0.929 0.945 

   ± 3 notches 0.969 0.955 0.963 

Forecast 2-year 0.500 0.487 0.543 
   ± 1 notch 0.750 0.718 0.766 

   ± 2 notches 0.866 0.830 0.867 

   ± 3 notches 0.922 0.893 0.910 

Forecast 4-year 0.305 0.283 0.344 
   ± 1 notch 0.588 0.559 0.679 

   ± 2 notches 0.756 0.723 0.837 

   ± 3 notches 0.859 0.831 0.914 

The numbers in Table 44 give answer to the first question discussed in this chapter. I have 

continued with the search for patterns in the time series I have produced aiming to find the 

relation between accuracy in ratings prediction and parameters for building the prediction 

model, which include: 

y the difference between train and test data; 

y the time gap between the period for building the model (train sample) and the period 

for forecasted ratings (test sample); and 

y the number of entities in the train sample. 

In the course of the next results presented, I will describe the effects of the rating 

replication and the prediction time series that I have discovered in the data from S&P. The 

data from Fitch and Moody’s show similar patterns, from which I draw the same inferences, 

therefore, I refrained from duplicating the results for these two CRAs. 

In ML training for GBDT, Softmax and Cross-Entropy is used as an activation and loss 

function. The loss decreases over the course of training, and eventually the minimal value of 

the loss indicates that the model is close to overfitting, as shown in Figure 39. The rating 

forecast accuracy (shown in red in Figure 39) increases rapidly during the first few iterations 

and remains close to 100% until iteration 683 when it achieves perfect (equal to 1) training 

accuracy. After 3,000 iterations, test loss stops decreasing and begins to increase, while the 

accuracy of predictions in the test data is still going up. 
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Figure 39  

Typical Training Cycle for GBDT with 5,000 Iterations, Forecasting S&P Rating for 2019 Using 

Training Sample Data from 1990–2018 

Iterations 1–1000 Iterations 1001–5000 

  

Though it is not shown in the figure, the test accuracy will stop growing and will eventually 

decrease when the model achieves overfitting.  

To explain the fact that the accuracy measured on the test sample may still increase 

when the test loss passes its minimum, I can refer to the difference in the calculation of loss 

and accuracy. With ML outputs, there is a raw output, type ‘Double’ value of the model’s 

score, e.g., output = 1.75, which is then transformed into a class output, type ‘Int’ value, 

rounding the raw output value to the nearest integer value, e.g., class = round (1.75) = 2. The 

calculation of loss includes the model’s raw output, e.g., 1.75 > 1.5 => class = 2; if true class = 

3, then loss includes 1.25 = 3 - 1.75; and the calculation of accuracy includes only class output, 

e.g., class = 2; if true class = 3, then inaccurate prediction. It may lead to the situations when 

in the course of training, for some smaller number of the test, inputs the outputs deviate 

largely from the true class, e.g., 1.75 becomes 12 or 21, hence, the loss increases substantially; 

and at the same time, for the larger number of the test, inputs the outputs become closer to 

the true class, e.g., from 1.75 to 2.51, hence, accuracy increases, while loss decrease is less 

visible. Or, alternatively, for some inputs the loss may increase, e.g., from 2.99 to 2.57, when 

still the true class is 3, the loss increases and the accuracy does not change; while for some 

test inputs there may be a smaller decrease of the loss, e.g., from 2.49 to 2.51 with true class 

3, and that will push the accuracy up while the decrease of loss is minimal. 
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In Figure 40, the relationship between the accuracy and the loss function values is 

explored in the time series and with respect to 30 annual observations. 

Figure 40  

Loss and Accuracy of Forecast of Standard & Poor’s Ratings (1st and 4th Year) 

Forecast of Ratings 1st Year Forecast of Ratings 4th Year 

  

Let us assume that accuracy is a function of the softmax cross-entropy values, where the latter 

defines the distance between the training data and the test data, in a general sense. In the 

first approximation, I assume a linear relationship between the two functions, such as: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 𝑏1 ∗ 𝐿𝑜𝑠𝑠 +  𝑏0, (7.1) 

where  𝑏1 =  −0.256, 𝑏0 =  0.997 for a 1-year period of prediction of S&P ratings, and 𝑏1 =

 −0.232,𝑏0 =  0.815 for a 4-year period accordingly. 

Figure 41 shows how the accuracy of predictions deteriorate with the increase in the 

forecasting horizon. 
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Figure 41  

Accuracy of Exact Match and ±1, ±2 and ±3 Notches (1st and 4th Year) 

Accuracy of Forecast of S&P Ratings, 1st year (2019) Accuracy of Forecast of S&P Ratings, 4th year (2019) 

  

Given that the loss function has been assumed to depend on i) the length of the period 

between training and test sample values, and ii) the number of observations, I display this 

dependence in Figures 42 to 44. 

Figure 42  

Loss Function and Years between Train and Test Samples, S&P Ratings 
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Figure 43  
Loss Function and Number of Observations (2- and 4-Year Forecasting Horizons) 

 

Figure 44  
Loss Function and Number of Observations (1-Year Forecasting Horizon) 

 

I note that, for 𝑇 = 0, the relationship between loss and the number of observations becomes 

the opposite, as shown in Table 45. 

Table 45  

Correlation between Loss Function and Number of Observations for Various Forecasting 

Horizons 

Replication 𝑻 = 𝟎 Prediction 𝑻 = 𝟏 Prediction 𝑻 = 𝟐 Prediction 𝑻 = 𝟒 

0.764 -0.263 -0.534 -0.852 

The correlation changes its sign between T = 0 and T > 0. One of the possible ideas behind this 

trend may be that the diversity in observations influences accuracy in a different way when 

the observations are split within the same period (T = 0, training and test data are from the 
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same period, hence the more diverse data, the more different training and test samples) and 

separate periods (T > 0, training data are from one period and test data are from another, 

therefore the more diverse training data are, the better the model’s ‘understanding’ of the 

test data will be). It is worth mentioning that the diversity of the samples comes from the 2-

D structure of the data: there are 1) different companies, and 2) different periods. The 

number of company-observations grows when 1) the number of periods grows, and 2) more 

companies are included later as CRAs widen their rating coverage. In other words, when the 

entire sample is smaller, the split for the same period produces two subsamples that are 

closer to each other (in terms of companies and time), and on the opposite, larger sample 

splits into more diverse subsamples (companies and periods of observations become more 

numerous). For different periods, the split is actually two different states of largely identical 

sets of the companies: training, e.g., 1990–2008 and test 2012, for instance, for 4-year 

forecasting horizon. It means that the more companies are included into the training 

subsample, the higher the chance that one or several mimic the state of the companies from 

the test subsample. And, after all, one should keep in mind that despite the negative impact 

the diversity puts on the replication accuracy, the latter is still much higher that the accuracy 

of forecasting. 

 Figure 45  

Loss Function and Number of Observations (in Replication) 

 

The relationships between loss function values and the tested independent variables are as 

follows: 
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y the more observations are included in training sample, the lower the loss          

(correlation = -0.550 for average period). 

Thus, it is possible to approximate loss values from the time horizon and the number of 

observations, using, for example, a regression based on two independent variables as follows: 

𝐿𝑜𝑠𝑠 =  𝑏1 ∗ 𝑇 + 𝑏2 ∗ 𝑁 + 𝑏0, (7.2) 

where T is the duration of period between train and test samples in years, and N is a number 

of observations in the training sample. For S&P ratings, for instance, 𝑏1 =  0.363, 𝑏2 =

 −0.000004, and 𝑏0 =  0.898. With every year of increase in the forecast period, the average 

growth for loss will be 0.36, while every extra 10,000 observations used for training will 

decrease the loss value by 0.036 around its average value. 

Finally, using Expressions (7.1) and (7.2), it is possible to forecast the accuracy of ratings 

prediction in any period T prior to forecast, and for any number N of observed ratings for 

training. For example, trying to forecast S&P ratings for the 3rd year after the last year of 

observations, and training on 50,000 observations, it is possible to achieve a minimal loss of 

1.805. Using Expression (7.1), one can expect the accuracy to be between 0.397 (using 4-year 

coefficients) and 0.534 (from 1-year equation).  

However, there may be few limitations to that output. Firstly, the assumption that there 

is a linear relationship in the equation is arguable. Furthermore, linear regression results may 

yield satisfactory results within the ranges of the data used to estimate the coefficients, but 

extrapolating outside those ranges can provide incorrect predictions. Thus, there is a way to 

develop the research of the relationships between the variables that determine the 

replication and forecasting of ratings accuracy further, which I will mention in the conclusion 

from this chapter. 

Figure 46 shows the series of 1-, 2- and 4-year forecasting of S&P ratings in 1990–2018 

(29, 28 and 26 observational periods, respectively). The red line approximates the loss 

function values (blue line) according to Expression (7.2). The graph illustrates that the 

difference between the loss function and its approximation is quite similar across various 

forecasting horizons, and that both T (forecasting horizon) and N (number pf observations) 

affect the final result in the long-run. 
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Figure 46  

Loss Values and Their Regression Values in S&P Ratings Forecasting 

 

7.2 Results and Conclusions from Chapter 7 

I have demonstrated that the accuracy in rating forecasting and replication deteriorates from 

its highest level of over 90% for replication to 30% when forecasting ratings of S&P, Fitch and 

Moody’s for a period of 4 years after the train dataset is formed, as shown in Table 44. With 

the S&P data, it is shown that the longer that period, the less accurate the forecast can be. 

Also, the speed of decrease in accuracy is affected 1) positively by the time difference 

between the period of training and period of forecasting, and 2) negatively by the number of 

observations in the training sample. 

The inconsistency of CRA decisions on ratings may be the major reason for the described 

effects. With the strict methods replicated in ML, rating analysts are no robots still, so from 

time to time, they deviate from the method. It is logical that the more ratings they produce, 

the higher is the deviation ratio observed (see Figure 46). As time passes, the number of 

deviations from the methodology grows, and some new patterns in decision making appear, 

even some not being present in the formal methods. That is how accuracy deteriorates with 

an acceleration of the growth in time of rating predictions. Accuracy for a 1-year period is 

lower than with the replication; a 2-year period is lower again; and 4-year accuracy is even 
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lower (see Figure 41 as a representative sample from a single period, also data in Table 44 for 

the average values). 

On the other hand, the relationship between the number of observations in the training 

sample and accuracy becomes the opposite: the more observations included, the better the 

accuracy of prediction. I explain this effect by the fact that, with a larger number of 

observations, the ML model captures more patterns from past analysts’ decisions, including 

the deviations-from-method that rating analysts employ. 

I have suggested that the inconsistencies of rating decisions can be modelled with two 

variables: T – the period between train and prediction samples, and N – the number of 

observations. The first variable defines the level of loss value and the acceleration of 

deterioration in accuracy, and the second influences the angle of the curve, i.e., small 

accuracy gains from observing more patterns from the past. 

This inconsistency leading to deterioration in accuracy of prediction can also be 

explained by: 

1) the deliberate changes CRAs make to their methods in between the training period and 

testing period; 

2) external shocks influencing the decisions of analysts, including economic crises, new 

CRA regulation; and 

3) changes in the composition of the rating committee of the CRA, analysts’ rotations, or 

appointments of new chief analysts, etc. 

As the above factors contribute to the inconsistency, I describe these as structural shifts 

in the rating approach. I define such shifts on a 2-year forecast horizon to identify the shift 

period, as shown in Figure 47. 
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Figure 47  

The Location of the Structural Shift 

 

After period [Y0; Y1] ends, something changes either in the CRA method or in the 

patterns that the ratings analysts use to assign their ratings, therefore, the forecast for the 

next period becomes less accurate than during the previous period. Revisiting Figures 42–44, 

I describe structural shifts in Figure 48. 

Figure 48  

Loss Change over Gap Years of 1993–2019 for 2-Year Forecast of S&P Ratings 

 

On the graph, there are four sharp increases in the level of loss (1994–1997, 1999–2000, 

2004–2005 and 2019–2020). Each time the increase in the level of loss exceeded 4% while it 

was supposed to go down with the growing number of observations in the training sample. I 

also observe a couple of smaller increases between 2009 and 2010, and between 2014 and 

2015. 

For the first period (1994–1996), it is difficult to identify the reason for the decline in 

the quality of predictions. The dynamics of the number of observations might have produced 
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such a change. Overall, the period is too long ago from now to locate the exact reason for the 

sharp changes. 

I attribute the 1999–2000 shift to the growing geography of ratings, as the number of 

countries grew from 8 in 1998 to 31 in 2001. When I train the GBDT-model on 1998 and 

predict the ratings for 2000, 12 out of 20 countries are completely unknown for my training 

method, and the same applies to the following 2 years, 1999 and 2000, as shown in Figure 49. 

Between 1998 and 2003, the number of countries, in which S&P assigned their ratings, grew 

exponentially. Also, the 1999 shift may be due to the 1997–1998 financial crisis in Russia and 

Southeast Asia, which highlighted that the sovereign risks of developing countries were more 

serious than was previously considered. 

Figure 49  

Geographical Expansion of S&P Ratings Coverage 

 

I attribute the 2004–2005 shift to the new SEC regulations for CRAs acting as nationally 

recognized statistical ratings organization in the US (e.g., Cheng & Neamtiu, 2009). Also, this 

shift might be partly due to previous WorldCom / Enron cases (2001, 2002) and the dot-com 

crisis / recession of 2002. I note that during or after the major financial event of our era, the 

GFC, there were no major changes in the behaviour of S&P. Loss showed a very small increase 

before it started to decline, as expected. This, in my opinion, questions whether the CRAs 

(S&P for this example) have ever adjusted their methods after the GFC, as it is claimed by, 

e.g., DeHaan (2017). 
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The variation of loss in 2014–2015 was even smaller than 2009–2010, so it may rather 

be attributed to random variable fluctuations. The events of that period include the EU debt 

crisis  (Greece, Cyprus, Spain, Portugal, Ireland, Romania; see 

https://en.wikipedia.org/wiki/European_debt_crisis), and the introduction of new regulatory 

standards in Europe by the European Securities and Markets Authority (Regulation No 

462/2013 and Directive 2013/14/EU). 

The latest shift that I have found when trying to forecast ratings assigned in 2020 may 

be attributed to the COVID-19 pandemic. COVID-19 came as a completely unexpected event 

in terms of rating methods used before it, and it is possible that CRAs included the effects of 

it in the financial risks of the rated entities starting from the 2nd quarter of 2020. It may explain 

the higher deviation of ratings assigned in this period from previously exploited rating models. 

In summary, the context of my research presented in this chapter not only provides 

better understanding of the topic of rating replication, but also gives me an opportunity for 

trial-and-error exercises in attempt to achieve better results in replication by tuning the 

parameters of the ML model that I use. This turned out to be valuable when I developed my 

rating system, which is described in the following chapter. I also understand that the results 

presented above are in most aspects not full, and with respect to correlation analysis or 

examinations of the structural shifts, there is a greater prospect for deeper understanding of 

the patterns described above. Because my time and resources are limited, I did not continue 

this analysis to the next stage, but rather have left this topic for my next study (cf. Section 

9.3), or for other researchers to build on the findings that I have reported in this chapter. 

  

https://en.wikipedia.org/wiki/European_debt_crisis
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8. AI Rating: ML-Computed Credit Ratings 

In my search of a better solution to the credit rating problem (cf. Section 1.3), I have 

developed an ML rating system which I call AI Rating. The core of AI Rating is a GBDT model. 

Rating method quality comparisons have been performed in the literature (Xia, 2014; Poon et 

al., 2016; Dimitrov et al., 2015; DeHaan, 2017; Cheng & Neamtiu, 2009; Cornaggia & 

Cornaggia, 2011; Kiff & Kisser, 2020; Gu et al., 2014) for the incumbent rating systems. The 

literature reviews in Chapters 2 and 5 provide more details on the discussion of the quality of 

ratings. The performance of a rating system is measured by means of default rates, accuracy, 

rating transition, and rating stability metrics. From those metrics, in my research I have used 

two parameters: rating accuracy and rating stability. I have developed the IQR (cf. Chapters 3 

and 5), which I use here to assess the quality of a rating system from an investor’s perspective. 

The IQR maps the quality of ratings in the accuracy-stability space into a one-dimensional 

value. 

I have tested the model’s performance against the four incumbent rating systems (S&P, 

Fitch, Moody’s and the CRI). In this chapter, I present the results from two separate tests. Test 

1 measures the performance of the rating systems on the full sample of rated entities, 

including ML replica ratings for the companies that were not rated by the Big-3 CRAs. Test 2 

makes pairwise performance comparisons between assignments from my AI Rating and those 

of its peers. 

I have tested four AI Rating systems against the performance of S&P, Fitch, Moody’s 

and the CRI rating systems. All of the 4 rating systems that I develop have the following 

similarities. Firstly, the rating model is a ML-based GBDT model trained for each year within 

the period of observation under supervised learning. Data used for training are the data from 

financial reports published before the start of a period (D-1), after which the model is applied 

to assign the ratings. In other words, each model was trained on data for the period [1.1.1990; 

D-1], and applied to rate entities within the period [D-1; D0], where D0 = D-1 + 1 year. Thus, the 

models are trained on an increasing amount of past data as D-1 progresses to more recent 

times, and the performance is evaluated over 1-, 3- and 5-year forecasting horizons. Every 

model is used to rate entities according to financial data from entities’ reports published 

during a calendar year. The data from the 29 re-parameterisations of the GBDT method based 
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on data from 1990 to 2018 are presented in Appendix 4, Table 4.1. The inputs of the models 

are shown in Table 16, Chapter 3. 

Secondly, each rating system produced ratings on an ordinary scale with 21 rating 

classes (from ‘AAA’ to ‘C’, which is the standard scale for S&P and Fitch,  with minor 

modifications for Moody’s). Rating classes from 1 (‘AAA’) to 10 (‘BBB-‘) represent categories 

above the IG threshold. Surveillance rules applied are as follows: i) ratings are assigned on the 

date of publication of the financial report data, which AI Rating uses as inputs of the rating 

model; ii) on the date of default, ratings are withdrawn, in which case their values are 

excluded from the tests on the periods following the date of default; iii) for every rated entity, 

ratings are withdrawn 1-year after the last financial report of the entity is published; and 

finally iv) in case an entity re-emerges from default, its rating surveillance reiterates 1-year 

after the default event has occurred. 

The differences between the 4 rating systems come from different rules applied for 

selection and labelling the data for ML training and, in the case of AI Rating Stable, from the 

rules applied for the surveillance of ratings. These particular specifications are presented as 

follows: 

1) AI Rating: different in training dataset rules. To obtain the training data for this rating 

system’s model, I have used consensus ratings of the Big-3 CRAs (cf. Table 2, Subsection 

1.5.2, also Subsection 3.1.5) to label non-default entities. For defaulted companies, the 

lowest rating class (‘C’) was used as a label. Training data also included companies that 

were not rated by the Big-3 CRAs. For those entities, I used 3 replica ratings derived 

from a replication model based on S&P, Moody’s and Fitch ratings (cf. Chapter 7), which 

were trained on the same period when the replica consensus rating was produced. The 

consensus rating then served as a label. The parameters to train the replication models 

are shown in Appendix 4, Table A4.1. 

2) AI Rating Stable: trained on the same data as AI Rating, but differently in its ratings 

surveillance rules. Within this rating system, every rating does not change after it is 

assigned, unless the rated entity goes through a default event and emerges from it, in 

which case the general rules of surveillance described above apply. 
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3) AI Rating + CRI: different from AI Rating in training dataset rules. To obtain the training 

data for this rating system model, for those non-rated by the Big-3 entities, I used CRI 

ratings measured on a consensus scale, instead of the Big-3 replica consensus for AI 

Rating. 

4) AI Rating + CRI NC: a rating system described above as AI Rating + CRI, with the 

difference being the absence of calibration of non-default ratings with other incumbent 

ratings starting from 2011. For example, when forming the training dataset for the 

model trained on data from 1990 to 2014, I take i) the consensus ratings of the Big-3, 

or, if none available, ii) the CRI rating measured on the universal scale, for 1990 to 2010, 

and iii) all the data on entities which defaulted between 1990 and 2014. Thus, AI Rating 

+ CRI NC equals AI Rating + CRI from 1990 to 2010 (180 periods of observation) and 

differs between 2011 and 2019 (120 observational periods). 

The naming for the competing incumbent rating systems in my tests is as follows. SPI 

Rating stands for Standard & Poor’s long-term IDRs (and their replicas in Test 1). If on the date 

of financial report publication, or 3 months after this date, S&P have rated a company, this 

rating is used. Otherwise, replica ratings are included for Test 1. Replica ratings are derived 

from a S&P replication model used in the cycle of AI Rating training described above. FDL 

Rating stands for Fitch long-term IDRs (and their replicas in Test 1), and MIS Rating stands for 

Moody’s long-term IDRs (and their replicas in Test 1). Finally, CRI Rating stands for CRI MiRs 

derived from PDs (PDiRs) and are only used for Test 2. Replication of the CRI ratings is not 

possible from the financial data in my dataset, firstly, because the CRI ratings are partially 

derived from market data, which are not present in my dataset, and secondly, because the 

CRI produces and updates ratings more frequently than when the entities’ financial reports 

are published, i.e. the CRI surveillance cycle is monthly, and financial reports are published 

quarterly (for the most entities in my sample), biannually and annually (for some entities in 

my sample). 

In Test 2, I have compared the performance of my 4 AI rating systems and those of the 

incumbents (with no inclusion of replicated ratings) on the subsamples of co-rated entities. 

Thus, the performances of the rating systems shown in Section 8.1 measure the performance 

for each pair of rating systems. For example, for the pair of AI Rating and S&P, Test 2 produces 

the results of both rating systems when they rate entities simultaneously, i.e. rating of AI 
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Rating is included in the tested sample if on the date where it was obtained the rated entity 

had a S&P rating. When I compare each of the AI Rating systems with all the incumbents, the 

number of rating comparisons whose results are measured is 16 + 4 (4 AI rating systems x 4 

incumbents + 4 incumbents). Test 1 measures the performance of the above seven rating 

systems (four AI rating systems and three Big-3 rating systems) on the sample containing all 

public non-financial companies that have financial reports on the Reuters database. Test 1 

uses a sample of 33,543 companies that obtained a rating between January 1990 and 

December 2019. Thus, the number of rating systems taking part in Test 1 is 7. Overall, the 

number of rating systems whose results are presented for both tests is 27. 

Within the 30-year analysis period, the 1,088,344 rating events were generated for each 

of the tested rating systems under Test 1 conditions. The numbers of rating events (entity-

date observations) for Test 2 are different for each comparison pair. Rating events start from 

13 January 1990, and the last events are on 30 November 2019. Default events are taken from 

01 January 1995 through to 30 September 2000. On the last day of each month between 

December 1994 and November 2019 (300 months in total), I have measured for 1-, 3- and 5-

year periods ending on the last day of the corresponding month. For both tests, I report in 

Table 46 the average ARs (which are included in the various IQRs), the average stability ratio 

(averaged over moving 1-, 3- and 5-year periods) and the IQR values. To calculate the average 

IQRs for each rating system in both tests, I have used the method described in Subsection 

3.1.4 (also see Chapter 5). 

8.1 Performance Test Analysis 

Tables 46 and 47 show the performance of rating systems introduced above, measured in 

Test 1. All AI rating systems outperformed the incumbents by a significant margin. The top-

performer was the AI Rating Stable system with an IQR of 31.12%, which is 44% higher than 

the index of top-performing incumbents (SPI Rating), and 2 times higher than the average IQR 

of the Big-3 ratings and their replicas. The AI Rating Stable system was on average 23 % more 

accurate than the incumbents and, at the same time, showed 2.5 times more stability due to 

its surveillance rules. Also, I have included the usually reported one-dimensional performance 

metrics, AR in the academic literature (e.g., Kurbangaleev et al., 2018; Bacham & Zhao, 2017). 

Kurbangaleev et al. reported that their method (logit model) outperformed the consensus 

ratings assigned by 7 CRAs with an AR of 69.4%, as opposed to 61% for the CRAs’ consensus 
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rating model. Bacham and Zhao found that the AR of all three tested ML methods (ANN, RF 

and Boosting) beats the AR of Moody’s MiRs by 2% to 3%. In Test 1, my method outperforms 

the incumbents considerably on the compound index, with margins from 65% to 100%. 

Table 46  

Summary Statistics for Accuracy and Stability of Ratings, and Default Ratios for AI Rating 

and Incumbent Rating Systems, Test 1 

  
Mean Max Min Stdev 

1y 3y 5y 1y 3y 5y 1y 3y 5y 1y 3y 5y 
N(ratings) 12057 10909 9860 30674 29122 27362 1010 976 784 9662 9139 8600 

N(actions) 39323 105286 158001 103747 293505 458544 2700 8923 13656 32308 90305 140434 

N(defaults) 29 69 100 113 195 279 0 2 2 29 63 86 

DR(all) 0.0021 0.0059 0.0103 0.0055 0.0116 0.0163 0.0000 0.0019 0.0022 0.0013 0.0024 0.0036 

AI Rating 
A(all) 0.423 0.320 0.266 1.000 0.889 0.750 -0.434 -0.326 -0.144 0.280 0.263 0.189 

A(IG) 0.362 0.192 0.144 1.000 1.000 0.890 -0.697 -0.481 -0.247 0.467 0.370 0.245 

S 0.436 0.178 0.119 0.745 0.427 0.292 0.281 0.080 0.057 0.116 0.101 0.075 

AI Rating Stable 
A(all) 0.243 0.145 0.120 1.000 0.938 0.564 -0.506 -0.222 -0.23 0.350 0.256 0.173 

A(IG) 0.132 -0.045 -0.098 1.000 1.000 0.493 -0.726 -0.465 -0.506 0.508 0.323 0.166 

S 0.970 0.926 0.895 0.998 0.989 0.972 0.924 0.885 0.817 0.017 0.029 0.036 

AI Rating + CRI 
A(all) 0.481 0.355 0.294 1.000 0.885 0.684 -0.133 -0.147 -0.04 0.224 0.230 0.162 

A(IG) 0.350 0.256 0.306 1.000 1.000 1.000 -0.585 -0.283 -0.585 0.427 0.324 0.437 

S 0.353 0.139 0.096 0.660 0.327 0.249 0.22 0.063 0.051 0.101 0.079 0.052 

AI Rating + CRI NC 
A(all) 0.471 0.341 0.271 1.000 0.885 0.684 -0.133 -0.147 -0.04 0.223 0.222 0.156 

A(IG) 0.306 0.216 0.237 1.000 1.000 1.000 -0.585 -0.283 -0.103 0.437 0.321 0.283 

S 0.351 0.137 0.096 0.660 0.327 0.205 0.226 0.061 0.05 0.103 0.080 0.052 

SPI Rating 
A(all) 0.330 0.196 0.080 1.000 0.946 0.907 -0.751 -0.180 -0.357 0.289 0.255 0.223 

A(IG) 0.299 0.291 0.218 1.000 1.000 1.000 -0.803 -0.338 0.039 0.483 0.322 0.210 

S 0.576 0.267 0.165 0.741 0.370 0.197 0.447 0.198 0.126 0.050 0.035 0.018 

FDL Rating 
A(all) 0.274 0.041 0.027 1.000 0.252 0.251 -0.699 -0.371 -0.292 0.302 0.164 0.105 

A(IG) 0.138 -0.083 0.019 1.000 0.225 0.261 -0.831 -0.449 -0.279 0.448 0.198 0.104 

S 0.610 0.338 0.253 0.850 0.598 0.513 0.481 0.204 0.126 0.073 0.113 0.119 

MIS Rating 
A(all) 0.138 -0.105 -0.074 1.000 0.395 0.357 -0.676 -0.538 -0.520 0.342 0.165 0.148 

A(IG) 0.391 0.023 0.137 1.000 0.474 0.404 -0.874 -0.532 -0.275 0.493 0.253 0.175 

S 0.572 0.295 0.222 0.883 0.781 0.747 0.4715 0.1958 0.13 0.072 0.119 0.133 

Note. Accuracy (A), Stability (S) of ratings, and Default Ratios (DR) for AI Rating and incumbent rating systems 

over 300 monthly observations from D0 = 1.1.1995 to D0 = 1.11.2019, Test 1. 
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Table 47  

Quality of Ratings for Weighted Averages for Accuracy and Stability of Ratings for AI Rating 

and Incumbent Rating Systems, Test 1 

 A(all) 
1y 

A(IG) 
1y 

A(all) 3 
y 

A(IG) 
3y 

A(all) 
5y 

A(IG) 
5y 

S 
1y 

S 
3y 

S 
5y IQR 

AI Rating Stable 0.175 0.052 0.087 -0.125 0.093 -0.130 0.968 0.921 0.890 0.311 

non-US 0.291 0.331 0.263 0.219 0.254 0.247 0.971 0.929 0.900   

AI Rating + CRI 0.419 0.276 0.311 0.181 0.268 0.186 0.332 0.125 0.090 0.281 

non-US 0.490 0.420 0.395 0.320 0.304 0.327 0.352 0.146 0.107   

AI Rating 0.357 0.288 0.273 0.094 0.237 0.095 0.411 0.157 0.106 0.252 

non-US 0.401 0.451 0.338 0.310 0.274 0.390 0.434 0.196 0.137   

AI Rating + CRI NC  0.409 0.225 0.299 0.141 0.249 0.157 0.329 0.123 0.090 0.265 

non-US 0.482 0.359 0.387 0.275 0.285 0.288 0.350 0.145 0.106   

SPI Rating 0.255 0.266 0.134 0.210 0.031 0.152 0.570 0.269 0.170 0.225 

non-US 0.248 0.313 0.279 0.444 0.121 0.248 0.551 0.262 0.183   

FDL Rating 0.195 0.027 0.042 -0.100 0.009 0.005 0.598 0.324 0.237 0.154 

non-US 0.281 0.302 0.227 0.074 0.004 0.020 0.619 0.358 0.278   

MIS Rating 0.057 0.360 -0.080 0.081 -0.095 0.138 0.554 0.265 0.189 0.126 

non-US 0.105 0.629 0.078 0.453 -0.142 0.138 0.582 0.301 0.224   

Note. Weighted average for Accuracy (A) and average for Stability (S) of ratings over 300 monthly observations 

from D0 = 1.1.1995 to D0 = 1.11.2019, Test 1. 

AI Rating + CRI outperformed AI Rating by a small margin, and at the same time left 

behind AI Rating Stable by the overall IQR metric. On the broader spectrum of companies 

involved in Test 1, labelling the non-rated by the Big-3 companies with the CRI ratings leads 

to better accuracy than labelling them with Big-3 replica ratings. The achieved margin, 

however, is quite moderate. Also, we may note that the lack of ratings synchronization with 

other ratings was not as important for AI Rating + CRI NC as the deterioration in its accuracy 

and stability: over 10 years when the system trained with no information on other ratings the 

performance loss was minor.AI Rating outperformed the runner-up rating system (SPI Rating) 

judging by the IQR by 12% (= (0.252 - 0.225) / 0.225, cf. Table 47). The average advantage 

over the performance of the Big-3 rating systems was 64.5%. The accuracy of the AI Rating 

system was several times higher than that of its competitors, while at the same time the AI 

Rating system showed less stability in all periods (cf. Table 47, columns 8 – 10). Moreover, for 

longer periods of default predictions, AI Ratings outperformed the incumbents by a higher 

margin (three times more accurate over a 3-year period, and ten times more accurate over a 
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5-year period). In terms of ratings stability, the AI Rating was not deliberately designed or 

tuned to maintain stability over accuracy because of the expectations around the stability 

influence, which were discussed in Section 1.4 and the following arguments presented in 

Section 8.5. According to t statistic test, AI Rating overperforms Moody’s and Fitch in Test 1 

in terms of IQR at 5% significance level. In Test 1 AI rating overperforms S&P on AR at 5% 

level, although it did not show the overperformance on IQR. AI Rating Stable system 

overperformed all Big-3 CRAs in terms of IQR at 5% level. 

AI Rating systems showed a moderate performance on accuracy above the IG threshold. 

This is in line with our previous findings (cf. Chapter 5), which showed that rating systems are 

less accurate in the top half of the spectrum of ratings, and they were not built precisely 

enough to achieve a high degree of accuracy, particularly above the IG threshold. Table 48 

contains the aggregated results of Test 1 and Test 2 for every rating system tested. To put my 

results from Test 1 and Test 2 for ever rating system into perspective, I summarize the results 

already presented in Tables 46 and 47 in Table 48 for better comparison. 

Table 48  

Quality of Ratings for AI Rating and Incumbent Rating Systems, Test 1 and Test 2 

Rating System Accuracy^ Stability* IQR 
AI rating vs peers average 

Accuracy Stability IQR 
AI Rating (Test 1) 0.293 0.181 0.252 174.54% -48.74% 50.15% 

AI Rating Stable (Test 1) 0.107 0.926 0.311 99.95% 262.53% 185.22% 

AI Rating + CRI (Test 1) 0.314 0.182 0.281 294.82% 51.69% 167.31% 

AI Rating + CRI NC (Test 1) 0.293 0.181 0.265 274.54% 51.26% 157.43% 

SPI Rating (Test 1) 0.187 0.336 0.225       

FDL Rating (Test 1) 0.077 0.386 0.154       

MIS Rating (Test 1) 0.056 0.336 0.126       

Big-3 average (Test 1) 0.107 0.353 0.168       
AI Rating (Test 2) 0.505 0.250 0.441 -15.02% -39.68% -19.67% 

co-rated with S&P 0.595 0.257 0.511 -9.84% -55.04% -19.97% 

co-rated with Fitch 0.638 0.272 0.546 -2.58% -53.51% -14.28% 

co-rated with CRI 0.281 0.219 0.266 -39.80% 163.03% -28.41% 

AI Rating Stable (Test 2) 0.359 0.999 0.519 -39.47% 141.26% -5.41% 

co-rated with S&P 0.395 0.999 0.546 -40.13% 74.55% -14.41% 

co-rated with Fitch 0.534 0.999 0.651 -18.35% 70.56% 2.07% 

co-rated with CRI 0.149 0.997 0.361 -68.16% 1096.48% -2.76% 

AI Rating + CRI (Test 2) 0.505 0.223 0.434 -14.99% -46.24% -20.88% 

co-rated with S&P 0.555 0.230 0.474 -15.99% -59.79% -25.81% 

co-rated with Fitch 0.607 0.256 0.519 -7.31% -56.37% -18.58% 

co-rated with CRI 0.353 0.182 0.310 -24.33% 118.06% -16.34% 
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Rating System Accuracy^ Stability* IQR 
AI rating vs peers average 

Accuracy Stability IQR 
AI Rating + CRI NC (test2) 0.485 0.214 0.417 -18.38% -48.32% -24.02% 

co-rated with S&P 0.540 0.219 0.460 -18.18% -61.82% -27.97% 

co-rated with Fitch 0.587 0.245 0.502 -10.31% -58.09% -21.29% 

co-rated with CRI 0.327 0.178 0.290 -29.98% 113.16% -21.94% 

S&P (Test 2) 0.660 0.573 0.638       

Fitch (Test 2) 0.655 0.586 0.637       

CRI (Test 2) 0.467 0.083 0.371       

Incumbents average (Test 2) 0.594 0.414 0.549       

AI Rating Stable (Test 1 + Test 2)       30.24% 201.90% 89.91% 

AI Rating + CRI (Test 1 + Test 2)       139.92% 2.73% 73.21% 

AI Rating (Test 1 + Test 2)       79.76% -44.21% 15.24% 

AI Rating + CRI NC (Test 1 + Test 2)       128.08% 1.47% 66.71% 

*: Average accuracy values are calculated from nine values of ARs as shown in Expression (3.17) Section 3.1.  

𝐴𝑅 =  (𝐴𝑅1𝑌+𝐴𝑅(𝐼𝐺)1𝑌+𝐴𝑅(𝑁𝑈𝑆)1𝑌+𝐴𝑅3𝑌+𝐴𝑅(𝐼𝐺)3𝑌+𝐴𝑅(𝑁𝑈𝑆)3𝑌+𝐴𝑅(5𝑌)+𝐴𝑅(𝐼𝐺)5𝑌+𝐴𝑅(𝑁𝑈𝑆)5𝑌)
9

, 

^: Average stability values are calculated for stability in 1-year, 3-year and 5-year periods: 

 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 =  
𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦1𝑌 + 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 3𝑌 + 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦5𝑌

3
 

Note. Weighted average for Accuracy (A) and average for Stability (S) of ratings over 300 monthly observations 

from D0 = 1.1.1995 to D0 = 1.11.2019, Test 1 and Test 2. 

With respect to Test 2 results, I note that AI Rating systems are on average on a par with Fitch 

and S&P in terms of accuracy, while AI Rating and AI Rating + CRI systems lack the stability to 

outperform two of the Big-3 CRAs in terms of IQR values. With 100% stability in AI Rating 

Stable, the IQR for this rating system was 13% lower than S&P and Fitch combined. In fact, 

the IQR values in Test 2 are close to the values of IQR for all non-financial ratings of public 

companies that I have reported in Chapter 5. I also note that those values are higher than the 

values for CRI-Fitch and CRI-S&P co-rated subsamples, as shown in Table 49. 
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Table 49  

Comparison of the Quality of Ratings on Co-Rated Samples, Test 2, and Observations from 

Tables 34–35, Chapter 5, for S&P, Fitch and the CRI 

Rating System Accuracy Stability IQR 
 

AI Rating (Test 2) 0.505 0.250 0.441  

vs S&P 0.595 0.257 0.511  

vs Fitch 0.534 0.999 0.651  

AI Rating Stable (test2) 0.359 0.999 0.519  

vs S&P 0.395 0.999 0.546  

vs Fitch 0.534 0.999 0.651  

AI Rating + CRI (test2) 0.505 0.223 0.434  

vs S&P 0.555 0.230 0.474  

vs Fitch 0.607 0.256 0.519  

S&P + Fitch 1995 - 2015 0.642 0.530 0.617  

S&P 0.657 0.524 0.630  

Fitch 0.627 0.537 0.605  

CRI (co-rated S&P and Fitch) 
1995 - 2015 

0.559 0.093 0.443  

S&P 0.570 0.088 0.450  

Fitch 0.548 0.097 0.436  

Note. Weighted average for Accuracy (A) and average for Stability (S) of ratings, Test 2 for AI rating and 

observations from Tables 34–35, Chapter 5, for S&P, Fitch and the CRI. 

The results in Table 49 show that the IQR of AI Rating Stable was 16% lower than the IQR of 

S&P and Fitch from Chapter 5, measured for the 1995–2015 periods of observation, and that 

the AI Rating Stable has 17% higher IQR values than the CRI. 

The results presented in Table 48 indicate that all AI Rating systems outperform their 

peers (incumbent ratings) by the overall IQR values. However, I also see that some systems, 

like AI Rating and AI Rating + CRI, lack stability and perform better on accuracy ratios: at the 

same time, AI Rating Stable is much more stable, but less accurate on average. T statistic for 

pairwise comparison with Fitch shows that there was no significant (5%) difference between 

AR of AI Rating and Fitch over Test 2, but due to lower stability AI Rating underperforms Fitch 

by the IQR. At the same time, there was no significant difference in IQRs of AI Rating Stable 

and Fitch. Similarly, there was no significant (5%) difference between AR of AI Rating systems 

(at least, AI Rating Stable) and the CRI over Test 2. Opposite to the above comparisons with 

Fitch and the CRI, there was a significant (5%) difference between AR and IQR of all four AI 
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Rating systems and S&P in Test 2, thus S&P was the only incumbent CRA to outperform AI 

Rating systems in test 2. 

In relation to the expectations shown in Section 1.4, I have considered two other 

characteristics of ratings: the distribution of ratings and the distribution of defaults between 

different classes. Although these characteristics are not directly connected to the quality of 

ratings, market investors may have their own preferences for the ratings they use. For 

example, if all ratings were distributed just between 2 classes, such a system might be more 

accurate judging by IQR, but the investors are used to the incumbent systems, which usually 

contain over 20 rating classes. They may also expect that higher groups of ratings are free 

from defaults, while most of the defaults should be concentrated below the investment grade 

threshold. I’ll cover these two aspects in the next sections. 

8.2 Distribution of Ratings 

The distribution of ratings is shown for an average observation period, i.e., the 1-year period 

of 2010, and measured by the Herfindahl-Hirschman Index (HHI)18. The most frequent 

(median) rating and its frequency are also shown. In addition, I measured the proportion of 

ratings above the investment grade threshold. 

Table 50  

Distribution and Concentration of Ratings in the Year of 2010 

Rating System HHI Median %Median Above IG 

AI Rating 1898.6509 12 38.05% 22.46% 

AI Rating + CRI 1190.3867 11 20.28% 43.75% 

SPI Rating 2315.717 14 43.83% 22.08% 

FDL Rating 1373.4477 11 22.28% 26.12% 

MIS Rating 3949.2141 15 60.42% 10.77% 

Standard & Poor's 808.66732 9.5 10.74% 48.61% 

The CRI 768.19401 10 11.76% 69.54% 

 
18 The HHI is a popular measure for market concentration and is calculated as the sum of the squares from 

individual estimates of market share for entities. When all market shares belong to one entity, we square 100%, 
which yields a HHI = 10’000, and the more the market share is distributed equally over an increasing number of 

entities, the HHI tends towards 0. I have adapted this concept to address the credit rating problem such that the 

‘entities’ are replaced by ‘rating categories’. If the ratings across all N rating categories is uniform, I obtain 
HHImin = 10’000/N. If all ratings are assigned to one category only, I obtain HHImax = 10,000. The empirically 

calculated HHI then represents the level of variation of rating assignments to different classes, and with that, 

the deviation from the expected hierarchical allocation pattern, which corresponds to the PD distribution. 
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I note that the distribution of AI Rating Stable ratings is similar to AI Rating, because it is based 

on the same rating model, but with different surveillance rules. The distribution of AI Rating 

+ CRI NC system is, for the same reasons, similar to AI Rating + CRI. S&P and the CRI data are 

shown for comparison purposes to provide a benchmark of what there is on the market that 

investors perceive as a common distribution. 

I observe (cf. Figure 50, graph middle left) that the AI Rating system has a higher 

concentration of ratings per rating classes. At the same time, the concentration of AI Rating 

+ CRI ratings per class is much closer to the real data for S&P or the CRI. This may be a weak 

argument in favour of AI Rating + CRI system over AI Rating. I also note that more ratings of 

AI Rating + CRI are located in higher groups, although, for that reason, the performance of AI 

Rating + CRI on accuracy IG metric is a little weaker than that of AI Rating. 

This argument is a weak one because, to a larger extent (sample of over 33,500 entities), 

there must be no expectations that the entities will be distributed evenly between rating 

classes. In the real world, top rated entities are rare, and so are the bottom classes because 

no entity wants to have a place below its market competitors. Hence, all incumbent ratings 

are concentrated around the middle classes, as are the companies on the market. Also, I note 

that the more non-rated companies are included in the sample, the smaller is the average size 

of the rated entities and, consequently, the lower median rating is observed. On the contrary, 

and this point is one of the weak characteristics of the CRI ratings, the proportion of ‘AAA’ 

ratings normally assigned by the CRI is around 8% to 10%, which is very high for this class. 

During 2010, 2,255 companies on average were holding a ‘AAA’ rating from the CRI, while 

only 8 companies obtained a ‘AAA’ rating from S&P or Moody’s during the same period in the 

same sample. It is no surprise that the default ratios for ‘AAA’ assigned by the CRI are always 

above 0%, while over 30 years there were no defaults of ‘AAA’-rated companies among S&P, 

Fitch or Moody’s clients, even on the 5-year horizons. 



 
208 

Figure 50  

Distribution of Ratings over Rating Scale for Different Rating Systems 

  

  

  

8.3 Distribution of Defaults 

The best distribution which complies with the rating category criteria is observed if: i) top 

rating classes do not contain defaults, and ii) default ratios grow exponentially across the 

rating scale. In Figures 51 and 52, I present default ratios per each rating class for 1-, 3- and 

5-year horizons (the tabulated data are available in Appendix 4, Tables A4.5–A4.8). 
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Figure 51  

Distribution of Defaults for Different Rating Systems in Test 1 

AI Rating Test 1 

   

AI Rating Stable Test 1 

   

AI Rating + CRI Test 1 

   

SPI Rating Test 1 
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Figure 52  

Distribution of Defaults for Different Rating Systems in Test 2 and in the Real World 

AI Rating Test 2 vs S&P and Fitch 
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Credit Research Initiative 

   

The proper distribution of defaults is observed for AI Rating and AI Rating + CRI systems. There 

were no defaults at all in the top 4 groups (‘AAA’, ‘AA+’, ‘AA’ and ‘AA-‘) on the horizons of 1-, 

3- or 5-year prior. The default probability increases as the rating class gets lower. If we look 

at the DRs of Test 2, we note that the DRs below the IG threshold are much higher than the 

DRs above that important level. At the same time, while AI Rating Stable is a leader by IQR, 

the default distribution of its ratings does not seem right. The defaults are present across top 

classes. The probability of default (DRs) does not increase with the class, as shown on Figures 

A4.5, and for this reason, AI Rating Stable ratings are mapped differently from the incumbents 

(see Table 51). 

The distribution of defaults is a strong argument against the AI Rating Stable system and 

in favour of AI Rating and AI Rating + CRI. 

8.4 Mapping of Ratings 

To map AI ratings to the different rating scales of the incumbents is an important task because 

the users’ (e.g., investors, regulators and financial media) perceptions of the ratings has 

become universal. For example, it is expected that a ‘BBB-‘ rating from one CRA is equivalent 

to the ‘BBB-‘ rating of another CRA, i.e., it represents a forecast of the same PD for the 

investment grade issuer. If the AI Rating level ‘BBB-‘ was equivalent, in terms of default 

frequency, to some very different rating from one of the Big-3 CRAs, say ‘A+’, or ‘CCC’, this 

fact would be considered by the public as misleading, because it would make it difficult to 

interpret and compare such ratings. The case of an ‘A+’ would be considered an ‘inflated’ 

rating, and in the case of a ‘CCC’, the rating would be called ‘restricted’ or ‘unfair’. Also, in the 

‘A+’ case, agents would complain that the CRA has adopted a too soft approach, while in the 

‘CCC’ case, sell-side (issuers) would expect the low ratings to depress the prices of their bonds. 
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Another reason for the importance of mapping is in regulation. Central banks, 

exchanges and other government agencies involved in regulation of financial markets (e.g., 

the Ministry of Business, Innovation and Employment, the Treasury, the Financial Markets 

Authority and the Commerce Commission in New Zealand) tend to set rules for the financial 

instruments which are measured by the rating levels assigned. ‘Investment grade’ thresholds 

are not the only ones of their kind: there may be requirements for the ratings of bonds to be 

listed in the prime section of the exchange, to be accepted for refinancing operations with 

the central banks, or to be valued as a financial intermediary asset when checking capital 

adequacy ratio. 

For the mapping, I have used the long-term median cumulative cohort default rates that 

are presented in Chapter 6. The corresponding mapping table is shown in Table 51. When the 

majority of rating groups of AI Rating systems conform to parallel incumbent classes, we call 

it a ‘well-calibrated’ rating system. On the other hand, the more classes fall further away from 

their peer ratings, the less useful become the ratings, for reasons explained above. Table 51 

shows that AI Rating and AI Rating + CRI ratings correspond directly with the ratings of the 

incumbents, whereas AI Rating Stable ratings are much different from the latter. This 

represents an argument against the usefulness of AI Rating Stable and favours AI Rating and 

AI Rating + CRI. The AI Rating system is slightly better calibrated than AI Rating + CRI despite 

the fact that this system has lower diversification of ratings between classes (see previous 

Section 8.2). 
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Table 51  

Mapping of AI Ratings and Incumbents to Universal Scale Based on the Long-Term Median Cumulative Cohort Default Rates 

Ordinal 
rating 

CRI Moody's S&P Fitch AI Rating AI Rating + CRI AI Rating Stable 

PD Max Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

Average 
Ordinal 

Uni 
Rating 

1 0.00009 5 A+ 1 AAA 1 AAA 1 AAA 1 AAA 1 AAA 5 A+ 

2 0.000122 6 A 2 AA+ 2 AA+ 2 AA+ 2 AA+ 2 AA+ 7 A- 

3 0.000205 6 A 3 AA 3 AA 3 AA 3 AA 3 AA 7 A- 

4 0.000308 7 A- 4 AA- 4 AA- 4 AA- 4 AA- 4 AA- 7 A- 

5 0.000489 8 BBB+ 5 A+ 5 A+ 5 A+ 5 A+ 5 A+ 7 A- 

6 0.00076 9 BBB 6 A 5 A+ 6 A 6 A 6 A 8 BBB+ 

7 0.001125 10 BBB- 7 A- 5 A+ 6 A 6 A 6 A 9 BBB 

8 0.001851 10 BBB- 7 A- 6 A 7 A- 6 A 7 A- 9 BBB 

9 0.002683 11 BB+ 8 BBB+ 8 BBB+ 8 BBB+ 7 A- 8 BBB+ 9 BBB 

10 0.004444 11 BB+ 8 BBB+ 9 BBB 10 BBB- 10 BBB- 10 BBB- 11 BB+ 

11 0.006514 12 BB 9 BBB 11 BB+ 11 BB+ 11 BB+ 11 BB+ 12 BB 

12 0.010334 13 BB- 10 BBB- 12 BB 12 BB 11 BB+ 12 BB 12 BB 

13 0.015814 13 BB- 11 BB+ 14 B+ 13 BB- 12 BB 12 BB 13 BB- 

14 0.024503 14 B+ 12 BB 15 B 14 B+ 13 BB- 13 BB- 13 BB- 

15 0.037175 15 B 13 BB- 17 CCC+ 14 B+ 14 B+ 13 BB- 13 BB- 

16 0.057338 16 B- 17 CCC+ 20 CC 15 B 14 B+ 14 B+ 13 BB- 

17 0.083161 17 CCC+ 17 CCC+ 20 CC 15 B 14 B+ 14 B+ 14 B+ 

18 0.123225 19 CCC- 18 CCC 21 C 17 CCC+ 15 B 15 B 14 B+ 

19 0.189582 20 CC 18 CCC 21 C 17 CCC+ 16 B- 16 B- 14 B+ 

20 0.236701 21 C 19 CCC- 21 C 18 CCC 18 CCC 16 B- 15 B 

21 1 21 C 19 CCC- 21 C 19 CCC- 18 CCC 17 CCC+ 15 B 
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8.5 Financial Effects of Ratings 

To measure the financial effect produced by a rating system of higher quality for the average 

bond investor, I have defined a typical bond portfolio (size, allocation per rating groups, rules for 

rotation and rebalancing) and measured two components of the portfolio management returns: 

1) Loss-Given-Default rate of the portfolio, the amount of loss investors carry when issuers 

default on the bonds, which is a product of default ratios and recovery ratios, and 2) rebalancing 

costs. 1) + 2) represent a metric for comparison between rating systems. My hypothesis is that 

the more accurate the ratings a system produces, the less LGD there is for the portfolio, and also, 

the more stable ratings, the lower the rebalancing costs on a portfolio there are. Overall, a rating 

system with higher IQR should produce positive financial effects for a typical bond portfolio in 

comparison. 

8.5.1 Simulation 1 

In Simulation 1, I explore the financial effects of ratings for an individual ‘typical’ bond portfolio 

over a 15-year period. The properties of our bond portfolio are as follows: 

y USD 1 billion are distributed between 1 - 10 (AAA - BBB-) with 85% above investment grade 

and 15% below investment grade 11 - 16 (BB+ - B-). While arbitrary, this distribution reflects 

a typical investment portfolio. Table 52 displays the percentage group allocations. The top 

rating classes have larger proportions of the portfolio, while a lower share of funds is 

allocated to lower classes. There is also a threshold (‘B-‘) below which the allocations are 

closed. The duration of bonds is equally distributed at 33% across 1, 3 and 5 years. 

y The cost of rebalancing the portfolio is 0.25% on par value of the bond. 

y The rebalancing costs over a period is calculated as follows:  

(1-Stability ratio) * Portfolio volume * Rebalancing Coefficient * 0.25% (8.1) 

Table 52  

Simulation 1: Portfolio Allocation per Rating Classes 

Rating AAA AA+ AA AA- A+ A A- BBB+ BBB BBB- BB+ BB BB- B+ B B- 

Class 
limit 13% 12% 11% 10% 9% 8% 7% 6% 5% 4% 3.5% 3% 2.5% 2.25% 2.00% 1.75% 

I expect rebalancing to happen when the proportion of bonds with a certain rating deviates from 

the class limits set in Table 52. For example, if out of 13% of ‘AAA’-rated bonds after a 1-year 
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period ratings were downgraded for the issuers representing 2% of portfolio, the bondholder will 

only have 11% of the portfolio allocated in ‘AAA’, which is less than a 13% class limit. The 

bondholder will have to buy ‘AAA’-rated bonds for the amount of 2% of the portfolio and sell 

other bonds from the portfolio to do that. The bonds they are to sell will belong to overweighted 

classes, those where at the end of the period the proportion exceeds the class limits showed in 

Table 52. 

y The Rebalancing Coefficient is set to 50%. That means that, for example, half of the times 

AAA moves to AA+, and AA+ moves back to AAA, so no rebalancing is needed because the 

distribution of bonds between classes remains in compliance with class limits. Thus, the 

Rebalancing Coefficient shows the proportion of ratings changes that are not compensated 

with similar opposite direction migration of ratings of other bonds in the portfolio. For 

example, for the amount of USD 100M of bonds, the ratings have changed (stability ratio 

90% on a USD 1B portfolio), but for USD 50M the changes compensate for each other (i.e. 

USD 25M have moved from ‘AAA” to ‘AA+’, and USD 25M have moved backwards, ‘AA+’ to 

‘AAA’). Apart from compensatory effects, investors prefer not to perform any rebalancing 

for those bonds that are close to maturity. Even when the class limit is exceeded, if the 

excessive amount falls to maturity shortly, the proportion of the class will decrease with 

the maturity and at no cost. It naturally lowers the number of bonds that need to be sold 

for rebalancing. 

y I assume that average default ratios for the rating system represent the proportion of 

defaults for the period of investing. In reality, default ratios are time-dependent and thus 

will deviate from the average, but for simplicity we do not consider those effects. 

y I assume the default recovery ratio to be 30% on average for the portfolio, meaning that 

70% of the default volume is a loss from inaccurate ratings. In fact, LGD ratios are sensitive 

to the level of ratings19, so the 30% average is an oversimplification. 

y Over the simulated 15-year period, the turnover on 1-year bonds would be 15 times, for 3-

year bonds 5 times, and for 5-year bonds it will be 3 times. 

 
19 The 2021 Moody’s Annual Default Study shows the average recovery rate from 1983–2021 for senior unsecured 

bonds was 44.7 % (Exhibit 27). At the same time, the Aaa recovery rates were not shown, but it was mentioned that, 

out of five observations, three were Icelandic banks that have an average recovery rate of 3.33%. For the year 2021, 

the average recovery rate dropped to 26.5%, and in 2020 average recovery excluding the largest default event was 

only 10.5%. 
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To produce an accurate simulation for a typical portfolio of USD 1B on a data sample of 

33,543 companies worldwide one needs a database that contains the following data: 

y Terms and conditions on every bond selected company issued on the market in the given 

period (dates of issue, maturity, coupon payments). The approximate number of bonds for 

my sample of companies for 1990–2020 is over 1 million at the minimum. 

y Quotes and market trades for each bond at each trading day within the period. 

y Information about the process for each defaulted bond recovery.  

I am not in possession of the data needed for such simulation, and these data would be 

very hard and expensive to obtain. Even if, with these data in hand, one can run multiple 

simulations on buying a random number of bonds for a ‘typical portfolio’ and compare the 

results, other limitations include the following: 

y The portfolio duration will be approximately and on average 1, 3, and 5 years. The duration 

of each bond in the portfolio would be different from those periods. 

y One may need to assume that the liquidity on the market is perfect, i.e., trades can be 

made at the prices that prevailed at the time chosen for simulation. 

y One will need to ignore alternative options such as bondholder’s actions with respect to 

put options, conversions and other optional events that issuers might provide. 

y Because we do not limit our data sample to US companies only, the results will depend on 

currency rate fluctuations. 

y The results will largely depend on recovery ratios, which varied widely across different 

years and different types of bonds (e.g., secured or unsecured). 

With Simulation 1, I assume that all the factors described above are ceteris paribus, that 

the average default ratios we observe within the simulation periods are proxies for the loss from 

defaults in each and every period within my simulation. Tables 53 and 54 display the 

performances of different rating systems in Simulation 1, based on data from Test 1 and Test 2 

accordingly. 
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Table 53  

Financial Effects of Ratings Measured on ‘Typical Portfolio’ over a 15-Year Period, Entities 

Sample of Test 1 

Rating System Loss from 
defaults Accuracy Rebalancing 

Costs Stability Loss + Costs IQR Effect 

AI Rating $8,681.11 25.81% $6,339.85 24.44% $15,020.96 25.81% $2,069.53   

Incumbents (S&P, 

Fitch, Moody's) 
$11,996.95 8.52% $5,093.54 36.41% $17,090.49 15.55% - 

AI Rating Stable $26,407.03 10.48% $469.91 93.05% $26,876.95 31.12% -$9,786.46 

Note. Monetary values are in USD thousands. 

There is a slight difference in performance for Test 2: 

Table 54  

Financial Effects of Rating Systems Measured on a ‘Typical Portfolio’ over a 15-Year Period, 

Entities Sample of Test 2 

Rating System Loss from 
defaults Accuracy Rebalancing 

Costs Stability Loss + Costs IQR Effect 

AI Rating $23,832.91 48.90% $5,999.33 27.83% $29,832.25 43.63% $772.68 

Incumbents (S&P, 

Fitch, the CRI) 
$25,706.30 53.20% $4,898.63 41.85% $30,604.93 50.36% 0 

AI Rating Stable $30,380.06 36.99% $9.58 99.90% $30,389.64 52.70% $215.29 

Note. Monetary values are in USD thousands. 

Both tables illustrate that the effects of stability are linearly related to the stability ratios (derived 

from Expression (8.1)), while we do not see a similar relationship for accuracy. I note that the 

average cost of 1% in stability equals USD 82K (0.0082%) for the portfolio of USD 1B over the 15-

year period. When calculating this, I took the average from every CRA’s indicated in Tables 53–

54 rebalancing costs divided by ((1-Stability) x 100).  

As for accuracy and IQR, I refrain from providing a measure for the same effect because 

the way accuracy is derived differs from the method of fund allocation in the real world:  

y Accuracy shows the cumulative errors of both Type I and Type II, while the effects above 

only demonstrate the errors of Type II – false negative predictions (no ‘lost profit’ from 

‘false positives’ included). 

y Accuracy describes all rating classes, while portfolio allocations usually exclude lower 

classes as the instruments are too risky. 
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y Accuracy is a product of both distribution of ratings and distribution of defaults. We show 

this effect below. 

y In addition, the effects shown are sensitive to the allocation rules that I describe above. 

y The way I calculate the weighted average accuracy differs from the way funds are allocated 

in Simulation 1. Also, the use of average numbers is an oversimplification under conditions 

of real bond trading. 

In summary, the choices we have made in Simulation 1 mimic the conditions for a typical 

investment portfolio in real life20. Therefore, the effects rationally portray the relationship 

between the financial consequences and the quality of the ratings system. The quantity of the 

effects, and the comparative results, are influenced by the preferences we have chosen for 

testing, however. So, I consider the inferences one can draw from Simulation 1 as consequentially 

indicative, and not as a descriptive characteristic for the rating systems involved. 

Under the same conditions of Simulation 1, I compared the CRI credit rating system with AI 

Rating systems. The average number of rated entities in this simulation was 9,596, approximately 

44% of all entities that the CRI has rated across the period, and approximately 80% of the 

population of AI Rating system. The financial consequences are displayed in Table 55 for the same 

portfolio parameters. Even though Column 3 shows that the CRI ratings are more accurate in 

terms of AR, the distribution of defaults and the distribution of ratings leads to the observation 

of a positive financial effect on the portfolio produced by both AI Rating and AI Rating Stable 

ratings in comparison with the CRI assessments. 

  

 
20 The following link shows the distribution of the portfolio of MPFDX (CUSIP: 617440805), a corporate bond fund 

managed by Morgan Stanley. https://www.morganstanley.com/im/en-us/intermediary-manager-

research/product-and-performance/mutual-funds/taxable-fixed-income/corporate-bond-portfolio.html 87.81% of 
funds were allocated to investment grade corporates, with ~10 % of funds in riskier bonds and 2 % cash. The NAV 

of the fund as of 31 March 2022 was USD 156 mln. Another link (https://www.blackrock.com/americas-

offshore/en/products/229047/blackrock-corporate-bond-fund-a-acc-fund) leads to BlackRock Corporate Bond 

Fund, under Exposure Breakdowns /Credit Quality section, where we can see that 1.58 % of assets were allocated 

in AAA-rated bonds, 11.67 % - AA-rated, 17.18 % - A-Rated, 50,43 % - BBB-rated and 14.47 % - BB-rated. Non-rated 

bonds and cash compounded to 4.67 % of 1 bn GBP portfolio of the fund. 

https://www.morganstanley.com/im/en-us/intermediary-manager-research/product-and-performance/mutual-funds/taxable-fixed-income/corporate-bond-portfolio.html87.81
https://www.morganstanley.com/im/en-us/intermediary-manager-research/product-and-performance/mutual-funds/taxable-fixed-income/corporate-bond-portfolio.html87.81
https://www.blackrock.com/americas-offshore/en/products/229047/blackrock-corporate-bond-fund-a-acc-fund
https://www.blackrock.com/americas-offshore/en/products/229047/blackrock-corporate-bond-fund-a-acc-fund
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Table 55  

Financial Effects of Rating Systems Measured for a ‘Typical Portfolio’ over a 15-Year Period, 

Simulation 1 – Test 2 

Rating System Loss from 
defaults Accuracy Rebalancing 

Costs Stability Loss + Costs IQR Effect 

AI Rating $8,706.27 27.22% $6,238.84 25.39% $14,945.11 26.77% $12,728.94 

CRI $19,078.31 46.81% $8,595.74 8.32% $27,674.05 37.18% 0 

AI Rating Stable $18,628.36 14.75% $16.81 99.73% $18,645.17 35.99% $9,028.88 

Note. Monetary values are in USD thousands. 

Next, I show how the distribution of ratings leads to the counter intuitive results shown in 

Table 55. Table 56 shows the distribution of ratings in 2010, and further defaults in 2011: 

Table 56  

Default Ratios of AI Rating and the CRI (Test 2), D0 = 1.1.2011 

Rating 
AIR-CRI CRI-AIR 

Proportion of 
ratings 

Number of 
defaults Default ratio Proportion of 

ratings 
Number of 

defaults Default ratio 

AAA 0.07% 0 0.00% 10.34% 0 0.00% 

AA+ 0.05% 0 0.00% 2.13% 0 0.00% 

AA 0.14% 0 0.00% 4.50% 0 0.00% 

AA- 0.21% 0 0.00% 4.75% 1 0.19% 

A+ 1.50% 0 0.00% 6.94% 0 0.00% 

A 2.49% 0 0.00% 8.00% 0 0.00% 

A- 1.93% 0 0.00% 8.58% 1 0.10% 

BBB+ 3.98% 2 0.43% 12.33% 0 0.00% 

BBB 4.78% 0 0.00% 9.23% 0 0.00% 

BBB- 3.59% 0 0.00% 11.51% 1 0.08% 

BB+ 10.46% 1 0.08% 7.34% 0 0.00% 

BB 41.40% 3 0.06% 6.44% 2 0.27% 

BB- 1.27% 1 0.68% 3.68% 3 0.72% 

B+ 8.78% 1 0.10% 2.22% 1 0.40% 

B 11.52% 4 0.30% 1.04% 3 2.55% 

B- 0.53% 0 0.00% 0.57% 3 4.67% 

CCC+ 2.74% 0 0.00% 0.24% 0 0.00% 

CCC 0.08% 1 11.49% 0.11% 0 0.00% 

CCC- 0.07% 1 11.60% 0.04% 1 21.47% 

CC 0.52% 0 0.00% 0.01% 1 83.91% 

C 3.91% 3 0.66% 0.01% 0 0.00% 
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As of 31 December 2010, the 1-year AR value based on the data from Table 56 for the CRI was 

74.56%, which was twice the AR of the AI Rating – 37.56%. When we perform the investments 

according to the rules of our typical bond portfolio in Simulation 1, over 15 1-year cycles, we 

obtain a USD 6.88 million loss from defaults using the CRI ratings, compared to a USD 1.96 million 

loss from defaults using the AI Rating, despite the higher accuracy of the CRI ratings. This seems 

to be a counter-intuitive result, which warrants the following explanation. 

From Table 56, Columns 3 and 6, I note that a) there are more defaults in higher groups for 

the CRI; for example, there were 2 defaults in group ‘A’ for the CRI ratings (‘A-‘ – ‘AAA’), and none 

for the AI Rating; there were 3 defaults within the investment grade category (from ‘BBB-‘ up) 

for the CRI, and 2 for the AI Rating; b) there were more defaults overall in the portfolio for the 

CRI: 15 defaults vs 12 from the AI Rating. In general, when most of the ratings from a rating 

system fall into higher groups, it increases the accuracy because the defaults in high groups 

remain rare (low DRs). When higher groups are more populated and defaults are present in lower 

and less populated groups, higher accuracy is achieved naturally, which I explain further. The 

proportion of the CRI ratings below investment grade threshold is 21.70%, the number of 

defaults that fall into these ratings is 11 (64.70% of all default events), and in comparison with 

the random curve (21.70% ratings = 21.70% of the defaults) leads to the higher accuracy. 64.70% 

is approximately three times higher than 21.70%, so AR that only measures the area above the 

random curve is approximately 2/3, or 66% (=(64.70 % - 21.70%) / 64.70%). The DRs of the lower 

groups are high, and DRs of higher groups are low, therefore the CRI has a high AR. 

For AI Rating, the proportion of ratings below ‘BBB-‘ is 81.28%, the number of defaults in 

those categories is 15 (88.24% of all defaults) while the random curve predicts that 81.28% of 

ratings will have 81.28 % of defaults. Since the distance between the random curve and the AI 

Rating CAP curve is lower, the AR for AI Ratings is lower than the AR for the CRI. On the other 

hand, a typical investor would prefer a level of 88.24% of defaults below the investment grade 

threshold at 64.70% of the same proportion, because in the first scenario only 11.76% of defaults 

will fall into 'A’ and ‘BBB’ groups, whereas the typical investor prefers to allocate funds, while in 

the second scenario 35.30% of defaults will fall into the ‘A’ and ‘BBB’ categories. 

In the course of an investment process similar to Simulation 1, we intuitively expect that 

when defaults occur, the defaulted company would rather have a ‘C’ rating than an ‘A’ rating. 

Contrary to that expectation, in 2011 we observe that for the CRI there were 2 defaults in ‘C’ 

category and 2 in ‘A’, leaving aside 13 defaults in the ‘B’ group. On the other hand, in line with 
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the expectation, for the AI Rating there were 0 defaults in group ‘A’, and 5 in group ‘C’, also 12 

defaults were observed for group ‘B’. Expectations suggest that the financial effect should be 

positive for AI Rating. At the same time, AR was 75% for the CRI and 38% for the AI Rating, which 

indicates that the CRI ratings will provide a positive outcome for investments. Contrary to the AR 

difference, but in line with the expectations we described above, Simulation 1 based on the 

numbers in Table 56 shows that a typical investor will save almost USD 5 million should they 

invest according to the AI Rating system, in comparison with investing according to the CRI 

ratings. 

Table 57  

Financial Effects of AI Rating and the CRI Measured for a ‘Typical Portfolio’ over a 15-Year 

Period, Simulation 1 – Test 2 (Co-Rated Entities), 1-Year Bonds Only, DRs from Table 56 

Rating Class limit Allocation $ DR AIR-CRI DR CRI-AIR Loss AIR-CRI Loss CRI-AIR Effect 

1 2 2 * 30% * 1 
bn USD 

Table 12 col 
4 

Table 12 col 
7 3 * 4 * 70% 3 * 5 * 70% 7 - 6 

AAA 13.00% $43,290.00 0.00% 0.00% $0.00 $0.00 $0.00 

AA+ 12.00% $39,960.00 0.00% 0.00% $0.00 $0.00 $0.00 

AA 11.00% $36,630.00 0.00% 0.00% $0.00 $0.00 $0.00 

AA- 10.00% $33,300.00 0.00% 0.19% $0.00 $648.60 $648.60 

A+ 9.00% $29,970.00 0.00% 0.00% $0.00 $0.00 $0.00 

A 8.00% $26,640.00 0.00% 0.00% $0.00 $0.00 $0.00 

A- 7.00% $23,310.00 0.00% 0.10% $0.00 $251.36 $251.36 

BBB+ 6.00% $19,980.00 0.43% 0.00% $911.75 $0.00 -$911.75 

BBB 5.00% $16,650.00 0.00% 0.00% $0.00 $0.00 $0.00 

BBB- 4.00% $13,320.00 0.00% 0.08% $0.00 $106.99 $106.99 

BB+ 3.50% $11,655.00 0.08% 0.00% $101.08 $0.00 -$101.08 

BB 3.00% $9,990.00 0.06% 0.27% $65.66 $286.89 $221.22 

BB- 2.50% $8,325.00 0.68% 0.72% $593.44 $628.06 $34.62 

B+ 2.25% $7,492.50 0.10% 0.40% $77.49 $312.56 $235.07 

B 2.00% $6,660.00 0.30% 2.55% $209.86 $1,779.93 $1,570.07 

B- 1.75% $5,827.50 0.00% 4.67% $0.00 $2,860.39 $2,860.39 

Total     $1,959.29 $6,874.78 $4,915.49 

Note. Monetary values are in USD thousands. 

To generalize the ideas that I deduct from Simulation 1, I need to link the quality of ratings directly 

with the financial effects they produce on investors’ portfolios. The above example highlights a 

further problem for the analysis of our IQR: the dependency of the AR on the distribution of 

rating defaults across investment categories. Next, I discuss an idea for overcoming this 

dependency by interpreting the default probabilities differently. Let us assume that we are 
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searching for the probability of a defaulted entity belonging to a certain rating class at time T 

prior to the default event. Then the problem statement is as follows: 

Given a number N of defaulted entities across R rating classes, find the probability pr that 

an entity i=1,..,N belongs to a certain class r=1,...,R. 

To find the probabilities pr, we know for each rR the number nr of the entities that have 

defaulted. Hence pr = nr / N and qr (the probability that a defaulted entity does not belong to R) 

= 1 – pr. With respect to random distribution, we may assume that pr = N / R for each class. 

Table 58  

DRs of AI Rating and the CRI (Test 2) for the Period of 2011 1-Year Prior Transformed to 

Probabilities of a Defaulted Entity Belongs (pr) / Does not Belong (qr) to a Certain Class 

Rating 
AI Rating CRI 

nr pr qr nr pr qr 
AAA 0 0.00% 100.00% 0 0.00% 100.00% 

AA+ 0 0.00% 100.00% 0 0.00% 100.00% 

AA 0 0.00% 100.00% 0 0.00% 100.00% 

AA- 0 0.00% 100.00% 1 5.88% 94.12% 

A+ 0 0.00% 100.00% 0 0.00% 100.00% 

A 0 0.00% 100.00% 0 0.00% 100.00% 

A- 0 0.00% 100.00% 1 5.88% 94.12% 

BBB+ 2 11.76% 88.24% 0 0.00% 100.00% 

BBB 0 0.00% 100.00% 0 0.00% 100.00% 

BBB- 0 0.00% 100.00% 1 5.88% 94.12% 

BB+ 1 5.88% 94.12% 0 0.00% 100.00% 

BB 3 17.65% 82.35% 2 11.76% 88.24% 

BB- 1 5.88% 94.12% 3 17.65% 82.35% 

B+ 1 5.88% 94.12% 1 5.88% 94.12% 

B 4 23.53% 76.47% 3 17.65% 82.35% 

B- 0 0.00% 100.00% 3 17.65% 82.35% 

CCC+ 0 0.00% 100.00% 0 0.00% 100.00% 

CCC 1 5.88% 94.12% 0 0.00% 100.00% 

CCC- 1 5.88% 94.12% 1 5.88% 94.12% 

CC 0 0.00% 100.00% 1 5.88% 94.12% 

C 3 17.65% 82.35% 0 0.00% 100.00% 

I applied the above and draw a CAP curve. To get a CAP curve we need St (number of ratings per 

class), then Sd – the number of entities per class that have defaulted, and Snd = St – Sd. From these 

numbers I derived further to obtain CAP / ROC curves and AR. In my method, I used Sd = nr and 

Snd = N – nr. To obtain a random curve, I used pid_rand = 1/R, as randomly defaults may come from 

any rating category, with the same number used as an a-priori default probability π, as perfect 
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ratings are obtained when defaulters only have the lowest rating prior to default. From this I 

found the defaults segregation accuracy AR’ – the area between the CAP curve and the random 

curve divided by the area between the perfect curve and the random curve, or, alternatively, 

with the same result AR’= 2 x AUC – 1, where AUC is an area under ROC curve (see Subsection 

3.1.2). 

AR’ of AI Rating for the ratings assigned in 2010 and entities defaulted in 2011 was 37.06% 

– almost the same number as an AR based on the numbers in Table 12. At the same time, AR’ for 

the CRI was 25.29 %, which is 3 times lower than AR based on data from Table 58, and significantly 

lower than the accuracy of AI Rating. For the 300 monthly 1-year sliding window periods between 

1995 and 2019, the defaults segregation accuracy ratios are shown in Table 59. 

Table 59  

Defaults Segregation Accuracy of AI Rating and the CRI (Test 2), Average over 1995–2019 

Rating System AR’ 1-year AR’ 3-year AR’ 5-year 

AI Rating (co-rated with CRI) 41.17% 31.86% 24.69% 

CRI (co-rated with AI Rating) 16.74% -0.20% -16.34% 

The equally weighted AR’ average for the 1-, 3- and 5-year accuracies equals 30.94% for AI Rating 

and -0.78% for the CRI ratings. A negative AR’ means that the result is worse than a ‘toss-a-coin’ 

strategy. Further I use another example from my data to show what these numbers mean from 

the perspective of the financial effects of investments, and what the difference is between AR’ 

and weighted average AR. 
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Table 60  

Comparison between AI Rating and the CRI. Probabilities of Defaulters’ Ratings for a Sliding 5-

Year Rating Window 

Rating AI Rating pr 
AI Rating  

Proportion of ratings CRI pr 
CRI  

Proportion of ratings 
AAA 0.00% 0.07% 4.87% 10.34% 

AA+ 0.00% 0.05% 1.34% 2.13% 

AA 0.00% 0.14% 5.05% 4.50% 

AA- 0.00% 0.21% 1.78% 4.75% 

A+ 0.44% 1.50% 2.62% 6.94% 

A 2.36% 2.49% 5.16% 8.00% 

A- 0.23% 1.93% 6.72% 8.58% 

BBB+ 3.08% 3.98% 10.04% 12.33% 

BBB 4.14% 4.78% 10.55% 9.23% 

BBB- 5.12% 3.59% 12.16% 11.51% 

BB+ 9.43% 10.46% 8.70% 7.34% 

BB 23.25% 41.40% 9.03% 6.44% 

BB- 2.01% 1.27% 8.39% 3.68% 

B+ 15.19% 8.78% 5.64% 2.22% 

B 16.33% 11.52% 4.30% 1.04% 

B- 1.57% 0.53% 1.68% 0.57% 

CCC+ 6.25% 2.74% 0.89% 0.24% 

CCC 0.53% 0.08% 0.62% 0.11% 

CCC- 1.19% 0.07% 0.23% 0.04% 

CC 0.77% 0.52% 0.00% 0.01% 

C 8.12% 3.91% 0.23% 0.01% 

Total Average 89 defaults 
per period 

Firstly, I point out that the above data do not represent DRs, but they show the distributions of 

defaults per category, i.e. the sums of the columns equal 100%. Secondly, Table 60 shows the 

ultimate difference between AI Rating and the CRI ratings in terms of probabilities of defaulted 

companies to belong to a certain rating category 5-years prior to the default event. From the top 

of Table 60 we notice that a substantial proportion (4.87%) of defaulted entities (pr) obtained a 

triple A rating from the CRI 5 years prior to default, while the same proportion of ‘AAA’ and also 

‘AA’ ratings from AI Rating was 0%. On the opposite side of the table, the proportion of ‘C’-rated 

companies that defaulted within 5 years was only 0.23% for the CRI and 8.12% for AI Rating. The 

relationship between these numbers only addresses the problem: when observing only defaulted 

companies, the probability that any particular company of this sample belongs to ‘AAA’ (highest 

rating class) 5-years prior to default for the CRI is 21 times higher than the probability of that 
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company belonging to ‘C’ (lowest rating). Another point Table 60 shows is that the distribution 

of defaults correlates with the distribution of ratings: the more ratings that are assigned in a 

certain category, the more observed defaults belong to this category. The latter though is a 

deliberate choice of a rating provider and its method, and also an entity sample dependent 

factor. 

Figure 53 illustrates the grouped numbers shown in Table 60 to visualize the defaults 

segregation accuracy for AI Rating and the CRI rating. Dividing the total number of observed 

defaults (26,572) by the number of sliding window 5-year periods (300) gives the average number 

of default events (89) shown in Table 60. 

Figure 53  

Number of Defaulters’ Ratings 5 Years Prior to Default: AI Rating and the CRI in Test 2 

  

The linear regression in Figure 53 approximates to the AR’ value: the higher the angle of LR to 

the X-axis, the higher is the AR’, and on the opposite, negative angle (top-down LR) signals the 

negative AR’. 

Each time those defaults occur, the debt market (all the creditors of the companies) will 

have suffered losses21. The total amount of loss is an accumulation of loss for each rating 

category. That is why the segregation accuracy AR’ that we have introduced is 100%, directly 

linked to the financial losses suffered by the creditors on the debt market; on the other hand, 

the AR used to contribute to the IQR, (see Tables 47 and 49) should not be used as a direct proxy 

of the creditors’ loss from defaults. 

 
21 According to Moody’s, between 1987 and 2021, the creditors lost the following proportion of invested amounts 

from defaults and on average: revolving loans: 13.7%, term loans: 28.2%, senior secured bonds: 38.5%, senior 

unsecured bonds: 52.6%, subordinated bonds: 72.1% of the face value (Moody’s Investors Service, 2021, Exhibit 8).  
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Based on the above analysis I have arrived at further conclusions. Firstly, losses from 

defaults are proportionate to the amount of debt each rating group carried and to the recovery 

ratios. Usually, the higher the rating category, the larger is the size of the entity in it, hence higher 

groups may have a higher average debt per issuer / debtor. On the other hand, the recovery 

ratios may vary for different groups, but they do not relate directly to the size of the company, 

or to its credit rating. 

Secondly, the argument from the ratings distribution perspective may be that AI Rating 

deliberately puts more ratings into lower categories to achieve the results shown in Table 60 and 

in Figure 53, hence a higher AR’. In other words, the criticism would be that AI Rating 

discriminates between defaulters and non-defaulters (also see Section 8.4). To dismiss these 

suggestions, I test the AI Rating-produced distribution against the S&P rating distribution on a 

sample of co-rated entities (Test 2) to find out if AI Ratings are restricted (cf. Table 61). I chose 

the S&P rating distribution as a benchmark because S&P has a similar AR to that of the AI Rating, 

and because ratings are directly mapped onto the same universal categories both for AI Rating 

and S&P. Also, S&P is the leading rating provider in the world with the largest number of ratings 

for my data sample. Table 61 shows that the proportion of high-level ratings is actually larger for 

AI Rating than for S&P (industry norm) in the same categories for the same sample. This implies 

that the AI Rating allocated proportionately fewer entities to the lower categories. 

Table 61  

Comparison in the Number and Proportion of Entities Assigned to High Rating Classes between 

AI Rating and Standard & Poor’s, as Used in Test 2, for the Year of 2010 

Rating Categories 
AI Rating Test 2 Standard & Poor’s Test 2 

Number of 
ratings 

Proportion of 
all ratings 

Number of 
ratings 

Proportion of 
all ratings 

A-grade 406 35% 242 21% 

BBB- and higher  

(Investment grade) 
682 59% 649 56% 

In summary, the way the accuracy ratios are derived from the distribution of ratings and the 

positive / negative cases for each class (defaults and non-defaults), although they have been 

criticized22, they can serve as a metric to measure the classifier performance. Conversely, they 

 

22 Basic arguments against the CAP / ROC approach is that it does not distinguish costs of Type I and Type II errors, 

e.g. Schmidt and Duda (2010). Also, Mazanti (2020) showed that for some classification problems average precision 

is a better metric. 
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have little in common with the quality of credit ratings as they can be perceived by the creditors, 

either individually, or as a group. The latter can be analysed by the tests individually on a ‘typical 

bond portfolio’, or as a group, by the AR’ metric that I have described. Thus, I show that, both 

individually and as a group, the investors and creditors will benefit from the ratings of AI Rating 

as compared to the incumbents. 

8.6 Comparability of Rating Systems 

The important issue that is shown in this chapter is that rating systems may be tested as follows: 

1) on the same and broad samples of rated entities; 2) for multiple periods over a long-term 

period of observations (or, alternatively, Monte-Carlo simulations and similar); 3) on different 

default forecasting horizons; or 4) with respect to both accuracy and stability. The compound 

performance is measured by the IQR which I have developed. But, before rating systems are 

measured and judged by the IQR, they should in fact conform to some conventional rules. 

Likewise, in sports competition, say cycling, the first athlete at the finish wins the prize. 

However, to do that, they need to a) ride a bicycle which has a certain weight, certain technical 

parameters, two wheels with a certain pressure in a certain type of tyres, with no electric power 

applied etc., b) to ride the whole distance and not cut the corners, no false start, fair play etc.,  c) 

wear a helmet, certain uniform, etc., d) comply with antidoping rules, e) be of the same gender 

as other cyclists, f) be of a certain age, g) pass the preliminary competitions and comply with 

some qualification results etc. 

For competing rating systems, the same rules will apply. As stated in Section 1.3, a proper 

rating system should a) divide entities into multiple classes, b) discriminate between entities with 

higher default probabilities and those with lower DR, when lower PDs get higher ratings and vice 

versa, c) be able to map to other ratings of another CRA for regulatory and investment purposes, 

and preferably to map directly, A class to A class, B class to B class, etc., d) presumably, help 

investors to optimize the risks and returns ratio – in other words, limit the risks and maximize 

the returns. 

I have tested the rating systems measured by the IQR. The result is that one system (AI 

Rating Stable) is the top performer in both tests. But does this system conform to the rules 

above? – That is, what I examine in Section 8.2 ‘Distribution of Ratings’ for condition a), Section 

8.3 ‘Distribution of Defaults’ for condition b), Section 8.4 ‘Mapping of Ratings’ for condition c), 

and Section 8.5 ‘Financial Effects of Ratings’ for condition d). AI Rating performs well in all 
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respects, and so does AI Rating + CRI. They both divide entities into classes with an acceptable 

HHI rate, both discriminate the default probabilities (the lower the rating, the higher DR), both 

map to almost the same categories of the Big-3 and both produce positive effects on 

investments. What about AI Rating Stable? – Here we encounter some problems. Although HHI 

is similar to AI Rating, this system discriminates the defaults very poorly. Firstly, the default ratios 

for the higher classes do not differ from the DRs of the lower classes of ratings. Secondly, ratings 

are mapped oddly: for instance, ‘AAA’ (first ordinal) rating only maps to ‘A+’ on the universal 

scale, ‘AA+’ maps to ‘A-‘ and so on. Instead of 21 classes on the universal scale, this rating system 

uses only 11 classes between ‘A+’ and ‘B’, so it does not discriminate between those with default 

probability close to zero and those with DR much higher than average. Lastly, for a typical bond 

investment portfolio, the AI Rating Stable system does not produce any advantage over AI Rating 

and the incumbents. It performs worse than its peers, leading to the loss from defaults twice as 

large as for AI Rating and the incumbents. Moreover, the effects of AI Rating Stable ratings on 

the whole market are negative. 

8.7 Modification of the IQR for Defaults Segregation Accuracy 

I assume that the following modifications are to be introduced to the method of deriving IQR 

from accuracy and stability metrics. Firstly, as shown above, AR should be substituted by AR’, the 

defaults segregation accuracy. Secondly, accuracy above investment grade should be excluded 

from the index structure. Thirdly, the inclusion of stability as an independent variable should be 

revised to reflect the effects that have been shown in the simulation for a ‘typical bond portfolio’, 

and in the situation with AI Rating Stable overperformance. The reasons for each modification 

are provided below. 

Defaults segregation accuracy (AR’) has the following advantages over AR:  

y AR’ is independent of the distribution of ratings between classes. AR treats rating classes 

as ordinals, while AR’ prescribes every rating class to be a proxy for default probability. AR’ 

assumes that more defaults should be observed in the future for the lower rated entities, 

while AR does not assume that. 

y AR’ also prevents ‘inflated’ ratings from showing better performance when the ratios of 

defaults are low. 

y The argument is similar to the diagnostics of rare diseases, where AR’ (precision in binary 

classification task) indicates that the majority of positive cases should be classified (tested) 
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positive, even if some, or even a larger number of negatives will be incorrectly tested 

positive. AR assumes that Type I and Type II errors have equal consequences, while every 

investor on the market knows that ‘lost profit’ and ‘suffered loss’ are two different things. 

For example, some data scientists claim that average precision is a better metric of a 

classifier performance than AR (e.g., Mazanti, 2020). 

y AR’ is directly related to financial effects ratings produced on portfolio performance, both 

individually and collectively. 

On the other hand, AR’ can be criticised for not mentioning Type I errors (‘false positives’). 

In this context, I note that ratings are, by definition, ‘proxies of default probabilities’. The credit 

rating problem is commonly described as a multiclass classification task. 

Let us look at another common example of this task. We aim at classifying photos of cats, 

possums and rabbits. Each time we classify a cat as a cat we get a ‘true negative’ result (assuming 

cats are good creatures, while possums and rabbits are not). If we classify a cat as a possum, it is 

clearly a mistake (and the cat will not be happy either), misclassification or error (‘false positive’, 

Type II). Otherwise, if we say that a possum or a rabbit is a cat, we are making the same mistake 

(‘false negative’, Type I), so both mistakes are clearly seen and can equally be put together to 

derive the classification accuracy. Credit ratings though are not similar to that type of multiclass 

classification problem as they aim at solving a different problem: to assign a probability rather 

than to classify categorically. 

In ratings, we can observe a false negative scenario (‘AAA’-rated company defaults within 

a year after being rated). As no entities have defaulted from the ‘AAA’ category for at least 30 

years, and historically the probability of an ‘AAA’-rated entity to default in a year is negligible. 

Theoretically though, there may still be a minimal chance that one or two will default, but when, 

out of 300 observations, ‘AAA’ entities defaulted 118 times (in the case of the CRI ratings 1 year 

prior), or 57 times (AI Rating Stable co-rated with Fitch 5 years prior), it clearly looks like a ‘false 

negative’ scenario repeated too often for a ‘black swan’ / ‘thin tail’ explanation. 

But can we recognize a ‘false positive’ one apart from an almost impossible chance of a ‘D’-

rated entity not defaulting? – When some company is rated ‘C’ and it does not default within a 

1- or 5-year period, do we observe a ‘false positive’ case? – Provided that for the incumbent 

rating systems the maximum median default ratio for any rating category is about 12% (see 

Chapter 6, also Section 8.4), the absence of default (‘true negative’) for a rated entity is a 

prevailing probability, even in lower rating groups. To give another example, on average between 
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1995 and 2015, 3.08% of entities with ‘C’ rating from the Big-3 agencies have defaulted after a 

year with an acting rating (though many may have defaulted earlier than a year and, thus, 1 year 

prior they would have had a different rating). On the other hand, 96.92% of ‘C’-rated companies 

have not defaulted in a year’s time. The observation of a ‘C’-rated company that does not default 

in a year is the most likely scenario from the probability perspective. Since ratings are proxies of 

probabilities, it is very different from the false positive medical test example. When a CRA assigns 

a low rating, it simply means that the probability of the entity experiencing a default is relatively 

high (and for our sample, ‘relatively high’ means ‘over 10% on average, in normal economic 

conditions and through-the-cycle’), and it is ‘probably, on average’ higher than the probability 

that an ‘A’-rated or a ‘BBB’-rated company will default. The CRA though does not state 

categorically, ‘they will definitely default in any circumstances’, in the same way other classifiers 

say ‘this is definitely a possum’, or as it is claimed by the medical test example. Hence Type I error 

in ratings should be treated differently from medical diagnostics and other multiclass problems 

in which CAP / ROC curves are actively used. My opinion is to look at the distribution of defaults, 

distribution of ratings, and mapping of ratings to judge if non-defaulters’ ratings are ‘fair’, ‘not 

inflated’ or ‘not too strict / discriminative’, in which case AR’ remains a better way to judge the 

quality of ratings of those who have defaulted. 

To discuss the second IQR modification, i.e. the exclusion of AR’ IG from the composition 

of the index, I will provide the example in Table 62. 

Table 62  

An Example of a Rating System with Poor Defaults Segregation Accuracy that Seems to 

Accurately Segregate Defaults above the Investment Grade Threshold 

Rating Number of Defaults 

A-grade 1 

BBB-grade (investment grade lowest) 10 

BB, B-grades 4 

C-grade 1 

AR’ for the rating system above is -5.29%, and it can be described as highly inaccurate in defaults 

segregation as most defaults occur after entities have been rated in the higher categories. AR’ IG 

of such a system is still very high (69.70%), because, for the IG groups (A-grade and BBB-grade), 

ratings defaults seem to be segregated accurately (1:10). The absurdity of the situation is that 
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more defaults would happen in ‘BBB’ (higher group) and fewer in ‘BB’ (lower group), the higher 

AR’ IG would be. 

To justify the third modification, my major argument is that the stability of ratings is only 

useful and valued by the market if it comes with acceptable accuracy. The less accurate ratings 

are, the less the public will care if they are stable at all. On the contrary, if ratings of different 

CRAs are of a similar acceptable accuracy, the more stable ratings will be preferred by the market 

(Cantor & Mann, 2007). The composition of the IQR does not comply with this demand, as I show 

with the next example. 

If one CRA has AR’= 0% and a stability ratio = 100%, its IQR will be equal to 25%, although 

it provides zero value to the market as it does not discriminate between defaulters and non-

defaulters. There is another CRA with AR’ = 25% and stability = 25%. Its value to the market is 

infinitely higher than the first one as any positive number is infinitely times higher than nil. But 

on the other hand, it will have the same IQR of 25%. Therefore, the idea is that the higher the 

AR’, the higher impact stability should have on IQR. To implement this, the impact of stability 

shall be proportionate to the level of AR’, and we still want our index to be located between 0 

and 1. The modifications are summarised as follows (also cf. Subsection 3.1.4): 

𝐼𝑄𝑅 = 0.75 × 𝐴𝑅 + 0.25 × 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 (IQR formula, 8.2) 

𝐼𝑄𝑅′ = 0.75 × 𝐴𝑅′ + 0.25 × 𝑆𝑡𝑎𝑏𝑖𝑙𝑖𝑡𝑦 × 𝐴𝑅′ (modified IRQ formula, 8.3) 

It may seem that we are simply lowering the weight for stability. My arguments in favour 

of that decision are the following. Firstly, Simulation 1 (see Section 8.5) shows that even for a 

sample of entities with the minimal default density like the one in my tests (also cf. Section 9.3), 

the impact of stability on the overall financial effects is relatively low in comparison with the 

impact of accuracy. Secondly, as Test 1 and Test 2 show, the advantage of AI Rating Stable is 

overestimated, as this system outperforms others on IQR while remaining the least accurate of 

all. 

8.8 Modified IQR Analysis 

Tables 63 and 64 contain the results for defaults segregation accuracy and modified IQR for each 

rating system that I tested, and for the incumbents rating systems in 1995–2015 (see Chapter 5, 

Table 33, panel A). My results show that the average outperformance of AI Rating system over 



 

 

232 

 

Big-3 ratings systems measured by the modified IQR equals 47.82%. This responds directly to my 

research question: ML rating system has outperformed incumbents on a large scale, 

multinational sample of non-financial public companies, measured over multiple periods and 

with respect to different forecasting horizons. 

Table 63  

Defaults Segregation Accuracy AR’ and the Advantage of AI Rating over Incumbents, Test 1 and 

Test 2, with the Inclusion of Tests Shown in Chapter 5 

Rank Rating system Average AR’ Group AI advantage over incumbents 

1 AI Rating 36.17% CRI (Test 2) 1029.42% 
2 AI Rating + CRI NC 26.26% CRI (Test 2)   

3 AI Rating + CRI 24.23% CRI (Test 2)   

4 AI Rating Stable 23.67% CRI (Test 2)   

5 CRI 3.20% CRI (Test 2)   

1 AI Rating 38.52% Fitch (Test 2) 60.86% 
2 AI Rating + CRI NC 36.15% Fitch (Test 2)   

3 AI Rating + CRI 33.12% Fitch (Test 2)   

4 AI Rating Stable 29.90% Fitch (Test 2)   

5 Fitch 23.95% Fitch (Test 2)   

6 CRI-Fitch 3.09% Table 41   

1 AI Rating 44.40% S&P (Test 2) 42.84% 
2 AI Rating + CRI NC 40.21% S&P (Test 2)   

3 AI Rating + CRI 38.44% S&P (Test 2)   

4 S&P 31.09% S&P (Test 2)   

5 AI Rating Stable 29.43% S&P (Test 2)   

6 CRI-Snp 12.85% S&P (Test 2)   

1 AI Rating 40.31% Test 1 68.79% 
2 Moody's 39.91% Table 41   
3 AI Rating + CRI NC 31.56% Test 1   

4 AI Rating + CRI 29.86% Test 1   

5 S&P 29.71% Table 41   

6 AI Rating Stable 25.24% Test 1   

7 MIS Rating 25.08% Test 1   

8 SPI Rating 24.58% Test 1   

9 Fitch 22.25% Table 41   

10 FDL Rating 21.99% Test 1   

11 CRI 8.59% Table 41   

Average outperformance Test 1 and Test 2 (excl. CRI) 57.50% 
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Note. Group represents the composition of entities in the Test 1, Test 2 or Table 41. For example, group CRI (Test 2) 

measures the performance of four AI Rating systems and the CRI on a co-rated sample of entities (which is the 

precondition for Test 2). Groups Fitch (Test 2) and S&P (Test 2) show the results of Test 2 samples of entities co-rated 

by AI Rating and Fitch or S&P, respectively. 

Table 64  

Modified IQR (IQR’) Performance of Competing Rating Systems and the Advantage of AI Rating 

over Incumbents, Test 1 and Test 2 with the Inclusion of Tests Shown in Chapter 5 

Rank Rating system IQR’ Group AI advantage over incumbents 

1 AI Rating 29.39% CRI (Test 2) 1094.78% 
2 AI Rating Stable  23.66% CRI (Test 2)   

3 AI Rating + CRI NC 21.12% CRI (Test 2)   

4 AI Rating + CRI 19.55% CRI (Test 2)   

5 CRI 2.46% CRI (Test 2)   

1 AI Rating 31.73% Fitch (Test 2) 48.02% 
2 AI Rating Stable 29.89% Fitch (Test 2)   

3 AI Rating + CRI NC 29.52% Fitch (Test 2)   

4 AI Rating + CRI 27.21% Fitch (Test 2)   

5 Fitch 21.43% Fitch (Test 2)   

6 CRI-Fitch 2.38% Table 41   

1 AI Rating 36.29% S&P (Test 2) 30.92% 
2 AI Rating + CRI NC 32.49% S&P (Test 2)   

3 AI Rating + CRI 31.21% S&P (Test 2)   

4 AI Rating Stable 29.42% S&P (Test 2)   

5 S&P  27.72% S&P (Test 2)   

6 CRI-Snp 9.92% S&P (Test 2)   

1 AI Rating 32.85% Test 1 64.54% 
2 Moody's 35.41% Table 41   
3 S&P 26.21% Table 41   

4 AI Rating + CRI NC 25.44% Test 1   

5 AI Rating Stable  24.83% Test 1   

6 AI Rating + CRI 24.13% Test 1   

7 MIS Rating 20.88% Test 1   

8 SPI Rating 20.48% Test 1   

9 Fitch 19.61% Table 41   

10 FDL Rating 18.53% Test 1   

11 CRI 6.63% Table 41   

Average outperformance Test 1 and Test 2 (excl. CRI) 47.82% 

Note. Group represents the composition of entities in the Test 1, Test 2 or Table 41. For example, group CRI (Test 2) 

measures the performance of four AI Rating systems and the CRI on a co-rated sample of entities (which is the 
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precondition for Test 2). Groups Fitch (Test 2) and S&P (Test 2) show the results of Test 2 samples of entities co-rated 

by AI Rating and Fitch or S&P, respectively. 

Within the conditions of Test 1 (on the entire spectrum of entities with the financial reports 

available) AI Rating outperformed the other rating systems (Big-3 with replica ratings included) 

by 64.54% on average. Also, by the IQR’ it performed better than Moody’s, S&P and Fitch 

measured on the data from 1995–2015 for all rated companies from my sample (cf. Chapter 5, 

Table 41). The comparison with the CRI was not possible with the conditions set for Test 1, as i) 

there are not enough data to replicate CRI ratings, which are based on day-to-day market data, 

and ii) the surveillance cycle of the CRI is so different that the rules set for Test 1 (quarterly 

surveillance on the dates of financial reports publication) are not compliant with the monthly 

surveillance of ratings by the CRI. However, the comparison between AI Rating (Test 1) and the 

CRI (Table 41) may be valid as the number and composition of rated entities has much in common 

for these two rating systems that have been tested. 

With respect to Test 2 simulation, on a sample of co-rated entities AI Rating outperformed S&P 

and Fitch by 30.92% and 48.02%, respectively. The comparison with Moody’s could not be made 

within the conditions of Test 2 because the co-rated sample is so small that for the majority of 

periods between 1990 and 2019 there are not enough data on defaulted entities (number of 

defaults is nil, hence, AR’ cannot be measured). The IQR’ values of AI Rating (Test 1) and Moody’s 

(Table 41) are not comparable as AI Rating have rated 33,543 entities in 1990–2019 (12,057 for 

an average 1-year period), while Moody’s only assessed 1,535 companies during 1990–2015 (442 

on average for 1-year period). Thus, the rated samples were too different to make a fair 

comparison. The comparison with the CRI in the Test 2 environment shows manifold 

overperformance of AI Rating (0.2939 / 0.0246 - 1 = 1,094.78%). 

Overall, the advantage of AI Rating over incumbents that was measured, whenever possible, by 

the IQR’ in Test 1 and Test 2, over 300 of 1-, 3- and 5-year periods from 1995–2019 and on the 

sample of 33,543 public non-financial companies from over 149 countries, was 47.82%. Tables 

63 and 64 show that AI Rating outperformed each of the competitors in both the defaults 

segregation accuracy and overall IQR’ and in every test. T statistic shows that both for AR’ and 

IQR’ the outperformance of AI Rating over other rating systems was significant at 1% level. The 

reasons of the overperformance of AI Rating system in comparison with the incumbents are 

discussed in more detail in Chapter 9.  
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8.9 Conclusions from Chapter 8 

My results show that the AI Ratings outperform their incumbents on a broader spectrum of rated 

entities (Test 1), while they perform on a par with their peers with respect to the smaller data 

sets (Test 2). Thus, the AI Rating system demonstrates its validity in comparison with the 

incumbents.  When I modify the IQR to reflect the impact of ratings on the individual and 

collective investments results, we show that AI Rating outperforms the incumbents by 

considerable margins in both tests, which complies with the hypotheses described in Section 1.4. 

My research contributes to the literature in the following ways. Firstly, I have simulated at 

population levels and address the call for more diverse observational data (on entities, periods 

of observations, defaults forecasting horizons, and rating providers) in order to bypass the 

sample selection problem. Secondly, I have developed and explained the metric for the quality 

of ratings (IQR), showing how this metric is related to the results the debt market participants 

obtain when they rely on ratings. Thirdly, I have measured the performance with IQR derived 

from parametric rating transition matrices. Lastly, I have examined a process of developing a 

rating system, exploring optional versions of AI Rating and testing the overall performance of the 

systems, including the accuracy-stability tests, mapping of ratings, distribution of ratings and 

defaults, and financial effects that the ratings produce on the risk-return parameters of debt 

market investments. 
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9. Discussion 

In this study, a better solution to the credit rating problem is proposed. To compare the quality 

of ratings that this new rating system, AI Rating, produces, I have used the Index of the Quality 

of Ratings, which I develop and introduce. IQR is first tested on the ratings of the leading rating 

providers, the Big-3 CRAs and the Credit Research Initiative (Singapore), which produces Market-

implied Ratings. To free the performance tests from biases related to the choice of a sample of 

rated entities, or the choice of the point in time when the test is performed, I have tested rating 

systems on a sample that compounds almost every public non-financial company in the world, 

and tried every test period for the last 30 years. My tests have revealed the quality of ratings of 

leading CRAs in comparison, measured by a single accuracy-stability index. 

In developing the AI Rating system, a system that implements ML solutions to rate, and to 

update the method, the capacity of machine learning methods to learn from data plays a key 

role. I have started the study with the expectations that i) CRA ratings can be accurately 

replicated by an ML algorithm, ii) the resulting rating system obtains the main qualities of 

incumbent rating systems (distribution of ratings, discriminative power, similar mapping and 

usefulness for the investment processes) through replication in the course of machine learning 

cycle, and iii) with no special emphasis on the stability, and despite that the stability may be lower 

for AI Rating, the resulting rating system outperforms incumbent ratings on the compound IQR. 

To measure the replication quality, I have performed several tests described in Chapter 7. 

My results show 90–93% accuracy in ratings replication, which is not only significantly higher 

than the best results described in the literature (Golbayani et al., 2020b, tables 1-3), but also far 

ahead of the results shown in Chapter 4 (Experiment 1). To discover if AI Rating possesses the 

qualities required of a proper rating system, I have used the following elements: the distribution 

of ratings analysis, average default rates and mapping of ratings to other rating systems, ARs, 

and finally, simulation of ratings on a ‘typical investment portfolio’. I have also introduced several 

optional AI Rating systems: for instance, a system that produces stable (unchanged) ratings, AI 

Rating Stable, and a system that replicates both fundamental ratings and MiRs, AI Rating + CRI. 

My results show that AI Rating performs in line with the expectations and is compliant with the 

qualities the audience expects to find in ratings. Moreover, AI Rating produces positive financial 

effects if used to invest in bonds. 
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In my research, I have tried to critically assess and revise several basic concepts in 

connection with the assessment of the quality of credit ratings that prevail in the literature. 

Firstly, I have revised the method of deriving the ARs from the CAP curve with respect to the 

issue of distance-to-default (see Subsection 3.1.2). Moreover, I have included multiple 

forecasting horizons into the analysis of the discriminative power of a rating system. Secondly, I 

have mapped ratings directly through default rates, rather than from the comparison of split 

ratings, on co-rated sample of entities. Thirdly, I have analysed the drawbacks of the AR and 

proposed my own alternative, defaults segregation accuracy, which is more related to the effects 

that ratings produce on investors’ portfolios. 

Overall, I chose not to rely on methods of assessing the quality of ratings through 

comparisons of ratings and some metric that substitutes ‘true’ ratings (EDFs in most studies). 

These methods rely on the benchmarks (EDFs or MiRs), the quality of which itself is in question. 

As my research shows, the quality of MiRs in predicting defaults is relatively low, hence MiRs are 

not suitable for the role of benchmark ratings. Some other metrics proposed (e.g., RATEQUAL, 

Einig, 2008; or ratings reversal rates, Cornaggia & Cornaggia, 2011; or downgrade ratios, Dimitrov 

et al., 2015) also lack evidence that the proposed analysis metrics are relevant or make sense for 

the ratings audience. For this reason, I assume that to measure the ability of ratings to predict 

default events, and to make sure these predictions are relatively stable to be used with 

confidence over longer investment periods, are the only ways to judge the quality of ratings from 

the investor’s perspective. 

9.1 Results and Conclusions 

I have developed, tested and modified the performance metric (IQR). To compute the IQR, the 

defaults segregation accuracy (AR’) is measured over a number of 1-, 3- and 5-year periods of 

forecasting the defaults, with its weight in the IQR of 75%. Another 25% are assigned to stability, 

as, from the investor’s perspective, a rating system should not only segregate the default events 

accurately, but also provide more stable ratings than its peers. The input of stability is computed 

as 25% x AR’ x Stability ratios over the same number of 1-, 3- and 5-year periods. 

My first testing results on the IQR (see Chapter 5) show that, for the analysed sample of 

public non-financial companies, there is clear evidence that fundamental ratings perform better 

than market-implied ratings, both in accuracy and stability. After the IQR was modified (see 

Subsection 3.1.4), the top-performer changed for 1995–2015: Moody’s had the highest defaults 
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segregation accuracy and also the highest stability in its ratings over this 20-year period (cf. Table 

65). 

Table 65  

Index of the Quality of Ratings Values for Incumbent Rating Systems in 1995–2015 

CRA IQR Modified IQR 
Fitch 0.630 0.262 

Standard & Poor's 0.605 0.196 

Moody's 0.504 0.354 
CRI 0.340 0.066 

Hence, from the weak performance of the CRI ratings, there is no evidence that correlation 

with the EDF of Merton’s (1974) model can serve as a metric for the quality of ratings (contrary 

to the findings of Xia, 2014 or Poon et al., 2016). The speed of compliance of ratings with MiR’s 

model parameter, such as EDF, is not found to correlate with the quality of ratings. 

IQR can serve as a benchmark when developing an internal or innovative rating system. It 

can also measure how a rating system evolves over time, or if the methodology change improves 

the quality of ratings. Examining the time series of my observations for the IQR, and also to test 

Cantor and Mann’s (2007) hypothesis on the trade-off between accuracy and stability, I have 

shown a number of observations in Chapter 6. I have found that the correlation between 

accuracy and stability is substantial, and it becomes even stronger in the longer periods. From 

Cantor and Mann (2007), I expected to find a reverse correlation between accuracy and stability, 

while apparently and on the contrary, they correlated directly. Thus, for the analysed sample and 

time interval, I have found no evidence of a trade-off between stability and accuracy, i.e., no 

evidence that more stable rating systems perform worse and vice versa. The correlation cannot 

be explained as a causal relationship, rather a third variable determines the other two. This 

variable can be defined as a proxy of financial instability level, and I found that the overall default 

ratio serves well as a causal parameter. 

Using the same data that helped to test the IQR, I have mapped the Big-3 and the CRI ratings 

on a universal rating scale according to long-term median cumulative cohort default rates (see 

Subsection 3.1.5 for the method description and Chapter 6 for mapping results). These results 

are valuable in several aspects. In the literature, mapping is usually derived from a subsample of 

co-rated entities (e.g. Emond & Mason, 2002, Kurbangaleev et al., 2018 or Eisl et al., 2013). 

However, these methods ignore the ratings of entities that are only rated by one CRA, and this 
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constitutes the majority of ratings issued. Also, these methods do not relate mapping values to 

default probabilities. Duan and Li (2021) applied the direct method of mapping of the CRI PDs 

into S&P rating categories, which is similar to the method I have used. Another value that the 

mapping produced is that I was able to use universal ratings from mapping instead of CRA actual 

ratings as labels for the training of the ML method, which forms the core of AI Rating (see Chapter 

8). Lastly, mapping AI Rating categories to the universal scale provides a way to assess the rating 

system in comparison with the incumbents and helps to understand if its ratings can be judged 

in a similar manner as the Big-3 ratings. 

With my next step, I have created a rating system (AI Rating) and performed various 

extensive tests (see Chapter 8). I have developed four new rating systems based on ML with 

different rules implied and different datasets used for the ML training process. Then I have 

assigned 33,543 ratings from all four proposed rating systems, and performed two different tests 

to compare the performance of AI Rating and similar systems with that of the incumbents. 

Table 66  

Modified IQR Performance of Competing Rating Systems and the Advantage of AI Rating 

Provider AR’ IQR’ Test AI Advantage in AR’ AI Advantage in IQR 

AI Rating 40.31% 32.85% 

Test 1 68.79% 64.54% 
Moody’s 25.08% 20.88% 

S&P 24.58% 20.48% 

Fitch 21.99% 18.53% 

AI Rating 36.17% 29.39% 

Test 2 

1,029.42% 1,094.78% 
CRI 3.20% 2.46% 

AI Rating 38.52% 31.73% 
60.86% 48.02% 

Fitch 23.95% 21.43% 

AI Rating 44.40% 36.29% 
42.84% 16.74% 

S&P  31.09% 31.09% 

Average Test 1 and Test 2 (excluding the CRI in Test 2)  47.82% 

Tests show that my system (AI Rating) outperforms the incumbents and alternatives in all tested 

conditions and on various data samples. The average outperformance of the AI Rating system 

over the Big-3 ratings systems measured by the modified IQR equals 47.82%. Statistically, AI 

Rating overperforms all other rating systems in terms of AR’ and IQR’ at 1% significance level. 

The results in Table 66 address my research problem directly: ML rating system (AI Rating) has 

outperformed the incumbents (S&P, Fitch, Moody’s and the CRI) on a large scale, multinational 

sample of non-financial public companies, measured over multiple periods and with respect to 

different forecasting horizons. 
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Figure 54  

Defaults Segregation of AI Rating and Standard & Poor’s 1-Year Prior to Default, Test 2 

  

Figure 54 presents a simple example of the outperformance of AI Rating over S&P. If we look at 

defaults segregation accuracy, its value is a proxy for the slope of a linear trend as shown in 

Figure 54. The higher the angle, the higher AR’ is. From the example above, the value for AR’ of 

AI Rating 1 year prior to defaults is 48.12%, and for S&P it is 40.58%. The majority of defaulted 

entities have been rated in the lowest category by AI Rating 1 year prior to their default events, 

while S&P have rated the majority of those entities as ‘B’. 

In my opinion, the reasons for the outcome presented above are as follows: 

• Methodology advantage: ML rating system trained on big data with accurate replication of 

the required qualities of rating system; extensive tests before deployment of AI Rating, 

which provided deep insights into ratings replication, mapping and performance evaluation 

from the investors viewpoint. 

• Information advantage: big data on defaults, the inclusion of multiple financial parameters. 

• Computation power advantage: advanced ML Method - XGBoost / GBDT. 

• Disadvantages of incumbents: scarcity of model input data, linear rating models, human 

bias and inconsistency of experts decisions, sluggishness in ratings surveillance and rating 

models’ revisions. 

9.2 Limitations 

Although the research led to a successful outcome, there were some limitations around the data 

used and the generalization level of the model obtained, which I will share in this section. 

The first limitation is the partial availability of financial reports for rated entities. Out of 

80,805 non-financial companies from the CRI database, Reuters provides financial data and data 

0
128

786

1903

2639

3102

0

500

1000

1500

2000

2500

3000

3500

AAA, AA A BBB BB B C

Number of defaults AI Rating, rated 1-year prior

Number of defaults Linear  (Number of defaults)

0 14
354

1211

4924

1504

0

1000

2000

3000

4000

5000

6000

AAA, AA A BBB BB B C

Number of defaults S&P, rated 1 year prior

Number of defaults Linear  (Number of defaults)



 

 

241 

 

on market capitalization for only 41.51% of companies, i.e., 33,543. Also, there are less data for 

older periods: for instance, the number of ratings assigned between December 1993 and 

December 1994 was 1,010, while the number of ratings between 30 November 2018 and 30 

November 2019 was 30,673. 

To address this limitation, I provide a comparison of the number of entities in similar 

studies and my study in Table 67. 

Table 67  

The Size of the Data Sample (Number of Entities, Number of Observations) 

Research Number of entities Number of observations 

Vasin (2022) 33,543 public non-financial 

companies 
from 149 countries 

247 / 300 periods of 1, 3 and 5-year 

1,088,344 entities – report observations 
30 x 4 trained ML models for ratings and 86 for 

replication 

Hajek and Olej 

(2010) 

852 US Mining Companies in 2007 

452 Czech municipalities in 2005 

Single periods (2005 and 2007), point-in time 

observations (852 corporate, 452 municipalities) 

Ozturk et al. (2016) 106 countries 1,022 country-year observations for 1999–2020 

Sanz (2020) 27 EU countries 246 annual observations for 2011–2019, with the 

hold-out sample of 74. Total 320 country-years 

Wallis et al. (2019) 308 companies from S&P 500 Single period point-in time observations 

Moscatelli et al. 
(2020) 

±270,000 Italian non-financial firms 8 years 2011–2017,  

1,746,640 entity-observations 

Golbayani et al. 
(2020a) 

155 companies from the energy, 

financial and healthcare sectors in 
the USA 

Single period point-in time observations 

Kurbangaleev et al. 
(2018) 

134 Russian banks rated by 7 CRAs 

(Fitch, Standard & Poor’s, Moody’s, 
RA Expert, AKM, NRA, RUS-Rating)  

The number of observations equal to 1,700 

They have also trained their model on a sample of 

over 900 Russian banks with a sample of 782 banks 

used for the test for a single period 

Bacham and Zhao 

(2017) 

240,000 firms 1,100,000 observations for 1990–2014 

Caridad et al. 
(2019) 

Corporates – 1,324 companies 

chosen from random (Sample I) 

Corporates – 1,094 firms chosen 
from random (Sample II) 

Countries unknown 

6,136 observations for 2010–2014 

From Table 67, the numbers in the dataset that other researchers used were lower or 

comparable to my dataset. Only two studies (Bacham & Zhao, 2017 and Moscatelli et al., 2020) 

claimed to use over 1 million observations. 

Next, the default frequency in my data sample is much lower than what is observed in the 

real-world. The reason is survivor bias. This also means that there are fewer financial data on 

defaulted companies in my historic database. As soon as a company defaults, there is no longer 
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an incentive to keeping its data updated. Therefore, out of the defaulted data that are still 

present, most of the companies have emerged from default rather than liquidated. These 

companies have emerged from default because they had either valuable assets, or diverse 

market positions, or other advantages that allowed them to continue their business. In contrast 

to this group, the defaulted companies that have not emerged from default, probably had much 

weaker financial performance, quality of assets, or were less attractive to the new owners that 

could take over and continue the business. As a consequence, it is the case that not only the 

defaults are fewer and harder to discriminate in my data sample, but also those companies 

whose data are present are on average healthier than the average defaulter, because they 

eventually managed to emerge from their financial distress. In Figure 55, I display the challenge 

for my AI rating model. The size of the target in the first graph is large: therefore, the target is 

more visible and can be hit with higher accuracy. The size of the target on the second graph is 

relatively smaller, and the visual effect is no different from the complexity of the task in the rating 

analysis: the second target is much harder to hit. 
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Figure 55  

The Difference in Default Ratios Observed due to Survivor Bias 

Default ratios (Big3 average, 1995–2015) 

 
Default ratios (testing sample scenario) 

 

1-year  1.26%

3-year 2.75%

5-year 4.05%

Non-defaulters 
95.95%

1-year  0.20%

3-year 0.59%

5-year 1.03%

Non-defaulters 
98.97%
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A limitation that I point out relates to fair testing of rating performances. Table 68 

compares the DRs from my data sample with actual default frequencies of all public non-financial 

companies rated by the incumbents (see data in Subsection 5.4.1). 

Table 68  

Default Ratios Observed for My Data in 1995–2020 Used in Test 1 and the Whole Rated 

Population of the CRI List of Companies in 1995–2016 (No Matter if Financial Data Is Present on 

Reuters) 

Period average My sample Standard & Poor's Fitch Moody’s CRI 

1-year 0.207% 1.814% 0.689% 1.288% 0.768% 

3-year 0.590% 4.578% 1.875% 1.807% 2.057% 

5-year 1.029% 6.045% 2.687% 3.429% 2.972% 

Considering the sizeable difference in default ratios, a direct comparison between the 

performance of the Big-3 agencies and AI Rating is unfair. This is the rationale for Test 2, where I 

use the same groups of rated entities to compare the performance of all rating systems. 

Table 69 shows the default ratios for the compiled samples of the pair-wise co-rated 

entities. Note that, while the rating competition between the rating systems now is fair, the 

observed default ratios were even smaller than for the case shown in Table 68. 

Table 69  

Default Ratios Observed for My Data in 1995–2020 (with Financial Reports Available) for 

Samples of Co-Rated Entities Used in Test 2 

Period average AI Rating 
and CRI 

AI Rating and 
Standard & Poor's 

AI Rating 
and Fitch 

AI Rating 
and Moody’s23 

1-year 0.250% 0.662% 0.544% 0.671% 

3-year 0.613% 1.856% 1.462% 0.856% 

5-year 1.017% 2.869% 2.367% 1.667% 

The only way I can see to address the latter limitation is to gather the data repeatedly before the 

defaulters disappear from the market, and eventually, from the databases of major providers 

such as Reuters and Bloomberg. I can also note that, although the default frequency in my data 

was lower, on IQR’ with the inclusion of defaults segregation accuracy, AI Rating shows a 

performance comparable to the performance of the Big-3 CRAs on samples with much higher 

 
23 Test 2 for Moody’s ratings includes only 29 out of 300 observational periods where defaults are present for 1-, 3- 

and 5-year periods for both all and non-US companies. Therefore, results shown for Test 2 in the Results and 

Appendix 3 do not include comparisons between AI Rating systems and Moody’s. 
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frequency of defaults (Table 68). Also, as I show in Section 8.5, the simulation on a ‘typical bond 

portfolio’ shows that AI Rating provides positive financial effects for investments in comparison 

with the incumbent rating systems. 

9.3 Further Plans 

My further plans in relation to rating lines in academic research are in further development of 

both the performance metrics to test the quality of ratings, and the rating systems to address 

different categories of credit market borrowers. I intend to explore the data and initial 

observations that I have presented in Chapters 6 and 7 more deeply. I am also interested in 

discovering the solution to the so-called ‘black box problem’. With respect to my current 

research, I will also seek for the opportunities to publish my results in academic journals. 

Further indices of the quality of ratings can be tailored using the same approaches for 

certain economies / countries, industries / sectors, different rating types (e.g., bond ratings, 

ratings in local currencies), or other CRAs on the market or individual investor’s needs, including 

investment horizons, investment strategies’ specifics and risk limitations. 

The methods I have used to develop a rating model for the public non-financial companies 

can be used with respect to other types of entities (banks, insurance companies, etc.), which can 

allow development of a group of rating methods to assess credit risks for different categories of 

borrowers. 

The results shown in Chapter 6 on the visual inspection of the time series and Chapter 7 

on structural shifts in ratings prediction time series can be further evaluated, with more emphasis 

on the statistical methods used for time series analysis. Deeper understanding of causal 

relationships between the DR values and rating accuracy and stability can be determined, 

statistically observed and described. Thus, the results presented in this thesis can serve as a 

starting point to further research in the domain of macroeconomic trends and the cyclicality of 

ratings. 

With respect to Simulation 1 (Section 8.5), more simulations can be performed with the 

inclusion of the effects that were omitted in my simulation: for example, the relationships 

between rating and interest rates on bonds, the effects produced by the ratings on the liquidity 

of the bond markets, or the relationships between the ratings and recovery ratios. Future work 

may explore the effects of reinvestments of income and ‘lost profits’ from non-investments into 
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lower rated bonds. Also, I note that by examining issuer-default ratings only, I do not pay enough 

attention to bond ratings, which are different type of ratings in comparison with issuer-default 

ratings. I understand that in many aspects my simulation oversimplifies bond investing, therefore 

there may be further perspectives in deepening this part of the research to find out other 

patterns valuable for understanding the quality of the ratings. 

When I started my research, I put a special note that I would examine the quality of ratings 

from investors’ perspectives. However, there might be other viewpoints, of which the most 

interesting is the issuer’s perspective. Looking with the eyes of the bond issuer, ratings can be 

analysed differently, and with respect to many other questions that are not mentioned in my 

research. This question, also discussed in the literature, includes discussions around ‘fair ratings’, 

the problems of influence of ratings on the market prices and yield of bonds, as well as so-called 

‘rating shopping’ and conflicts of interest in the activities of the CRAs. 

Yet, another group of studies examines credit ratings from the regulatory perspective. The 

questions discussed include the competition between CRAs, the transparency of ratings and 

disclosure procedures of CRAs, the analysis of different business models for the CRA, the 

regulatory frameworks for CRAs that act in different geographic locations and jurisdictions. 

Another important group of questions is related to whether or not CRAs should be financially 

responsible for providing ratings that can be misleading, unfair, inflated, discriminatory, faulty, 

etc., i.e., for the situations when CRAs fail to provide ratings as professional, honest and 

independent opinions. At the same time, even for the researchers with different optics, my 

research can provide some important data and a ground for further analysis and evaluation. 

When describing the ML methods of solving classification tasks, the more complex the 

algorithm used, the more it is criticized for the lack of transparency. Whenever the data 

processing involves NNs, SVMs, PCAs or decision trees, or even some forms of linear regression, 

the authors of such technology are often unable to explain fully all the details of the decision-

making process to the outside observer. The problem is often described as a lack of 

understanding of how the algorithm was built; a lack of predictability of its outputs when 

observing the inputs; the rare extreme outcomes that should be used as an argument against the 

algorithm implementation in principle; and finally, the fear of the absence of human involvement 

in the process, because some of the public seem to be frightened by the fact that a human expert 

can be replaced by the machine. There are several methods to effectively extract AI methods out 

of the ‘black box’ and to turn them into a comfortable, explainable ‘white box’. Furthermore, 
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though it would seem that “no one really knows how the most advanced algorithms do what 

they do” (Knight, 2017, p.54), and “machine learning models may still produce results that are 

difficult to interpret and defend” (Bacham & Zhao, 2017, in “Overfitting Problem” section), in fact 

it is actually possible to go branch by branch and add the contribution of each variable (e.g., 

Saabas, 2014; Molnar, 2020; Miller, 2019). In my further research, I will try to apply the methods 

described (e.g., Partial Dependency Plot, Permutation Importance, SNAP, LIME and ANCHOR) as 

methods to extend my AI Rating model’s interpretation further. 

With respect to my current research, I will seek for the opportunities to publish the results 

shown in Chapters 5–8 in academic journals. I can draw the following plan for the publications: 

1) Quality of credit ratings from an investor’s perspective (Chapter 5). 

2) The long-term time series of technical performance indicators of credit rating providers 

and mapping of ratings, according to long-term median cumulative cohort default rates 

(Chapter 6). 

3) Credit ratings replication and forecasting with machine learning. Analysing inconsistency 

and structural shifts in credit rating methodology on the time series of the Big-3 credit 

rating agencies (Chapter 7). 

4) AI Rating: Machine Learning computed credit ratings (Chapter 8). 

Target journals may include Journal of Accounting and Economics, The British Accounting 

Review, Research in International Business and Finance, Journal of Banking and Finance, Finance 

Research Letters, and others that regularly publish research in the domains of credit ratings, 

CRAs, classification performance comparison indicators, corporate bond markets and financial 

regulation of public companies, financial intermediaries, exchanges and credit rating agencies. 
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Appendix 1: Experiment 1, Data Sample 
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American Airlines Group, Inc. 

American Assets Trust, Inc. 

American Axle & Manufacturing 

Holdings, Inc. 

American Campus Communities Inc 

American Electric Power Company, Inc. 

American Homes 4 Rent 

American Railcar Industries, Inc. 
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Boise Cascade, L.L.C. 
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BT Group plc 
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C.R. Bard, Inc. 

CA Inc. 
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Callon Petroleum Company 
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Campbell Soup Company 

Canadian National Railway Company 
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Canadian Pacific Railway Limited 

Canadian Solar Inc. 

Canon, Inc. 
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Cardinal Health, Inc. 

Cardtronics plc 

CareTrust REIT, Inc. 

Carlisle Companies Incorporated 

Carnival Corporation 

Carpenter Technology Corporation 

Carrizo Oil & Gas, Inc. 

Carrols Restaurant Group, Inc. 

Casella Waste Systems, Inc. 

Catalent, Inc. 

Caterpillar, Inc. 

Cavium, Inc. 

CBL & Associates Properties, Inc. 

CBS Corporation 

CDK Global, Inc. 

Celestica, Inc. 

Celgene Corporation 

Cemex S.A.B. de C.V. 

Cenovus Energy Inc 

Centene Corporation 

CenterPoint Energy, Inc. 

Central European Media Enterprises Ltd. 

Central Garden & Pet Company 

Century Aluminum Company 

CenturyLink, Inc. 

Cenveo Inc 

CEVA, Inc. 
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Charles River Laboratories International, 

Inc. 

Chart Industries, Inc. 

Chemours Company (The) 

Chesapeake Energy Corporation 

Chevron Corporation 

China Mobile (Hong Kong) Ltd. 

China XD Plastics Company Limited 

Choice Hotels International, Inc. 

Chunghwa Telecom Co., Ltd. 

Church & Dwight Company, Inc. 

Churchill Downs, Incorporated 

Ciena Corporation 

Cigna Corporation 

Cimarex Energy Co 

Cimpress N.V 

Cincinnati Bell Inc 

Cinemark Holdings Inc 

Cintas Corporation 

Cirrus Logic, Inc. 

Cisco Systems, Inc. 

Citrix Systems, Inc. 

Civitas Solutions, Inc. 

Clean Harbors, Inc. 

Clear Channel Outdoor Holdings, Inc. 

Clearwater Paper Corporation 

Cleveland-Cliffs Inc. 

Clorox Company (The) 

Cloud Peak Energy Inc 

ClubCorp Holdings, Inc. 

CMS Energy Corporation 

CNH Industrial N.V. 

CNOOC Limited 

Coach, Inc. 

Cobalt International Energy, Inc. 

Coca Cola Femsa S.A.B. de C.V. 

Coca-Cola Bottling Co. Consolidated 

Coca-Cola Company (The) 

Coeur Mining, Inc. 

Coherent, Inc. 

Colfax Corporation 

Colgate-Palmolive Company 

Columbia Property Trust, Inc. 

Columbus McKinnon Corporation 

Comcast Corporation 

Commercial Metals Company 

Commercial Vehicle Group, Inc. 

CommScope Holding Company, Inc. 

Community Health Systems, Inc. 

Comp En De Mn Cemig ADS 

Companhia de saneamento Basico Do 

Estado De Sao Paulo - Sabesp 

Compass Minerals International, Inc. 

Comstock Resources, Inc. 

ConAgra Brands, Inc. 

Concho Resources Inc. 

Conduent Incorporated 

Conn's, Inc. 

Connecticut Water Service, Inc. 

ConocoPhillips 

CONSOL Energy Inc. 

Consolidated Communications Holdings, 

Inc. 

Consolidated Edison Inc 

Constellation Brands Inc 

Constellium N.V. 

Container Store (The) 

Continental Building Products, Inc. 

Continental Resources, Inc. 

Convergys Corporation 

Cooper Companies, Inc. (The) 

Cooper Tire & Rubber Company 

Cooper-Standard Holdings Inc. 

CoreCivic, Inc. 

CoreLogic, Inc. 

Corning Incorporated 

Corporate Office Properties Trust 

Cosan Limited 

Costco Wholesale Corporation 

Coty Inc. 

Covanta Holding Corporation 

Crane Company 

Cray Inc 

CRH PLC 

Crown Holdings, Inc. 

CSG Systems International, Inc. 

CSI Compressco LP 

CSRA Inc. 

CSX Corporation 

CubeSmart 

Cummins Inc. 

Cumulus Media Inc. 

CVS Health Corporation 

Cypress Semiconductor Corporation 

D.R. Horton, Inc. 

Dana Incorporated 

Danaher Corporation 

Darden Restaurants, Inc. 

Darling Ingredients Inc. 

DaVita Inc. 

DCT Industrial Trust Inc 

DDR Corp. 

Dean Foods Company 

Deere & Company 

Dell Technologies Inc. 

Delphi Automotive plc 

Delta Air Lines, Inc. 

Deluxe Corporation 

Denbury Resources Inc. 

DENTSPLY SIRONA Inc. 

Depomed, Inc. 

Devon Energy Corporation 

Diageo plc 

Diamond Offshore Drilling, Inc. 

Diamondback Energy, Inc. 

Diebold Nixdorf Incorporated 

Digital Realty Trust, Inc. 

DigitalGlobe, Inc 

Dillard's, Inc. 

DineEquity, Inc 

Discovery Communications, Inc. 

DISH Network Corporation 

Dollar General Corporation 

Dollar Tree, Inc. 

Dominion Energy, Inc. 

Domino's Pizza Inc 

Domtar Corporation 

Donnelley Financial Solutions, Inc. 

Douglas Dynamics, Inc. 

Dover Corporation 

Dow Chemical Company (The) 

Dr Pepper Snapple Group, Inc 

DTE Energy Company 

Ducommun Incorporated 

Duke Energy Corporation 

Duke Realty Corporation 

DXP Enterprises, Inc. 

Dycom Industries, Inc. 

E.I. du Pont de Nemours and Company 

E.W. Scripps Company (The) 

Eagle Materials Inc 

Eastman Chemical Company 

eBay Inc. 

Eclipse Resources Corporation 

Ecolab Inc. 

Ecopetrol S.A. 

Edison International 

Education Realty Trust Inc. 

Edwards Lifesciences Corporation 

eHi Car Services Limited 

El Paso Electric Company 

El Pollo Loco Holdings, Inc. 

Eldorado Gold Corporation 

Eldorado Resorts, Inc. 

Electronic Arts Inc. 

Eli Lilly and Company 

Embotelladora Andina S.A. 

Embraer-Empresa Brasileira de 

Aeronautica 

EMCOR Group, Inc. 

Emerson Electric Company 

Emmis Communications Corporation 

Empresa Distribuidora Y 

Comercializadora Norte S.A. (Edenor) 

Enbridge Inc 

Encana Corporation 

Enel Americas S.A. 

Enel Chile S.A. 

Enel Generacion Chile S.A. 

Energen Corporation 

Energizer Holdings, Inc. 

Energy XXI Gulf Coast, Inc. 

Enersys 

ENI S.p.A. 

EnPro Industries 

ENSCO plc 

Entegris, Inc. 

Entercom Communications Corporation 

Entergy Corporation 

Entravision Communications 

Corporation 

EOG Resources, Inc. 
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EP Energy Corporation 

EPR Properties 

EQT Corporation 

Equity Commonwealth 

Equity Residential 

Era Group, Inc. 

Ericsson 

Essex Property Trust, Inc. 

Estee Lauder Companies, Inc. (The) 

Esterline Technologies Corporation 

Ethan Allen Interiors Inc. 

EV Energy Partners, L.P. 

Eversource Energy 

EXCO Resources NL 

Exela Technologies, Inc. 

Exelon Corporation 

Expedia, Inc. 

Express, Inc. 

Extended Stay America, Inc. 

Extraction Oil & Gas, Inc. 

Exxon Mobil Corporation 

Fairmount Santrol Holdings Inc. 

Federal Realty Investment Trust 

FedEx Corporation 

FelCor Lodging Trust Incorporated 

Ferro Corporation 

Fibria Celulose S.A. 

Fidelity National Information Services, 

Inc. 

First Cash, Inc. 

First Data Corporation 

First Industrial Realty Trust, Inc. 

FIRST REPUBLIC BANK 

FirstEnergy Corporation 

Fiserv, Inc. 

FleetCor Technologies, Inc. 

Flex Ltd. 

FLIR Systems, Inc. 

Flowers Foods, Inc. 

Flowserve Corporation 

Fluor Corporation 

Fly Leasing Limited 

FMC Corporation 

Fomento Economico Mexicano S.A.B. de 

C.V. 

Foot Locker, Inc. 

Ford Motor Company 

Forterra, Inc. 

Fortive Corporation 

Fortune Brands Home & Security, Inc. 

Forum Energy Technologies, Inc. 

Fossil Group, Inc. 

Freeport-McMoran, Inc. 

Fresenius Medical Care Corporation 

Frontier Communications Corporation 

FS Investment Corporation 

FTI Consulting, Inc. 

Gamestop Corporation 

Gaming and Leisure Properties, Inc. 

Gap, Inc. (The) 

Gartner, Inc. 

GATX Corporation 

GCP Applied Technologies Inc. 

General Cable Corporation 

General Dynamics Corporation 

General Electric Company 

General Mills, Inc. 

General Motors Company 

Genesco Inc. 

Genesee & Wyoming, Inc. 

Genpact Limited 

Geo Group Inc (The) 

Gibraltar Industries, Inc. 

Gilead Sciences, Inc. 

Glatfelter 

GlaxoSmithKline PLC 

Global Eagle Entertainment Inc. 

Global Payments Inc. 

Global Ship Lease, Inc. 

GNC Holdings, Inc. 

Gogo Inc. 

Gold Fields Limited 

Goldcorp Inc. 

Golden Entertainment, Inc. 

Graham Holdings Company 

Gramercy Property Trust 

Gray Television, Inc. 

Great Lakes Dredge & Dock Corporation 

Great Plains Energy Inc 

Green Plains, Inc. 

Greenbrier Companies, Inc. (The) 

Greif Bros. Corporation 

Griffon Corporation 

Group 1 Automotive, Inc. 

Grupo Televisa S.A. 

GTT Communications, Inc. 

Gulfport Energy Corporation 

H. B. Fuller Company 

H&E Equipment Services, Inc. 

H&R Block, Inc. 

Halliburton Company 

Halyard Health, Inc. 

Hanesbrands Inc. 

Harley-Davidson, Inc. 

Harris Corporation 

Harsco Corporation 

Hasbro, Inc. 

Hawaiian Electric Industries, Inc. 

Hawaiian Holdings, Inc. 

Hawaiian Telcom Holdco, Inc. 

HC2 Holdings, Inc. 

HCA Healthcare, Inc. 

HCP, Inc. 

Healthcare Realty Trust Incorporated 

Healthcare Trust of America, Inc. 

HealthSouth Corporation 

Hecla Mining Company 

Helmerich & Payne, Inc. 

Hemisphere Media Group, Inc. 

Herbalife LTD. 

Herc Holdings Inc. 

Hershey Company (The) 

Hess Corporation 

Hewlett Packard Enterprise Company 

Hexcel Corporation 

Highwoods Properties, Inc. 

Hill-Rom Holdings Inc 

Hillenbrand Inc 

Hilton Grand Vacations Inc. 

Hilton Worldwide Holdings Inc. 

HollyFrontier Corporation 

Hologic, Inc. 

Home Depot, Inc. (The) 

Honda Motor Company, Ltd. 

Honeywell International Inc. 

Horizon Global Corporation 

Horizon Pharma plc 

Hormel Foods Corporation 

Hornbeck Offshore Services 

Hospitality Properties Trust 

Host Hotels & Resorts, Inc. 

Houghton Mifflin Harcourt Company 

Hovnanian Enterprises Inc 

Howard Hughes Corporation (The) 

HP Inc. 

HRG Group, Inc. 

Hubbell Inc 

Humana Inc. 

Huntington Ingalls Industries, Inc. 

Huntsman Corporation 

Hyatt Hotels Corporation 

IAC/InterActiveCorp 

Iamgold Corporation 

Icahn Enterprises L.P. 

ICON plc 

Iconix Brand Group, Inc. 

IDACORP, Inc. 

IDEX Corporation 

IHS Markit Ltd. 

Illinois Tool Works Inc. 

Illumina, Inc. 

Impax Laboratories, Inc. 

INC Research Holdings, Inc. 

Infosys Limited 

Ingersoll-Rand plc (Ireland) 

Ingles Markets, Incorporated 

Ingredion Incorporated 

Innoviva, Inc. 

Installed Building Products, Inc. 

Integrated Device Technology, Inc. 

Intel Corporation 

Intelsat S.A. 

Intercontinental Hotels Group 

Interface, Inc. 

Internap Corporation 

Internationa Flavors & Fragrances, Inc. 

International Business Machines 

Corporation 

International Paper Company 

International Seaways, Inc. 

International Speedway Corporation 

Interpublic Group of Companies, Inc. 

(The) 

InterXion Holding N.V. 

Intuit Inc. 

Ion Geophysical Corporation 

IRSA Inversiones Y Representaciones S.A. 

IRSA Propiedades Comerciales S.A. 

Itron, Inc. 

J.B. Hunt Transport Services, Inc. 

J.C. Penney Company, Inc. Holding 

Company 

J.M. Smucker Company (The) 

Jabil Inc. 

JD.com, Inc. 

JetBlue Airways Corporation 

Johnson & Johnson 

Jones Energy, Inc. 

Juniper Networks, Inc. 

Kaiser Aluminum Corporation 

Kaman Corporation 

Kansas City Southern 

KAR Auction Services, Inc 

KB Home 

Kellogg Company 

Kemet Corporation 

Kennametal Inc. 

Keysight Technologies Inc. 

Kilroy Realty Corporation 

Kimberly-Clark Corporation 

Kimco Realty Corporation 

Kinder Morgan, Inc. 

Kindred Healthcare, Inc. 

Kinross Gold Corporation 

Kirby Corporation 

Kite Realty Group Trust 

KLA-Tencor Corporation 

KLX Inc. 

KMG Chemicals, Inc. 
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Knoll, Inc. 

Kohl's Corporation 

Koninklijke Philips N.V. 

Koppers Holdings Inc. 

Korea Electric Power Corporation 

Kosmos Energy Ltd. 

Kraton Corporation 

Kratos Defense & Security Solutions, Inc. 

Kroger Company (The) 

Kronos Worldwide Inc 

KT Corporation 

L Brands, Inc. 

L3 Technologies, Inc. 

La Quinta Holdings Inc. 

Laboratory Corporation of America 

Holdings 

Lam Research Corporation 

Lamb Weston Holdings, Inc. 

Lands' End, Inc. 

Lannett Co Inc 

Lantheus Holdings, Inc. 

Laredo Petroleum, Inc. 

Las Vegas Sands Corp. 

LATAM Airlines Group S.A. 

Lattice Semiconductor Corporation 

Laureate Education, Inc. 

Lear Corporation 

Lee Enterprises, Incorporated 

Legacy Reserves LP 

Leggett & Platt, Incorporated 

Lennar Corporation 

Lennox International, Inc. 

Leucadia National Corporation 

Level 3 Communications, Inc. 

Lexington Realty Trust 

Liberty Interactive Corporation 

Liberty Property Trust 

Life Storage, Inc. 

LifePoint Health, Inc. 

Lithia Motors, Inc. 

Live Nation Entertainment, Inc. 

LKQ Corporation 

Lockheed Martin Corporation 

Louisiana-Pacific Corporation 

Lowe's Companies, Inc. 

Lsb Industries Inc. 

LSC Communications, Inc. 

LyondellBasell Industries NV 

M.D.C. Holdings, Inc. 

M/I Homes, Inc. 

Mack-Cali Realty Corporation 

MACOM Technology Solutions Holdings, 

Inc. 

Macy's Inc 

Magellan Health, Inc. 

Magna International, Inc. 

Mallinckrodt plc 

Manitowoc Company, Inc. (The) 

ManpowerGroup 

ManTech International Corporation 

Marathon Oil Corporation 

Marathon Petroleum Corporation 

Marriott International 

Martin Marietta Materials, Inc. 

Martin Midstream Partners L.P. 

Masco Corporation 

Masonite International Corporation 

MasTec, Inc. 

Mastercard Incorporated 

Matador Resources Company 

Match Group, Inc. 

Mattel, Inc. 

Maxim Integrated Products, Inc. 

MaxLinear, Inc 

McClatchy Company (The) 

McCormick & Company, Incorporated 

McDermott International, Inc. 

McDonald's Corporation 

McKesson Corporation 

MDC Partners Inc. 

MDU Resources Group, Inc. 

Medical Properties Trust, Inc. 

Mednax, Inc 

Medpace Holdings, Inc. 

Mercer International Inc. 

Merck & Company, Inc. 

Meritage Corporation 

Meritor, Inc. 

Methanex Corporation 

MGM Growth Properties LLC 

MGM Resorts International 

Microchip Technology Incorporated 

Micron Technology, Inc. 

Microsemi Corporation 

Microsoft Corporation 

Mid-America Apartment Communities, 

Inc. 

Middlesex Water Company 

MIDSTATES PETROLEUM COMPANY, INC. 

Minerals Technologies Inc. 

Mitel Networks Corporation 

MKS Instruments, Inc. 

Mobile Mini, Inc. 

Mobile TeleSystems OJSC 

Mohawk Industries, Inc. 

Molina Healthcare Inc 

Molson Coors Brewing  Company 

Mondelez International, Inc. 

Moneygram International, Inc. 

Monsanto Company 

Moog Inc. 

Mosaic Company (The) 

Motorola Solutions, Inc. 

MSCI Inc 

MTS Systems Corporation 

MUELLER WATER PRODUCTS 

Multi-Color Corporation 

Murphy Oil Corporation 

Murphy USA Inc. 

n/a 

Nabors Industries Ltd. 

Nathan's Famous, Inc. 

National CineMedia, Inc. 

National Fuel Gas Company 

National Grid Transco, PLC 

National Oilwell Varco, Inc. 

National Retail Properties 

National Steel Company 

Navios Maritime Holdings Inc. 

Navistar International Corporation 

NCI Building Systems, Inc. 

NCR Corporation 

Neenah Paper, Inc. 

NetApp, Inc. 

Netflix, Inc. 

New Home Company Inc. (The) 

New Media Investment Group Inc. 

New York Times Company (The) 

Newell Brands Inc. 

Newfield Exploration Company 

NewMarket Corporation 

Newmont Mining Corporation 

Newpark Resources, Inc. 

Nexstar Media Group, Inc. 

NextEra Energy, Inc. 

NII Holdings, Inc. 

Nike, Inc. 

NiSource, Inc 

NN, Inc. 

Noble Energy Inc. 

Nokia Corporation 

Nord Anglia Education, Inc. 

Nordstrom, Inc. 

Norfolk Souther Corporation 

North American Energy Partners, Inc. 

Northrop Grumman Corporation 

Northwest Natural Gas Company 

NorthWestern Corporation 

Novartis AG 

Novo Nordisk A/S 

NRG Energy, Inc. 

NTT DOCOMO, Inc 

Nuance Communications, Inc. 

Nucor Corporation 

NVIDIA Corporation 

NVR, Inc. 

NXP Semiconductors N.V. 

O'Reilly Automotive, Inc. 

Oasis Petroleum Inc. 

Occidental Petroleum Corporation 

Oceaneering International, Inc. 

Office Depot, Inc. 

OGE Energy Corporation 

Oi S.A. 

Olin Corporation 

Ollie's Bargain Outlet Holdings, Inc. 

Omega Healthcare Investors, Inc. 

Omnicom Group Inc. 

OMNOVA Solutions Inc. 

On Assignment, Inc. 

ON Semiconductor Corporation 

ONE Gas, Inc. 

ONEOK, Inc. 

Open Text Corporation 

Oracle Corporation 

Orange 

ORBCOMM Inc. 

Orbital ATK, Inc. 

Orbotech Ltd. 

Orion Engineered Carbons S.A 

Oshkosh Corporation 

Otter Tail Corporation 

Owens & Minor, Inc. 

Owens Corning Inc 

Owens-Illinois, Inc. 

PACCAR Inc. 

Pacific Drilling S.A. 

Pacific Gas & Electric Co. 

Packaging Corporation of America 

Pampa Energia S.A. 

PAREXEL International Corporation 

Parker Drilling Company 

Parker-Hannifin Corporation 

Patheon N.V. 

Pattern Energy Group Inc. 

PayPal Holdings, Inc. 

Pearson, Plc 

Penn National Gaming, Inc. 

Penn Virginia Corporation 

Penske Automotive Group, Inc. 

Pepsico, Inc. 

Performant Financial Corporation 

PerkinElmer, Inc. 

Perry Ellis International Inc. 

Petroleo Brasileiro S.A.- Petrobras 

Petroquest Energy Inc 

Pfizer, Inc. 

PGT Innovations, Inc. 

PHI, Inc. 



 

 

277 

 

Phibro Animal Health Corporation 

Philip Morris International Inc 

Phillips 66 

Physicians Realty Trust 

Piedmont Office Realty Trust, Inc. 

Pier 1 Imports, Inc. 

Pilgrim's Pride Corporation 

Pinnacle Entertainment, Inc. 

Pinnacle Foods, Inc. 

Pinnacle West Capital Corporation 

Pioneer Energy Services Corp. 

Pioneer Natural Resources Company 

Pitney Bowes Inc. 

Plantronics, Inc. 

Playa Hotels & Resorts N.V. 

PLDT Inc. 

PNM Resources, Inc. (Holding Co.) 

PolyOne Corporation 

Portland General Electric Company 

POSCO 

Post Holdings, Inc. 

Potash Corporation of Saskatchewan Inc. 

Potlatch Corporation 

PPG Industries, Inc. 

PPL Corporation 

Praxair, Inc. 

Precision Drilling Corporation 

Procter & Gamble Company (The) 

Prologis, Inc. 

PS Business Parks, Inc. 

PTC Inc. 

Public Service Enterprise Group 

Incorporated 

Public Storage 

PulteGroup, Inc. 

PVH Corp. 

QEP Resources, Inc. 

Qorvo, Inc. 

QTS Realty Trust, Inc. 

Quad Graphics, Inc 

QUALCOMM Incorporated 

Quality Care Properties, Inc. 

Quest Diagnostics Incorporated 

Quintiles IMS Holdings, Inc. 

Quorum Health Corporation 

R.R. Donnelley & Sons Company 

Ralph Lauren Corporation 

Range Resources Corporation 

Rayonier Advanced Materials Inc. 

Rayonier Inc. 

Raytheon Company 

Realty Income Corporation 

Red Hat, Inc. 

Regal Entertainment Group 

Regency Centers Corporation 

Reliance Steel & Aluminum Co. 

RELX N.V. 

RELX PLC 

Rent-A-Center Inc. 

Republic Services, Inc. 

Resolute Forest Products Inc. 

Retail Opportunity Investments Corp. 

Retail Properties of America, Inc. 

Revlon, Inc. 

Rex Energy Corporation 

Rice Energy Inc. 

Rio Tinto Plc 

Ritchie Bros. Auctioneers Incorporated 

Rite Aid Corporation 

Rockwell Automation, Inc. 

Rockwell Collins, Inc. 

Rogers Communication, Inc. 

Roper Technologies, Inc. 

Ross Stores, Inc. 

Royal Caribbean Cruises Ltd. 

Royal Dutch Shell PLC 

RPM International Inc. 

RSP Permian, Inc. 

Ruby Tuesday, Inc. 

Ryanair Holdings plc 

Ryder System, Inc. 

Ryerson Holding Corporation 

Sabra Healthcare REIT, Inc. 

Sabre Corporation 

SAExploration Holdings, Inc. 

Salem Media Group, Inc. 

Sally Beauty Holdings, Inc. 

Sanchez Energy Corporation 

SandRidge Energy, Inc. 

Sanmina Corporation 

Sanofi 

SAP SE 

Scana Corporation 

Schlumberger N.V. 

SCIENCE APPLICATIONS INTERNATIONAL 

CORPORATION 

Scientific Games Corp 

Scotts Miracle-Gro Company (The) 

Scripps Networks Interactive, Inc 

SEACOR Holdings, Inc. 

Seagate Technology PLC 

Sealed Air Corporation 

Sears Holdings Corporation 

Select Income REIT 

Semgroup Corporation 

Semiconductor  Manufacturing 

International Corporation 

Sempra Energy 

Senior Housing Properties Trust 

Service Corporation International 

ServiceMaster Global Holdings, Inc. 

Shaw Communications Inc. 

Sherwin-Williams Company (The) 

Shiloh Industries, Inc. 

Shire plc 

Shutterfly, Inc. 

Signet Jewelers Limited 

Silgan Holdings Inc. 

Simon Property Group, Inc. 

Sinclair Broadcast Group, Inc. 

SiteOne Landscape Supply, Inc. 

Six Flags Entertainment Corporation New 

SK Telecom Co., Ltd. 

SL Green Realty Corporation 

SM Energy Company 

Smart 

Snap-On Incorporated 

Sociedad Quimica y Minera S.A. 

Sonic Automotive, Inc. 

Sonoco Products Company 

Sony Corp Ord 

Sotheby's 

South Jersey Industries, Inc. 

Southern Company (The) 

Southern Copper Corporation 

Southwest Airlines Company 

Southwest Gas Holdings, Inc. 

Southwestern Energy Company 

Speedway Motorsports, Inc. 

Spire Inc. 

Spirit Airlines, Inc. 

Sportsman's Warehouse Holdings, Inc. 

Sprint Corporation 

Sprouts Farmers Market, Inc. 

SPX Corporation 

SPX FLOW, Inc. 

Stanley Black & Decker, Inc. 

Staples, Inc. 

Starbucks Corporation 

STARWOOD PROPERTY TRUST, INC. 

Statoil ASA 

Steel Dynamics, Inc. 

Steelcase Inc. 

Stericycle, Inc. 

STMicroelectronics N.V. 

Stoneridge, Inc. 

STORE Capital Corporation 

Stryker Corporation 

Sucampo Pharmaceuticals, Inc. 

SunCoke Energy, Inc. 

Suncor Energy  Inc. 

SunOpta, Inc. 

Superior Energy Services, Inc. 

Superior Industries International, Inc. 

SuperValu Inc. 

Surgery Partners, Inc. 

Swift Transportation Company 

Symantec Corporation 

Synchronoss Technologies, Inc. 

Syngenta AG 

Sysco Corporation 

Tailored Brands, Inc. 

Taiwan Semiconductor Manufacturing 

Company Ltd. 

Tanger Factory Outlet Centers, Inc. 

Targa Resources, Inc. 

Target Corporation 

Tata Motors Ltd 

Taylor Morrison Home Corporation 

TE Connectivity Ltd. 

Tech Data Corporation 

Teck Resources Ltd 

Teekay Corporation 

TEGNA Inc. 

Telecom Italia S.P.A. 

Teleflex Incorporated 

Telefonica SA 

Telephone and Data Systems, Inc. 

TELUS Corporation 

Tempur Sealy International, Inc. 

Tenet Healthcare Corporation 

Tennant Company 

Tenneco Inc. 

Terex Corporation 

TerraForm Global, Inc. 

TerraForm Power, Inc. 

Tesla, Inc.  

Teva Pharmaceutical Industries Limited 

Texas Instruments Incorporated 

Textron Inc. 

The AES Corporation 

The Bon-Ton Stores, Inc. 

The Chefs' Warehouse, Inc. 

The Goodyear Tire & Rubber Company 

The Kraft Heinz Company 

The Michaels Companies, Inc. 

The Priceline Group Inc.  

The Simply Good Foods Company 

The York Water Company 

Thermo Fisher Scientific Inc 

Thomson Reuters Corp 

Tiffany & Co. 

Time Inc. 

Time Warner Inc. 

Timken Company (The) 

Titan International, Inc. 

TiVo Corporation 

TJX Companies, Inc. (The) 

Toll Brothers Inc. 
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Toro Company (The) 

Total S.A. 

Total System Services, Inc. 

Tower International, Inc. 

Town Sports International Holdings, Inc. 

Townsquare Media, Inc. 

Toyota Motor Corp Ltd Ord 

TPG Specialty Lending, Inc. 

TransAlta Corporation 

TransCanada Corporation 

Transportadora De Gas Sa Ord B 

Travelport Worldwide Limited 

Treehouse Foods, Inc. 

TRI Pointe Group, Inc. 

Tribune Media Company 

TriMas Corporation 

Trimble Inc. 

TriNet Group, Inc. 

Trinity Industries, Inc. 

Trinseo S.A. 

Triumph Group, Inc. 

TTM Technologies, Inc. 

Tupperware Brands Corporation 

Turkcell Iletisim Hizmetleri AS 

Turning Point Brands, Inc. 

Tutor Perini Corporation 

Twenty-First Century Fox, Inc. 

Twitter, Inc. 

Tyson Foods, Inc. 

U S Concrete, Inc. 

Ultra Petroleum Corp. 

Ultrapar Participacoes S.A. 

Under Armour, Inc. 

Unilever NV 

Unilever PLC 

Union Pacific Corporation 

Unisys Corporation 

Unit Corporation 

United Continental Holdings, Inc. 

United Dominion Realty Trust, Inc. 

United Parcel Service, Inc. 

United Rentals, Inc. 

United States Cellular Corporation 

United States Steel Corporation 

United Technologies Corporation 

UnitedHealth Group Incorporated 

Uniti Group Inc. 

UNITIL Corporation 

Univar Inc. 

Universal Corporation 

Universal Health Services, Inc. 

Urban One, Inc.  

US Ecology, Inc. 

USG Corporation 

V.F. Corporation 

Vail Resorts, Inc. 

VALE S.A. 

Valeant Pharmaceuticals International, 

Inc. 

Valero Energy Corporation 

Valmont Industries, Inc. 

Valvoline Inc. 

Vector Group Ltd. 

Vectren Corporation 

Ventas, Inc. 

VEON Ltd. 

VEREIT Inc. 

Verifone Systems, Inc. 

Verint Systems Inc. 

VeriSign, Inc. 

Verisk Analytics, Inc. 

Verizon Communications Inc. 

Versum Materials, Inc. 

Viacom Inc. 

ViaSat, Inc. 

Vipshop Holdings Limited 

Visa Inc. 

Vishay Intertechnology, Inc. 

Vista Outdoor Inc. 

Visteon Corporation 

Vitamin Shoppe, Inc 

Vmware, Inc. 

Vodafone Group Plc 

Vornado Realty Trust 

Vulcan Materials Company 

VWR Corporation 

W.R. Grace & Co. 

W.W. Grainger, Inc. 

W&T Offshore, Inc. 

Wabash National Corporation 

Wal-Mart Stores, Inc. 

Walt Disney Company (The) 

Warrior Met Coal, Inc. 

Washington Prime Group Inc. 

Washington Real Estate Investment 

Trust 

Waste Management, Inc. 

Web.com Group, Inc. 

WEC Energy Group, Inc. 

Weight Watchers International Inc 

Weingarten Realty Investors 

Welbilt, Inc. 

WellCare Health Plans, Inc. 

Welltower Inc. 

Wendy's Company (The) 

Wesco Aircraft Holdings, Inc. 

WESCO International, Inc. 

West Corporation 

Westar Energy, Inc. 

Western Digital Corporation 

Western Union Company (The) 

Westinghouse Air Brake Technologies 

Corporation 

Westlake Chemical Corporation 

Westmoreland Coal Company 

Westrock Company 

WEX Inc. 

Weyerhaeuser Company 

WGL Holdings Inc 

Whirlpool Corporation 

Whiting Petroleum Corporation 

Willbros Group, Inc. 

Williams Companies, Inc. (The) 

Winnebago Industries, Inc. 

Wipro Limited 

Wolverine World Wide, Inc. 

Worthington Industries, Inc. 

WPX Energy, Inc. 

Wyndham Worldwide Corp 

Wynn Resorts, Limited 

Xcel Energy Inc. 

Xerium Technologies, Inc. 

Xerox Corporation 

Xilinx, Inc. 

Xinyuan Real Estate Co Ltd 

XPO Logistics, Inc. 

Xylem Inc. 

Yamana Gold Inc. 

YPF Sociedad Anonima 

YRC Worldwide, Inc. 

Yum! Brands, Inc. 

YY Inc. 

Zebra Technologies Corporation 

Zimmer Biomet Holdings, Inc. 

Zoetis Inc. 
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A1.2 Industries 

Biotechnology: Laboratory Analytical 

Instruments 

Metal Fabrications 

Medical Specialities 

Diversified Commercial Services 

Other Specialty Stores 

Real Estate Investment Trusts 

Oil & Gas Production 

Investment Managers 

Electrical Products 

Major Pharmaceuticals 

Other Pharmaceuticals 

Beverages (Production/Distribution) 

Automotive Aftermarket 

Precious Metals 

Investment Bankers/Brokers/Service 

Publishing 

Aluminum 

Military/Government/Technical 

Business Services 

n/a 

Packaged Foods 

Auto Parts:O.E.M. 

Environmental Services 

Life Insurance 

Power Generation 

Clothing/Shoe/Accessory Stores 

Electric Utilities: Central 

Savings Institutions 

Property-Casualty Insurers 

Plastic Products 

Accident &Health Insurance 

Industrial Machinery/Components 

Finance Companies 

Farming/Seeds/Milling 

Agricultural Chemicals 

Engineering & Construction 

Newspapers/Magazines 

Real Estate 

Finance/Investors Services 

Textiles 

Aerospace 

Industrial Specialties 

Specialty Insurers 

Steel/Iron Ore 

Major Chemicals 

Integrated oil Companies 

Air Freight/Delivery Services 

Finance: Consumer Services 

Biotechnology: In Vitro & In Vivo 

Diagnostic Substances 

Natural Gas Distribution 

Computer Software: Prepackaged 

Software 

Movies/Entertainment 

Professional Services 

Telecommunications Equipment 

Computer Communications Equipment 

Oil Refining/Marketing 

Consumer Electronics/Appliances 

Fluid Controls 

Catalog/Specialty Distribution 

Hospital/Nursing Management 

Coal Mining 

Restaurants 

Containers/Packaging 

Electronic Components 

Major Banks 

Marine Transportation 

Specialty Chemicals 

RETAIL: Building Materials 

Semiconductors 

Other Consumer Services 

EDP Services 

Oil/Gas Transmission 

Television Services 

Commercial Banks 

Package Goods/Cosmetics 

Water Supply 

Paints/Coatings 

Building Products 

Building operators 

Oilfield Services/Equipment 

Medical/Dental Instruments 

Recreational Products/Toys 

Consumer Electronics/Video Chains 

Hotels/Resorts 

Banks 

Department/Specialty Retail Stores 

Miscellaneous manufacturing industries 

Meat/Poultry/Fish 

Transportation Services 

Wholesale Distributors 

Homebuilding 

Shoe Manufacturing 

Construction/Ag Equipment/Trucks 

Food Chains 

Building Materials 

Broadcasting 

Medical/Nursing Services 

Advertising 

Trucking Freight/Courier Services 

Mining & Quarrying of Nonmetallic 

Minerals (No Fuels) 

Paper 

Railroads 

Home Furnishings 

Apparel 

Ophthalmic Goods 

Biotechnology: Commercial Physical & 

Biological Resarch 

Consumer: Greeting Cards 

Computer peripheral equipment 

Specialty Foods 

Office Equipment/Supplies/Services 

Pollution Control Equipment 

Radio And Television Broadcasting And 

Communications Equipment 

Services-Misc. Amusement & Recreation 

Forest Products 

Multi-Sector Companies 

Food Distributors 

Computer Manufacturing 

Rental/Leasing Companies 

Auto Manufacturing 

Computer Software: Programming 

Data Processing 

Electronics Distribution 

Motor Vehicles 

Diversified Financial Services 

Biotechnology: Electromedical & 

Electrotherapeutic Apparatus 

Consumer Specialties 

Ordnance And Accessories 

Books 

Retail: Computer Software & Peripheral 

Equipment 

Tobacco 

General Bldg Contractors - 

Nonresidential Bldgs 

Tools/Hardware 

Biotechnology: Biological Products (No 

Diagnostic Substances) 

Medical Electronics 

Diversified Electronic Products 

Miscellaneous 

Precision Instruments 

Other Transportation 
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A1.3 Model Inputs 

1. Country 

2. Sector 

3. Industry 

Balance Sheet Data: 

4. Cash & Equivalents 

5. Short-Term Investments 

6. Cash and Short-Term 

Investments 

7. Accounts Receivable – Trade, 

Net 

8. Receivables - Other 

9. Total Receivables, Net 

10. Total Inventory 

11. Prepaid Expenses 

12. Other Current Assets, Total 

13. Total Current Assets 

14. Property/Plant/Equipment, 

Total - Gross 

15. Accumulated Depreciation, 

Total 

16. Goodwill, Net 

17. Intangibles, Net 

18. Long-Term Investments 

19. Other Long-Term Assets, 

Total 

20. Total Assets 

21. Accounts Payable 

22. Accrued Expenses 

23. Notes Payable/Short-Term 

Debt 

24. Current Port. of LT 

Debt/Capital Leases 

25. Other Current liabilities, 

Total 

26. Total Current Liabilities 

27. Long-Term Debt 

28. Capital Lease Obligations 

29. Total Long-Term Debt 

30. Total Debt 

31. Deferred Income Tax 

32. Minority Interest 

33. Other Liabilities, Total 

34. Total Liabilities 

35. Redeemable Preferred Stock, 

Total 

36. Preferred Stock - Non 

Redeemable, Net 

37. Common Stock, Total 

38. Additional Paid-In Capital 

39. Retained Earnings 

(Accumulated Deficit) 

40. Treasury Stock - Common 

41. Other Equity, Total 

42. Total Equity 

43. Total Liabilities & 

Shareholders' Equity 

44. Total Common Shares 

Outstanding 

Income Statement Data: 

45. Revenue 

46. Other Revenue, Total 

47. Total Revenue 

48. Cost of Revenue, Total 

49. Gross Profit 

50. Selling/General/Admin. 

Expenses, Total 

51. Research & Development 

52. Depreciation/Amortization 

53. Interest Expense(Income) - 

Net Operating 

54. Unusual Expense (Income) 

55. Other Operating Expenses, 

Total 

56. Total Operating Expense 

57. Operating Income 

58. Interest Income(Expense), 

Net Non-Operating 

59. Gain (Loss) on Sale of Assets,  

60. Other, Net 

61. Income Before Tax 

62. Income After Tax 

63. Minority Interest 

64. Equity In Affiliates 

65. Net Income Before Extra. 

Items 

66. Accounting Change 

67. Discontinued Operations 

68. Extraordinary Item 

69. Net Income 

70. Preferred Dividends 

71. Income Available to Common 

Excl. Extra Items 

72. Income Available to Common 

Incl. Extra Items 

73. Gross Dividends - Common 

Stock 

74. Net Income after Stock Based 

Comp. Expense 

75. Total Special Items 

76. Normalized Income Before 

Taxes 

77. Effect of Special Items on 

Income Taxes 

78. Income Taxes Ex. Impact of 

Special Items 

79. Normalized Income After 

Taxes 

80. Normalized Income Avail to 

Common Shareholders 

Cash Flow Statement Data 

81. Depreciation/Depletion 

82. Amortization 

83. Deferred Taxes 

84. Non-Cash Items 

85. Changes in Working Capital 

86. Cash from Operating 

Activities 

87. Capital Expenditures 

88. Other Investing Cash Flow 

Items, Total 

89. Cash from Investing Activities 

90. Financing Cash Flow Items 

91. Total Cash Dividends Paid 

92. Issuance (Retirement) of 

Stock, Net 

93. Issuance (Retirement) of 

Debt, Net 

94. Cash from Financing 

Activities 

95. Foreign Exchange Effects 

96. Net Change in Cash 

97. Cash Interest Paid, 

Supplemental 

98. Cash Taxes Paid, 

Supplemental
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Appendix 2: Experiment 1, Code Snippets 

A2.1 Create ML – Tree Ensemble Training 

import CreateML 

 

guard let trainingDataURL = Bundle.main.url(forResource: "traindata_ratingSPI_new", withExtension: 

"csv") else { 

    fatalError() 

} 

guard let testDataURL = Bundle.main.url(forResource: "testdata_ratingSPI_new", withExtension: "csv") 

else { 

    fatalError() 

} 

 

var trainingData = try MLDataTable(contentsOf: trainingDataURL) 

var testData = try MLDataTable(contentsOf: testDataURL) 

 

let predictor = try MLBoostedTreeClassifier(trainingData: trainingData, targetColumn: "99", parameters: 

.init(maxIterations: 2100, stepSize: 0.005)) 

// evaluate it 

let metrics = predictor.evaluation(on: testData) 

 

print(metrics) 

let rows: Int = metrics.confusion.rows.underestimatedCount 

var confusionMatrix = [[Int]].init(repeatElement([Int].init(repeatElement(0, count: 22)), count: 22)) 

for i in 0..<rows { 

    let trueLabel:Int = metrics.confusion[i...i]["True Label"].ints![0] 

    let predictedLabel: Int = metrics.confusion[i...i]["Predicted"].ints![0] 

    let countLabel: Int = metrics.confusion[i...i]["Count"].ints![0] 

    confusionMatrix[trueLabel][predictedLabel] = countLabel 

} 

for i in 0..<22 { 

    print(confusionMatrix[i]) 
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} 

 

let outputURL = URL(fileURLWithPath: "/Users/maksimvasin/Downloads/Canterbury-

Models/SPI_boostedtree_2100_0.005_2.mlmodel") 

let modelMetadata = MLModelMetadata(author: "Maxim Vasin", 

    shortDescription: "Classifier Boosted Tree 13/04/2020, 50 % data, stepSize 0.005, maxIterations = 

2,100", 

    license: nil, 

    version: "1.0", 

    additional: nil) 

      

try predictor.write(to: outputURL, metadata: modelMetadata) 
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A2.2 TensorFlow – Neural Network Training 

import TensorFlow 

import PythonKit 

 

struct RatingModel: Layer { 

    var layer1 = Dense<Float>(inputSize: 98, outputSize: 205800, activation: relu) 

    var layer2 = Dense<Float>(inputSize: 205800, outputSize: 22, activation: identity) 

             

    @differentiable 

    func callAsFunction(_ input: Tensor<Float>) -> Tensor<Float> { 

        return input.sequenced(through: layer1, layer2) 

    } 

} 

 

func accuracy(predictions: Tensor<Int32>, truths: Tensor<Int32>) -> Float { 

    return Tensor<Float>(predictions .== truths).mean().scalarized() 

} 
 

let ratingSPIData = csv3(data: readDataFromCSV(fileName: "dataSetSPI")) 
 

var featureNames = ratingSPIData[0] 

guard let labelName = featureNames.popLast() else { 

    fatalError() 

} 

let columnNames = featureNames + [labelName] 
 

let batchSize = 64 

         

let resources = Bundle.main.resourcePath! 

var filepath = resources + "/traindata_ratingSPI_new" + ".csv" 

let trainDataset: Dataset<RatingBatch> = Dataset( 

    contentsOfCSVFile: filepath, hasHeader: true, 

    featureColumns: [0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 17, 18, 19, 20, 21, 22, 23, 24, 25, 

26, 27, 28, 29, 30, 31, 32, 33, 34, 35, 36, 37, 38, 39, 40, 41, 42, 43, 44, 45, 46, 47, 48, 49, 50, 51, 52, 53, 
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54, 55, 56, 57, 58, 59, 60, 61, 62, 63, 64, 65, 66, 67, 68, 69, 70, 71, 72, 73, 74, 75, 76, 77, 78, 79, 80, 81, 

82, 83, 84, 85, 86, 87, 88, 89, 90, 91, 92, 93, 94, 95, 96, 97], labelColumns: [98] 

    ).batched(batchSize) 
 

filepath = resources + "/testdata_ratingSPI_new" + ".csv" 

let testDataset: Dataset<RatingBatch> = Dataset( 

    contentsOfCSVFile: filepath, hasHeader: true, 

    featureColumns: [0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 17, 18, 19, 20, 21, 22, 23, 24, 25, 

26, 27, 28, 29, 30, 31, 32, 33, 34, 35, 36, 37, 38, 39, 40, 41, 42, 43, 44, 45, 46, 47, 48, 49, 50, 51, 52, 53, 

54, 55, 56, 57, 58, 59, 60, 61, 62, 63, 64, 65, 66, 67, 68, 69, 70, 71, 72, 73, 74, 75, 76, 77, 78, 79, 80, 81, 

82, 83, 84, 85, 86, 87, 88, 89, 90, 91, 92, 93, 94, 95, 96, 97], labelColumns: [98] 

    ).batched(batchSize) 

var model = RatingModel() 

let optimizer = SGD(for: model, learningRate: 0.000005) 

var maxTestAccuracy: Float = 0 

let epochCount = 220 

for epoch in 1...epochCount { 

    var epochLoss: Float = 0 

    var epochTestLoss: Float = 0 

    var epochAccuracy: Float = 0 

    var epochTestAccuracy: Float = 0 

    var batchCount: Int = 0 

    for batch in trainDataset { 

        let grad = gradient(at: model) { (model: RatingModel) -> Tensor<Float> in 

            let logits = model(batch.features) 

            let loss = softmaxCrossEntropy(logits: logits, labels: batch.labels) 

            epochLoss += loss.scalarized() 

            return loss 

        } 

        optimizer.update(&model, along: grad) 

        let logits = model(batch.features) 

        epochAccuracy += accuracy(predictions: logits.argmax(squeezingAxis: 1), truths: batch.labels) 

        batchCount += 1 

    } 
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    epochAccuracy /= Float(batchCount) 

    epochLoss /= Float(batchCount) 

    print("Epoch \(epoch): Loss: \(epochLoss), Accuracy: \(epochAccuracy)") 

    batchCount = 0 

    for batch in testDataset { 

        let grad = gradient(at: model) { (model: RatingModel) -> Tensor<Float> in 

            let logits = model(batch.features) 

            let loss = softmaxCrossEntropy(logits: logits, labels: batch.labels) 

            epochTestLoss += loss.scalarized() 

            return loss 

        } 

        let logits = model(batch.features) 

        epochTestAccuracy += accuracy(predictions: logits.argmax(squeezingAxis: 1), truths: batch.labels) 

        batchCount += 1 

    } 

    epochTestAccuracy /= Float(batchCount) 

    if epochTestAccuracy > maxTestAccuracy { 

    maxTestAccuracy = epochTestAccuracy 

        if epoch > 100 { 

            saveRatingModel("trainedSPI_205_800_0.000005_2", model) 

        } 

    } 

    epochTestLoss /= Float(batchCount) 

    print("Epoch \(epoch): Test Loss: \(epochTestLoss), Test Accuracy: \(epochTestAccuracy)") 

}  
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Appendix 3: Technical Data and Code Samples 

All data are stored in MySQL database. This file size is 8.83GB. The structure of the models is as 

below: 

• Entities (111,612 records). 

Each entity may have children:  

• Bonds (7,024,887 records), used to trace market defaults on Reuters 

• Ratings (26,607,866 records) 

• Defaults (10,948 records) 

• Financials (1,164,664 records), regular financial information, including items from the 

Balance Sheet, the Income Statement and the Cashflow Statement, also market 

capitalization on the dates of reports publications. 

The database also stores transition matrices (86,148 records), see below on the structure of these 

records. 

Vapor is a web-development framework for Swift. Its documentation can be obtained from 

https://vapor.codes. Vapor is an open source web framework written in Swift. It can be used to 

create RESTful APIs, web apps, and real-time applications using WebSockets. Vapor's source code 

is hosted on GitHub and licensed under the MIT License. Vapor has been a part of Swift's Server 

APIs working group since 2016. 

Vapor supports the following features: 

• Async / non-blocking IO 

• Authentication: basic, bearer, JWT, and password 

• Cache: Redis and in-Memory 

• Commands / console formatting 

• Content Negotiation: JSON, multipart, and URL-encoded form 

• Crypto: RNG, ciphers, digests, RSA 

• Dependency Injection / Inversion of Control[25] 

• Fluent ORM: MySQL,[26] PostgreSQL, and SQLite 

• HTTP Client and Server 

• Leaf Templating: HTML etc 

• Logging 

• URL Routing 

• Validation 

• WebSocket client and server  

https://vapor.codes/
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===================== 

Retrieving the financial data from Reuters (Vapor -> MySQL Database running in Docker 

container), the HTTPS request is handled by Eikon Reuters API app sitting on 

http://localhost:9000/api/v1/data. 

Same procedure is used for non-financial parameters of the entities in my list, such as credit 

ratings of other entities. 

 

let requestContent = TestRequest1(Entity: EWEikonContent(E: "DataGrid", W: 

RequestContent(fields: fields, instruments: tickersBatch, parameters: parameters))) 

return req.client.post("http://localhost:9000/api/v1/data", headers: headers, beforeSend: { try 

$0.content.encode(requestContent) }).flatMap { response in 

    do { 

        let finance = try response.content.decode(FinanceResponse.self, using:    decoder) 

 

// For each financial report that we get we then create an instance of type Financial that contain 

the decoded data in my database model format, and add it to the collection of financials that I 

will save to my database 

  for item in finance.data { 

  … 

   let financial = Financial1(ReportDate: item.reportDate, PublishedDate: 

item.publishedDate, IncomeDate: item.incomeDate, IncomePublishedDate: 
item.publishedINCDate, CashflowDate: item.cashFlowDate, CashflowPublishedDate: 

item.publishedCASDate, CashAndSTInvestments: item.CashAndSTInvestments, etc… 

    financials.append(financial)  

 

… 

 

// The financial reports are then recorded in MySQL database 

 

        return financials.map { $0.save(on: db) }.flatten(on: db.eventLoop).flatMap { _ in 

            print("\(financials.count) reports saved on DB") 

 

  

http://localhost:9000/api/v1/data
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===================== 

Retrieving financial data from MySQL database for processing (an example of a sample selection 

of the UK companies in the construction sector), Vapor - Swift 

 

func michaelConstructionUKHandler(req: Request) throws -> EventLoopFuture<[Financial1]> { 

        var result = [["NAME", "ISIN", "SECTOR", "INDUSTRY", "DATE", "SALES", "TOTAL LIABILITY", 

"EBIT", "RETAINED EARNINGS", "TOTAL ASSETS", "MARKET VALUE OF EQUITY", "BOOK VALUE 

OF EQUITY", "WORKING CAPITAL"]] 

        let reportsOut = [Financial1]() 

        var index: Int = 0 

        return req.db.transaction { db in 

            return Entity1.query(on: db).group(.and) { and in 

                and.group(.or) { or in 

                    and.filter(\.$country == "United Kingdom") 

                    or.filter(\.$industry == "Construction & Engineering") 

                    or.filter(\.$industry == "Construction Materials") 

                    or.filter(\.$industry == "Construction Supplies & Fixtures") 

                } 

            }.sort(\.$name, .ascending).all().flatMap { entities in 

                return entities.map { 

                    $0.$financials.query(on: db).sort(\.$ReportDate, .ascending).all().map { reportBatch 

in 

                        for report in reportBatch { 

                            let row = [entities[index].name, entities[index].isin, entities[index].sector, 
entities[index].industry, formatter.string(from: report.ReportDate), "\(report.TotalRevenue)", 

"\(report.TotalLiabilities)", "\(report.NetIncomeBeforeTaxes)", "\(report.RetainedEarnings)", 
"\(report.TotalAssetsReported)", "\(report.FMktCap)", "\(report.TotalEquity)", 

"\(report.TotalCurrentAssets - report.TotalCurrentLiabilities)"] 

                            result.append(row) 

                        } 

                        index += 1 

                         

                    } 

                }.flatten(on: db.eventLoop).map { _ in 

                    print("Reports to save: \(result.count - 1)") 

                    appendMatrixToCSV(matrix: result, filename: "ConstructionUKData", new: true) 

                    return reportsOut 

                } 

            } 

        } 

    } 
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===================== 

Training ML model with CreateML in Swift. CreateML is a framework running in a special 

environment, different from Vapor application. This environment is called Swift Playground. 

ML Training Environment: Apple Create ML (https://developer.apple.com/machine-

learning/create-ml/) 

Type of classifier: MLBoostedTreeClassifier  

(https://developer.apple.com/documentation/createml/mlboostedtreeclassifier) 

A boosted tree classifier combines several MLDecisionTreeClassifier models (a technique known 

as ensemble learning) by training each model to correct the errors of the preceding model.  

For each AI Rating system, 29 models have been trained for 1990–2018 using the data of the 

previous years to apply for rating entities in the consecutive year.  

Upsampling has been used to balance the data between the classes, and Row subsampling has 

been used to limit each training iteration to a randomly picked data subsample containing about 

100 elements of each rating class. Other model parameters have been set to optimise procession 

time and models’ accuracy or prediction. 

 

import CreateML 

import CoreML 

 

// We set basic training parameters for a certain year 

 

var firstYear: Int = 1990 

let lastYear: Int = 2019 

var firstTrainYear = 2019 

let stepSize: Double = 0.054 

let maxDepth: Int = 54 

var maxIterations: Int = 7_000 

var stats: [[String]] = [["Last Year", "Provider", "Years", "Train Sample", "Test Sample", 
"Accuracy-Train", "Accuracy-Test", "Loss-Train", "Loss-Test", "Test +-1", "Test +-2", "Test +-3", 

"Rest", "MaxIterations", "StepSize", "MaxDepth", "Time"]] 

 

// We import data from *.csv files to a special dataset class. Several data files contain different 

entities, for instance, those that defaulted, those that didn’t, rated by Big-3 or non-rated, etc. 

This is mainly because for those that defaulted we want our label to be the lowest rating, but if 

https://developer.apple.com/machine-learning/create-ml/
https://developer.apple.com/machine-learning/create-ml/
https://developer.apple.com/documentation/createml/mlboostedtreeclassifier
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they defaulted after the training period ended, they have been included with another label. We 

deal differently when labelling data point that has no ratings from Big-3 CRAs. For example, for 

the major model (AI Rating) we label unrated entities with Big-3 replicas / consensus ratings, and 

suppress the major classes (say, 13, 14, and 16) to obtain more balanced data and avoid model 

predictions to lean toward those classes that prevail in the data sample.    

 

guard let dataURL1 = Bundle.main.url(forResource: "1_traindata", withExtension: "csv") else { 

            fatalError() 

        } 

var data1 = try MLDataTable(contentsOf: dataURL1) 

guard let yearColumn = data1["Year", Int.self] else { 

    fatalError("Missing or invalid 'Year' column in table.") 

} 

let yearMask = yearColumn <= lastYear 

var trainingData = data1[yearMask] 

 

guard let dataURL2 = Bundle.main.url(forResource: "2_traindata", withExtension: "csv") else { 

            fatalError() 

        } 

var data2 = try MLDataTable(contentsOf: dataURL2) 

guard let yearColumn2 = data2["Year", Int.self] else { 

    fatalError("Missing or invalid 'Year' column in table.") 

} 

let yearMask2 = yearColumn2 <= lastYear 

var data22 = data2[yearMask2] 

guard let defaultYearColumn = data22["DefaultYear", Int.self] else { 

    fatalError("Missing or invalid 'DefaultYear' column in table.") 

} 

let defaultYearMask = defaultYearColumn > lastYear 

trainingData.append(contentsOf: data22[defaultYearMask]) 

 

// etc for other data 

 

// We split all data in the proportion of 90/10 into train and test samples 

 
let (trainData, testData) = trainingData.randomSplit(by: 0.9, seed: 1) 
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// We then balance the train data to get the same number of units in every rating class 

var (_, balancedData) = trainData.randomSplit(by: 1.0) 

guard let labelColumn = trainData["95", Int.self] else { 

    fatalError("Missing or invalid 'Label' column in table.") 

} 

for label in 1...21 { 

    let labelMask = labelColumn == label 

    let number = trainData[labelMask].rows.count 

    if number > maxLabelCount { 

        maxLabelCount = number 

    } 

} 

for label in 1...21 { 

    let labelMask = labelColumn == label 

    let labelTable = trainData[labelMask] 

    var includedNumber = maxLabelCount 

    while includedNumber > 0 { 

        let proportion = min(1.0, Double(includedNumber) / Double(labelTable.rows.count)) 

        let (toAppend, _) = labelTable.randomSplit(by: proportion) 

        balancedData.append(contentsOf: toAppend) 

        includedNumber += (0 - toAppend.rows.count) 

        if toAppend.rows.count < 1 { 

            includedNumber = 0 

        } 

    } 

} 

 

// We set other training parameters and start training the model 

 
let startDate = Date() 

var featureColumns = [String]() 

for i in 1...94 { 

    featureColumns.append("\(i)") 

} 

let rowSubsample = min(Double(2100) / Double(trainData.rows.count),1.0) 

let predictor = try MLBoostedTreeClassifier(trainingData: trainData, targetColumn: "95", 

featureColumns: featureColumns, parameters: .init(validation: .table(testData), maxDepth: 

maxDepth, maxIterations: maxIterations, stepSize: stepSize, rowSubsample: rowSubsample)) 
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// We save the processing time as this parameter is not given as an output for the training cycle 

 
let time = Date().timeIntervalSince(startDate) 

 

// We evaluate the model on test data 

 

let metrics = predictor.evaluation(on: testData) 

var plusMinusOne: Int = 0 

var plusMinusTwo: Int = 0 

var plusMinusThree: Int = 0 

let rows: Int = metrics.confusion.rows.underestimatedCount 

for i in 0..<rows { 

    let trueLabel:Int = metrics.confusion[i...i]["True Label"].ints![0] 

    let predictedLabel: Int = metrics.confusion[i...i]["Predicted"].ints![0] 

    let countLabel: Int = metrics.confusion[i...i]["Count"].ints![0] 

    let diff: Int = (trueLabel - predictedLabel) 

    if  diff != 0 && diff < 4 && diff > -4 { 

        if diff < 2 && diff > -2  { 

            plusMinusOne += countLabel 

        } else { 

            if diff < 3 && diff > -3  { 

                plusMinusTwo += countLabel 

            } else { 

                plusMinusThree += countLabel 

            } 

        } 

    } 

} 

let trainingError = predictor.trainingMetrics.classificationError 

let trainingAccuracy = (1.0 - trainingError) 

let testError = metrics.classificationError 

let testAccuracy = (1.0 - testError) 

let testPlusMinusOne = Double(plusMinusOne)  / Double(testData.size.rows) 

let testPlusMinusTwo:Double = Double(plusMinusTwo) / Double(testData.size.rows) 

let testPlusMinusThree:Double = Double(plusMinusThree) / Double(testData.size.rows) 
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// We save the model to *.mlmodel Apple format file and also save the training parameters 

 

stats.append(["\(lastYear)", "AI Rating", "0-0.9", "\(trainingData.size.rows)", 
"\(testData.size.rows)", "\(trainingAccuracy)", "\(testAccuracy)", "\(0.00)", "\(0.00)", 

"\(testAccuracy + testPlusMinusOne)", "\(testAccuracy + testPlusMinusOne + 
testPlusMinusTwo)", "\(testAccuracy + testPlusMinusOne + testPlusMinusTwo + 

testPlusMinusThree)", "\(1 - (testAccuracy + testPlusMinusOne + testPlusMinusTwo + 

testPlusMinusThree))", "\(maxIterations)", "\(stepSize)", "\(maxDepth)", "\(time)"]) 

//save model 

 

let outputURL = URL(fileURLWithPath: "/Users/maksimvasin/Downloads/Canterbury-

Models/AIRating_\(lastYear)_it\(maxIterations)_de\(maxDepth)_st\(stepSize).mlmodel") 

let modelMetadata = MLModelMetadata(author: "Maxim Vasin", 

                                            shortDescription: "Classifier Boosted Tree, \(firstYear)-\(lastYear) train, 

proportion 90%, stepSize \(stepSize), maxIterations = \(maxIterations), maxDepth = 

\(maxDepth)", 

            license: nil, 
            version: "8.0", 

            additional: nil) 
try predictor.write(to: outputURL, metadata: modelMetadata) 

 

 var matrixToFile = stats[0].description.replacingOccurrences(of: "]", with: 

"\n").replacingOccurrences(of: "[", with: "").replacingOccurrences(of: "\u{22}", with: "") 

for i in 1..<stats.count - 1 { 

    matrixToFile += stats[i].description.replacingOccurrences(of: "]", with: 

"\n").replacingOccurrences(of: "[", with: "").replacingOccurrences(of: "\u{22}", with: "") 

} 

matrixToFile += stats.last!.description.replacingOccurrences(of: "]", with: 

"").replacingOccurrences(of: "[", with: "").replacingOccurrences(of: "\u{22}", with: "") 

try matrixToFile.write(toFile: "/Users/maksimvasin/Downloads/Canterbury-

Models/AIRating_\(firstTrainYear)-\(lastYear)_7.csv", atomically: true, encoding: .utf8) 

 

  



 

 

294 

 

=========================== 

I have created macOS app to rate the entities from my database using the models I obtain during 

the previous step. The following stand-alone app is used to assign ratings to the entities. Ratings 

are assigned at the speed of about 10 ratings per sec. It still needs over 1 day to assign 1,200,000 

ratings (the number for Test 1 in Chapter 8), and I’ve done that amount multiple times (different 

rating agencies, replica ratings and different optional AI Rating models).   

// We set the rating scale 

 

let ratingScale: [String] = ["AAA", "AA+", "AA", "AA-", "A+", "A", "A-", "BBB+", "BBB", "BBB-", 

"BB+", "BB", "BB-", "B+", "B", "B-", "CCC+", "CCC", "CCC-", "CC", "C"] 

 

// We download the data (dated financial reports and entities ids from the file) 

 
guard let dataCSV = Bundle.main.url(forResource: "testdata2009-2013", withExtension: "csv") 

else { 

                    fatalError() 

} 

 

// We need the defaults data, because as soon as default happens, we stop rating the entity for 

at least a year. If after that its financial data appears in the database, we start rating this entity 

again. 

 
guard let defaultsCSV = Bundle.main.url(forResource: "3_defaults", withExtension: "csv") else { 

                    fatalError() 

 

// We set the output file parameters, we then import the ratings into our database 

 

var stats: [[String]] = [["EntityID", "Date", "AIRating", "Ordinal"]] 

 

do { 

            let data = try MLDataTable(contentsOf: dataCSV) 

   let defaultsML = try MLDataTable(contentsOf: defaultsCSV) 

 

// It appears that such structure as Dictionary is the fastest way to search for data. The following 

code organises data on defaults in the form of a dictionary, each member of which can be called 
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by the entity Id. When we need to check whether the entity has been in default, we start with 

calling the [id] element of the dictionary (which is performed much faster than the search for the 

elements of the array with a certain id). If this element exists, we check if the date of default that 

precedes the reporting date is within 1 year from the reporting date. If the element doesn’t exist, 

we know that the entity has never been in default. 

    

   var defaultsDict = [String:[Date]]() 

            for index in 0..<defaultsML.rows.count { 

                let row = defaultsML.rows[index].values 

                if let dateD: Date = dateFormatter.date(from: row[1].stringValue!) { 

                    if let theKey: String = row[0].stringValue { 

                        defaultsDict[theKey] = defaultsDict[theKey, default: []] + [dateD] 

                    } 

                } 

            } 

 

   var batch: Int = 0 

            while (batch * 100_000 < data.rows.count) { 

                for index in batch * 100_000..<min(batch * 100_000 + 100_000, data.rows.count) { 

                    let dataRow = getRow(num: index, data: data) 

                    let year = Int.init(from: data.rows[index].values[3]) ?? 2008 

                     

     // To assign a rating we use a function that chooses the right model 

from the ones that we have previously stored for the year of the financial report and the version 

of the model that we test. This function simply uses a split tree similar to the following code: 

 

     public func getPrediction(year: Int, provider: String, dataRow: 

[Double]) -> Int64 { 

    let configuration = MLModelConfiguration() 

    do { 

        switch provider { 

        case "AI Rating": 

            switch year { 

            case 1990: 

                let model = try AIRating_1990_it300_de54_st0_054_v12.init(configuration: 

configuration) 

                return try model.prediction(_1: dataRow[0], _2: dataRow[1], _3: dataRow[2], _4: 
dataRow[3], _5: dataRow[4], _6: dataRow[5], _7: dataRow[6], _8: dataRow[7], _9: dataRow[8], 

_10: dataRow[9], _11: dataRow[10], _12: dataRow[11], _13: dataRow[12], _14: dataRow[13], 

_15: dataRow[14], _16: dataRow[15], _17: dataRow[16], _18: dataRow[17], _19: dataRow[18], 
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_20: dataRow[19], _21: dataRow[20], _22: dataRow[21], _23: dataRow[22], _24: dataRow[23], 

_25: dataRow[24], _26: dataRow[25], _27: dataRow[26], _28: dataRow[27], _29: dataRow[28], 
_30: dataRow[29], _31: dataRow[30], _32: dataRow[31], _33: dataRow[32], _34: dataRow[33], 

_35: dataRow[34], _36: dataRow[35], _37: dataRow[36], _38: dataRow[37], _39: dataRow[38], 
_40: dataRow[39], _41: dataRow[40], _42: dataRow[41], _43: dataRow[42], _44: dataRow[43], 

_45: dataRow[44], _46: dataRow[45], _47: dataRow[46], _48: dataRow[47], _49: dataRow[48], 

_50: dataRow[49], _51: dataRow[50], _52: dataRow[51], _53: dataRow[52], _54: dataRow[53], 
_55: dataRow[54], _56: dataRow[55], _57: dataRow[56], _58: dataRow[57], _59: dataRow[58], 

_60: dataRow[59], _61: dataRow[60], _62: dataRow[61], _63: dataRow[62], _64: dataRow[63], 
_65: dataRow[64], _66: dataRow[65], _67: dataRow[66], _68: dataRow[67], _69: dataRow[68], 

_70: dataRow[69], _71: dataRow[70], _72: dataRow[71], _73: dataRow[72], _74: dataRow[73], 

_75: dataRow[74], _76: dataRow[75], _77: dataRow[76], _78: dataRow[77], _79: dataRow[78], 
_80: dataRow[79], _81: dataRow[80], _82: dataRow[81], _83: dataRow[82], _84: dataRow[83], 

_85: dataRow[84], _86: dataRow[85], _87: dataRow[86], _88: dataRow[87], _89: dataRow[88], 
_90: dataRow[89], _91: dataRow[90], _92: dataRow[91], _93: dataRow[92], _94: 

dataRow[93])._95 

            case 1991: 

                let model = … 

 

   …and so on 

 

     // We assign rating 

 

        let prediction = getPrediction(year: year, provider: "AI Rating", 

dataRow: dataRow) 

                    let ordinal = Int.init(prediction) 

                    let rating = ratingScale[ordinal - 1] 

                    print("Entity: \(data.rows[index].values[2]) ordinal rating is \(prediction), AI Rating is 

\(rating) on \(data.rows[index].values[4]) with model \(year - 1)") 

 

     // We write the results to file, which is then used to import ratings 

into my MySQL database 

 

     stats.append([entityId, date, "\(rating)", "\(ordinal)"]) 

     … 

     try writeMatrix(stats: stats, filename: "AI Rating14_1990-2020") 
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============== 

To perform accuracy tests we use ratings in the database and save elements called Matrix: 

final class Matrix1: Model { 

    static let schema = "matrices" 

 

    @ID(key: .id) 

    var id: UUID? 

 

    @Field(key: "provider") 

    var provider: String 

     

    @Field(key: "dateStart") 

    var dateStart: Date 

     

    @Field(key: "dateEnd") 

    var dateEnd: Date 

     

    @Field(key: "numbers") 

    var numbers: [[Double]] 

     

    @Field(key: "intensity") 

    var intensity: [[Double]] 

     

    @Field(key: "duration") 

    var duration: Double 

     

    @Field(key: "CAPROCMatrix") 

    var CAPROCMatrix: [[Double]] 

     

    @Field(key: "accuracy") 

    var accuracy: Double 

     

    @Field(key: "accuracyIG") 

    var accuracyIG: Double 

     

    @OptionalField(key: "parametric") 

    var parametric: [[Double]]? 

     

    @OptionalField(key: "stability") 

    var stability: Double? 
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    @Timestamp(key: "created_at", on: .create) 

    var createdAt: Date? 

 

    @Timestamp(key: "updated_at", on: .update) 

    var updatedAt: Date? 

 

// To calculate the Matrix, we do the following: 

return Rating1.query(on: db).group(.and) { and in 

                    and.filter(\.$provider == provider) 

                    and.filter(\.$date < dateStart) 

                }.sort(\.$entity1.$id, .ascending).sort(\.$date, .ascending).all().flatMap { 

ratingsAtTheBeginning in 
 

   // then filter ratings at the beginning to leave those that we need to process 

 
    return Rating1.query(on: db).group(.and) { and in 

                        and.filter(\.$provider == provider) 

                        and.filter(\.$date >= dateStart) 

                        and.filter(\.$date <= dateEnd) 

                    }.sort(\.$date, .ascending).all().flatMap { ratingActions in 
     
     // then filter rating actions 

 

     for rating in snpRatingsAll { 

      

      // then process ratings and form the transition matrix, 

intensity matrix, parametric matrix to calculate the accuracy and stability 

       

 

      // search for defaults 

 

      return Default1.query(on: db).group(.and) { and in 

                            and.filter(\.$date > dateEnd) 

                            and.filter(\.$date <= defaultsEndDate) 

                            and.filter(\.$source != "Bonds / BankruptcyFile") 

                            and.filter(\.$source != "Bonds /  DEF") 

                            and.filter(\.$source != "Bonds /  NAC") 

                            and.filter(\.$source != "Bonds /  LIQ") 

                            and.filter(\.$source != "Bonds /  RES") 
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                            and.filter(\.$source != "Bonds /  WRT") 

                        }.sort(\.$date, .descending).all().flatMap {defaults in 

        

       // calculate parameters for CAP / ROC curves and 

accuracy over period 

 

       // and save matrix 

        
       matrix1.accuracy = matrixResult.accuracy 

                                    matrix1.accuracyIG = matrixResult.accuracyIG 

                                    matrix1.numbers = snpResult 

                                    matrix1.intensity = intensityMatrixSNP 

                                    matrix1.CAPROCMatrix = accuracyMatrixAll 

                                    … 

                                    return matrix1.save(on: db).map { _ in 

                                        print("Created and saved new matrix for \(provider) from \(dateS) to 

\(dateE)") 

 

Then we use all those matrices to calculate averages, Indices of the Quality of Ratings, etc. 

===============  

Finally, please see below the progress in processing time that I have achieved when calculating 

ten thousands of matrices that I need for my tests. 

1) I have written an algorithm to produce 1 matrix for a certain CRA on a certain endDate and for 

a certain period (e.g., 1 year). Initially, 1 matrix for the CRI ratings (e.g., 25,000 rated entities over 

1 year with 300,000 rating actions) took me approximately 45 minutes to process.  

2) I have optimised the algorithm so that the matrix procession time reduced to approximately 5 

minutes. 

3) I have bought a new Mac Mini PC that is much faster, and the processing time went down to 

~1.5 minutes. 

4) Vapor makes it possible to send multiple requests simultaneously, so now I am sending 8 

requests for different matrices calculation that work in parallel, thus allowing the processing time 

for a single matrix to go down to 10 sec per matrix utilising all 8 cores of my PC (see the 

screenshot). 
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Figure 56  

Calculating Transition Matrices on 8-Core CPU with CPU Utilization Rate Shown at 714% 

 

The only restriction to those methods is the limits of RAM available. Being 8 times faster, 8 

simultaneous requests consume 8 times more memory. So, I need to limit the number of periods 

per request to fit into RAM limitations. 

Even with this progress (10 sec is considerably less than 45 minutes), it takes over 7 days to 

perform Test 2 (Chapter 8) and the same amount of time for Test 1. 
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Appendix 4: Additional Data to Chapter 8 

A4.1 Model Training Parameters 

Table A4.1 contains the parameters for training the model for AI Rating + CRI Rating system described in Chapter 8. The setups for other models are similar to Table A4.1. 

Table 70  

AI Rating + CRI Models Training Parameters 

Model Train years Applied to 
rate in 

 Train Sample  Test Sample  Accuracy-
Train 

 Accuracy-
Test 

Test +-1 Test +-2 Test +-3 Rest  Max Train 
Iterations 

 Step Size  Max Tree 
Depth 

CPU Time, 
sec. 

*mlmodel file 
size 

1990 1990 1990–1991 209 20 1.000 0.850 0.900 0.900 0.900 0.100 300 0.054 54 3.072 894 Kb 

1991 1990–1991 1992 2164 229 1.000 0.668 0.865 0.956 0.974 0.026 700 0.054 54 106.983 10.1 Mb 

1992 1990–1992 1993 2986 330 1.000 0.748 0.924 0.976 0.988 0.012 1775 0.054 54 211.593 14.5 Mb 

1993 1990–1993 1994 3892 433 1.000 0.767 0.917 0.968 0.982 0.018 1525 0.054 54 283.912 17.1 Mb 

1994 1990–1994 1995 4267 481 1.000 0.800 0.929 0.969 0.985 0.015 1700 0.054 54 330.899 17.8 Mb 

1995 1990–1995 1996 4676 532 1.000 0.778 0.910 0.959 0.989 0.011 2500 0.054 54 397.029 18.5 Mb 

1996 1990–1996 1997 6051 687 1.000 0.790 0.920 0.965 0.985 0.015 5000 0.054 54 509.292 24 Mb 

1997 1990–1997 1998 7185 812 1.000 0.806 0.921 0.968 0.984 0.016 5000 0.054 54 640.947 27.5 Mb 

1998 1990–1998 1999 8291 916 1.000 0.813 0.922 0.961 0.983 0.017 5000 0.054 54 774.676 31.3 Mb 

1999 1990–1999 2000 9789 1099 1.000 0.787 0.907 0.954 0.983 0.017 5000 0.054 54 920.898 36.8 Mb 

2000 1990–2000 2001 12454 1392 1.000 0.773 0.904 0.955 0.976 0.024 5000 0.054 54 1708.534 58.7 Mb 

2001 1990–2001 2002 16016 1798 1.000 0.777 0.903 0.957 0.977 0.023 5000 0.054 54 2153.581 72 Ml 

2002 1990–2002 2003 20221 2336 0.999 0.719 0.876 0.941 0.967 0.033 5000 0.054 54 2715.730 85.4 Mb 

2003 1990–2003 2004 25134 2881 0.998 0.717 0.885 0.951 0.977 0.023 5000 0.054 54 3386.490 96.9 Mb 

2004 1990–2004 2005 29503 3334 0.998 0.739 0.901 0.951 0.976 0.024 5000 0.054 54 4012.001 103.2 Mb 

2005 1990–2005 2006 33124 3732 0.997 0.756 0.898 0.952 0.975 0.025 5000 0.054 54 4771.397 108.7 Mb 

2006 1990–2006 2007 39609 4410 0.994 0.724 0.883 0.941 0.968 0.032 5000 0.054 54 5576.887 121.6 Mb 

2007 1990–2007 2008 46558 5158 0.991 0.708 0.864 0.928 0.960 0.040 5000 0.054 54 6402.194 131.2 Mb 

2008 1990–2008 2009 52808 5827 0.987 0.674 0.846 0.918 0.954 0.046 5000 0.054 54 6024.224 147.7 Mb 

2009 1990–2009 2010 59331 6529 0.982 0.675 0.856 0.932 0.967 0.033 5000 0.054 54 6541.207 155.8 Mb 

2010 1990–2010 2011 64808 7125 0.982 0.699 0.867 0.931 0.962 0.038 5000 0.054 54 7261.773 157 Mb 

2011 1990–2011 2012 76589 8414 0.972 0.668 0.843 0.913 0.950 0.050 5000 0.054 54 9511.776 167.4 Mb 

2012 1990–2012 2013 86486 9470 0.965 0.649 0.833 0.909 0.946 0.054 5000 0.054 54 10633.109 175.8 Mb 

2013 1990–2013 2014 94391 10365 0.968 0.664 0.835 0.905 0.943 0.057 6000 0.054 54 16217.257 205.1 Mb 

2014 1990–2014 2015 104959 11584 0.960 0.646 0.844 0.901 0.940 0.060 6500 0.054 54 20039.377 224.9 Mb 
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Model Train years Applied to 
rate in 

 Train Sample  Test Sample  Accuracy-
Train 

 Accuracy-
Test 

Test +-1 Test +-2 Test +-3 Rest  Max Train 
Iterations 

 Step Size  Max Tree 
Depth 

CPU Time, 
sec. 

*mlmodel file 
size 

2015 1990–2015 2016 112513 12519 0.958 0.647 0.821 0.897 0.938 0.062 6500 0.054 54 22688.754 233.5 Mb 

2016 1990–2016 2017 121808 13522 0.952 0.641 0.815 0.890 0.936 0.064 6500 0.054 54 22077.287 242.8 Mb 

2017 1990–2017 2018 136124 15120 0.942 0.639 0.808 0.883 0.930 0.070 6500 0.054 54 28879.931 251 Mb 

2018 1990–2018 2019 148149 16518 0.933 0.625 0.794 0.874 0.921 0.079 7000 0.054 54 32875.015 275 Mb 

ML Training Environment: Apple Create ML (https://developer.apple.com/machine-learning/create-ml/) 

Type of classifier: MLBoostedTreeClassifier  (https://developer.apple.com/documentation/createml/mlboostedtreeclassifier) 

A boosted tree classifier combines several MLDecisionTreeClassifier models (a technique known as ensemble learning) by training each model to correct the errors of the preceding 

model. 29 models have been trained for 1990-2018 using the data from the previous years to apply for rating entities in the consecutive year. Train : Test split is 90% : 10%. In Table 

A4.1 Upsampling24 has been used to balance the data between the classes, and Row subsampling has been used to limit each training iteration to a randomly picked data subsample 

containing about 100 elements of each rating class25. Other model parameters have been set to optimize procession time and models’ accuracy or prediction. 

Tables A4.2–A.4.4 contain parameters for training of the rating replication models to include Big-3 replica ratings in the simulations of Test 1, and to use replicas as labels for the 

training data when training ML Models for AI Rating and AI Rating Stable rating systems. For SPI Rating, FDL Rating and MIS rating, ratings of S&P, Fitch and Moody’s that were actual 

within 3 months after the companies’ reports had been published, have been used, otherwise replica ratings have been assigned using the models described above. 30, 30 and 26 

models have been trained for 1990-2019 for S&P, Fitch and Moody’s rating replication respectively on the data from the previous years to apply for rating entities in the last year of 

the training data. Training time (number of iterations) has been optimized to achieve an acceptable balance between CPU time spent and the accuracy of replication achieved. 

Column subsampling at 0.5 has been implemented to achieve better accuracy with the gain up to 2-4 % across several periods. Also, similar to Row subsampling, this has been used 

to prevent overfitting. 

  

 
24 Upsampling is a procedure where additional data points (corresponding to minority class) are injected into the dataset. After this process, the counts of every class are almost the same. This equalization procedure 

prevents the model from inclining towards the majority class. (https://www.analyticsvidhya.com/blog/2020/11/handling-imbalanced-data-machine-learning-computer-vision-and-nlp/) 
25 Create ML Library allows to select the specified ratio from the training set to grow each tree. For example, a value of 0.5 means each tree is trained on half the data. This technique is also known as bagging. 

https://developer.apple.com/machine-learning/create-ml/
https://developer.apple.com/documentation/createml/mlboostedtreeclassifier
https://www.analyticsvidhya.com/blog/2020/11/handling-imbalanced-data-machine-learning-computer-vision-and-nlp/
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Table 71  

SPI Rating Models Training Parameters 

Model Train years Applied to 
rate in  Train Sample  Test Sample  Accuracy-

Train 
 Accuracy-
Test Test +-1 Test +-2 Test +-3  Rest  Max Train 

Iterations  Step Size  Max Tree 
Depth 

CPU Time, 
sec. 

1990 1990 1990 232 113 1.000 0.761 0.891 0.935 0.978 0.022 500 0.005 54 3.499 

1991 1990–1991 1991 843 439 1.000 0.890 0.936 0.959 0.975 0.025 500 0.005 54 6.250 

1992 1990–1992 1992 1515 770 1.000 0.965 0.990 0.990 0.994 0.006 750 0.005 54 8.845 

1993 1990–1993 1993 2207 1133 1.000 0.954 0.980 0.991 0.993 0.007 500 0.005 54 11.573 

1994 1990–1994 1994 2866 1460 0.998 0.951 0.966 0.982 0.990 0.010 700 0.005 54 14.332 

1995 1990–1995 1995 3457 1758 0.998 0.950 0.958 0.982 0.990 0.010 700 0.005 54 16.807 

1996 1990–1996 1996 4280 2179 0.999 0.950 0.957 0.984 0.990 0.010 700 0.005 54 20.056 

1997 1990–1997 1997 5305 2679 0.998 0.950 0.963 0.984 0.988 0.012 600 0.005 54 24.670 

1998 1990–1998 1998 6502 3299 0.999 0.944 0.964 0.987 0.993 0.007 775 0.005 54 29.896 

1999 1990–1999 1999 7911 4029 0.999 0.943 0.966 0.984 0.991 0.009 750 0.005 54 37.162 

2000 1990–2000 2000 9649 4916 0.999 0.948 0.965 0.985 0.991 0.009 700 0.005 54 45.558 

2001 1990–2001 2001 11715 5925 0.998 0.941 0.955 0.981 0.988 0.012 525 0.005 54 56.976 

2002 1990–2002 2002 14101 7107 0.998 0.934 0.955 0.979 0.988 0.012 790 0.005 54 70.268 

2003 1990–2003 2003 16777 8476 0.997 0.930 0.950 0.975 0.986 0.014 810 0.005 54 84.486 

2004 1990–2004 2004 19628 9868 0.995 0.929 0.949 0.974 0.984 0.016 820 0.005 54 100.469 

2005 1990–2005 2005 22642 11329 0.997 0.926 0.951 0.974 0.984 0.016 815 0.005 54 124.986 

2006 1990–2006 2006 25969 13015 0.998 0.923 0.950 0.975 0.985 0.015 710 0.005 54 155.139 

2007 1990–2007 2007 29544 14830 0.999 0.924 0.956 0.978 0.987 0.013 620 0.005 54 199.156 

2008 1990–2008 2008 33222 16693 1.000 0.923 0.958 0.979 0.987 0.013 690 0.005 54 245.173 

2009 1990–2009 2009 36908 18573 1.000 0.918 0.959 0.980 0.988 0.012 780 0.005 54 292.878 

2010 1990–2010 2010 40676 20490 1.000 0.920 0.961 0.983 0.990 0.010 770 0.005 54 338.208 

2011 1990–2011 2011 44756 22565 1.000 0.922 0.962 0.983 0.990 0.010 760 0.005 54 384.764 

2012 1990–2012 2012 49213 24837 1.000 0.921 0.965 0.983 0.990 0.010 760 0.005 54 437.869 

2013 1990–2013 2013 54076 27270 1.000 0.922 0.965 0.984 0.990 0.010 615 0.005 54 494.898 

2014 1990–2014 2014 59430 30053 1.000 0.921 0.965 0.984 0.991 0.009 415 0.005 54 564.634 

2015 1990–2015 2015 65135 32933 1.000 0.919 0.966 0.984 0.991 0.009 365 0.005 54 681.623 

2016 1990–2016 2016 71003 35888 1.000 0.919 0.966 0.984 0.991 0.009 310 0.005 54 843.807 

2017 1990–2017 2017 77195 39011 1.000 0.916 0.967 0.985 0.992 0.008 335 0.005 54 1017.829 

2018 1990–2018 2018 83688 42245 1.000 0.916 0.968 0.986 0.993 0.007 300 0.005 54 1213.865 

2019 1990–2019 2019 90097 45402 1.000 0.912 0.970 0.986 0.992 0.008 305 0.005 54 1427.939 
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Table 72  

FDL Rating Models Training Parameters 

Model Train years Applied to 
rate in  Train Sample  Test Sample  Accuracy-

Train 
 Accuracy-
Test Test +-1 Test +-2 Test +-3  Rest  Max Train 

Iterations  Step Size  Max Tree 
Depth 

CPU Time, 
sec. 

1990 1990 1990 22 11 1.000 0.667 0.750 0.750 0.750 0.250 500 0.005 54 0.651 

1991 1990–1991 1991 97 50 1.000 1.000 1.000 1.000 1.000 0.000 4 0.005 54 1.345 

1992 1990–1992 1992 177 81 1.000 1.000 1.000 1.000 1.000 0.000 1 0.005 54 1.696 

1993 1990–1993 1993 263 126 1.000 0.962 0.962 1.000 1.000 0.000 5 0.005 54 2.044 

1994 1990–1994 1994 365 180 1.000 0.970 0.970 1.000 1.000 0.000 2 0.005 54 2.232 

1995 1990–1995 1995 466 235 0.995 0.946 0.978 1.000 1.000 0.000 5 0.005 54 2.600 

1996 1990–1996 1996 623 312 1.000 0.976 0.992 1.000 1.000 0.000 600 0.005 54 3.366 

1997 1990–1997 1997 831 428 1.000 0.970 0.982 1.000 1.000 0.000 700 0.005 54 4.218 

1998 1990–1998 1998 1081 553 1.000 0.964 0.976 0.986 0.989 0.011 600 0.005 54 5.385 

1999 1990–1999 1999 1393 697 1.000 0.946 0.968 0.989 0.994 0.006 450 0.005 54 6.966 

2000 1990–2000 2000 1834 939 1.000 0.944 0.963 0.976 0.996 0.004 350 0.005 54 9.133 

2001 1990–2001 2001 2414 1240 1.000 0.925 0.965 0.987 0.997 0.003 325 0.005 54 12.100 

2002 1990–2002 2002 3130 1602 1.000 0.917 0.953 0.983 0.993 0.007 650 0.005 54 16.229 

2003 1990–2003 2003 4034 2056 0.999 0.911 0.948 0.977 0.988 0.012 100 0.005 54 21.266 

2004 1990–2004 2004 5057 2556 0.999 0.917 0.953 0.980 0.991 0.009 725 0.005 54 26.519 

2005 1990–2005 2005 6253 3166 1.000 0.918 0.951 0.973 0.985 0.015 720 0.005 54 32.321 

2006 1990–2006 2006 7737 3942 0.999 0.916 0.949 0.972 0.984 0.016 800 0.005 54 40.529 

2007 1990–2007 2007 9398 4796 0.998 0.921 0.954 0.974 0.988 0.012 740 0.005 54 48.810 

2008 1990–2008 2008 11151 5655 0.997 0.913 0.949 0.973 0.986 0.014 790 0.005 54 58.146 

2009 1990–2009 2009 12902 6502 0.997 0.910 0.945 0.971 0.983 0.017 825 0.005 54 66.679 

2010 1990–2010 2010 14679 7423 0.996 0.913 0.949 0.972 0.984 0.016 820 0.005 54 74.678 

2011 1990–2011 2011 16554 8353 0.996 0.912 0.945 0.971 0.983 0.017 810 0.005 54 83.625 

2012 1990–2012 2012 18538 9348 0.996 0.914 0.945 0.970 0.984 0.016 800 0.005 54 93.984 

2013 1990–2013 2013 20725 10389 0.995 0.914 0.947 0.972 0.985 0.015 820 0.005 54 105.259 

2014 1990–2014 2014 23028 11531 0.998 0.918 0.953 0.975 0.987 0.013 800 0.005 54 125.900 

2015 1990–2015 2015 25397 12713 0.998 0.919 0.956 0.977 0.988 0.012 780 0.005 54 149.214 

2016 1990–2016 2016 27886 13968 0.999 0.921 0.956 0.978 0.988 0.012 600 0.005 54 174.388 

2017 1990–2017 2017 30586 15355 0.999 0.922 0.962 0.980 0.989 0.011 500 0.005 54 209.949 

2018 1990–2018 2018 33468 16816 0.999 0.924 0.960 0.979 0.989 0.011 450 0.005 54 240.102 

2019 1990–2019 2019 36371 18294 1.000 0.922 0.963 0.980 0.990 0.010 810 0.005 54 342.899 
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Table 73  

MIS Rating Models Training Parameters 

Model Train years Applied to 
rate in  Train Sample  Test Sample  Accuracy-

Train 
 Accuracy-
Test Test +-1 Test +-2 Test +-3  Rest  Max Train 

Iterations  Step Size  Max Tree 
Depth 

CPU Time, 
sec. 

1994 1993–1994 1990 - 1994 39 17 1.000 0.667 1.000 1.000 1.000 0.000 4 0.005 54 0.971 

1995 1993–1995 1995 169 79 1.000 0.903 0.935 1.000 1.000 0.000 4 0.005 54 2.026 

1996 1993–1996 1996 356 175 1.000 0.923 0.969 1.000 1.000 0.000 50 0.005 54 2.939 

1997 1993–1997 1997 569 289 1.000 0.947 0.973 0.991 0.991 0.009 500 0.005 54 3.689 

1998 1993–1998 1998 790 403 1.000 0.949 1.000 1.000 1.000 0.000 500 0.005 54 4.410 

1999 1993–1999 1999 1142 574 1.000 0.891 0.943 0.965 0.983 0.017 250 0.005 54 6.609 

2000 1993–2000 2000 1848 947 1.000 0.936 0.939 0.969 0.978 0.022 600 0.005 54 9.766 

2001 1993–2001 2001 2698 1383 0.999 0.920 0.943 0.980 0.986 0.014 800 0.005 54 14.121 

2002 1993–2002 2002 3662 1872 0.999 0.927 0.941 0.977 0.985 0.015 350 0.005 54 18.499 

2003 1993–2003 2003 4773 2422 0.999 0.909 0.932 0.972 0.983 0.017 750 0.005 54 24.588 

2004 1993–2004 2004 5961 3017 0.998 0.914 0.941 0.971 0.982 0.018 775 0.005 54 30.445 

2005 1993–2005 2005 6754 3433 0.998 0.916 0.942 0.973 0.985 0.015 550 0.005 54 34.026 

2006 1993–2006 2006 7364 3752 0.999 0.918 0.941 0.969 0.983 0.017 775 0.005 54 37.147 

2007 1993–2007 2007 8007 4072 0.999 0.921 0.942 0.970 0.984 0.016 725 0.005 54 40.443 

2008 1993–2008 2008 8668 4405 0.999 0.924 0.943 0.973 0.986 0.014 725 0.005 54 43.976 

2009 1993–2009 2009 9333 4756 0.998 0.929 0.939 0.971 0.983 0.017 775 0.005 54 47.048 

2010 1993–2010 2010 10003 5094 0.998 0.932 0.942 0.971 0.984 0.016 800 0.005 54 49.715 

2011 1993–2011 2011 10792 5469 0.998 0.927 0.946 0.972 0.984 0.016 750 0.005 54 53.341 

2012 1993–2012 2012 11663 5900 0.997 0.923 0.949 0.976 0.986 0.014 750 0.005 54 57.352 

2013 1993–2013 2013 12593 6350 0.997 0.930 0.951 0.976 0.988 0.012 800 0.005 54 61.079 

2014 1993–2014 2014 13579 6850 0.996 0.931 0.953 0.977 0.987 0.013 710 0.005 54 64.424 

2015 1993–2015 2015 14586 7371 0.995 0.933 0.953 0.976 0.986 0.014 810 0.005 54 68.353 

2016 1993–2016 2016 15631 7891 0.995 0.935 0.954 0.976 0.986 0.014 820 0.005 54 72.239 

2017 1993–2017 2017 16712 8443 0.995 0.938 0.956 0.977 0.987 0.013 770 0.005 54 76.408 

2018 1993–2018 2018 17911 9038 0.994 0.940 0.957 0.978 0.987 0.013 580 0.005 54 80.220 

2019 1993–2019 2019 19156 9640 0.991 0.942 0.957 0.978 0.987 0.013 400 0.005 54 84.371 
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A4.2 Distribution of Defaults 

Table 74  

Default Ratios of AI Rating Systems across 300 Observations from 1995–2020, Test 1 

Rating 
AI Rating AI Rating + CRI AI Rating Stable 

1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 

AAA 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.16% 0.60% 1.15% 

AA+ 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.78% 2.31% 3.80% 

AA 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 

AA- 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.14% 0.43% 0.83% 

A+ 0.04% 0.12% 0.22% 0.06% 0.21% 0.37% 0.12% 0.61% 1.25% 

A 0.09% 0.46% 0.99% 0.06% 0.37% 0.89% 0.26% 0.83% 1.25% 

A- 0.02% 0.21% 0.05% 0.02% 0.08% 0.20% 0.20% 0.71% 1.23% 

BBB+ 0.12% 0.45% 0.95% 0.08% 0.40% 0.41% 0.19% 0.44% 0.89% 

BBB 0.14% 0.34% 0.43% 0.17% 0.78% 0.56% 0.13% 0.42% 0.69% 

BBB- 0.16% 0.39% 0.99% 0.11% 0.31% 0.94% 0.17% 0.40% 0.90% 

BB+ 0.15% 0.70% 5.79% 0.17% 0.50% 1.37% 0.12% 0.36% 0.61% 

BB 0.07% 0.26% 0.51% 0.20% 0.59% 0.97% 0.45% 1.65% 3.19% 

BB- 0.21% 0.70% 0.50% 0.30% 0.56% 0.72% 0.11% 0.33% 0.91% 

B+ 0.15% 0.66% 1.15% 0.34% 1.73% 1.82% 0.23% 0.87% 1.91% 

B 0.45% 0.61% 1.08% 0.79% 1.58% 3.07% 0.38% 0.65% 1.12% 

B- 0.64% 1.49% 1.26% 0.30% 0.59% 1.57% 0.23% 0.83% 1.51% 

CCC+ 0.51% 0.92% 0.99% 0.71% 1.11% 1.18% 0.09% 0.30% 1.15% 

CCC 0.48% 2.65% 2.15% 0.79% 5.15% 0.00% 0.00% 0.00% 0.00% 

CCC- 1.34% 1.12% 8.07% 0.33% 1.74% 2.46% 0.00% 0.00% 0.00% 

CC 1.00% 0.79% 0.75% 1.83% 0.24% 0.29% 0.42% 0.74% 1.73% 

C 0.60% 1.36% 1.77% 0.51% 1.11% 1.70% 0.49% 1.08% 1.76% 

Total 0.21% 0.59% 1.03% 0.21% 0.59% 1.03% 0.21% 0.59% 1.03% 
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Table 75  

Default Ratios of SPI Rating, FDL Rating and MIS Rating across 300 Observations from 1995–

2020, Test 1 

Rating SPI Rating FDL Rating MIS Rating 

 1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 

AAA 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 

AA+ 0.00% 0.00% 0.00% 0.00% 0.62% 0.00% 0.00% 0.00% 5.53% 

AA 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.18% 1.16% 1.16% 

AA- 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.99% 0.00% 

A+ 0.07% 0.39% 0.91% 0.00% 0.43% 0.44% 0.13% 0.41% 0.53% 

A 0.11% 0.32% 0.72% 0.11% 0.40% 0.91% 0.16% 0.38% 0.98% 

A- 0.05% 0.28% 0.38% 0.21% 0.55% 1.25% 0.05% 0.83% 1.08% 

BBB+ 0.12% 0.18% 0.49% 0.23% 0.99% 0.58% 0.09% 0.61% 1.24% 

BBB 0.15% 0.80% 0.98% 0.12% 0.85% 1.60% 0.24% 0.46% 2.52% 

BBB- 0.20% 0.59% 2.06% 0.15% 0.43% 0.95% 0.18% 1.06% 6.58% 

BB+ 0.37% 2.41% 4.44% 0.33% 0.32% 0.52% 1.13% 3.74% 1.04% 

BB 0.20% 0.72% 2.50% 0.27% 1.17% 5.81% 0.30% 1.17% 2.85% 

BB- 0.12% 0.52% 0.95% 0.25% 0.79% 1.62% 0.17% 0.64% 0.83% 

B+ 0.17% 0.53% 0.84% 0.38% 2.82% 1.28% 0.32% 0.69% 0.88% 

B 0.72% 0.88% 1.58% 0.32% 0.93% 1.56% 0.18% 0.42% 0.97% 

B- 0.46% 1.43% 1.18% 0.26% 0.60% 0.79% 1.59% 2.30% 3.80% 

CCC+ 1.28% 1.39% 2.29% 0.98% 0.00% 0.00% 0.97% 2.55% 1.76% 

CCC 0.93% 0.61% 0.55% 0.30% 0.43% 0.81% 1.58% 7.96% 4.97% 

CCC- 3.84% 5.52% 3.19% 2.53% 0.00% 0.00% 0.43% 0.66% 1.44% 

CC 7.01% 15.62% 0.00% 4.16% 1.16% 0.00% 1.11% 1.17% 1.53% 

C 0.00% 0.00% 0.00% 0.65% 1.61% 4.83% 0.00% 0.00% 0.00% 

Total 0.21% 0.59% 1.03% 0.21% 0.59% 1.03% 0.21% 0.59% 1.03% 
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Table 76  

Default Ratios of AI Rating Systems across 300 Observations from 1995–2020, Test 2 vs S&P 

and Fitch 

Rating 
AI Rating AI Rating + CRI AI Rating Stable 

1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 

AAA 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.19% 0.74% 1.18% 

AA+ 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.33% 1.00% 1.68% 

AA 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 

AA- 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 

A+ 0.04% 0.06% 0.18% 0.10% 0.34% 0.24% 0.08% 0.33% 0.65% 

A 0.13% 0.82% 1.27% 0.20% 0.82% 1.50% 0.25% 0.98% 1.41% 

A- 0.03% 0.19% 0.10% 0.00% 0.00% 0.00% 0.20% 0.53% 0.82% 

BBB+ 0.07% 0.34% 0.36% 0.07% 0.42% 0.14% 0.39% 0.83% 0.40% 

BBB 0.49% 1.20% 1.40% 0.34% 7.93% 0.98% 0.21% 0.43% 0.56% 

BBB- 0.93% 4.08% 8.07% 1.19% 1.64% 11.39% 0.99% 3.64% 6.89% 

BB+ 0.50% 2.59% 9.26% 0.54% 3.25% 7.02% 1.38% 3.90% 8.56% 

BB 0.48% 1.53% 1.97% 0.68% 0.95% 1.34% 0.97% 1.99% 2.68% 

BB- 0.89% 2.02% 2.69% 1.23% 1.67% 2.18% 0.43% 1.35% 0.14% 

B+ 8.52% 3.24% 3.27% 0.81% 3.10% 2.93% 4.50% 1.68% 2.27% 

B 1.46% 3.13% 4.76% 1.64% 3.38% 5.02% 1.30% 3.84% 10.14% 

B- 2.16% 5.57% 5.89% 2.37% 3.79% 5.82% 0.85% 1.07% 0.72% 

CCC+ 2.38% 4.50% 3.82% 4.10% 4.00% 2.99% 1.76% 2.83% 1.09% 

CCC 3.36% 6.35% 3.79% 1.13% 10.44% 0.19% 1.32% 5.32% 0.00% 

CCC- 4.61% 6.10% 34.56% 3.30% 7.00% 32.46% 0.00% 0.00% 0.00% 

CC 1.11% 2.30% 12.91% 0.00% 1.76% 3.64% 0.85% 5.36% 13.04% 

C 3.75% 4.64% 8.12% 3.26% 4.87% 8.85% 2.25% 2.77% 5.64% 

Total 0.60% 1.66% 2.62% 0.60% 1.66% 2.62% 0.60% 1.66% 2.62% 
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Table 77  

Default Ratios of Standard & Poor’s and the CRI across 247 Observations from 1995–2015 

Rating 
Standard & Poor’s Credit Research Initiative 

1-year DR 3-year DR 5-year DR 1-year DR 3-year DR 5-year DR 

AAA 0.00% 0.00% 0.00% 0.05% 0.36% 1.05% 

AA+ 0.00% 0.00% 0.00% 0.00% 0.59% 1.11% 

AA 0.00% 0.00% 0.00% 0.07% 0.77% 1.39% 

AA- 0.00% 0.00% 0.00% 0.09% 0.64% 1.18% 

A+ 0.00% 0.37% 0.74% 0.09% 0.68% 1.62% 

A 0.00% 0.24% 0.96% 0.13% 0.92% 1.84% 

A- 0.03% 0.31% 0.00% 0.20% 1.11% 1.86% 

BBB+ 0.17% 0.73% 1.09% 0.17% 1.21% 2.35% 

BBB 0.09% 1.02% 3.06% 0.29% 1.45% 2.59% 

BBB- 0.56% 2.65% 3.83% 0.45% 2.06% 3.18% 

BB+ 0.50% 1.88% 7.03% 0.67% 2.44% 4.02% 

BB 1.08% 5.63% 8.30% 0.97% 3.32% 3.99% 

BB- 1.79% 7.95% 11.97% 1.59% 4.13% 5.81% 

B+ 3.62% 9.54% 13.54% 2.33% 5.06% 6.00% 

B 6.74% 15.20% 16.41% 3.78% 6.69% 7.12% 

B- 7.39% 17.84% 15.29% 5.39% 8.17% 8.50% 

CCC+ 15.49% 12.49% 11.07% 6.73% 7.76% 7.91% 

CCC 11.70% 10.65% 34.61% 8.61% 9.69% 6.26% 

CCC- 9.10% 7.77% 3.11% 8.37% 6.31% 8.27% 

CC 6.23% 3.68% 0.00% 8.40% 10.49% 5.30% 

C 0.00% 0.00% 0.00% 8.89% 6.46% 5.39% 

Total 1.81% 4.58% 6.05% 0.77% 2.06% 2.97% 
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