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Abstract
Despite the steady advancement of digital camera technology, noise is an ever present problem with image
processing. Low light levels, fast camera motion, and even sources of electromagnetic fields such as electric
motors can degrade image quality and increase noise levels. Many approaches to remove this noise from
images concentrate on a single image, although more data relevant to noise removal can be obtained from
video streams. This paper discusses the advantages of using multiple images over an individual image
when removing both local noise, such as salt and pepper noise, and global noise, such as motion blur.
Keywords: image noise, motion blur, salt and pepper, video streams

1 Introduction

Noise is a constant frustration when dealing with
computer vision systems. While steps can be taken
to minimise the noise, such as using expensive high
quality cameras and constraining operating condi-
tions, some noise will still be present. Low quality
cameras in unconstrained environments are more
commonly being used, and indeed are a more de-
sirable set up for a lot of commercial applications,
and these present significant implications for com-
puter vision processing. Despite previous research
done in removing noise from video streams[1], the
trend is still to treat noise removal on a per image
basis[2][3][4].

In this paper, noise is defined to mean artefacts
within an image which are the results of inaccura-
cies in capturing and converting optical informa-
tion into a digital representation. These artefacts
can occur locally, such as a pixel affected by salt
and pepper noise, or globally, such as motion blur
across an entire image. These two types of noise
can be unified as an inverse function of the global
ambience. As the global ambience decreases, com-
pounding inaccuracies cause the Signal to Noise
Ratio (SNR) to increase, which results in a greater
degree of local noise. Subsequently a camera faced
with a decrease in global ambience typically will
automatically increase the exposure time so that
more light can be let in, but an increase in expo-
sure time also elevates the amount of motion blur.
Thus a change in a single input factor results in
increasing two separate classes of noise.

Figure 1 shows an example relationship tree, show-
ing global ambience, global noise (Motion Blur),

and local noise (Pixel Noise), as well as some com-
mon registration techniques, and how they are af-
fected by noise. While both types of noise can
be unified under the function, the detection and
removal of both is considerably different. For this
reason, each type will be discussed separately in
the following sections.

Figure 1: An example of the type of relationships
between lighting, noise and registration methods

2 Local Noise

We define local noise as image corruption specific
to a certain subsection of an image which is inde-
pendent of other regions of an image. This leads to
a certain amount of “randomness” with the noise,
such that the noise content of a pixel cannot be ac-
curately predicted by examining other pixels. The
most common types of local noise are Gaussian[5]
or salt-and-pepper noise[6]. Salt-and-pepper noise
shows up in an image as single pixels with a no-
ticeable difference in colour or intensity from their
neighbouring pixels, when in reality there is no
discernable difference between the two. Gaussian
noise is generally due to a low Signal to Noise
Ratio, and as the signal is lower in darker regions of
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the image, noise tends to be more prevalent there,
as shown in figure 3.

2.1 Calibration

One major advantage of using video as opposed
to a single image for noise detection and removal
is calibration that can be performed in additional
frames. One such approach is to use a banded
light diagram like that shown in Figure 2. Such an
artificial diagram is computationally simple to find
in a video frame, and once found, the variance of
illumination can be determined for each light bar.
This variance is representative of the noise level for
each of the intensities. This can then be used as a
method for estimating the likelihood that any given
point in future images is noise by examining the
intensity of it’s neighbouring pixels. A typical ex-
ample would be a single noisy pixel showing up as
a white pixel amongst an area of black pixels. This
scenario would provide an excellent interest point
to a number of registration algorithms, however by
examining the context of the point the system can
determine there is a high probability that it is only
noise and chose to ignore the point.

Figure 2: The calibration image for calculating
noise level at each intensity range.

2.2 Difference of two images

One exploitable characteristic of gaussian noise
is that it is randomly distributed. The difference
of two consecutive frames will highlight points
which have changed between frames, including
noise. Any moving objects in the scene will also
show up on the difference image, often with a
far greater magnitude than noise. To take this
relevant difference into account, large difference
regions or even high magnitude difference areas
can be thresholded. The remaining difference
image will show many low intensity pixels which
are likely to be caused by noise.

Figure 3 shows a subsection of a negative image
(for increased contrast) of an amplified difference
image between two frames while both the camera
and scene were stationary. The areas where there is
greater noise concentration are there regions where
the average pixel intensity is lower. Pixels with
lower intensity values are more susceptible to noise,
just as entire scenes with a lower global ambience
also suffer from higher noise levels.

Figure 3: A subsection of a negative image of
the difference between two frames. All non-white
points are noise

2.3 Detecting Signal to Noise Ratio

Many digital web cameras have automatic white
balancing and brightness controls programmed
into the firmware, which automatically adjusts the
brightness, contrast and exposure time according
to light level detected. While this auto adjustment
increases the visibility to a human viewing the
results, the noise levels are typically increased
as well and this can complicate matters when
computer vision is used. While it is beneficial to
have a consistent brightness level, the method by
which this is achieved in the camera results in
changing the Signal to Noise Ratio. When the
ambient light is reduced, the levels are amplified,
and so is the noise.

Unfortunately, many inexpensive digital cameras
provide no software facility for retrieving how much
light levels have been adjusted, and it is difficult
to estimate simply based on changes in the scene.
However, by analysing the difference of two im-
ages, the frames where the camera has adjusted the
brightness level can be determined. An experiment
was conducted using a standard USB 2.0 webcam,
and it was surprising to notice a stepping effect
occurring, where instead of a smooth transition
from a low light to normal lighting level, there was
a series of sudden increases in lighting level as the
automatic gain control compensated for varying
ambient light, as shown in Figure 4

The reason for this stepping is unknown, but is as-
sumed that hysteresis is employed to prevent flick-
ering which may occur if the camera was updating
the brightness every frame. While the stepping
does not give the exact ratio of the actual global
brightness compared to the perceived brightness,
it does provide the facility to make an assumption
about how the ratio may have changed between
frames.

2.4 Removing Local Noise

There are a range of methods available for
removing noise from an image. Typically noise
is removed with a blur or erode[7] filter, to

368



Figure 4: The stepping effect caused by the
camera’s auto brightness control

average noisy pixels out with neighbouring pixels.
However, a global Gaussian filter can remove
points which were very important for registration
or tracking, as well as reducing the intensity of
other significant details for computer vision, such
as edges.

One method of resolving this loss of detail involves
isolating noisy areas using a filter (typically a me-
dian filter), and only blurring a window around
that point[8]. The approaches mentioned above
can be used as a preprocessing step, as they provide
points which are likely to be noisy within images.
The thresholded and amplified difference of two
frames can be used with a dilate filter to enlarge
the area surrounding each of the suspected noisy
pixels, and this can then be used as such a filter.

3 Blur

Blur is a problem encountered image processing
which can be considered in the same domain as
local noise. It is a corruption of image data, and
degrades computer vision performance. There are
two main types of blur encountered in image pro-
cessing. One is static blur which can be caused by
an out of focus camera, or a damaged camera lens.
The other main type of blur is motion blur. Motion
blur is often present with motion under low light
levels, a problem made worse by the minimal light
capture by tiny lenses in cheaper digital cameras.

3.1 Blur Detection

The nature of static blurs such as a damaged cam-
era lens means they do not change properties over
successive frames, there is no real advantage of
using video over a single image, other than to con-
firm that it is indeed static. However, motion blur
has been examined in video streams in a number

of different ways, such as using two cameras with
different optical and temporal resolutions[9],

A variety of algorithms have been designed to re-
move motion blur, from Wiener filtering to Blind
Deconvolution. One common feature of all these
blur removal algorithms is that they require some
sort of initial estimate of motion blur direction
and magnitude to begin the process. While this
estimate is not required to be completely, a better
initial estimate will yield more accurate results and
a faster convergence time. Image analysis can pro-
vide an estimate of blur characteristics, but these
can often be found far easier and with higher accu-
racy by analysing the differences between succes-
sive video frames using techniques such as Optical
Flow to estimate camera direction as shown in fig-
ure 5.

In addition to this global approach, individual
objects can be segmented based on their spatial
relationships[10] or on their direction and
magnitude of motion. By doing this, several
motion blur deconvolutions can be applied to
deblur individual objects within a scene, which
results in better performance of the algorithms.

3.2 Blur Removal

An experiment was conducted to compare deblur-
ring when given only a single image, and when
given an image sequence. The image sequence is
taken by panning (using rotation) a camera in an
indoor laboratory environment. The focal subject
was a soft toy camel placed a metre in front of
the camera. The camera was a standard 640x480
resolution at 25fps USB 2.0 webcam, with the focus
set at one metre, so that the subject was in focus.
The camera was rotated at approximately 150◦ per
second, so that in the consequent 15 sequential
frames, the camera had rotated a full 90◦. This
provided a reasonable motion blur of the scene.

For the deblurring, scripts were written in Matlab.
The single frame deblur required Blind Deconvo-
lution algorithms, while the image sequence used
the Wiener filter. A program was written in C++
using the OpenCV library to extract optical flow
vectors from the image sequence. These optical
flow vectors were grouped according to their di-
rection, as shown in figure 5, the group with the
highest count of vectors in it was chosen as the
most likely representative of the global direction
of motion. These vectors were then averaged to
create a single vector to represent direction and
magnitude of the motion.

Unfortunately, optical flow velocity does not com-
pletely describe motion blur, only an indication of
the scale and direction. The true blur depends
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Figure 5: Optical Flow vectors, colours show
groups based on direction

on exposure time of the camera, which in turn
depends on global ambience and camera intrinsics.
As a substitute, an initial measurement of blur
length was taken and compared to the distance
given by optical flow calculations, and this was
used as the ratio for calculating blur length purely
from optical flow.

3.3 Blur Removal Results

Due to this nature of using a ”real” blur as op-
posed to a computationally added one, there was
no “ideal” image for a comparison of the result-
ing unblurred images. To compare the algorithms,
their outputs were compared visually against one
another, and an optical flow calculation was per-
formed across two consecutive frames deblurred
by each algorithm. The resulting array of vectors
from the calculation was filtered based on the angle
and magnitude, such that only correct vectors re-
mained. The percentage of vectors which were cor-
rect provides a quantitive measure of performance
of these algorithms.

It was estimated that the Wiener filter would pro-
duce a similar deblurring result in a shorter amount
of time than blind deconvolution, due to the extra
information available for the deblurring.

3.3.1 Image Sequence Deblurring

The wiener filter was run on the image to be
deblurred, using the blurring vector calculated by
optical flow to generate the relevant point spread
function (PSF). Figure 6 shows the resulting
PSF and deblurred image. It appears that there
has been a considerable increase in the higher
frequency components, especially in low frequency
regions, such as the camels chest. While the
blurred image showed little detail here, there is

now a considerable amount of finer detail, such
that the fur can now be seen.

Unfortunately as a result of the deblurring, parts
of the image have begun to “ripple”, with high fre-
quency edges spreading out across the image. This
is a known effect with Wiener Filters[11], and could
be resolved by isolating the areas of deblurring to
only lower frequency regions. This has been shown
to be successful in previous research, and could
prove useful for future applications of this work.

Figure 6: The image after deblurring by the
Wiener Filter. The white bar above shows the
point spread function calculated.

The time taken for this algorithm to run was less
than ten seconds. While this is still not real time,
this was unoptimised code running in Matlab’s
scripting environment, and could likely run faster.
The Optical Flow algorithm across two subsequent
frames found 233 vectors which matched the angle
and magnitude of motion blur found in the image
sequence.

3.3.2 Single Frame Deblurring

The blind deconvolution algorithm used was based
on the Richardson-Lucy algorithm. As is usually
the case, a decrease in information provided to an
algorithm will result in a decrease in performance.
Blind Deconvolution is designed to be run where
there is minimal or no data about the blur. Using
this logic, it was expected that Blind Deconvolu-
tion would only perform at best as good as the
Wiener filtering.

The accuracy of Blind Deconvolution depends
partly on the estimated size of a calculated Point
Spread function. Too large and the point spread
function could be overestimated, and the image
deblurred too much or even in the wrong direction,
too small and the effects of deblurring will be
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minimal. To investigate this effect, when the
experiment was run for blind deconvolution, two
tests were run, to examine the best case, where
the estimated size of the PSF function is exactly
correct, and the worst case where the estimated
size of the PSF function is considerably incorrect.
The results are shown in image 7

Figure 7: Left: Best Case Scenario and PSF, Right:
Worst Case Scenario and PSF

3.3.3 Single Frame - Best Case

For the best case scenario, the same sized PSF
function that was derived from the Wiener Filter
was used. For both blind deconvolution trials, two
iterations were performed, the first to get an initial
estimate of motion, then an intermediary step to
attempt to isolate and remove noise in the esti-
mated PSF, finally followed by the second itera-
tion, using the cleaned PSF as input.

Comparing the results of the best case Blind De-
convolution, it appears more or less on par with
the results obtained from Wiener Filtering. There
appears to be a small increase in detail, but in
addition, noise - such as that appearing around
the camels eye - has been increased considerably.

The time taken for the best case scenario of Blind
Deconvolution was in excess of 450 seconds, far
from being realtime. Even with serious optimisa-
tion of the code and environment, it is unlikely that
this will be a feasible method of removing blur from
a live video stream. The optical flow calculation
found 248 matching vectors across two deblurred
subsequent frames.

3.3.4 Single Frame - Worst Case

The experiment for Worst Case was run using the
same code as the best case, apart from the initial
estimate of PSF size was a square, the size of the
magnitude of the blur. The initial deblurring step
here resulted in a PSF where nearly every element
had some value in it, but after 50 iterations the
PSF was beginning to resemble the correct shape.

As is shown in the point spread function, there
appears to be some trend in the direction of blur,
however somehow the top corner of the PSF has

Algorithm Vectors % Matching Time(s)
None 476 0.63 0
Wiener 491 0.47 6
Blind - Best 488 0.50 450
Blind - Worst 461 0.45 450

Table 1: Comparison of Algorithms based on Total
number of points found, Percentage of found points
matching direction of motion, and time taken to
perform

become more important. As a result of this large
spread, the filter has acted as more like a sharpen
filter as opposed to a deblur filter, and the image
has the typical artefacts of an image which has
been sharpened too much.

The time taken for the worst case scenario of Blind
Deconvolution was around the same of the best
case, over 450 seconds. The Optical Flow algo-
rithm only found 208 matching points in the worse
case deblurring.

3.4 Blur Removal Discussion

The results of the deblurring experiments were not
surprising. The wiener filter seemed to provide the
best compromise between removing the blur and
adding too much noise. While the best case of
blind deconvolution had a higher number of match-
ing points, the Wiener filter found a higher number
of points in general. The worst case of blind decon-
volution, where the PSF was estimated incorrectly,
effectively resulted in over-sharpening the image,
amplifying noise considerably.

Table 1 shows the results of the three algorithms
compared to the unblurred image. Both the
Wiener filter and the best case of blind
deconvolution resulted in the optical flow
algorithm locating more vectors. However
the percentage of these vectors matching the
motion direction of the camera was lower in both
of these than in the original unblurred image,
suggesting that perhaps some of these points
could be attributed to noise caused by the ’ripple’
effect. The worst case deblurring performed worse
in both the number of vectors found, and the
percentage of these which match the motion of
the camera.

Despite the deblurring results for both video
streams and single images providing being similar
quality wise, the effective time taken to run the
filter for video streams was only six seconds, while
the added computation of calculating a PSF for
the single images required 450 seconds in total.
While these algorithms could be tuned to perform
better, it could mean the difference between five
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and twenty five frames per second, an important
difference when real time video is paramount.

4 Conclusion

This paper discusses the detection and removal of
noise in video streams. Most previous research has
focused on detection and removal only in a single
frame, but in doing this useful information has
been lost about both the camera and the scene.
The results from the experiment would suggest
there is validity in processing noise based on an
entire video segment, rather than just on a frame
by frame basis.

In particular motion blur was looked at in detail,
and an experiment carried out to examine the effec-
tiveness and speed of deblurring in both video and
single images. It was found that while single image
deblurring can still produce results of a similar
quality to that of video despite missing important
data, the additional time required is considerable,
even as much as five times that of deblurring a
frame of video when the direction of motion is
known.

5 Future Research

The main problem with processing noisy blurred
video is the overhead and time taken to do so.
Video editing is always time consuming, but in a
real time application, this is not feasible. Adap-
tively varying the number of previous frames to
process would help to improve efficiency.

In addition, it would be worthwhile examining
other aspects of the video stream to try and
find other information which may be useful in
increasing the quality of the images.
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