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On the Effect of Social Housing in New Zealand

Daniel Watt

Abstract

I conduct a wide review of the literature studying the amenity value of social housing, and

find little consensus between most studies. Based on this analysis I note three crucial areas

for improvement: (1) Post trends in many, and maybe even most studies, have not been

correctly controlled for - creating a situation where findings may be driven by neighbourhood

shocks rather than legitimate treatment effects. (2) There are few studies in the literature

evaluating social housing outside the United States. (3) The modelling methodology used has

not changed significantly since the 1990s, with slow adoption of spatial models and alternative

satellite data sources.

My study compiles a new comprehensive dataset of social housing in Christchurch (New

Zealand), and uses this to estimate treatment effects across several different models. Post

trends associated with social housing appear to be negative in my study area, thus incor-

porating post trends tends to increase treatment estimates. I also propose a novel hedonic

model which incorporates machine learning principles and global satellite data. My esti-

mates suggest that after three years, social housing tends to increase nearby surrounding

house prices by between 9.1% and 14.7%. I conclude with a series of recommendations and

lessons from this analysis to inform future work.
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1 Introduction

Significant house price inflation has been characteristic of most developed economies since

the beginning of the new millennium (The Economist, 2021), and this is widely reported to

be placing increased financial pressure on low-income individuals and families (Neilson, 2021;

Tunstall et al., 2013). In this context, advocates have increasingly turned to social housing,

once prominent in the mid 20th century in many Western democracies, as a viable long-

term solution to housing insecurity among low-income residents (Cooke, 2018; Dreier, 2018;

Gee, 2020). In recent years, New Zealand in particular has faced calls by many community

organisations to increase the supply and availability of social housing in light of record house

price growth since 2019. In response to this, the 6th Labour government, in conjunction with

community housing providers, has expanded the state housing stock by around 8,600 homes

Small (2021a).1 However, there has also been a corresponding increase in local opposition to

social housing. New Zealand media articles highlight opposition to all kinds of developments

ranging from 37 unit social housing in Auckland to even relatively small 5 unit developments

in Christchurch (Ali, 2019; Biddle, 2021; Broughton, 2020). Recently, the New Zealand media

has also highlighted multiple stories of unruly state housing tenants, which are purportedly

enabled by a “sustaining tenancies” policy (Nichols, 2021, 2022; Ridout, 2022). Such coverage

would appear to suggest that social housing has a negative effect on neighbourhoods, but in

a broad and comprehensive analysis of the literature for this study, I fail to find an analogous

result. Instead, I find that there is little consensus on the effect of social housing, with ample

evidence on either side of many debates. Even if we only consider the most credible studies,

evidence appears lean towards positive effects rather than negative effects.

This divide between the literature’s findings and apparent public perception presents an

interesting econometric paradox. Namely, if neighbourhood residents are so certain that social

housing has a negative impact on their communities, why are econometricians so uncertain

about the effect? As some readers will have already noted, there are of course many plausible

solutions to this paradox. A likely one, is that media coverage favours stories with opposition

1This figure comes from the 2810 new Kāinga Ora housing units + 5124 new community housing provider
homes + 755 new transitional houses mentioned in the source.
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to social housing, when in reality views among residents on social housing are also mixed.

Indeed, polls in the UK and US have found small majorities of support for social housing

(Capps, 2020; Whitehead, 2014). Similarly, press releases by Kāinga Ora2 and Nelson City

Council indicate that they have received public support for some social housing proposals

(Kāinga Ora, n.d.; Nelson City Council, 2021). However, the literature must also reconcile

with the possibility that the empirical results are incorrect. After all, the fact that so much

debate still exists on fundamental issues, suggests that there may be something more broadly

amiss with the current approach. Of course, this is not to suggest that something must be

wrong with all empirical literature that finds contradictory results, but it is a suggestion

that perhaps such empirical results should be scrutinised more carefully. This more careful

scrutiny is precisely the goal of this paper.

I begin by examining the theoretical underpinnings of the literature in Section 2, and try

to reveal to the reader what is often assumed implicitly in many studies. Most importantly, in

Section 2.1 I guide readers through the crucial result in Roback (1982) that explains why an

analysis of house prices actually reveals the community’s willingness-to-pay for social housing.

In Section 3, I embark on a wide and comprehensive literature review of 22 different social

housing studies. I outline key findings across different methodologies, and even compare

and contrast interaction effects between studies. The goal of this section is to lay out the

literature’s findings and methodologies as broadly as possible, to understand what analysis

has been performed, what the findings of such analysis suggest, and how it might be improved

going forwards. Overall, there is little consensus in the literature on almost anything, and

among the studies with the most credible identification strategies, there appears to be only

an inclination that social housing may have positive effects. Much debate still exists around

fundamental issues such as the effect in low vs. high income neighbourhoods or the relative

importance of tenancy type and build characteristics. Most crucially, I conclude in Section

3.5 with an overview of some shortfalls in the literature that foreshadows the rest of my

analysis. Two issues are of particular importance. First, the literature’s relatively casual

approach to difference-in-differences analysis has left a situation where common trends in

control and treatment areas are not actually controlled for in a large number of studies

2Kāinga Ora is the state social housing provider in New Zealand
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(and potentially most studies). I note that this means that if amenities (i.e. bus stops,

shops, public parks etc.) are correlated with the introduction of social housing, we might

observe positive effects where none exist. Furthermore, failing to control for common trends

may explain why the literature’s results are so erratic, since common trends are likely to

differ between study locations. This is particularly notable given that it has the potential to

reverse findings of positive effects and resolve the literature’s contradictory results. Second,

the literature has not evolved with advances in spatial econometrics and satellite data, despite

these methods being highly applicable to the type of housing data analysed by most studies.

In Section 4 I give readers relevant context and background to the New Zealand experience

with social housing, which is particularly relevant later in Section 5 when I outline my data

sources and data compilation methodology. For this study, I have compiled a novel dataset of

social housing in Christchurch (New Zealand) utilising a large title ownership database. My

dataset includes all social housing types including national state social housing, non-profit

community social housing, and local council social housing. This data also appears to be

highly accurate, as a validation of the method suggests at most a ±6.4% error compared

official sources.3 Later in Section 5.3, I outline my satellite and Google Street View imaging

data collection methodology in an attempt to guide future studies hoping to use such data.

In Section 6 I lay out the core methodology for my analysis and introduce the post trends

which have been omitted from previous studies. In Section 6.3 I provide evidence as to why it

is reasonable to suggest that post trends should be controlled for, and in Section 6.4 I outline

the modern parallel trends testing strategy used in this study. Section 7 reports the key results

for this study. I compare and contrast different specifications, concluding with the results

for a repeat sales difference-in-differences model that controls for post trends, house fixed

effects, and construction/renovation work. However, even after accounting for post trends,

I find that social housing has a statistically significant appreciating effect on nearby house

prices relative to the control group. Contrary to my hypothesis of positive post trends from

amenities, post trends appear to be slightly negative in the long-run, suggesting that social

housing is placed in areas which would have otherwise declined slightly. Further analysis of

3This validation is available in Appendix A, although I suggest the reader browse through Section 5 first
for the necessary context.
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more complex models and social housing interactions in Section 8 suggests that much of the

positive effect may come from wealthier housing, which appears to benefit disproportionately

from social housing compared to properties in average neighbourhoods. Analysis in this

section also highlights the potential pitfalls of finely segmenting treatment results, as is often

done in the social housing literature. In Section 8.4 I propose a new hedonic model which

incorporates Google Street View and global satellite data to control for potential unobserved

characteristics. Transfer learning from a large machine learning image model is used to distil

the image data into a form that simple Ordinary Least Squares (OLS) models can interpret.

This model substantially improves all measures of model fit, providing an example of how

machine learning methods can be used in a causal context. To my knowledge, this is the first

time such a model has been proposed in the causal literature.

Overall, this study makes four major contributions to the literature: (1) It compiles a

novel dataset, the first of its kind in New Zealand, which is more comprehensive than that

used by many previous studies. Thereby supplementing the literature with new high-quality

evidence, that is particularly lacking outside of the United States. (2) It is the first study to

account for post trends, correcting an oversight in the literature, and providing some crucial

insight into the trends that tend to be correlated with social housing for the first time. (3) It

employs a modern parallel trends analysis, the first of its kind in the literature, and outlines

a causal framework for future studies to build upon. (4) It develops a new causal hedonic

model which incorporates image data as controls, and develops a transfer learning approach

to improve the model’s understanding of such data. This model is proved to be surprisingly

effective over the typical hedonic difference-in-differences models used in the social housing

literature. (5) It explores several different modelling assumptions using the same dataset, and

concludes with a series of recommendations for future work. Thereby providing the social

housing literature with a comprehensive understanding of how different model assumptions

may impact treatment estimates for the first time.
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2 Theoretical Considerations

2.1 Why a House Price Analysis is Sufficient

Analysing the effect of an amenity on house prices has become commonplace in the literature

on amenity value. However, to an unfamiliar reader this may appear strange. After all, what

makes the housing market so special? Should we not also consider the effect of amenities in

other key markets (e.g. labour markets)? For this reason, I will take a moment in this section

to consider why we look at house prices in the first place. Under reasonable assumptions, it

happens to be that the differences in house prices caused by an amenity actually reveal the

community’s willingness to pay for that amenity. But the goal of this section is to take the

reader through the literature underlying this result.

A good first question to ask is, if we are interested in the marginal effect of an amenity,

why do we need to perform an analysis at all? After all, if one was interested in the monetary

value of an outdoor BBQ amenity for example, the market price for outdoor BBQs tells you

exactly what you need to know. Assuming the market for outdoor BBQs is efficient, the

price of the BBQ would take into account all the potential benefits to consumers, as the

market would clear where marginal benefit is equal to marginal cost. This may include the

utility derived from using the outdoor BBQ but also the expected appreciation in house value

from installing an outdoor BBQ. Therefore, by simply observing the current price of a BBQ,

researchers would know the marginal benefit of that BBQ to consumers. However, this only

works for amenities which have functioning markets. In this paper we consider the amenity

value of social housing, which doesn’t have a market (i.e. there is no market where I can buy

a social house and place it near my home - or likewise pay to have a social house removed).

This is similar to other cases in the literature which have analysed the amenity value of clean

air and traffic, which also don’t have functioning markets and thus can’t be bought and sold

either.

Therefore, when markets for an amenity don’t exist, valuing that amenity requires more

advanced techniques than simply looking at the amenity’s price. Current techniques largely

fall into two categories: (1) Stated preference analysis. In essence, this is where people are

15



asked what value they place on different options, and from their responses a researcher can

infer the value of a specific amenity. The popular Discrete Choice Experiments (DCE) fall

into this category of techniques.4 (2) Revealed preference analysis. This is when researchers

observe the decisions that people actually made in the real world (out of a range of possi-

ble options), and infer what value the characteristics of each option might have. Hedonic

regression methods (using real world data) are part of this category of techniques.

There are shortfalls to both methodologies, but in the context of social housing, stated

preference analysis is largely inadequate. This is because some people harbour significant

bias against social housing, but it’s not clear if people actually know whether they live near

social housing or not (Galster, Tatian, & Smith, 1999, pg. 906-907). Hence, social housing is

an obvious example where respondents may have a perception that does not match reality.

Therefore, a stated preference analysis could reflect misguided perceptions of social housing,

which do not hold water in practice.

However, the problem with revealed preference analysis is that most studies analyse the

effect on a single market, generally house prices. But an amenity may have a dispersed effect

across several different markets. For example, a new highway in a city might negatively effect

house values nearby because of the noise, but employers near the highway may benefit as

they can transport goods more efficiently. If we are interested in the aggregate willingness

to pay, it is not immediately apparent that solely looking at house prices will be sufficient.

Roback (1982) sheds some light on this issue with an amenity value model that includes

both land values and wages. The key result from the paper is that the aggregate willingness

to pay for an amenity “can be found by looking at the incremental value of land” near the

amenity. Any changes in wages are not relevant since gains to consumers are exactly offset

by losses to firms (Roback, 1982, pg. 1263). Equation (6) in their paper shows that the

aggregate willingness to pay for a marginal increase in amenity s, can be written as

Aggregate WTP =
dr

ds
L

where r is the rental price of land and L is the amount of land (m2) affected by the amenity.

4See Lanz & Provins (2013) and Hoyos (2010) for examples of DCEs in amenity value research.
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At first glance, this would appear to suggest that rents are what is relevant in amenity

value research. However, changes in rents reflect the value of an amenity in a single time

period, whereas we are interested in the effect of the amenity in perpetuity. Since land prices

represent the cost to own land in perpetuity, changes in land values as a result of the amenity

will reflect the willingness to pay for the amenity across all time. Roback (1982) interpret

their result this way, but this is evident mathematically by simply looking at land prices as

the present value of expected rental payments (below).

Pl =
∞∑
t=0

E[rt]

(1 + i)t
(1)

with i representing the discount rate, Pl being the price of land per m2, and rt being the

rental price at time t. The aggregate willingness to pay in perpetuity would then be

∞∑
t=0

dE[rt]
ds

(1 + i)t
L =

dPl

ds
L

Therefore, according to the Roback (1982) model, changes in land values will reflect the

willingness to pay for the amenity in perpetuity.

However, this is still not enough to say that only looking at house prices is sufficient.

Housing is not the same as land, as land does not need to be produced, whereas housing is

really a good that uses land as an input. In an expanded version of the baseline model, that

includes housing, Roback (1982) notes that house prices are a function of land values and

wages in a location (Roback, 1982, pg. 1266). Since changes in land values are where the

willingness to pay lies (see above), wage differences across locations can muddy the waters

when looking at house prices. Despite this, Roback (1982) notes that many studies are able

to find positive amenity effects when analysing house values because “housing prices more

closely mirror site values” in their studies (Roback, 1982, pg. 1266). The reason given by

Roback (1982) is that, unlike what is assumed in the paper’s model, construction productivity

differences within a city are negligible and the wages available to consumers also do not vary

within a city (as jobs can be taken by individuals living anywhere in the city). The result

is that “land rents are higher in good locations and wages are constant across locations”
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(Roback, 1982, pg. 1266). Therefore, in such a case, house prices would change as a result of

land values and not wages. This implies that analysing house prices under those assumptions

would capture the willingness to pay.

With this context in mind, it should begin to be clear that analysing the effect of social

housing on house prices almost certainly captures the community’s willingness to pay for

social housing. If not already obvious, I will clarify this with two points. First, there are

no claims that I am aware of regarding a relationship between social housing and labour

productivity. Second, even if there was a labour productivity effect, because the wages

available to consumers are evenly distributed within the modern city that I analyse, we

would still expect changes in house prices to reflect the willingness to pay (i.e. land values)

and not wage differentials. Although often house prices are analysed without considering this

aspect, note that this exact reasoning has also been given in Green, Malpezzi, & Seah (2002,

pg. 15-16)’s analysis of social housing.

In conclusion, under reasonable assumptions, an analysis of house prices will determine

the community’s willingness to pay for social housing. This of course does not consider

econometric concerns which are discussed later in this paper. It is also important to note

that this omits the benefit of social housing to the tenant, but that question is not for analysis

in this paper.

2.2 Determinants of House Prices

There are several popular models which are often used in the literature to explain house

prices. Going through these models is not only a useful exercise to understand why this

study only uses the hedonic pricing model, but it can also give less familiar readers some

insight into the background determinants of house prices.

2.2.1 Macro-Level Structural Models

Structural models, often used in time-series analysis of house price indexes, tend to explore

the relationship between house prices and macroeconomic variables such as interest rates,

household demographics, and rents. Typically, house-specific price determinants, such as
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bedrooms, bathrooms, garages etc., are omitted, because these are assumed to be nearly

constant in aggregate indices.

One of the most commonly used housing models was popularised by Poterba (1984),

although earlier versions exist by Buckley & Ermisch (1982) and others. Since then, the

basic premise of this model has been used in a large array of other papers.5 Following loosely

from Meen (2002), the key idea behind the model is that the cost of owning a house for 1

year (this is the LHS of Equation 2) must be equal to the benefit obtained from renting the

house for 1 year (this is the RHS of Equation 2).

G(t)[(1− θ)i(t)− π + δ − ger(t)] = R(t) (2)

where G(t) is the real price of housing, i(t) is the market interest rate, θ is the household

marginal tax rate, π is the inflation rate, δ is the rate of depreciation for housing, ger(t) is the

real expected capital gain on housing, and R(t) is the rental value of the home.

Equation 2 can be thought of as an arbitrage rule. Any deviations from this rule would

lead to arbitrage opportunities, which should eventually correct the market back to Equation

2. There are of course implicit assumptions here of frictionless markets, perfect information

etc.

A simpler derivation, which also has extensive use in the literature (see Égert & Mihaljek

(2007, pg. 3) and Abelson, Joyeux, Milunovich, & Chung (2005, pg. 98) for some examples),

simply asserts that housing demand is determined by

DH = k(PH , Y, r, w,DEM, ge, X)

where DH is the demand for housing, PH is the price of housing, Y is household income,

r is the real interest rate, w is household financial wealth, DEM are demographic and labour

market factors, ge is the expected capital gain on housing, and X are other demand shifters.

Meanwhile, supply is typically defined as

5See Meen (2002) for a summary before 2000, although it also has significant use recently with Otto
(2021), Brown, Brown, O’connor, Schwann, & Scott (2011), Miles (2012), and Barrios, Fatica, & Pycroft
(2016).
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SH = q(PH , C(PL, l,M))

where PL is the price of land, l is the cost of labour, M is the cost of materials, and C is

a cost function. This lends itself to the following inverse demand equation

PH = f(Y, r, w,DEM, ge, X, C(PL, l,M)) (3)

From Equation 2 or 3 studies will typically estimate an equation in logs and continue

with analysis. Although these models are commonly used in the literature, they have some

significant shortcomings. For example, there is not really any avenue for immigration or

financial innovation (which doesn’t change r - i.e. adjustable rate mortgages) to effect demand

(Madsen, 2011).

2.2.2 Micro-Level Reduced-Form Models

Micro-level models, which are often used in amenity value research, tend to use hedonic

models where the price of an individual house is determined by its characteristics (i.e. number

of bedrooms, distance to beach, garages etc.). Typically, macroeconomic determinants such

as interest rates, income, inflation etc., are estimated using time dummies which capture

the “general characteristic of the housing market” rather than by explicitly including these

variables in the regression (Garćıa, Montolio, & Raya, 2010, pg. 1504).

The hedonic pricing model assumes that goods are valued by their utility-bearing char-

acteristics (Rosen, 1974, pg. 34). For example, a house has value because it has a nice view,

is in a low crime neighbourhood, has three bedrooms etc. To give an appropriate contrast,

a vaccine would be a possible example of a non-hedonic good. A vaccine has value only

because of its function - i.e. is it effective at preventing disease - not because it has more or

less aluminium hydroxide than another vaccine.6

Following Rosen (1974), if zi are the characteristics of a good, then the price can be

6Mathematically, vaccines wouldn’t be hedonic goods because the pricing/value function isn’t differentiable
- it would have value only when the vaccine works. This is a required assumption in the hedonic pricing
model (Freeman, 1979, pg. 161).
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modelled as

p(z) = p(z1, z2, · · · , zn)

and the value of the good can be modelled as

θ(z;u, y) = θ(z1, z2, · · · , zn;u, y)

such that

U(y − θ, z1, z2, · · · , zn) = u

Here u is utility, U is a utility function, y is income, and y−θ is the amount of consumption in

a composite good. u and y are fixed and are defined such that U(y) = u. Hence, the equation

above simply defines θ(z;u, y) as the reduction in composite good consumption which would

keep the agent at utility u upon receiving bundle z. In other words, θ is the most a consumer

would be willing to bid to get bundle z. Rosen (1974, pg. 39) goes on to show that consumers

will purchase a bundle such that

θ(z;u, y) = p(z)

and
∂θ(z;u, y)

∂zi
=

∂p(z)

∂zi
(4)

In economic terms, this just means that consumers will position themselves such that

increasing or decreasing any characteristic in their bundle would make them worse off. This

property is ideal in my study, since I am interested in the marginal willingness to pay for

additional state housing. Hence, assuming the market is well-behaved7, I only need to derive

the pricing function to obtain the marginal willingness to pay for state housing (this is the

implication of Equation (4)). Crucially, the pricing function doesn’t require y or u to be

identified, and thus simple market data can be used.

7Freeman (1979) contains a good summary of what properties are required for the hedonic pricing model
to be valid.
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2.2.3 Remarks

Given the benefits mentioned above, it is easy to see why researchers usually use hedonic mod-

els over structural ones when individual sales data is available. However, it is important to

note that the real estate valuation industry typically does not value housing according to any

of the models mentioned here. As Pagourtzi, Assimakopoulos, Hatzichristos, & French (2003)

write, the traditional methods of real estate valuation are the sales comparisons method (also

known as a comparative market analysis), capitalisation method (applying the market rental

yields to a rented property), and the cost method (the cost to rebuild the home somewhere

else) among others. Only the hedonic model actually appears in Pagourtzi et al. (2003) but

as an “advanced technique”.

3 Literature Review

3.1 Overview

Broadly speaking, most papers studying the externality of social housing tend to fall into

“classical” or “modern” approaches, often referred to as “first wave” and “second wave”.

Modern approaches are characterised by a data-driven causal identification strategy of some

kind, even though the identification strategy may have limited credibility. Approaches like

hedonic regression, difference-in-differences, and regression discontinuity design are charac-

teristic of this literature. On the other hand, much of the early classical research, which

mostly occurred prior to 1990, focused on test vs. control methodologies. In these classi-

cal studies, researchers would personally locate control areas for each treatment area, and

then compare price trends between the two (Nguyen, 2005, pg. 17). This has obvious draw-

backs from a causality perspective, as it significantly exposes the study to researcher bias.

In theory, researchers aimed to identify control areas that were identical in every way to

the treatment areas, except for the fact that treatment areas had social housing and control

areas did not. However, in practice, researchers often only had a limited set of observables to

guide their decision, and relied on personal judgement in many respects. In most cases, even

the boundaries of the treatment and control areas were personally chosen by the researchers,
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with little theoretical basis to guide their decisions (Nguyen, 2005, pg. 18). Additionally,

in cases where treatment and control areas differed on observables, these differences were

usually not controlled for. As a result of these significant drawbacks, I will not analyse the

classical approaches in this study, and instead focus on providing a comprehensive analysis

of the modern techniques in the literature. However, interested readers should see Nguyen

(2005) for an overview of these classical papers.

This section analyses the modern literature, and in some parts delves quite deeply into the

finer points of specific studies and interaction effects. However, readers may also benefit from

a more general overview of the findings before moving into this level of detail. Therefore, I

will provide a brief summary here of the findings we are about to explore. I have divided the

modern studies into three broad categories: those that use a basic hedonic model, those that

use a hedonic difference-in-differences model, and those that use alternative methodologies.

The basic hedonic model literature models house prices as a function of house characteristics

(i.e. house size, distance to city centre etc.). Researchers will then include a measure of

distance from social housing as one of those characteristics and evaluate its estimated effect.

This approach has generally found negative leaning effects, but there is very little agreement

between studies on anything else. Part of the problem is that the causal identification strategy

relies on researchers including all relevant characteristics of a house. Of course, in practice

this is not possible, so different effects may emerge depending on what was controlled for.

The hedonic difference-in-differences literature also models house prices as a function of house

characteristics, but it exploits changes in an area’s distance from social housing to control

for pre-existing differences between areas that receive social housing and areas which do not.

This means that if social housing is placed in worse quality areas, that will be accounted for

in the regression. These studies typically lean towards social housing having positive effects

on surrounding house prices, but studies often disagree on other aspects of social housing

(e.g. effects in high income vs. low income areas). Alternative studies use a relatively broad

range of methodologies, although they are typically either repeat sales approaches (which

control for any fixed characteristics a home) or aggregate census area studies.
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3.2 Basic Hedonic Model

3.2.1 Introduction and Model Description

Nguyen (2005) identifies Cummings & Landis (1993) and Lyons & Loveridge (1993) as the first

two papers of the second wave of research, where hedonic pricing models became dominant

over the test and control methodologies used in the classical social housing literature. Section

2.2.2 gives a theoretical overview of hedonic modelling, but in simple terms, a hedonic housing

model assumes that the price of housing is a function of its utility bearing characteristics. So

for example, researchers may model house prices as a function of the number of bedrooms, the

land size of the home, the number of nearby parks, distance to a bus stop etc. When applied

to social housing, researchers will include these controls along with a variable for distance

to social housing.8 This is shown in Equation (5), where DistanceToSocialHousing will

theoretically capture the amenity value/spillover effect from social housing, and x1 to xn are

other controls determined by the researcher (i.e. number of bedrooms, distance to nearest

bus stop etc.).

SalePrice = DistanceToSocialHousing + x1 + x2 + · · ·+ xn + e (5)

The identification strategy is that, if all relevant variables are included, the model will

yield unbiased estimates for the effect of the social housing on surrounding house prices (i.e.

DistanceToSocialHousing). However, controlling for all relevant variables is difficult, and

this point is typically a caveat of the studies using this methodology. For example, Lyons

& Loveridge (1993, pg. 60) mention that they “do not account for all such variation” in

neighbourhood characteristics which could be correlated with social housing. As I note later

in Section 3.3.1, the main concern is that social housing may be placed in worse areas within

a neighbourhood. If the model does not control for all the ways that properties close to

social housing could be of lesser quality (i.e. crime, mould, air pollution, traffic etc.), then

the estimates for the effect of social housing are likely to be biased.

8Sometimes dummy variables for the presence of social housing within some radius are used instead.
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3.2.2 The Effect of Social Housing and Social Housing Concentration

3.2.2.1 Disagreement Among Early Studies

Cummings & Landis (1993) found that large social housing projects didn’t affect house

prices in the surrounding area. They conclude that well designed social housing projects

shouldn’t negatively effect nearby house prices. However, findings by Lyons & Loveridge

(1993) contradict this. They note that large social housing projects lower the value of nearby

housing by significantly more than a marginal social house, even after adjusting for the

number of units in the large developments. Also contrary to the conclusions in Cummings &

Landis (1993), Lyons & Loveridge (1993) find that the quality of the social housing wasn’t

relevant in determining the effect. Overall, Lyons & Loveridge (1993) finds that social housing

tends to lower property values in the surrounding area.

A later study by Lee, Culhane, & Wachter (1999) using the basic hedonic model lends

support to both sides. Like Lyons & Loveridge (1993), Lee et al. (1999) also found scattered

public housing and voucher programs had negative effects on property prices, but for large

scale developments the effect on property prices appeared to be ambiguous, which appears

to support Cummings & Landis (1993).

3.2.2.2 The First Positive Finding

Goetz, Lam, & Heitlinger (1996) analyse the effect of social housing on nearby house val-

uations in Minneapolis (United States). To my knowledge, this is the first basic hedonic

model study to conclude that some types of social housing have unambigious positive effects.

They find that the assessed value of a house rises as it gets closer to community managed

social housing, but declines as it gets closer to public social housing or subsidised-private

social housing. Goetz et al. (1996, pg. 53) suggest that community housing has a posi-

tive effect because community organisations are typically more receptive to local demands

than subsidised-private social housing, and better at maintenance than public social housing

providers.
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3.2.2.3 More Recent Studies Suggest Negative Effects

More recently, the basic hedonic model has tended to suggest that social housing has a

negative or mixed effect overall. In an analysis of social housing developments in Brisbane,

Australia, Davison et al. (2013) find negative effects at 100m or less from a social house, but

significant positive effects out to 500m. This suggests a complex picture with negative effects

at some distances. In Preez & Sale (2013)’s study of the South African property market,

they find that if a typical house which was 500m from social housing moved 3.2km away, the

house value would appreciate by approximately 50% - a surprisingly large negative effect.9

Pivoting to the small New Zealand literature, Sequeira & Filippova (2020) suggests that

social housing has a negative effect on house prices. However, the effect appears to be complex

and non-monotonic as in Davison et al. (2013). They note that properties directly adjacent to

social housing are not the most effected, and instead negative effects peak at 200m-250m from

social housing. Sequeira & Filippova (2020) also suggest that social housing concentration

may have greater negative effects. They find that increasing concentration of social housing

within 500m has significant negative effects on properties, with around 20% lower valuations

in the high concentration scenario. Large-scale social housing developments are not common

in New Zealand, but this result would appear to suggest that less concentrated scattered-site

housing is preferable.

3.2.3 High-Income vs. Low-Income Areas

It has been suggested that the effect of social housing may differ between high-income and

low-income areas. In particular, high-income areas may have better structural, social, and

medical infrastructure to support high-need social housing tenants.10 Unfortunately, studies

analysing the basic hedonic model do not tend to look at this question, and instead it features

much more prominently in the difference-in-difference hedonic model literature (see Section

3.3.4). That said, there are still a few insights we can gather from the analysis that has been

done with the basic hedonic model.

9Although this study uses a Box-Cox variant of the basic hedonic model, the causal properties of the
model do not change.

10Alves & Andersen (2015, pg. 7) has noted that prior social housing policies have failed when placed in
low-income neighbourhoods because of inadequate infrastructure.
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3.2.3.1 Evidence on Both Sides

Sequeira & Filippova (2020) find more negative social housing effects in the poorer Manukau

City compared to the relatively wealthier Auckland City. In particular, the effects of social

housing concentration appear to be significantly less prominent in Auckland City, where they

found only a 10% reduction in prices from social housing concentration, compared to a 20%

reduction in Manukau City. However, in a suburb by suburb analysis, Davison et al. (2013)

find that negative and positive effects occur in both moderate and affluent neighbourhoods,

which suggests that neighbourhood income may not be relevant.

3.2.4 Summary and Remarks

Overall, the literature using the basic hedonic model is unsettled, with almost no clear results.

The overall effect of social housing appears to lean negative with Sequeira & Filippova (2020),

Lyons & Loveridge (1993), and Preez & Sale (2013) finding largely negative results, and Lee

et al. (1999), Goetz et al. (1996), and Davison et al. (2013) finding mixed results. But making

any statement other than this is difficult as the characteristics of beneficial programs are not

clear.

Projects with less clustering appear to be beneficial in Lyons & Loveridge (1993) and

Sequeira & Filippova (2020), but this is rejected by Lee et al. (1999). Sequeira & Filippova

(2020) implies that social housing in high income areas may have less negative effects, but

this is disputed by Davison et al. (2013). Both Sequeira & Filippova (2020) and Davison

et al. (2013) find non-monotonic distance effects, which are difficult to interpret and raise

questions about the exact mechanism by which social housing might affect property prices.

3.3 Hedonic Difference-In-Differences

3.3.1 Introduction and Model Description

As I noted in the prior section, the literature using the basic hedonic model is characterised

by conflicting evidence with few clear results. This point has also been noted by Galster et al.

(1999, pg. 883) and Santiago, Galster, & Tatian (2001, pg. 67) who attribute the phenomenon

to shortfalls in the identification strategy of the basic hedonic model. As Galster et al. (1999,
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pg. 883) notes, the fundamental problem with the basic hedonic model is that social housing

is generally placed in micro-neighbourhoods which have different characteristics relative to

the wider neighbourhood (i.e. social housing tends to be placed in poorer areas, high crime

areas, more polluted areas etc.). In theory, these different characteristics could be controlled

for in the hedonic equation, but in practice it is not possible to get data on every possible

micro-neighbourhood characteristic. In simple terms, without data on these other relevant

micro-neighbourhood characteristics, the hedonic model is unable to separate the effect of

social housing from the effect of the micro-neighbourhood that social housing is placed into.

It is with this problem in mind that Galster et al. (1999) proposed a new identification

strategy, which I refer to as “hedonic difference-in-differences”.

The hedonic difference-in-differences model relies on data where we are able to observe

a neighbourhood before social housing is introduced, and then observe the same neighbour-

hood shortly after. At a very high level, the hedonic difference-in-differences model can be

summarised by Equation (6).

HousePrice = InnerArea+ t× InnerArea

+ InnerArea× PostSH + t× InnerArea× PostSH

+HouseCharacteristics+ TimeFE

+OtherControls+ e

(6)

Typically, the model divides a micro-neighbourhood into two sections, an inner area and

an outer area as in Figure 1.11 The inner area is typically a small circle with the future

location of the social house at the centre. The outer area is large area which surrounds

the inner area.12 One can think houses in the inner area as treated houses, and houses in

the outer area as control houses. Tying this to Equation (6), the variable InnerArea is a

dummy variable for houses in the inner area. The coefficient on this variable represents the

difference in average house prices between the inner and outer areas before any treatment

occurred. Often t × InnerArea is included as well, to allow for the pre-treatment trend in

11It is possible to go beyond one inner area, see Galster et al. (1999) for an example with three inner areas.
12Figure 1 shows it as circular but this is usually not the case. Often studies will use all other neighbour-

hoods as the “outer area” (see Hasan, Syed, & Klimova (2021, pg. 3) for an example) or other housing in the
same neighbourhood (see Ellen & Voicu (2006, pg. 36) for an example).
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Figure 1: A visualisation of the hedonic difference-in-differences model

Social
House

Inner Area

Outer Area

the inner area to differ from the outer area’s pre-treatment trend.13 PostSH is a dummy

variable which takes value 1 after social housing is introduced. Under well-behaved condi-

tions, the coefficients corresponding to InnerArea×PostSH and t× InnerArea×PostSH

will capture the treatment effect of social housing. TimeFE captures the wider national or

neighbourhood trend in house prices, and HouseCharacteristics captures the effect of the

home’s characteristics (i.e. land area, number of bedrooms etc.). This model differs from

a traditional difference-in-differences estimator because the model does not include PostSH

by itself in the regression equation (see Section 6.3 for details on the consequences of this).14

To my knowledge, the first paper to outline this methodology in the social housing literature

appears to be Galster et al. (1999).

3.3.2 The Effect of Social Housing and Social Housing Concentration

3.3.2.1 Two Earliest Studies Disagree on Concentration Effects

Galster et al. (1999) find that the presence of a social house is only statistically significant

13Although not frequently mentioned in the literature, adding this variable actually turns the model into
a parallel growth model. See Section 6.4 for more details on this.

14More details are given in Section 6.3, but I note that the model used in Hasan et al. (2021) is the only
exception to this.
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for houses within 500ft, where it tends to improve property values by around 3%. Outside

of this they did not find significant effects at other distances in their basic model. However,

in an alternative model which allowed the effect to vary with the size of the social housing,

they find that positive effects are only present for houses within 500ft of the social housing

if there are 6 or less sites. Large numbers of sites (i.e. 40) were associated with significant

declines of around 18% relative to the pre-social housing baseline in the area. Additionally,

in the alternative model, they noted that larger developments had negative effects between

501-1000ft.

Using a nearly identical methodology to Galster et al. (1999), Santiago et al. (2001)

analyse house prices in Denver (United States) under the Dispersed Housing Program. They

found that in most cases social housing has a positive effect on surrounding house prices.

But contrary to Galster et al. (1999), when analysing some results by the number of sites,

they found that more social housing sites were associated with larger increases. Overall, it

is notable that despite using an identical methodology, the effects found in Santiago et al.

(2001) tended to be much more positive than those in Galster et al. (1999). Fortunately

there may be some good reasons for this which I elaborate on in Section 3.3.3.

3.3.2.2 Modern Studies Suggest Social Housing Concentration Yields Positive Effects

Deng (2011) studies the impact of Low Income Housing Tax Credit (LIHTC)15 developments

in Santa Clara (United States) using the hedonic difference-in-differences model. They find

that only large and medium LIHTC developments have a significant impact, with house

prices increasing by an additional 5% in the former and 6% in the latter. This suggestion

in Deng (2011) that large/medium sized social housing has a greater effect would appear to

support the conclusion in Santiago et al. (2001) but not Galster et al. (1999).

Outside of the United States, van Nes (2020) analyses social housing in Amsterdam (The

Netherlands) and finds that on average social housing has no significant effect on house prices.

But when this is broken down by the size of the development, large social housing projects

do have a small positive effect of around a 1.2% increase. Again, this appears to support

15The LIHTC is a tax credit that for-profit and non-profit developers can receive if they build housing and
then rent it at an affordable price to low income residents. Developers will often syndicate this tax credit to
for-profit investors in exchange for immediate funds (Ellen & Voicu, 2006, pg. 259).
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Santiago et al. (2001).

Ellen, Schwartz, Voicu, & Schill (2007) presents a slightly more mixed picture on social

housing concentration in their study of New York City social housing. Ellen et al. (2007)

found that on average social housing had a small positive effect of around 1% upon com-

pletion. They found that scale effects (i.e. the effect of making the development larger)

are non-linear and heterogeneous between programs. For some programs increasing the size

of developments had negative effects, whereas for others there were positive effects up to a

certain point.

3.3.2.3 Positive Effects that Decline Over Time is a Common Finding

In a hedonic difference-in-differences analysis of Seattle (United States) house prices, Koschin-

sky (2009) found that social housing raises house prices in the short-run by around 3% to

4%. However, they note that social housing sometimes changes positive price trends into neu-

tral or declining ones. This suggests that the initial positive impacts may decay over time

in the form of slower house price appreciation. Another hedonic difference-in-differences

paper, Ellen & Voicu (2006), analysed New York City (United States) housing rehabilita-

tion projects. They found significant positive impacts in all model specifications, but like

Koschinsky (2009), these impacts diminished over time for for-profit social housing.

Ellen et al. (2007) also analysed social housing in New York City, but they looked at more

than just rehabilitation public housing. Ellen et al. (2007) found that some programs had

positive effects and other programs had negative effects, but with the exception of elderly

public housing, any positive or negative effect appeared to diminish over time.

Using the hedonic difference-in-differences model, Schwartz, Ellen, Voicu, & Schill (2006)

studied the New York City Koch Ten-Year Plan which built 66,000 new social housing units

over more than 15 years. They found that the completion of a social housing project im-

mediately raises prices by around 9% relative to the control housing. However, unlike Ellen

et al. (2007), Koschinsky (2009), or Ellen & Voicu (2006), Schwartz et al. (2006) did not

find that the effect of social housing diminished over time. Instead, they found evidence to

suggest that the impact may grow over time. They attributed this to positive population

growth effects dominating in the long run.
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3.3.2.4 Modern Studies Find Mixed Effects

Diamond & McQuade (2019) present an innovative study of the LIHTC using a continuous

version of the hedonic difference-in-differences model. They find that social housing has a

mixed effect which can lead to 6.5% increases in low-income neighbourhoods or 2.5% declines

in high-income neighbourhoods. This suggests that neighbourhood affluence could be a key

dimension of the treatment effect that is not widely acknowledged in the current literature.

In an analysis of social housing in Australia, Hasan et al. (2021) apply another novel

approach which allows for hedonic preferences to vary across time and between treatment

and control groups. They confirm the result in Diamond & McQuade (2019), finding that

expensive neighbourhoods declined by 7% after social housing was announced, compared to

an insignificant 0.1% increase in less expensive neighbourhoods. Using their novel method-

ology, Hasan et al. (2021) are also able to calculate the treatment effect in housing that

sold before or after treatment. Interestingly, they find that the treatment effect for housing

that sold after treatment was 8.1%, whereas the treatment effect for housing that sold before

treatment was only 5.9%. This suggests that there may be a self-selection process, where the

most negatively affected owners are the most likely to sell once social housing arrives.

3.3.3 Interactions with Social Housing Management, Tenants & Build Charac-

teristics

While much of the earlier literature is focused on determining the average effect of social

housing, in the modern hedonic difference-in-differences literature, there is more focus on

understanding the exact mechanisms by which social housing impacts nearby house prices.

There appear to be three commonly studied attributes that are thought to have important

impacts on the effect of social housing. First, the management of the housing unit (i.e.

maintenance, for-profit vs. non-profit). Second, the type of tenants in the building (i.e. low-

income, elderly). Third, build characteristics such as appearance of the building and whether

the project is a rehabilitation of an older building.
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3.3.3.1 More Positive Findings in Santiago et al. (2001) Might be Explained by Better Hous-

ing Management and Build Characteristics

In the prior section, I noted that Santiago et al. (2001) tends to find much more positive

effects than Galster et al. (1999), despite both having identical methodologies. However, more

careful analysis suggests that this may be a result of differing social housing management

policies. As Santiago et al. (2001, pg. 76-77, 81) explains, typically unattractive empty land

was purchased for social housing developments in their study, and the local authority enforced

strong inspection and maintenance rules over the social housing. On the other hand, the social

housing analysed by Galster et al. (1999) was managed by private landlords, who may or may

not perform adequate upkeep and renovations. Furthermore, they are not likely to prioritise

the refurbishment of unattractive sites above the potential profits of the site. Hence, the

contrast between Galster et al. (1999)’s negative finding and Santiago et al. (2001)’s positive

finding would appear to suggest that good management and build characteristics play an

important role.

3.3.3.2 Non-Profit Management Appears to Have Positive Effects

Deng (2011) finds that social housing projects by accomplished non-profit groups increased

nearby property values by an additional 6% above what a private social housing development

would.16 However, social housing by non-accomplished non-profit groups had no impact on

nearby house prices compared to private social housing developments. This suggests that

experience and competence may also play a role. An analysis by Ellen & Voicu (2006)

also found that neighbourhood benefits are greater with non-profit groups. Specifically, they

found that social housing benefits are sustained for a longer period of time when rehabilitation

projects are undertaken by non-profits. Ellen & Voicu (2006) notes that this is likely because

non-profit groups typically invest more in maintenance and local amenities (i.e. shared

community areas).

16Accomplished housing providers were part of a “a peer network and business cooperative of 95 of many
of the most accomplished affordable housing nonprofits in the country” (Deng, 2011, pg. 150)
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3.3.3.3 On-Going Debate Regarding the Importance of Tenant Characteristics

The Koschinsky (2009) study is unique in that it separates subsidised housing from un-

subsidised housing. They note that distinguishing between the effect of a social housing

development and the effect of a similar private development, is an aspect which is not served

well in the current literature. They find that subsidised social housing generally has a pos-

itive effect on surrounding house prices, and that effect is similar to unsubsidised housing.

Since tenants are the major axis of difference between subsidised and unsubsidised housing,

this would suggest that the type of tenant is not important in determining the effect of so-

cial housing. Deng (2011)’s LIHTC study also supports this finding. When they included

variables for tenant characteristics in their base model, they found no evidence that tenant

characteristics changed the effect of social housing. However, Ellen et al. (2007) finds that

tenancy characteristics are important when the income of tenants differs greatly from the

neighbourhood income. Specifically, Ellen et al. (2007) found developments seemed to have

greater positive impacts in low income areas where the income of their tenants was more

similar to the wider neighbourhood.

3.3.3.4 New Findings Suggest Rehabilitation Projects are Not Different from Normal De-

velopments

Typically rehabilitation projects have been hypothesised to be beneficial17, but two hedonic

difference-in-differences analyses of the LIHTC have challanged this. Diamond & McQuade

(2019) showed that in a large sample of sales, the spillover effects from rehabilitation projects

vs. new construction were similar. Likewise, Deng (2011) also analysed new construction

vs. rehabilitation projects and found no statistically significant effect. This suggests that

rehabilitation might not be as important as the literature believed in the past, although

it raises questions around whether our definition of “rehabilitation” is capturing what we

expect it to.

17See Ellen et al. (2007, pg. 263) and Schwartz et al. (2006, pg. 681)
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3.3.4 Does the Effect of Social Housing Vary with Neighbourhood Income?

Another key aspect of research is whether the effects of social housing vary with neighbour-

hood income. Broadly speaking, there are two opposing theories in the literature. One theory

proposes that high-income neighbourhoods should see less benefits from social housing, as

the quality and occupant characteristics of social housing are likely to be very different (in

a negative way) from that of the surrounding neighbourhood (Koschinsky, 2009, pg. 320-

322, Diamond & McQuade, 2019, pg. 1090-1091). Another theory suggests that low-income

neighbourhoods should see less benefits from social housing as they typically do not have the

infrastructure (health, social, and physical) to support additional high-need neighbours.18

3.3.4.1 Evidence in Support of Larger Effects in High-Income Neighbourhoods

In a stratified analysis, Galster et al. (1999) find that positive effects from social housing

tended to occur in wealthy census tracts with high percentage of whites. Meanwhile, nega-

tive effects tended to occur in “vulnerable” neighbourhoods with low and declining property

values. Santiago et al. (2001) also noted a similar trend, suggesting that wealthy neigh-

bourhoods tended to have larger positive effects, whereas low income neighbourhoods often

experienced smaller positive effects when social housing was introduced. It was only in the

most socio-economically deprived areas that Santiago et al. (2001) recorded any negative

effects.

A later study by Koschinsky (2009) also found that social housing had larger positive

effects in high income neighbourhoods. However, they note that there was considerable

variability between neighbourhoods, and in some high income areas social housing may have

even had negative effects. This suggests that there may be other more important factors

which should be controlled for alongside income. Unfortunately, from Koschinsky (2009)’s

analysis, it is not completely clear what these may be.

18Strain on local infrastructure and services from social housing are outlined in the literature as part of a
“population growth effect” (Davison et al., 2013, pg. 25; Ellen et al., 2007, pg. 264). Also, increasing social
housing in an area can lead to the “concentration of socially dysfunctional individuals and families” in areas
with “underinvestment in local services and infrastructure” (Saville-Smith, Saville-Smith, & James, 2015).
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3.3.4.2 Evidence in Support of Larger Effects in Low-Income Neighbourhoods

On the other hand, the opposite result - where low income neighbourhoods see more posi-

tive effects when social housing is introduced - is also prominent in the literature, especially

in studies evaluating the LIHTC (Dillman, Horn, & Verrilli, 2017). Both Deng (2011) and

Diamond & McQuade (2019) find that low income areas tend to benefit more from LIHTC

housing than wealthier areas. Analysis in Deng (2011) suggests it is a matter of positive vs.

less positive effects, but Diamond & McQuade (2019) estimate that high-income neighbour-

hoods actually see declines of up to 2.5% (vs. 6.4% appreciation in low income areas).

Outside of the US literature, van Nes (2020) also finds that low income neighbourhoods

tend to see more positive benefits. Specifically, they note that low income neighbourhoods

tend to see no statistically significant effect, while high income neighbourhoods see negative

effects from social housing. This exact result was also replicated in Hasan et al. (2021)’s

analysis of social housing in the Australian Capital Territory.

3.3.4.3 Two Studies Suggest Complex Neighbourhood Income Effects

Ellen et al. (2007) provided some interesting insight into these results, as they analyse both

the LIHTC and other programs. They found that the programs with the highest average

tenant income, had a more positive impact in lower income areas, where the relative difference

in income between the social housing tenants and the wider neighbourhood was smaller.

Likewise, they also noted that lower income social housing tended to have worse effects in

low income neighbourhoods. This suggests that low income areas may benefit, but only if

the social housing tenants are not too poor. Similarly, Schwartz et al. (2006) also suggest a

more complex effect. They find that the introduction of social housing is less positive in low

income areas, but the marginal effect of additional units is greater in low income areas. This

means that a 250 unit project benefits a low income area more, whereas a smaller 50 unit

project would benefit a high income area more.
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3.3.5 Summary and Conclusions

Overall, the literature using the hedonic difference-in-differences model leans towards more

positive effects, but there is still a substantial amount of disagreement. Nearly exclusively

positive effects are noted in Santiago et al. (2001), Deng (2011), Koschinsky (2009), Ellen &

Voicu (2006), and Schwartz et al. (2006) whereas mixed effects are noted in Galster et al.

(1999), van Nes (2020), Diamond & McQuade (2019), Ellen et al. (2007), and Hasan et al.

(2021).

My discussion in Section 3.3.3 brings a few points to light which were not clear by looking

only at the basic hedonic model literature. First, in terms of social housing management,

non-profit social housing appears to have benefits over private or government managed social

housing. This is supported by Ellen & Voicu (2006) and Deng (2011).19 Second, regarding

tenancy type, the literature appears to have two views. Koschinsky (2009) and Deng (2011)

suggest that there are no tenant effects, but Ellen et al. (2007) and Schwartz et al. (2006)

suggest that there may be subtle tenant effects. Lastly, build characteristics (rehabilitation

in particular) do not appear to be as important as we may have thought a priori. However,

this is quite a surprising result and I suggest that more research is likely needed. This is

supported by Diamond & McQuade (2019) and Deng (2011).

The hedonic difference-in-differences literature appears to be inconclusive regarding het-

erogeneity across neighbourhood incomes, with considerable evidence on both sides. More

positive effects in wealthy neighbourhoods are supported by Galster et al. (1999), Santiago

et al. (2001), and Koschinsky (2009). However, more positive effects in low-income neigh-

bourhoods are supported by Deng (2011), Diamond & McQuade (2019), van Nes (2020), and

Hasan et al. (2021). With Ellen et al. (2007) and Schwartz et al. (2006) lending evidence to

both arguments.

19In the basic hedonic model literature Goetz et al. (1996) supported this result as well.
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3.4 Alternative Models

3.4.1 Introduction

Most of the literature up to this point has been relatively unclear. Even among studies using

the more reliable hedonic difference-in-differences methodology, there are still many points

of disagreement. While this could arise as a result of many things, one possibility is that

the assumptions behind these models do not hold in practice, which drives confusing and

volatile results. Because of this, it is vital to analyse alternative approaches which move

away from a hedonic-based modelling approach, as this may reveal shortcomings which were

not previously evident. In this section I will analyse such papers and conclude by briefly

comparing their findings with the hedonic difference-in-differences literature’s findings.

3.4.2 The Effect of Social Housing

3.4.2.1 Regression Discontinuity Design Studies Find Positive Effects

Baum-Snow & Marion (2009) study LIHTC social housing in the United States with a regres-

sion discontinuity design. They utilise a discontinuity in the LIHTC funding formula which

results in some neighbourhoods having significantly more LIHTC units than other similar

neighbourhoods. With this approach, they find that adding 100 LIHTC units to a neighbour-

hood tends to raise property values by around 15%. Another regression discontinuity design

study by Koster & Van Ommeren (2019) exploits a discontinuity in the funding formula for

a social housing revitalisation programme in the Netherlands. They find that areas which

received social housing investment saw a 3.5% increase in house prices and a 20% decrease in

the days-to-sell. Koster & Van Ommeren (2019) also performed a propensity score matching

analysis as a robustness check, and found a similar house price effect of 4.3%.

3.4.2.2 Two Repeat Sales Models Find Generally Positive Effects

Schwartz et al. (2006) analysed both a hedonic difference-in-differences model (already men-

tioned in Section 3.3) together with a repeat sales difference-in-differences model. Repeat

sales models include fixed effects for each house, but can only analyse houses which sold
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multiple times. In Section 3.3 I noted that they found the completion of a social housing

project raised nearby house prices by 9%. In the repeat sales difference-in-differences model

Schwartz et al. (2006) find a similar effect size of 8%. They note that this suggests the hedonic

difference-in-differences model does not omit material time-invariant house characteristics.

Green et al. (2002) also present a repeat sales model, but they do not utilise a difference-

in-differences approach. Instead they include a continuous treatment for the distance to a

social house. Green et al. (2002) find that in Wisconsin (United States), social housing had

positive, neutral, or negative effects depending on the area analysed.

3.4.2.3 United Kingdom and New Zealand Papers Present Contrasting Views

Chorley & Liu (2021) present an aggregate time-series analysis of social housing investment in

the United Kingdom. They find that a 1% change in social housing investment immediately

lowers house prices by 0.03%, but then raises house prices in the medium term by around

0.03%. In the long run there was no statistically significant relationship. Therefore, Chorley

& Liu (2021) appear to lend support to the studies in Section 3.3.2 that reported a temporary

effect on house prices.

In a study of social housing sales in New Zealand, Bergstrom, Grimes, & Stillman (2014)

analyse the effect of social housing acquisitions and sales on median house prices in different

census areas. After controlling for other relevant factors, they do not find any statistically

significant relationship between market acquisitions/sales and house prices. Interestingly,

they note that social housing acquisitions did increase economic hardship, which suggests

that house prices may be less sensitive to nearby socio-economic deprivation than previously

thought.20

3.4.3 Social Housing Interaction Effects

3.4.3.1 Disagreement Regarding Social Housing Effects Across Neighbourhood Income

Baum-Snow & Marion (2009) found that social housing increased house prices by 15% on

average, but this result hides considerable variation across different neighbourhood types.

20Bergstrom et al. (2014) suggests that the practice of spreading social housing evenly among private homes
may have limited the impact on house prices.
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They noted that for gentrifying and stable neighbourhoods, social housing only increased

surrounding property prices by 6% to 11%, which suggests that declining neighbourhoods

see outsized effects. This supports the literature discussed in Section 3.3.4 which indicates

that there may be more positive social housing effects in low income areas.

On the other hand, Green et al. (2002) reached the opposite conclusion to Baum-Snow

& Marion (2009). Green et al. (2002) suggested that the reason why they found social

housing had negative effects in some areas, is because those areas had higher concentrations

of poverty. However, no further quantitative evidence was given to support this claim.

3.4.3.2 New Zealand Evidence Stresses the Importance of Tenant Characteristics

Bergstrom et al. (2014) also analyses a “Home Buys” scheme where social housing tenants

were given the opportunity to buy the house they were living in. They found that Home Buys

tended to increase nearby house prices, even though Home Buys also increased the level of

socio-economic hardship in an area. Since the change from tenant to owner largely changes

the incentives faced by the occupant, this suggests that focusing on the type of tenant may be

misguided, and more effort should be put into analysing the incentives placed on the tenant.

3.4.4 Summary and Conclusions

Similarly to the hedonic difference-in-differences literature, the alternative studies literature

appears to lean towards positive spillover effects from social housing. Only Green et al.

(2002) and Chorley & Liu (2021) found some negative effects, with Baum-Snow & Marion

(2009), Koster & Van Ommeren (2019), Schwartz et al. (2006), and Bergstrom et al. (2014)

suggesting neutral or positive effects.

Unfortunately, the analysis on interaction effects among alternative models is not much

clearer than in the rest of the literature. Baum-Snow & Marion (2009) find that declining

neighbourhoods see more positive effects, but Green et al. (2002) disputes this claim. Inter-

estingly, novel analysis by Bergstrom et al. (2014) suggests that tenant incentives may be an

important factor which has not been previously considered.
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3.5 An Overall Concluding Comment on the Literature

Studies in the alternative methodologies and hedonic differences-in-differences literature

(which generally have the most credible identification strategies) lean towards social housing

having positive effects. But the fundamental causes of any externalities from social housing

are still largely unexplained. On most investigations of interaction effects there appears to

be equal evidence on both sides. Furthermore, findings of negative effects are still frequent

and are often unable to be reconciled with other work.

Although addressing all these concerns would be a far too burdensome task for this paper

alone, much of the work in this paper does attempt to correct and review shortcomings in

the literature. Therefore, to foreshadow and motivate my work in this paper, I will comment

on four shortfalls in the current social housing literature that I have identified throughout

this review.

First, although the hedonic difference-in-differences literature has one of the most credible

identification strategies, many studies in this category fall short of the accepted practices in

difference-in-differences analysis. My largest concern is that post effects are omitted from

most of these studies, that is, the studies do not control for shocks or trends which affect

both treatment and control housing. Although looking at Equation (6) may suggest that any

post dummy variables would be perfectly correlated with the time fixed effects, as I show in

Section 6.3.1, this is not correct when each study area has multiple treatments at different

times. I find that, except for one study, all hedonic difference-in-differences studies analysed

in this paper do not include any post terms, yet in four of these studies post terms were

almost certainly necessary, in four other studies it is not clear if post terms were necessary,

and in one study post terms were likely not needed (see Section 6.3.1). Apart from the post

effects issue, there are also other concerns where the literature is not well aligned with best

practice techniques. For example, parallel trends analysis is often omitted21 and event study

plots are rarely constructed22, even though both procedures are fundamental to difference-

21Sometimes it is done in the classical way, but this is now understood to be poor practice. See Section
6.4.1 for more details. Only Hasan et al. (2021) appears to have modern parallel trends testing, although
they use different approach to this study.

22Several studies such as Galster et al. (1999), Santiago et al. (2001), and Koschinsky (2009) include event
study plots of their model’s estimates, but this is not quite correct. Instead, event study plots should display
discrete estimates (Freyaldenhoven, Hansen, Pérez, & Shapiro, 2021).
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in-differences analysis.

Second, since computational econometric work began in the social housing literature

with Cummings & Landis (1993) and Lyons & Loveridge (1993), relatively little has changed

regarding the data sources used. Even recent studies such as Sequeira & Filippova (2020) and

Hasan et al. (2021), still control for housing characteristics using basic variables such as the

number of bedrooms or floor size. This is obviously necessary and should remain in future

approaches, but there is much more to house characteristics than just these simple indicators.

Green et al. (2002, pg. 3) notes that “curb appeal” is important but difficult to control for,

yet today services such as Google Street View literally provide a curb view of every house

in developed economies. The emergence of high quality satellite data has also gone unused,

even though it could be used to control for local greenery, public parks, streams/rivers,

and other amenities. The current practice in the literature has been to manually encode

distance to these amenity variables, but this has obvious limitations and opens the study to

researcher bias. In Section 8.4 I propose two novel hedonic difference-in-differences models

which incorporate global satellite data and Google Street View images as controls. I also

employ machine learning techniques to augment the model’s ability to interpret this complex

data.

Third, although the social housing literature deals heavily with spatial data, it doesn’t

use many of the models in the spatial econometrics literature. Sequeira & Filippova (2020)

does use the spatio-temporal autoregressive (STAR) model, but the other studies analysed

here do not employ similar procedures. As noted in Montero, Fernández-Avilés, & Mı́nguez

(2018, pg. 2) ignoring or omitting spatial interactions may not only result in biased standard

errors, but can even result in biased coefficients, depending on the assumed data generating

process.

Fourth, much of the literature has focused on social housing in the United States, and

specifically the privately managed Section 8 and LIHTC programmes. However, in many

other western democracies, most social housing is owned and managed by the government.

This is the case in New Zealand, Australia, United Kingdom, and Canada (Australian Insti-

tute of Health and Welfare, 2022; Begin, 1999; Cowan & Morgan, 2009, pg. 2). Therefore,

in this study, I attempt to add to the small literature on government owned social housing
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outside of the United States, using a bespoke and comprehensive dataset of social housing in

Christchurch (New Zealand).

4 History of New Zealand’s Social Housing Scheme

The modern era of social housing in New Zealand is generally considered to have begun

with the First Labour Government’s 1936 initiative to build 5,000 state houses to alleviate a

housing shortage at the time and provide jobs in the wake of the Great Depression (Schrader,

2012b; Schrader, 2007). Unlike today, these houses were not intended for the poorest in

society, and in fact poor indigenous groups such as Māori were effectively excluded (Schrader,

2013). Instead, the original intention was that state housing would be a viable alternative to

home ownership and provide tenants with a home for life and security of tenure (Schrader,

2007). Although social housing rents were low relative to similar houses in the private

market, the absolute rent was still too high for many low income families, and thus state

houses were typically only affordable for above average wage earners. This was justified by

the then Undersecretary of Housing John A. Lee as a form of “trickle-down economics”,

where the houses vacated by the wealthier state house tenants would become available for

poorer tenants (Schrader, 2007).

By the late 1940s, the First Labour Government’s fixed rents policy - which was part of

their vision of secure tenure - had resulted in social housing rents being around half of an

equivalent private rental. This attracted significant conservative opposition with headlines

such as “the subsidised state tenant” and “what it costs you to provide the other fellow’s

house” (Kemeny, 1995, pg. 102). This culminated in 1949 when the conservative National

Party was swept into government on a platform which included state housing sales (Schrader,

2012b; Kemeny, 1995, pg. 102). This First National government offered state housing tenants

the right to buy their home from the government under very favourable mortgage terms (State

Advances Corporation, 1951; Ministry for Culture and Heritage, 2014). This government also

introduced an income cap to qualify for state housing, which began the shift of social housing

from a middle class benefit, to something explicitly for low income citizens (Schrader, 2007).

This pattern of National governments selling-off the state housing stock and Labour
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governments reducing sales and expanding the state housing stock, has been characteristic

of both ideologies to this day (Sachdeva, 2016; Ministry for Culture and Heritage, 2014).

However, both parties have moved away from the original idea of state housing as a middle

class benefit and towards a consensus that social housing should be exclusively for the poorest

in society. From the 1970s onward income-related rents were introduced, which charged

tenants a percentage of their income rather than a fixed amount, to lessen the burden of rent

on the poorest social housing tenants. Apart from a brief departure to market-based rents

from 1992-1999, income-related rents have remained characteristic of New Zealand’s state

housing scheme (Olssen, McDonald, Grimes, & Stillman, 2010, pg. 3).

Throughout this development of the central government’s public housing scheme, local

councils had also been running small-scale social housing since the early 1900s which are still

in place today (Schrader, 2012a). These rental units do not receive funding from the central

government, and are instead funded by local government taxpayers.

Today, New Zealand’s public social housing stock is managed and owned by Kāinga Ora

(formerly Housing New Zealand) (Kāinga Ora, 2019). Kāinga Ora implicitly charges mar-

ket rents for all of its tenancies, but tenants are only required to pay 25% of their income

as rent. The shortfall between the market rent and the tenant’s payment is made up by

the Income-Related Rent Subsidy (IRRS) which is paid by the Ministry for Housing and

Urban Development (HUD) to Kāinga Ora (Ministry of Housing and Urban Development,

2020b, pg. 7-9). Market rents for Kāinga Ora’s properties are determined by an independent

valuer (HUD, 2020b, pg. 22). Since 1995 the government has also allowed Housing New

Zealand (now Kāinga Ora) to lease private properties at market rents from private individ-

uals, and then rent these properties to low income families (Olssen et al., 2010, pg. 5-6).

Previously, Housing New Zealand was required to operate much more like a corporation,

and was expected to return dividends to the government, but the transition to Kāinga Ora

has removed this requirement and made it operate much more like a charity or government

ministry (Woods, 2019).

To apply for state housing, prospective tenants must apply to be on the Public Housing

Register through the Ministry of Social Development (MSD), who assesses applicants with

regard to their housing need. Only tenants referred by MSD off this register, and housed in
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an approved social housing provider such as Kāinga Ora, are eligible to be subsidised by the

IRRS (HUD, 2020b, pg. 7; English, 2015, pg. 1).

A recent important change in legislation was the Fifth National government’s Social

Housing Reform (Housing Restructuring and Tenancy Matters Amendment) Act 2013. In

April 2014, this new legislation came into effect and extended the IRRS to private community

housing providers for the first time in history (Smith & Bennett, 2019). This meant that

community housing providers could now charge tenants only 25% of their income but still

receive the full market rent. Before this legislation, community housing providers had to

self-finance any subsidies to tenants in most cases. Notably, the new legislation explicitly

excluded local council social housing, but still left the door open for arms-length subsidiaries

of local councils to be eligible for the subsidy (Housing Restructuring and Tenancy Matters

Regulations 2014, s. 5). With this legal avenue open, some councils, such as Christchurch

City Council, promptly proposed to convert their social housing schemes into a charity so

that it could take advantage of the IRRS (Christchurch City Council, 2014a, pg. 5). However,

this has resulted in a complex arrangement where new tenancies with the charity are eligible

for the IRRS, but old tenancies that were transferred from the City Council are not (and

thus these tenants can pay more than 25% of their income in rent) (Ōtautahi Community

Housing Trust, n.d.). Wellington City Council chose not to adopt this system, and instead

offers tenants a much smaller subsidy on their rent. This has resulted in the Council itself

recommending that people would be better off applying to central government state housing

than their own housing (Te Ora, 2021).

5 Data

Because this study compiles a novel dataset of social housing in New Zealand, this section

may be more complex than expected, so here I provide a brief outline for the benefit of the

reader. Section 5.1 details social housing placement and provides a general summary of the

sales data in my study area. Section 5.2 dedicates a significant amount of space to detailing

the methodology used to derive the social housing data. Section 5.3 shows how my street

view and satellite imaging data was sourced and constructed. Treatment vs. control housing
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is not analysed here, and is instead outlined in Section 6.1, as it is particularly relevant to

the interpretation of the underlying difference-in-differences model.

5.1 Summary and Visualisation

5.1.1 House Characteristics, Sales, and Building Consent Data

I gather sales and building consent data for each home in Christchurch (New Zealand) from

a variety of vendors including the Christchurch City Council Open Data API, Land Infor-

mation New Zealand (LINZ), and private vendors. All data originates from official council

sources, so the sales and building consent coverage is believed to be close to 100% complete.

The building consents data provides a relatively comprehensive overview of notable renova-

tions and other construction work in my study period. This is because building consents

are required for nearly all significant building work in New Zealand, including plumbing al-

terations, walls/fences, sheds larger than 30m2, and air-conditioning (Ministry of Business,

Innovation and Employment, 2016). Of course, major construction work, such as new home

builds, is captured by this variable as well.23 This building consent data is particularly useful

because it denotes the cost or estimated value of the building work done for each consent.

I also collect house characteristics (i.e. bedrooms, bathrooms, floor size etc.) for each

house from the private data vendor, although these are only the latest values for each of these

variables.24 Fortunately, the building consent value data is complete over my study period,

hence, I can capture any major changes to house characteristics with building consent values

instead.25 I also calculate locational variables (i.e. land slope, distance from the city centre

etc.) using title locations from the LINZ title data (LINZ, n.d.-b). Slope and elevation data

are sourced from the National Aeronautics and Space Administration (NASA) Shuttle Radar

Topography Mission (SRTM) Digital Elevation dataset (Kropáček et al., 2015).

23While building consent non-compliance for small jobs is not unheard of in New Zealand, non-compliance
for large construction work (e.g. new home builds) is generally thought to be extremely rare.

24In other words, if a house with 4 bedrooms sold once in 2015, then had a 5th bedroom added before
it sold again in 2017, my data would list both sales as having 5 bedrooms. For most housing this doesn’t
matter since no major renovations occur, but technically the interpretation of these variables should be
“potential” bedrooms or “optimal” bedrooms (assuming owners slowly update their properties to have the
optimal number of bedrooms, bathrooms etc.).

25This is done in the Repeat Sales Difference-in-Differences model outlined in Section 6.2.3.
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While I refer to the study area as “Christchurch” in this paper, technically this is not ex-

actly correct. I have included Rolleston, Lincoln, and Kaiapoi in my definition of Christchurch

because, although these are technically outside of the official Christchurch City Council

boundary, they are commuter suburbs into Christchurch. Each one of these districts is about

a 20 minute drive from the city centre, and they each have frequent public bus transport

available.26 Therefore, anyone living in these suburbs would have access to the same jobs

as anyone else in Christchurch, and under the reasoning in Roback (1982) (see Section 2.1),

they can be considered alongside other Christchurch housing. Meanwhile, I have excluded

Akaroa from my study because, although it is technically inside the official Christchurch

City Council boundary, it is nearly one and a half hours from the city centre with no public

transportation available.

In Table 1 below, I provide a general summary of the sales data in my study area.

Note that the comment below the table details several filters that have been applied to

this data. The statistics in Table 1 are relatively unsurprising, but it is worthwhile to

explain a few points for readers who may not be familiar with the geography and character-

istics of Christchurch. The standard deviation of land area may appear large for residential

land, but residential “lifestyle blocks” of several hectares are common in the outskirts of

Christchurch.27 The median building consent value among houses which have building con-

sents is NZD$124,000. This suggests that most building consents are new home builds or

major additional structures. The median building consent value among all housing is NZD$0

which implies that the median house does not undergo any major renovations.28

5.1.2 Social Housing Characteristics

I classify housing that is less than 600m from social housing as treated, and housing that is

more than 600m but less than 1200m from social housing as control housing.29 Although I

26Specifically, bus lines 1, 5, and 80 travel from Kaiapoi, Rolleston, and Lincoln into Christchurch city,
with direct lines also available each morning (Metro, n.d.).

27These properties are primarily used for living, although sometimes residents can choose to keep cows or
horses alongside their home.

28Of course, at some point all housing must have had a building consent to be constructed, but the building
consent data stops after 1994 Q2. Therefore, most housing has $0 in consents.

29The exact treatment/control strategy is outlined in Section 6.1 along with justification for the 600m and
1200m cutoffs.
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Table 1: Summary Data

Mean Median Std Dev

Sale Price $510,299 $477,000 $262,248

Number of Building Consents 0.64 0 0.98

Building Consent Value $84,168 $0 $235,443

Number of Building Consents (> 0) 1.38 1 1.03

Building Consent Value (> 0) $183,047 $124,000 $320,089

Land Area 813m2 625m2 2559m2

Floor Area 169m2 160m2 65m2

Number of Bedrooms 3.38 3 0.81

Number of Bathrooms 1.67 2 0.66

Slope 0.05 0.04 0.05

Elevation 20.34m 14.13m 22.47m

Distance to Cathedral Square 8972m 7029m 6535m

This table shows a general summary of the data used in this study. All dollar values are given in nominal
New Zealand Dollars. Number of Building Consents (> 0) shows the summary statistics for the number of
building consents among housing with at least one building consent (since most housing doesn’t have any
building consents). Likewise, Building Consent Value (> 0) shows the summary statistics for the build value
of each consent among housing with at least one building consent. Four filters have been applied to this
data: (1) All sales classified as non-market by the data vendor were removed, along with any sales less than
$30,000 or greater than $2m. (2) Any farm or commercial building sales are excluded, since these properties
are for production and not living. (3) Any sales which were missing key information such as bedrooms, land
area, bathrooms or floor area are removed. (4) Any sales earlier than 2013 Q1 or later than 2022 Q1 were
removed as I only have social housing locations between 2013 Q1 and 2022 Q1.



Figure 2: Social Housing in Christchurch

(a) Addition/Removal Social Housing (b) All Social Housing

The map on the left shows the location of the social housing which is treating housing in my data. Addition
social housing is shown in red, removal social housing is shown in blue. On the right I provide the location
of all social housing in our data for comparison. Note that only some social housing results in treatment
because I require that an addition or removal changes the neighbourhood’s distance to social housing by at
least 1200m.

have this data for all housing sales in Christchurch, in a difference-in-differences analysis only

the areas which experienced a change in their distance to social housing will contribute to

estimating the treatment effect. This means it is particularly relevant to understand which

areas saw a change in their treatment status, and how these areas differ (if at all) from the

rest of the social housing stock.

I separate the social housing in my dataset into addition social housing, removal social

housing, and historic treatment social housing. Section 6.1 contains more formal detail for

this, but in simple terms, addition social housing is when social housing arrives in an area

which previously did not have social housing within 1200m. Removal social housing is when

social housing leaves an area, and that area is now more than 1200m from social housing.

Historic treatment social houses are social houses in areas that have always been 1200m from

social housing in my dataset. Therefore, it is addition and removal social houses that inform

the treatment effect, and as a result we should pay special attention to the locations of these

houses in particular.

Looking at the data, I find 58 addition and removal social houses from 2013 Q1 to 2022
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Table 2: Summary of Addition/Removal State Houses and Their Neighbourhoods

Addition Removal Existing Stock

Median Social House Plot Size 707m2 714m2 700m2

Area Median Weekly Rent $460 $400 $250

Area Ownership Rate 68.4% 73.5% 44.7%

Area Median Annual Income $38,900 $31,100 $25,700
Area Percent Housing
Under Construction

4.05% 2.68% 0.51%

Area Occupancy Rate 93.7% 90.4% 92.5%

This table summarises the difference between addition/removal social houses (and their neighbourhoods).
“Area” variables represent the conditions in the neighbourhood that the social house resides in as at 2018.
We define neighbourhood as the social house’s Statistical Area 1. These area variables are sourced from the
2018 Census.

Q1. Figure 2a shows these properties, with red representing addition social housing and

blue representing removal social housing. This figure shows that additions and removals are

distributed differently to the bulk of the social housing stock (shown in Figure 2b for compar-

ison). In some sense, this is by construction, as additions and removals had to arrive/leave

areas which did not otherwise have social housing.30 Because of this, I note that some caution

should be taken generalising the results in this study to all social housing. Furthermore, as

shown in Table 2, addition and removal social housing is typically in wealthier and growing

areas (i.e. under construction). Therefore, although my study aims to estimate the causal

effect of these addition and removal properties, that effect may not be exactly what is experi-

enced in some dense social housing districts of Christchurch such as Aranui or Shirley. That

said, I suggest that my results here are still indicative of social housing in many wealthier

parts of Christchurch, where social housing opposition is believed to be the strongest.31

Interestingly, looking at additions and removals in Table 2, it does not appear that social

housing managers reallocated stock from high rent to low rent areas. Specifically, note that

30To be very clear, new social housing was added in the rest of Christchurch as well, but they occurred in
areas that already had many social houses, so these new social houses didn’t qualify as additions or removals.

31Although social housing opposition in wealthy vs. poor areas does not appear to have been empirically
studied yet, social housing advocates have generally pointed to opposition in wealthy neighbourhoods as
the largest barrier to expanding social housing. Squires (2021) notes that “wealthier enclaves” in cities
have “fiercely resisted affordable housing developments”. Likewise, Demsas (2022) writes that it is “wealthy
homeowners” who have been disproportionately given power by local officials to “reject the construction of
new and more affordable types of housing” that are blocking affordable housing.
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removals and additions had similar weekly rents of around NZD$400-NZD$460, while the

existing stock was in significantly lower rent areas. This appears to suggest that even though

most social housing providers are paid market rents through the IRRS, they do not prioritise

high rent areas. Rather, Table 2 indicates that occupancy rates may be more important, as

removal social housing was generally in low occupancy rate areas and addition social housing

was generally in high occupancy rate areas - with the existing housing stock being in areas

with occupancy rates that are roughly in between.

5.2 Housing Data Methodology

5.2.1 How State Social Housing is Identified

As noted in Section 4, the social housing system in New Zealand is somewhat fragmented re-

sulting in Kāinga Ora interfacing with both HUD and MSD to manage day-to-day operations.

Additionally, the use of community housing providers and council social housing means that

no agency has complete oversight across all the different social housing sectors. From the

perspective of the present study, this is problematic because it means that the exact number

of social houses at any given point in time is difficult to calculate. As I note in Appendix A,

there are even minor discrepancies between Kāinga Ora’s own state housing stock figures. My

study approaches this problem with a new method to identify social housing that leverages

high quality LINZ property title ownership data (LINZ, n.d.-a).

Property titles in New Zealand record ownership of a property and LINZ collects these on

an approximately weekly basis. Using this data, we can see how ownership of a title changes

on a quarterly basis, and from this infer how the property is being used. For example,

if the recorded title ownership changes from “Joe Bloggs” to “Kāinga Ora”, we can infer

that Joe Bloggs sold a property to Kāinga Ora, and this property will soon be used for

social housing. I use property ownership as my indicator of property use because: (1) it

corresponds closely to official aggregate data I have received from Kāinga Ora (see Appendix

A), (2) LINZ ownership data is widely accessible by the public either directly from LINZ32 or

through 3rd party apps, and (3) I have not found a single case where Kāinga Ora purchased

32LINZ offers a land title service to the public where anyone can order land titles for $6 each.
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property which was not later used for social housing33. Points (2) and (3) jointly imply

that an ownership change is actually the earliest announcement of social housing. Note that

Kāinga Ora seems to lease all of its offices and other space, so we can be confident that

properties owned by them correspond to social housing. Retrieving state housing locations

directly from Kāinga Ora was not possible because of Kāinga Ora’s privacy rules. However,

I received guidance from Kāinga Ora employees on how to identify their properties using my

method with LINZ data. In Appendix A, I show that this methodology is quite accurate

when compared to Kāinga Ora’s official aggregate data, achieving at best a 1.1% error and

at worst a ±6.4% error. This low error, along with Kāinga Ora’s input in developing the

methodology, should give us a high degree of confidence in the measure.

5.2.2 How Community Housing Providers and Council Social Housing are Iden-

tified

Since 2014, community housing providers have operated similarly to Kāinga Ora. They can

receive rental subsidies for their tenants (IRRS) and must take tenants from the state house

waiting list. Before 2014, they played a relatively minor role in social housing supply, but in

the most recent survey they now make up over 15% of the total IRRS housing stock (HUD,

2022, pg. 3). All community housing providers must be registered with the Community

Housing Regulatory Authority (CHRA) who makes the register publicly available. For this

paper, I did an in-depth investigation into each charity in the CHRA register that had

operations in Canterbury or Christchurch. Applying the same approach used to identify state

social housing, I went through each charity and used LINZ ownership data to identify the

social housing they owned. Steps were taken to add prominent leases and remove properties

which were not being used as social housing (i.e. office space or op-shops).34 Unfortunately, I

was not able to obtain an official dataset of housing owned by community housing providers,

hence a validation check is not possible for the community housing data.

Community housing providers are also able to lease private accommodation and receive

33Despite resource consent battles with some neighbourhood residents, I have not found a single case where
state housing was actually prevented in an area. There are examples where designs were amended after public
consultation though.

34This analysis is available on request, but because a lot of it hinges on the LINZ Ownership data, I can
only provide it to other researchers with the LINZ Licence for Personal Data.
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the IRRS for tenants placed in such accommodation, although new leases under this practice

have recently been stopped (Small, 2021b). Unlike Kāinga Ora private leases, it appears

there is no ownership change when the lease begins, so unfortunately my data does not have

any insight into these properties. Analysis from HUD implies that there may be more than

1,800 such properties nationally, approximately 2.4% of the current national social housing

stock (HUD, 2020a, pg. 17).

The exact location of council social housing was retrieved from the Christchurch City

Council’s Open Data service, hence there should be no concerns regarding the accuracy or

completeness of the housing locations. Since 2016 Christchurch City Council has moved

its social housing to an arms-length charity called Ōtautahi Community Housing Trust.

Transferred council tenants are not eligible for the IRRS and other central government social

housing schemes. However, once a property is vacated it can be used to house an IRRS

receiving tenant.

5.3 Imaging Data

In Section 3.5, I noted that the control variables used in the hedonic difference-in-differences

literature have not fundamentally changed since the first studies in the 1990s. However,

today researchers have access to many additional control variables that did not exist in the

1990s. In particular, global satellite data and Google Street View images are two potential

control variables which are now widely available. The logistics of using these variables in a

hedonic difference-in-differences model are covered later in Section 8.4, but here I will outline

my data collection methodology and briefly describe each data source.

5.3.1 Satellite Data

The satellite imagery is sourced from the Sentinel-2 European Space Agency dataset provided

by Google Earth Engine (European Space Agency, n.d.). The Sentinel-2 satellite passes over

Christchurch (New Zealand) several times a month and takes photos at a 10m per pixel

resolution (Gorelick et al., 2017). Unfortunately, most of these images are cloudy to at least

some extent (see Figure 3a for an example), and we need cloud-free images to view the

housing characteristics. Fortunately, Google Earth Engine provides researchers with a cloud
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Figure 3: Satellite Data Cloud Bitmasking Example

(a) Unprocessed Image (b) Processed Composite Image

The left image shows an unprocessed image of Christchurch from the Sentinel-2 dataset. The right image is
a composite image created by combining many different images like the left one and using a cloud bitmask
to remove clouds.

bitmask. This can be used to delete cloudy pixels in some of the images, leaving only the

“clear” pixels of each image remaining.35 All of these images can then be combined by taking

the median value at each pixel. This results in a single clear composite image. This is how

several cloudy images like Figure 3a can be combined to create a cloud-free image like Figure

3b. In this study, I run this cloud bitmasking process for Christchurch’s 2021 satellite data

to produce a single clear satellite image of Christchurch at a 10m per pixel resolution. The

2021 image was chosen because it had the least artefacts and distortions. Although many

image bands are available in the Sentinel-2 dataset, I only use red, green, and blue in this

study for simplicity.

Using this cleaned composite image, I can create a satellite image observation for each

sale. This simply entails finding the location of a sale in the cleaned composite image (I use

the R raster package for this) and “cutting out” a 1200m by 1200m square with the house at

the centre. Figure 4 shows several examples of these satellite image observations. Because

35Note that the position of the clouds will be considerably different in each image. Therefore, typically at
least one of the images will have clear values for each area/pixel.
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I only use the 2021 composite image, these satellite image observations will not control for

changes over time, but they will still control for time invariant characteristics (i.e. distance to

sea, distance to local greenery etc.). While in theory it could be possible to include a satellite

image at the time of sale, Sentinel-2 data was only available after 2017 at the time of writing,

so this would only be possible in practice for a small subset of the data.36 Furthermore, with

Sentinel-2’s 10m per pixel resolution, only very significant changes (of which there are few)

would be detectable.

5.3.2 Google Street View Data

Each home sale sourced from the data provider is associated with an address, and the Google

Street View Static API provides a curb-side image of each home when given an address.

Therefore, using the Google Street View Static API, I download a 96x170 pixel curb-side

image of each home.37 This image is only the latest image for the home, therefore it should

not be interpreted as the home’s characteristics at the time of sale, and rather should be

thought of as the expected or optimal image of the home.38 However, since most housing

does not undergo any major renovations (see Section 5.1.1) whether the image is updated

over time or not makes no difference for these properties. Figure 5 shows some examples of

these street view images.

6 Methodology

This section explains the basic modelling methodology used in this study. Section 6.1 outlines

the fundamental causal identification strategy and how data is sampled for different models.

Section 6.2 outlines the different models analysed in this study and guides the reader through

to the most complex repeat sales difference-in-differences model. Section 6.3 explains and

justifies the significant difference between my models and previous models in the literature.

Section 6.4 introduces the reader to the modern parallel trends testing strategy used in this

36Alternative sources such as Landsat proved to be too low resolution or have too much noise to be effective.
37In a small number of cases an image was not available, so image was replaced with a black image (all

zero pixels).
38This assumes that homeowners slowly update their property so it maximises the value of the home to its

optimal level.
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Figure 4: Example Satellite Image Observations

These are example observations of the satellite data for different sales in my dataset. Each image is a 1200m
by 1200m satellite photo with the house which sold at the centre of the image. Therefore, each image shows
the home’s surroundings in 2021.
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Figure 5: Example Google Street View Images

These are example observations of the street view data. Each house is associated with one image, therefore
multiple sales of the same home will be associated with the same image.



study.

6.1 Treatment and Control Housing

This study uses several different data samples to reflect varying assumptions about how

applicable different types of houses are for estimating the treatment effect. However, all of

my data samples and models (see Section 6.2) have the same core identification strategy.

In this section, I will explain the core identification strategy, and outline how the different

samples are constructed and what they mean in a causal context.

6.1.1 Identification Strategy

There are two key assumptions that underlie my methodology: (1) A social house is consid-

ered to have affected houses within a 600m radius of itself. I call this the inner area (see

Figure 6). (2) Houses between 600m-1200m of a social house are not close enough to be af-

fected by the social house, but they are close enough to be affected by any post-social house

time-varying trends that are correlated with the introduction (or removal) of social housing.

I call this the outer area.

From here, the key identification strategy follows a standard difference-in-differences ap-

proach. The treatment effect is estimated using houses in the inner area, while any post-social

house time-varying trends (which occur at the same time as treatment) are controlled for

using outer area housing. So for example, if treatment occurred at the same time that a park

was being built in the area, the model would control for the effect of the park using changes

in outer area housing (which are not affected by the social housing). This would allow the

model to isolate the effect of social housing from the park, even though both occurred at

the same time. There are many assumptions required for a difference-in-differences analysis

like this to be credible. As a result, I have chosen the 600m and 1200m cutoffs carefully to

maximise the credibility of some of these assumptions.

One key difference-in-differences assumption requires that the control group (the outer

area in my case) is not affected by treatment. Consequently, I have chosen an upper effect

limit of 600m to maximise the probability that this assumption is fulfilled in my study area.

Specifically, 600m was chosen because it corresponds almost exactly to 2000 ft, which is the
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Figure 6: A visualisation of the identification strategy used in this study

Social
House

Inner Area

Outer Area

600m 1200m

This figure outlines the basic concept behind my methodology and identification strategy. Only the Inner
Area is affected by the social housing, but both the Inner and Outer Areas are affected by time trends that
are correlated with the introduction of social housing.

largest “in-ring” area for most studies using the popular Galster et al. (1999) methodology.39

Apart from being a popular upper effect limit, it also happens to be one of the largest used

by social housing researchers.40 As a result, I feel confident assuming that social housing

probably does not affect areas beyond 600m, as I would expect more experts in the field to

suggest larger effect size limits if this was not the case.

Another key difference-in-differences assumption requires that, in the absence of treat-

ment, control and treatment units evolve in the same way. In the context of my study, this

means that I should ensure that the outer and inner areas are close enough that they are

likely to both be affected equally by any shocks or trends. Accordingly, I have chosen 1200m

as the upper limit for the post-social housing time-varying trend, as this is a practical limit

for “conveniently near by”.41 1200m corresponds to about a 1.5 minute drive at the 50km/h

39This makes my methodology comparable to Galster et al. (1999), Santiago et al. (2001), Koschinsky
(2009), and Schwartz et al. (2006) while still being moderately comparable to Sequeira & Filippova (2020)’s
500m effect limit.

40Only Diamond & McQuade (2019) uses a larger effect limit of 1.2 miles.
41In this case, prior studies offered relatively little guidance on how to define controls. This is because

often studies will simply use all other neighbourhoods as the “outer area” (see Hasan et al. (2021, pg. 3) for
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residential vehicle speed limit, a 5 minute bike at a leisurely 15km/h, or a 15 minute walk

at a typical 5km/h walking speed. This makes 1200m a reasonable upper limit, as I am par-

ticularly concerned that social housing may be correlated with the introduction of amenities

such as local shops, bus stops, and public parks (see Section 6.3.2 for evidence of this), but

at this distance I feel comfortable assuming that outer area housing and inner area housing

should benefit roughly equally from any amenities. In simple terms, this means that I assume

the benefit of local shops, bus stops, parks etc. is roughly the same as long as you can walk

there within 15 minutes (1200m).

6.1.2 Sampling Treatment and Control Housing

With the background from the previous section in mind, we can now consider how to select

samples of housing for analysis from the pool of all housing sales in Christchurch42.

Before anything is done, we must ensure that our sample consists of legitimate market

sales of housing that can be analysed. To do this, I apply the filters mentioned in Section

5.1.1. These are shown in pseudo-code below.

#apply the filters mentioned in Section 5.1.1

for sale in christchurch_sales:

remove sale from christchurch_sales if:

(1) - sale has been flagged as a "non-market" transaction OR

(2) - sale price is <= $30,000 or >= $2m OR

(3) - bedrooms, bathrooms, land area, or floor area are missing OR

(4) - sale did not occur between 2013 Q1 and 2022 Q1 OR

(5) - the property is labeled "commercial" or "farm"

Clauses (1) and (2) ensure that the analysis is limited to legitimate single-family homes

or land. Clause (2) in particular excludes very expensive luxury homes (that are likely to

skew the results) along with suspiciously cheap land. Clauses (3) and (4) ensure that the

houses selected are able to be analysed. Sales outside of 2013 Q1 - 2022 Q1 are excluded

because I only have social housing locations within this range of time. Clause (5) removes

properties that are intended for commercial purposes, as amenities are only consumed where

people live.43

an example) or other housing in the same neighbourhood (see Ellen & Voicu (2006, pg. 36) for an example).
42As mentioned in Section 5.1, Christchurch refers to the wider Christchurch area including Kaiapoi,

Lincoln, and Rolleston.
43I do not filter for number of sales, because these filters appear to have eliminated any problematic
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After this step, we can begin to consider the treatment and control definition laid out

in the previous section. Below, I outline some pseudo-code which classifies housing into

treatment (inner area) and control (outer area) groups. Anything which is not in a treatment

or control area is removed from the analysis.

#now classify houses into treatment/control

for house in christchurch_sales:

mark house as TREATMENT if:

(1) - the house location is within 600m of a social house

at some point in time

mark house as CONTROL if:

(1) - the house location is within 1200m of a social house

at some point in time AND

(2) - the house location has never been within 600m of a

social house at any point in time

remove house from christchurch_sales if:

(1) - it is not marked TREATMENT or CONTROL

For most houses in my dataset, their distance to the nearest social house has always stayed

within 600m or between 600m-1200m. In other words, we never got to observe these houses

when they were outside the inner/outer area. I call these houses historic treatments, because

they were treated at some point in the past. A difference-and-differences regression will only

use areas where we observed a change to estimate the treatment and post effects. Therefore,

these historic treatment houses will not contribute to estimating our treatment effect - but

they may still be useful for estimating other variables in the regression (i.e. time trends or

the effect of bedrooms on price). We can easily identify which inner area housing will actually

contribute to estimating the treatment effect by looking at which houses were once >600m

from social housing but are now <600m from social housing (or vice-versa for removals).

Similarly, for outer area (control) housing we can identify which houses will contribute to

estimating the post trend by looking at which houses were once >1200m from social housing

but are now between 600m-1200m from social housing. With this idea in mind, the pseudo-

code below classifies housing into addition housing (i.e. housing that moved closer to a social

house) and removal housing (i.e. housing that moved further away from a social house).

properties already. There were no houses with more than 5 sales, and less than 350 houses with 4 or more
sales. Given that I have over 50,000 properties in my dataset, I do not consider it unusual that around 0.7%
of properties sell 4-5 times in 9 years.
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#classify sales into addition, removal, and historic treat

for house in christchurch_sales:

if house marked as TREATMENT:

mark house as ADDITION if:

house location was >600m from social housing and

and then later recorded as <600m from social housing

mark house as REMOVAL if:

house location was <600m from social housing and

then later recorded as >600m from social housing

if house marked as CONTROL:

mark house as ADDITION if:

house location was >1200m from social housing and

then later recorded as <1200m from social housing

mark house as REMOVAL if:

house location was <1200m from social housing and

then later recorded as >1200m from social housing

if house not marked as ADDITION or REMOVAL:

mark house as HISTORIC

Note that by looking at which social houses were closest to addition and removal private

housing when they were treated, we can identify the social houses that actually caused

treatment - this is how Figure 2a was created. Figure 7 shows the private houses that have

recorded sales in my dataset and how they were classified according to the methodology

outlined here. It is important to note that the map shows not every addition area (or

removal) has a corresponding outer area (i.e. control area). For example, the blue cluster of

homes on the most eastern part of Christchurch (New Brighton suburb) has no outer area

removal controls. Later in the results, I test a sample that only uses the areas with both

inner and outer areas, as these have the cleanest identification strategy.

With these definitions now understood, we can now discuss how a sample of houses could

be constructed to maximise both the efficiency and causal interpretation of the models. In

general, there is a trade-off between efficiency (i.e. number of data points) and causality

(unbiased-ness of the coefficients), and it is often not clear where the trade-off is optimal.

Since this is somewhat pertinent to the discussion in the next section, it is useful to have a

brief overview here for readers who may be less familiar with this kind of approach. Broadly

speaking, there are three different options regarding how this study could sample and model

the data. The first option is to only use addition housing data in the model. The benefit
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Figure 7: Control and Treatment Housing

Here I show how housing is segmented spatially into additions, removals, and historic treatments. Note that
the exact location of each house has been randomly perturbed by a small amount to preserve the privacy of
the social house locations.



of this option is that the coefficients are quite likely to be unbiased. However, this comes at

the cost that the model would exclude a large amount of potentially useful removal and his-

toric treatment housing data. Historic treatments cannot tell the model anything about the

treatment effect (in a difference-in-differences framework), but they can still help the model

estimate other coefficients (i.e. time trends).44 The second option is to include addition,

removal, and historic treatment housing, but only allow these different house types to share

coefficients for control variables (i.e. land m2, number of bedrooms etc.) and time trends.

Treatment effects, post trends etc. would still all be estimated separately for additions,

removals, and historic treatments. The third option would be to pool together additions,

removals, and historic treatments, and jointly estimate all coefficients. This option leans

heavily towards efficiency, but at the cost of causality. After all, while it might be reasonable

to assume that different housing types share very similar coefficients for the control variables,

it may be more questionable to assume that the treatment effect for addition and removal

housing is the same. In this study, I use the first two options when generating results and

do not consider the third option.

6.2 Model

Although my preferred model follows a repeat sales difference-in-differences methodology, I

also test several different specifications which may be of interest or have precedent in the

literature. Therefore, I will begin this section by outlining a simple hedonic model and slowly

introduce complexity until I arrive at my final and preferred specification.

6.2.1 Basic Hedonic Model

Despite its simplifying assumptions, the basic hedonic model has significant use in the liter-

ature even after 2010 (see Section 3.2). The fundamental premise behind the model is that

houses are a hedonic good with utility bearing characteristics. Social housing is likely one of

those characteristics, hence, to estimate its effect we simply need to include it in the hedonic

44In particular, note that many analysis areas in Figure 7 are quite near to some historic treatment areas.
It may not be unreasonable to assume that these nearby historic treatments could share similar time trends
to the addition housing.
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regression equation.

ln(SalePrice) = Treated+ TimeFE +Neighbourhood

+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(7)

Here ln(SalePrice) is the log of the property’s nominal sale price. Treated is the variable

which defines if an observation received the treatment at the time of sale. Treated takes value

1 when a house is within 600m of a social house at the time of sale, otherwise it takes value

0. TimeFE is a dummy variable for the quarter that the sale occurred in. It allows each

calendar quarter from Q1 2013 to Q1 2022 to have a fixed effect on price. Neighbourhood is

a dummy variable for the neighbourhood where the sale occurred. It allows sales in different

neighbourhoods to have different fixed effects. TimeFE ×Neighbourhood allows for unique

time fixed effects in each neighbourhood. e is a random error.

Note that in practice, I use a set of dummy variables for each “analysis area” as my

Neighbourhood variable. The definition of analysis areas comes from Figure 7 where I

graphed addition and removal housing visually. In that map it was evident that the ad-

dition and removal areas formed small pockets across the city. Because of this, I created

a set of neighbourhood dummy variables for each of these areas. This is shown visually in

Figure 8. Each circle shown in Figure 8 is a circle with radius 1200m that surrounds each

addition and removal social housing site. Each of these circles will include the treatment

and control areas for each site. When these circles were overlapping, I combined them into a

single neighbourhood/analysis area. Houses outside these analysis areas are coded as being

in the “0” neighbourhood.

HouseCharacteristics are a set of control variables which remain fixed over time for

each property. The variables included are: LandArea for the land area of the property in

m2, FloorArea for the floor area of the house in m2, Bedrooms & Bathrooms are dummy

variables for the number of bedrooms and bathrooms that the house has, PropertyType is a

dummy variable that records what type of property it is (i.e. single-family home, apartment

etc.), AverageElevation is a set of dummy variables for the elevation (above sea level) of the

property in 25m increments, AverageSlope is a set of dummy variables that records the slope
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Figure 8: Control and Treatment Housing

Here I show the locations of additions, removals, and historic treatments. Addition and removal areas can
be grouped together to create small neighbourhoods that we can use in a regression. I refer to these areas
as “analysis areas” as they are where my models’ treatment effects are estimated from. These analysis areas
are shown with a corresponding index number in the graph. Note that the exact location of each house has
been randomly perturbed by a small amount to preserve the privacy of the social housing locations.



of the property’s land in degrees by 0.05 degree increments, DistanceToCathedralSquare

records the distance to Christchurch’s Central Business District (CBD), and NZDep2018 is

a set of dummy variables for the 2018 New Zealand Deprivation Index decile in the Statistical

Area 145 where the house resides.46

The downside to the basic hedonic model in Equation (7) is that it assumes that all

relevant determinants of house prices have been controlled for. If a relevant variable is

omitted, and this variable is correlated with Treated, then the estimate of the treatment

effect will be biased. This can occur in a variety of ways, but two probable ones are: (1)

Within a neighbourhood, houses closer to social housing could be of worse quality in a way

that HouseCharacteristics doesn’t account for. (2) Time trends near to social housing

could be different to those imposed by TimeFE (i.e. social housing may arrive in declining

pockets of each neighbourhood). These two shortfalls in the basic hedonic model motivate

the increasing use of the hedonic difference-in-differences model in the literature post 2000

(see Section 3).

6.2.2 Hedonic Difference-in-Differences Model

The hedonic difference-in-differences model takes advantage of changes in the location of

social housing over time to estimate a treatment effect. A simple hedonic difference-in-

differences model is presented below in Equation (8).

ln(SalePrice) = InnerArea+ Treated+ TimeFE +Neighbourhood

+ TimeFE ×Neighbourhood+HouseCharacteristics+ e
(8)

I noted at the end of Section 6.2.1 that the basic hedonic model cannot control for

quality differences between housing nearer to social housing and housing further away, if it

is not already accounted for in HouseCharacteristics. By adding the InnerArea variable

in Equation (8), the model can control for the possibility that housing in the inner area may

have been different on average from housing in the outer area prior to treatment. InnerArea

45These are small neighbourhoods defined by Statistics New Zealand which contain approximately 100-200
households.

46Note that in each of the neighbourhoods I have defined (i.e. Neighbourhood), there are multiple Statis-
tical Area 1.
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is a dummy variable that takes value 1 if a house is located in an area which will be within

600m of social housing at some point in time. If housing inside the treatment zone (i.e.

inner area) was on average better or worse than control housing (i.e. outer area) prior to

treatment, then the InnerArea dummy variable will account for that difference.

A significant issue with this model arises when we acknowledge that social housing

providers may self-select sites which were already declining prior to treatment (Deng, 2011,

pg. 156; Schwartz et al., 2006, pg. 687). If this existing trend is not accounted for, it will be

correlated with Treated and bias our estimate. Hence, most hedonic difference-in-differences

studies (see Section 3.3) allow for linear trends before and after treatment. Accounting for

linear trends before and after treatment gives us the standard Galster et al. (1999) model

(Equation (9)) that is used in most of the hedonic difference-in-difference papers analysed in

Section 3.3.

ln(SalePrice) = InnerArea+ Treated+ t× InnerArea+ t× Treated

+ TimeFE +Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(9)

In my study t represents the time to treatment. t takes value −1 for sales in the quarter

right before social housing arrived, 0 for sales in the quarter when social housing arrived, 1

for sales one quarter after social housing arrived etc. Without t× InnerArea, we would be

imposing parallel trends on the model by requiring that both treatment and control housing

evolve according to TimeFE. Therefore, adding t× InnerArea relaxes this assumption and

allows for inner area housing to diverge (linearly) from the control time trend. So for example,

adding t×InnerAreamay allow us to acknowledge that prior to treatment, treatment housing

was declining 0.5% faster each quarter than control housing. Studies following this model

also allow for a post-treatment linear trend which I represent with t× Treated. This allows

treatment to modify the pre-treatment trend. It is important to note that TimeFE is

fundamentally different from t. TimeFE measures the effect of each calendar quarter (i.e.

what’s the effect of a sale occurring in 2015 Q1?) whereas t is the effect of quarters from

treatment (i.e. what’s the effect of being one quarter closer to treatment?). Because there are
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multiple treatments at different times in this study, these two variables are not the same.47

However, I still do not believe that the model in Equation (9) is a credible description of

the data generating process. This is because it omits a crucial component of the difference-

in-differences framework, namely post effects. For example, in a standard difference-in-

differences framework, one would usually include a post dummy variable to allow for shocks

that are correlated with treatment but that impact treatment and control areas equally. It is

crucial to note here that such a post dummy will not be perfectly correlated with time fixed

effects if there are multiple treatments at different times. This is the case in my study. I will

reserve the finer details of this discussion for Section 6.3, but in essence omitting these types

of post variables can bias coefficient estimates of Treated. Equation (10) below adds these

post variables to the model.

ln(SalePrice) = InnerArea+ Treated+ PostSHFactor

+ t+ t× InnerArea+ t× Treated+ t× PostSHFactor

+ TimeFE +Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(10)

PostSHFactor is the variable for the post-social house dummy trend which affects treat-

ment and control houses equally. It takes value 1 if the sale is within 1200m of social housing

and 0 otherwise. PostSHFactor is supposed to pick up the effect of a common shock that

occurs at the same time as Treated but affects control and treatment areas equally. The

example I give in Section 6.1 is that social housing often appears jointly with amenities like

bus stops and parks. Assuming bus stops and parks affect properties within 1200m roughly

equally, then PostSHFactor will account for this potential effect. In Section 6.3.2 I outline

in detail why amenities like these are likely to be correlated with social housing, and how

PostSHFactor is important, even when amenities do not affect treatment and control areas

equally.

Note that in a traditional difference-in-differences study, the post variable is defined

47To give an intuitive example, if a house sale occurs in 2015 Q1 and treatment occurs in that area in
2015 Q4, then TimeFE = 2015 Q1 and t = −3. If a house sale in a different area also occurs in 2015 Q1,
but treatment in that area occurred in 2014 Q3, then TimeFE = 2015 Q1 and t = 2. In both situations
TimeFE is the same but t is different.
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with respect to time, but here PostSHFactor is defined with respect to distance. This

may be confusing for some readers, particularly when I note that in this study Treated ̸=

InnerArea × PostSHFactor. I direct any puzzled readers to Appendix B where this be-

haviour is justified and explained in full.

I have also added t×PostSHFactor to Equation 10. Intuitively, if we have PostSHFactor

to control for common shocks that are correlated with Treated, then we should have t ×

PostSHFactor to control for common trends that are correlated with t × Treated. More

formally, if amenities increase house valuations over time, that will bias our t × Treated

estimate. Including t×PostSHFactor allows for the model to account for the fact that both

control and treatment housing may rise faster over time when amenities are introduced.

Equation 10 also includes the t variable by itself. This simply allows both treatment

and control housing to diverge from the wider neighbourhood time trend as they approach

treatment. While residents should not be able to anticipate the social housing,48 t may reflect

an anticipation effect for amenities that are correlated with social housing.

In the results section, I estimate Equation 10 for a sample of only addition housing.

However, using Equation 10 directly with a pooled sample of addition, removals, and historic

treatment properties is too restrictive. It would impose the assumption that the coefficients

for Treated, InnerArea, and PostSHFactor are identical across the three different housing

types. Rather, when estimating the hedonic difference-in-differences model with a pooled

sample, I allow the difference-in-differences terms to vary with the house type (i.e. addition,

removal, or historic treatment) but assume all other coefficients are shared.

48This is because, as noted in Section 5.2.1, treatment is determined by ownership in this study, and
changes in ownership appear to be the earliest possible announcement of social housing. Therefore, we would
not expect residents in the area to know that social housing was approaching.
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ln(SalePrice) = InnerArea+ t+ t× Treated

+ InnerArea× Addition+ Treated× Addition

+ PostSHFactor × Addition

+ t× Addition+ t× InnerArea× Addition

+ t× Treated× Addition

+ t× PostSHFactor × Addition

+ InnerArea×Removal + Treated×Removal

+ PostSHFactor ×Removal

+ t×Removal + t× InnerArea×Removal

+ t× Treated×Removal

+ t× PostSHFactor ×Removal

+ TimeFE +Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(11)

Here Addition is a dummy variable which takes value 1 when the sale is an addition and 0

otherwise. Removal is the same but for removal housing. Note that Treated, PostSHFactor,

t × PostSHFactor, and t × InnerArea, cannot be estimated because we do not have any

pre-treatment sales for historic treatment housing. In the results section, I use Equation (10)

and Equation (11) to estimate treatment effects for an addition-only sample and a pooled

sample respectively. Equation (8) and Equation (9) are not estimated in the results section

due to the shortfalls mentioned earlier.

6.2.3 Repeat Sales Hedonic Difference-in-Differences

A subtle downside of the hedonic difference-in-differences model is that it does not necessarily

use the same houses before and after treatment. If housing that sold after treatment is

different from housing that sold before treatment, in a way that is not accounted for by

HouseCharacteristics, then this omitted variable could be correlated with Treated and bias

the treatment estimate. This might seem improbable at first, but note that the introduction
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of social housing itself may prompt a change in the quality of housing being sold. For

example, wealthier residents (who own more expensive homes) may dislike the social housing

more than most residents, and thus be more likely to sell their properties once social housing

arrives. As noted in Section 3.4, Schwartz et al. (2006) accounted for this possibility and

found it made little difference, but that is not necessarily a guarantee that this will also occur

in my study. Additionally, in this study, using a repeat sales difference-in-differences model

makes it possible to account for major renovations to a property using my building consents

value variable (more details in Section 5.1.1).49 Equation (12) below lists the basic repeat

sales difference-in-differences model.

ln(SalePrice) = Treated+ PostSHFactor + t× InnerArea

+ t+ t× Treated+ t× PostSHFactor

+HouseFE + TimeFE

+ TimeFE ×Neighbourhood

+ ln(ConstructionV alue) + e

(12)

Because this model only uses repeat sales, it can now estimate the HouseFE variable.

These house fixed effects allow the model to control for anything that has remained constant

over time for each property. This is powerful as it means that now any fixed characteristics of

a home cannot bias the treatment estimate. Note that InnerArea andHouseCharacteristics

are no longer estimated, as these remain constant over the life of a property, and therefore are

perfectly correlated with HouseFE. The ConstructionV alue variable accounts for changes

in the monetary value of any major renovations and new construction over the life of a prop-

erty. Since SalePrice is in nominal dollars at the time of sale, I adjust ConstructionV alue by

the Statistics New Zealand Residential Building Construction Output Producer Price Index

so that it is also in nominal dollars at the time of sale.

In the results section, I use Equation (12) to estimate a model which only uses addition

housing. However, when I estimate a pooled model, it is not appropriate to use Equation

49Note that it wasn’t possible to add this construction value variable in the hedonic regressions because it
only records the value of construction work done since 1994 and not over all time. This means that changes in
the construction value variable are correct (within the study period), but the absolute value of construction
work done (i.e. construction work over all time) is not.
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(12) as this imposes the restriction that removal and addition housing should have the same

treatment effect. Therefore, for pooled datasets I use the model described by Equation (13)

below.

ln(SalePrice) = t+ t× Treated

+ Treated× Addition+ PostSHFactor × Addition

+ t× Addition+ t× InnerArea× Addition

+ t× Treated× Addition+ t× PostSHFactor × Addition

+ Treated×Removal + PostSHFactor ×Removal

+ t×Removal + t× InnerArea×Removal

+ t× Treated×Removal + t× PostSHFactor ×Removal

+HouseFE + TimeFE

+ TimeFE ×Neighbourhood

+ ln(ConstructionV alue) + e

(13)

6.3 Why This Study Has PostSHFactor

One significant difference between this study and other repeat sales difference-in-differences

(Schwartz et al., 2006) or hedonic difference-in-differences (see Section 3.3) methodologies, is

that this study uses an additional variable in each model called PostSHFactor. PostSHFactor

is supposed to pick up the effect of parks or other amenities that may be introduced alongside

social housing. This seems important, and it begs the question, why have other studies not

included this same variable?

In Section 6.3.1 I show that time fixed effects are not enough to account for post trends

in most cases, and in Section 6.3.2 I explain why I believe many papers in the literature have

made an oversight by not including something similar to PostSHFactor.

6.3.1 Two Sales at Different Times in the Same Neighbourhood

In a simple methodology, there is no social house at first, the social house arrives (alongside

the public park), and then nothing else occurs. In this type of scenario PostSHFactor is
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Table 3: A simple social house treatment

HouseID SalePrice Quarter InnerArea PostSHFactor Treated

A 2 Q1 1 0 0

A 7 Q2 1 1 1

A 6 Q3 1 1 1

B 5 Q1 0 0 0

B 4 Q2 0 1 0

B 8 Q3 0 1 0

C 2 Q1 1 0 0

C 3 Q2 1 1 1

C 4 Q3 1 1 1

D 3 Q1 0 0 0

D 4 Q2 0 1 0

D 1 Q3 0 1 0

In this mock dataset, houses A, B, C, and D all have a social house introduced to their area(s) at Q2.
Because a social house is introduced to their area at Q2, the omitted time-varying factors (i.e. public
parks) are also introduced at Q2. Notice though, that PostSHFactor = Quarter2 +Quarter3. This means
that PostSHFactor is perfectly co-linear with Quarter, and therefore just including Quarter is enough for
unbiased estimates.

perfectly correlated with the time dummies. Table 3 shows a dataset where all treatment

houses are treated at time Q2. Note that this makes the post variable perfectly co-linear

with the Quarter variable (in fact PostSHFactor = Quarter2 +Quarter3).

However, this study analyses a more complex situation. We have time dummies for

each neighbourhood, but in some cases there are two social houses that appear in the same

neighbourhood at different times. This creates a situation where the PostSHFactor is no

longer perfectly correlated with the time dummies, and thus it must be included. An example

of a dataset where this is true is given in Table 4. Notice that houses A and B have a social

house come to their area at time Q2, but houses C and D have a social house come to their

area at time Q3. This means that PostSHFactor is not perfectly correlated with Quarter

anymore, and since PostSHFactor is correlated with Treated, if it is omitted the treatment

estimate will be biased.

Because insufficient detail is given in some studies, it is not clear how often a post variable

(like PostSHFactor) is being excluded when it should be included. However, Galster et al.

(1999) appears to be a clear case where a post variable was not included when it likely should
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Table 4: A social house dataset where two areas of the same neighbourhood are treated at
different times

HouseID SalePrice Quarter InnerArea PostSHFactor Treated

A 2 Q1 1 0 0

A 7 Q2 1 1 1

A 6 Q3 1 1 1

B 5 Q1 0 0 0

B 4 Q2 0 1 0

B 8 Q3 0 1 0

C 2 Q1 1 0 0

C 3 Q2 1 0 0

C 4 Q3 1 1 1

D 3 Q1 0 0 0

D 4 Q2 0 0 0

D 1 Q3 0 1 0
In this mock dataset, houses A and B have a social house introduced to their area at time Q2. This is why
PostSHFactor = 1 for sales at time Q2 and Q3 for those houses - a social house arrived at time Q2 and
with it came the post-social house time-varying factors (i.e. public parks). Houses C and D, which are placed
in another part of the neighbourhood, saw a social house introduced to their area at time Q3. Notice that
unlike Table 3, PostSHFactor ̸= Quarter2+Quarter3. This means that PostSHFactor must be explicitly
included in the regression.

have been. They note that they analysed 72 social houses over a period of 18 quarters in

Baltimore County (Galster et al., 1999, pg. 894). But the time dummy variables they used

were only at the county level (Galster et al., 1999, pg. 887-888). Unless all 72 social houses

appeared at the same time, the post variable would not be correlated with the county level

time trend, and thus likely should have been included. Koschinsky (2009), Deng (2011), and

Santiago et al. (2001) also appear to have the same issue. They include many added social

houses but a single set of time dummies for the entire analysis area. Unless all social houses

appear at the same time, this implies that the post variable was excluded when it likely

should not have been. Studies such as Ellen et al. (2007) include time dummies for each

community district, which makes it more difficult to tell if a post variable was needed. Since

this would allow for social housing to appear at different times without having to add a post

variable, provided that social houses did not appear at different times in the same community

district. Other studies that fall into this category are Ellen & Voicu (2006), Schwartz et al.

(2006), and van Nes (2020). It is only clear that Diamond & McQuade (2019) have avoided
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the issue by explicitly including time trends for each social house. For Hasan et al. (2021)

this was never an issue at all, as all social houses in their study were announced at the same

time.

6.3.2 Why There is Good Reason to Believe a Post Variable is Important

A simple explanation as to why a post variable was not considered by the literature is that

it was simply not likely to be relevant. After all, every model has to exclude something,

otherwise it would be filled with thousands of variables. For example, my models in Section

6.2 omit air pollution differences over time and space. If this is correlated with treatment it

could bias my estimate, but there’s not really any strong reason why air pollution and social

housing would be related - especially after accounting for house fixed effects. Could a similar

reasoning explain why we shouldn’t consider a post variable? I argue that there is significant

evidence to suggest that a post variable could be important and significant.

First, it is well documented across a range of sources that amenities may be correlated

with social housing. Some social housing studies explicitly note that investment in other

amenities is correlated/appears jointly with the introduction of social housing (Ellen & Voicu,

2006, pg. 34; Koster & Van Ommeren, 2019, pg. 400; van Nes, 2020, pg. 23). Outside the

social housing effect literature, there is also a prominent view that “affordable housing is

frequently integrated into” larger amenity developments “because the two are perceived as

complements” (Boarnet et al., 2017, pg. 1). Additionally, Kāinga Ora have told me in private

correspondence that they “deliver new homes and developments in partnership with local

iwi, territorial authorities, [and] other government agencies”. All three of these organisations

deliver local amenities to their respective populations, which makes it difficult to assume that

they would not consider local amenities when working with Kāinga Ora as well. Furthermore,

for large-scale projects, Kāinga Ora explicitly notes that they consider it an “opportunity to

improve and increase amenity, public space, and infrastructure”, which makes it difficult to

assume that this might not also hold for the smaller developments in this study (Kāinga Ora,

2022). Second, as mentioned earlier in Section 3.3, a consequence of the shift from the basic

hedonic model to the hedonic difference-in-differences model was that overall effect estimates

became significantly more positive. This was typically attributed to the fact that the hedonic
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difference-in-differences model accounted for social housing being placed in predominantly

low-income areas (Galster et al., 1999, pg. 913), but this raises the question that maybe the

effect is now overstated because the positive amenities that tend to come with social housing

were not controlled for. Note that even if no amenities are introduced with a social housing

project, this is no guarantee that home buyers did not price-in future amenities when making

purchasing decisions. Third, even if my identification strategy for amenities (see Section 6.1)

is not credible - which would mean that local amenities disproportionately benefit those who

are closest - it is difficult to argue that housing between 1200m-600m would see the opposite

post trends or no post trends at all. This means that even in the worst case, the sign on

the post trend would be correct, which would give us valuable information. Fourth, post

trends in housing studies outside of the social housing literature are common practice. Take

for example Diao, Leonard, & Sing (2017)’s study of a Singapore commuter-rail expansion.

They have a similar set up to this study in their paper where within 600m houses are treated

and those further out act as controls. In their basic model (see Equation (1) in their paper)

they have both post effects and time trends (τ).

ln(P ) = α + β1 × Post+ β2 × Treat+ β3 × Treat× Post+H ′γ +N ′θ + φ+ τ + ϵ

Diao et al. (2017, pg. 71) note specifically that Post is required in their case to account for a

“random shock” that may be correlated with the new rail line. Other examples of this model

include Freemark (2020) for zoning impacts on property prices, and Boslett & Hill (2019) for

the effect of gas pipelines on housing prices.

When taken jointly, I believe these four reasons provide ample evidence to suggest that a

post variable should be included in the context of social housing.

6.4 Parallel Trends & Parallel Growth

6.4.1 Background to the Parallel Trends Testing Approach

Difference-in-differences models rely on the assumption that the control group is a valid

counterfactual for the treatment group. This assumption requires the existence of parallel

trends after treatment. This means that changes in the control group outcome after treatment
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are what would have happened to the treatment group, if no treatment had taken place.

Technically, it is not possible to verify this assumption since we never observe what would

have happened to the treatment group if no treatment occurred. However, if parallel trends

did not hold prior to treatment (i.e. changes in the treatment group outcome were very

different from the control group prior to treatment) then there’s no good reason to believe

parallel trends would suddenly hold after treatment. Hence, testing for parallel trends prior

to treatment has become a key component of difference-in-differences analysis.

Traditional parallel trends testing is usually done in one of two ways. The first way is to

include a term that allows for a linear divergence from parallel trends (this variable would be

t × InnerArea in the context of this study) in the regression model, and then do standard

hypothesis testing to see if the divergence is statistically significant. The second way is to

include dummy variables for each pre-treatment time period in the treatment area, and then

conduct a joint hypothesis to test to see if these variables are jointly significant. For both

methods, failure to reject the null is taken to mean “parallel trends holds” and rejection

is taken to mean “parallel trends does not hold”. However, as Bilinski & Hatfield (2018,

pg. 1-4) note, these approaches have two issues: (1) if we fail to reject the null hypothesis of

parallel trends, it may simply be because statistical power is low (i.e. small sample size) (2)

if we accept the alternative hypothesis that parallel trends does not hold, it doesn’t tell us

if the deviation from parallel trends is enough to be significant (i.e. maybe parallel trends

doesn’t hold because of $1-$2 fluctuations in income, and our effect size is $20,000). Because

of this, Bilinski & Hatfield (2018) suggest a new approach that utilises equivalence testing

instead of standard hypothesis testing.

Since equivalence testing is not widely used in economics yet, I will provide a brief overview

here in the context of parallel trends testing, but I suggest that interested readers consult

Bilinski & Hatfield (2018) for a more in-depth explanation. Equivalence testing comes from

the drug trial literature where researchers often wish to show that a new drug is just as

effective as an existing medication. So if βold is the effect of the old drug, and βnew is

the effect of the new drug, researchers may want to show that βnew = βold. However, the

only way to incorporate this into a standard hypothesis testing framework is to set H0:

βnew = βold and H1: βnew ̸= βold. This of course suffers from all the problems mentioned for
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the standard parallel trends testing approaches. Namely, small sample sizes may fail to reject

H0 only because statistical power is too low, and large sample sizes may reject H0 because

of a clinically insignificant difference. To avoid this, equivalence testing can be used, where

researchers choose a tolerance for clinically significant differences δ and instead test with H0:

|βnew − βold| ≥ δ and H1: |βnew − βold| < δ. In this framework, it is up to the researcher to

provide statistical evidence to reject the null hypothesis that the drugs differ by a clinically

significant amount. Now, if the sample size is too low, the researcher will fail to reject H0,

and if the drugs only differ by a small irrelevant amount, the test should still reject H0.

The insight in Bilinski & Hatfield (2018) comes from reformulating the problem of parallel

trends testing as an equivalence test. Like the drug researchers, we actually only care if

parallel trends impact our treatment estimates by a significant amount. Therefore, if βparallel

is the effect size under the model which enforces parallel trends, and βgrowth is the effect size

under parallel growth,50 then we may wish to test with H0: |βparallel − βgrowth| ≥ δ and H1:

|βparallel − βgrowth| < δ. The null hypothesis here is that the two effects differ by a significant

amount and parallel trends does not hold. The alternative hypothesis is that the two effects

do not differ by a significant amount and parallel trends holds. Unlike standard parallel

trends testing approaches, if we have a small sample size, we will be unable to accept the

alternative hypothesis of parallel trends. And if we have a very large sample, we can still

accept parallel trends if the difference between the estimates is within our tolerance of δ.

Following from this insight, Bilinski & Hatfield (2018) suggest a that researchers use a

“one step up” approach when doing parallel trends testing. In simple terms this involves:

1. Select a parallel trend assumption which is “one step” higher complexity than what

you believe is the case. So if you believe parallel trends holds, select a parallel growth

assumption (i.e. a linear divergence from parallel trends).

2. Test the difference between the treatment effect in the low complexity and higher

complexity model. Use equivalence testing to try to reject an effect size of δ. δ should

be the researcher’s limit of an insignificant change, hopefully informed by the study

50This is a model which relaxes parallel trends assumption by including t × InnerArea - see the next
section for more details.
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context. It is also good to see if you can reject an impact the size of your effect size in

the low complexity model.

3. Since equivalence testing is being used, there are three possible outcomes:

(a) If there is strong evidence of changes larger than δ, then adopt the complex model

and compare it to an even more complex model by repeating steps (1) and (2).

(b) If there is strong evidence of no changes larger than δ, then accept the assumption

in your lower complexity model.

(c) If there is weak evidence in either direction, conclude that there is not sufficient

statistical evidence to evaluate the assumption.

In this paper, I use the Bilinski & Hatfield (2018) parallel trends testing approach to

avoid the shortfalls associated with the standard methods. I estimate the confidence interval

(CI) for the difference in treatment effects between the high and low complexity models using

the wild cluster unrestricted bootstrap specified in Roodman, Nielsen, MacKinnon, & Webb

(2019).

6.4.2 Parallel Growth in Housing Models

In Section 3.3, it was noted that most previous studies in the hedonic difference-in-differences

literature include a linear divergence from parallel trends t×InnerArea. This term is usually

interpreted as accounting for the possibility that treatment areas may be already declining

relative to controls prior to treatment. While this appears to be fairly innocuous, adding

this term actually changes the model from a parallel trends model to a parallel growth

model. In the same way that a standard parallel trends model assumes that the differences

in levels prior to treatment (i.e. InnerArea) would have persisted if no treatment occurred,

parallel growth assumes that differences in levels (InnerArea) and trend (t × InnerArea)

will persist if no treatment occurs. As noted in Kahn-Lang & Lang (2020), more complex

existing trend assumptions should be paired with more evidence to support the assumption

that these trends would have persisted if no treatment occurred, but this has been lacking in

nearly all social housing hedonic difference-in-differences papers. My goal in this section is
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to introduce readers to the parallel growth model, and outline some potential evidence that

I could produce to support the parallel growth model.

In simple terms, the parallel growth assumption requires that both trends move in the

same direction, but one group might move by x units less each time. As noted in Mora &

Reggio (2012), the typical parallel trends assumption is

E[∆Y 0|X,D = 1] = E[∆Y 0|X,D = 0]

whereas the parallel growth assumption is

E[∆∆Y 0|X,D = 1] = E[∆∆Y 0|X,D = 0] (14)

Figure 9 gives intuitive visualisation of this model. Note that in the accompanying Table 5,

the last two columns are equal, which means the model conforms to Equation (14). When

the response variable is ln(SalePrice), a parallel growth model requires that treatment and

control housing move in the same direction, but one group might appreciate by x% faster

than the other. This raises the question though, why would we expect this relationship from

the pre-treatment stage to hold in the long term? To answer this, I will take a moment to

outline why we might expect a parallel growth assumption to be reasonable in a housing

context, and (crucially) what evidence we should gather to show it probably applies to a

specific housing dataset.

Among housing investors, there is a prominent view that a trade-off exists between rental

yields and capital appreciation. Particularly, housing with higher rental yields (i.e. stu-

dent accommodation) tends to appreciate at a slower rate than typical single-family homes

(“growth housing”) (Moger, n.d.; Slack-Smith, 2013, pg. 33-34). This view is also supported

in the academic literature. For example Rossini, Kershaw, Marano, & Kupke (2005, pg. 296)

noted that typical family homes with 5 or less rooms had very similar total returns despite

widely differing rental yields. They found that in areas where rental yields were high, capital

appreciation was low, and vice-versa. This implies that rental yields and capital appreciation

are inversely related. Therefore, it would not be unreasonable to hypothesise that some areas

may see consistently lower capital appreciation if they maintain higher rental yields. This
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Figure 9: Parallel Growth Visualisation

Time, t

Price, P

C : Control Trend

T : Treated Trend

This figure shows a typical parallel growth model. Here the treatment units grow by 0.5 more after each time
unit. See Table 5 for the exact data used to plot this graph.

Table 5: Parallel Growth Example Data

t Control P Treat P ∆Control P ∆Treat P ∆∆Control P ∆∆Treat P

0 6 3 - - - -

1 7 4.5 1 1.5 - -

2 7 5 0 0.5 -1 -1

3 6 4.5 -1 -0.5 -1 -1

4 4 3 -2 -1.5 -1 -1

5 5 4.5 1 1.5 3 3

6 4 4 -1 -0.5 -2 -2

7 6 6.5 2 2.5 3 3

8 4 5 -2 -1.5 -4 -4

9 3 4.5 -1 -0.5 1 1

10 1 3 -2 -1.5 -1 -1
In this mock dataset, the parallel lines assumption does not hold as ∆Control P ̸= ∆Treat P. However, the
parallel growth assumption does hold as ∆∆Control P = ∆∆Treat P.



means that, if parallel growth is observed in a housing dataset, it is reasonable to assume it

would hold in the long term if the divergence can be traced back to a stable relationship like

the growth vs. yield trade-off.

One possible way to “trace back” such a relationship would be to observe if differences

in rental yields are roughly similar to the parallel growth divergence. For example, if control

housing appreciates by 1% less than treatment housing each year, we should also observe

higher rental yields among control housing compared to treatment housing. However, if we

instead observed substantially lower rental yields in control housing, it would imply that the

difference in appreciation rates likely comes from a different source which may not remain

stable over the long term. Note that we generally shouldn’t be overly strict and require that

1% lower growth be matched by exactly a 1% higher rental yield. This is because there are a

wide range of factors that influence the trade-off between yield and growth. For example, you

might find that rental yields are only 0.5% higher among control housing because investors

are favouring rental properties over growth properties due to capital appreciation uncertainty

(i.e. prior to election or recession). Likewise, you may find that rental yields are 1.5% higher

among control housing if there are tax benefits which make growth more desirable (such as

New Zealand’s policy of excluding capital gains taxes on property).

At this point, some readers may be wondering whether this growth vs. yield trade-off

aligns with the Roback (1982) framework outlined in Section 2.1. I will direct such readers

to Appendix C where I show how the growth vs. yield trade-off can arise under rational

valuations like those assumed in the Roback (1982) model.

7 Results

In this section I outline the regression results for the models mentioned in Section 6.2. When

models have a log response, there are sometimes multiple ways to interpret the coefficients,

depending on what approximations are used. To avoid any confusion, in this study I will

interpret variables according to the rules outlined in Table 6.
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Table 6: Coefficient Interpretations with ln(y) Response

Coefficient Type Formula Example

Dummy Variable +1 →
(
(eC − 1)× 100

)
%

If ln(P ) = β0+0.2D, then set-
ting D = 1 will increase P by
22.14%.

Logged Continuous +1% → (C)%
If ln(P ) = β0 +0.2 ln(X), then
increasing X by 1% will in-
crease P by 0.2%

Continuous +1 →
(
(eC − 1)× 100

)
%

If ln(P ) = β0 + 0.2X, then in-
creasing X by 1 unit will in-
crease P by 22.14%

7.1 Basic Hedonic Model

Table 7 presents the key regression results for the basic hedonic model outlined in Equation

(8). The full regression results are available in Appendix E.1. Column (1) shows the re-

gression results for a sample with all housing (all treatment, removal, and historic treatment

houses anywhere in the study area). Column (2) shows the regression results for a sample

with addition, removal, and historic treatment housing but only in analysis areas. Analysis

areas are shown with indexes in Figure 8. The treatment estimate in the first column suggests

that housing within 600m of a social house tends to be 14.2% more valuable after adjusting

for other relevant factors. When we look at analysis areas only in the second column, the esti-

mate falls to 9.3%. Both of these estimates are much larger than other estimates in the basic

hedonic model literature (see Section 3.2), but that is likely because the filters mentioned in

Section 6.1 have been applied. In particular, limiting the sample to housing within 1200m of

social housing (at some point in time), has already controlled for many omitted factors that

are likely not controlled for when running a hedonic regression across all housing sales. Col-

umn (3) limits the regression sample to only addition housing. Column (4) further restricts

the regression sample to only addition housing in areas that had treatment and control sales

before and after treatment. The estimates in the third column and fourth columns suggest

that among addition housing, being within 600m of social housing has a small positive effect

of 0.42%-0.72%. However, this result is not statistically significant, which means we cannot
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Table 7: Basic Hedonic Model

(1) (2) (3) (4)

InnerArea - - - -

Treated
0.1330

(0.0055)***
0.0890

(0.0071)***
0.0072
(0.0129)

0.0042
(0.0129)

PostSHFactor - - - -
t× InnerArea - - - -
t× Treated - - - -
t× PostSHFactor - - - -

Sample Type All
Treat Area

Only
Additions

Only
Best Additions

Only
R2 0.4242 0.4506 0.3474 0.3314
n 71518 31675 12560 12214

All these regression results use the model in Equation (8). InnerArea, PostSHFactor etc. are included
with no output to clarify to readers that the basic hedonic model does not use or estimate these variables.
Column (1) shows the results for a data sample which consists of all available data. This sample includes
all addition, removal, and historic treatment social housing as defined in Section 6.1. Column (2) shows the
results for a data sample which uses any house that is in an analysis area. All 16 analysis areas are shown
in Figure 8. Column (3) uses a data sample consisting of only addition housing. Column (4) uses a data
sample consisting of only addition housing which resides in analysis areas that had control and treatment
observations before and after treatment. This turns out to be addition housing in analysis areas 1, 2, 3, 5, 7,
9, and 16. The reported standard errors are White standard errors clustered by house.

rule out the possibility that the true effect is actually 0.

At face value, these results appear suggest that the new addition housing adds no amenity

value to the neighbourhood, whereas existing social housing has tended to boost property

values by around 10%. This is a counter-intuitive result, as generally the newly added social

housing is of better build quality to existing units. However, as noted earlier in this paper,

the basic hedonic model fails to control for any differences in quality that are not captured by

HouseCharacteristics. Two points of particular concern are that social housing providers

may have self-selected areas with higher/lower house prices or with rising/declining trends

prior to treatment. Both of these self-selection issues would be correlated with Treated and

bias the treatment estimates. Fortunately by adopting a hedonic difference-in-differences

approach, it is possible to mitigate both of these issues.

7.2 Hedonic Difference-in-Differences Model

In the hedonic difference-in-differences model we can control for pre-treatment housing quality

in the inner area (InnerArea), post-social house time-varying trends (PostSHFactor & t×
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PostSHFactor), and pre-treatment trends in the inner area (t× InnerArea). This provides

a much more credible identification strategy, provided that the crucial parallel trends/parallel

growth assumption holds. In Section 7.4.1 I show that there is significant evidence to suggest

the parallel growth assumption does indeed hold in this model.

I present the summarised regression results for my hedonic difference-in-differences model

in Table 8 (full regression results are available in Appendix E.2). These regressions use

Equation (10) and Equation (11). The results suggest that addition housing in inner areas

tends to be cheaper than control housing by around 2.8%-4.3%. Furthermore, the negative

coefficients on t× InnerArea× Addition (for columns (1) and (2)) and t× InnerArea (for

columns (3) and (4)) indicate that the price of addition housing in the inner area was growing

about 0.7%-0.8% slower each quarter than control addition housing prior to treatment. Both

of these coefficients are statistically significant and relatively large which justifies using a

difference-in-differences model over the basic hedonic model - which would not have controlled

for such factors. Note the slower growth in the inner area prior to treatment should not be

an anticipatory decline since I use ownership change as the treatment variable (ownership

change predates both announcement and construction).

Regression results for the pooled models in columns (1) and (2) suggest an instantaneous

treatment effect (i.e. Treated) of 5.8% for addition housing, while the addition-only models

in columns (3) and (4) suggest it may be closer to 4.8%-4.9%. Therefore, these results

suggest that when social housing arrives in a neighbourhood it immediately raises prices in

the treatment area (inner area) by about 5%. The treatment effect over time estimates (i.e.

t × Treated × Addition or t × Treated) are relatively large and statistically significant in

all specifications, suggesting that the effect of social housing grows over time as well. The

addition-only models in columns (3) and (4) suggest that treated housing prices grow 1.13%

faster each quarter as a result of treatment. In other words, the model indicates that social

housing has flipped the declining 0.79% per quarter trend into an appreciating 0.33% per

quarter trend (relative to controls). For columns (1) and (2) the model indicates that inner

area house prices grow 0.99%-1.09% faster per quarter as a result of treatment. Therefore, the

hedonic difference-in-differences model suggests that nearby house prices will be 19.1%-20.4%

higher (relative to the counterfactual) three years after the introduction of social housing to
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Table 8: Hedonic Difference-in-Differences Model Results

(1) (2) (3) (4)

InnerArea
0.3736

(0.0124)***
0.3375

(0.0227)***
-0.0445
(0.0189)*

-0.0443
(0.0189)*

InnerArea×Addition
-0.4174

(0.0211)***
-0.3659

(0.0286)***
- -

InnerArea×Removal
-0.3230

(0.0715)***
-0.3110

(0.0736)***
- -

Treated - -
0.0483

(0.0207)*
0.0467

(0.0207)*

Treated×Addition
0.0564

(0.0189)**
0.0564

(0.0191)**
- -

Treated×Removal
0.1859

(0.0689)**
0.2047

(0.0725)**
- -

PostSHFactor - -
0.0262
(0.0278)

0.0242
(0.0277)

PostSHFactor ×Addition
-0.0036
(0.0261)

-0.0066
(0.0269)

- -

PostSHFactor ×Removal
0.8120
(0.4306)

0.8786
(0.3361)**

- -

t
0.0021

(0.0008)*
0.0030

(0.0011)**
0.0056

(0.0016)***
0.0056

(0.0016)***

t×Addition
0.0054

(0.0017)**
0.0035
(0.0018)

- -

t×Removal
-0.0193
(0.0160)

-0.0232
(0.0129)

- -

t× InnerArea - -
-0.0079

(0.0012)***
-0.0079

(0.0012)***

t× InnerArea×Addition
-0.0075

(0.0011)***
-0.0074

(0.0011)***
- -

t× InnerArea×Removal
-0.0387

(0.0042)***
-0.0411

(0.0050)***
- -

t× Treated
-0.0119

(0.0005)***
-0.0137

(0.0010)***
0.0112

(0.0013)***
0.0112

(0.0013)***

t× Treated×Addition
0.0218

(0.0013)***
0.0245

(0.0015)***
- -

t× Treated×Removal
-0.0218

(0.0068)**
-0.0262

(0.0067)***
- -

t× PostSHFactor - -
-0.0075

(0.0015)***
-0.0076

(0.0015)***

t× PostSHFactor ×Addition
-0.0076

(0.0014)***
-0.0074

(0.0015)***
- -

t× PostSHFactor ×Removal
-0.0173
(0.0163)

-0.0185
(0.0134)

- -

Sample Type All
Treat Area

Only
Additions

Only
Best Additions

Only
R2 0.4347 0.4621 0.3594 0.3438
n 71518 31675 12560 12214

Results for columns (1) and (2) use the model in Equation (11). Results for columns (3) and (4) use the model in Equation (10).
Column (1) shows the results for a data sample which consists of all available data. This sample includes all addition, removal,
and historic treatment social housing as defined in Section 6.1. Column (2) shows the results for a data sample which uses any
house that is in an analysis area. All 16 analysis areas are shown in Figure 8. Column (3) uses a data sample consisting of only
addition housing. Column (4) uses a data sample consisting of only addition housing which resides in analysis areas that had
control and treatment observations before and after treatment. This turns out to be addition housing in analysis areas 1, 2, 3,
5, 7, 9, and 16. The reported standard errors are White standard errors clustered by house.



an area.51

In Section 6.3 I argued that a post variable, which is not typically considered in the social

housing literature, should actually be included in a hedonic difference-in-differences model in

most cases. Specifically, I hypothesised that there are positive amenities (or forward looking

expectations of positive amenities) that arrive jointly with social housing (i.e. bus stops,

parks etc.). However, the results in Table 8 do not appear to support this hypothesis. I find

that the coefficient for PostSHFactor is insignificant, suggesting that arrival of a social house

within 1200m of an area is not correlated with any instantaneous post effect. Additionally,

the coefficient estimates for t × PostSHFactor × Addition and t × PostSHFactor suggest

that control (outer area) house prices decline over time at about 0.75% per quarter relative

to the wider neighbourhood time trend. This means that the introduction of social housing is

actually correlated with a wider decline in the area rather than an appreciation. Potentially

the closing of a local business or school, may have prompted a decline in house prices and

the introduction of social housing efforts.

Although, the dummy + time trend model analysed here is the predominant model speci-

fication used in the hedonic difference-in-differences literature (see Section 3.3), it is actually

a relatively restrictive specification. We really only know if there is an immediate impact (i.e.

Treated), and if prices increase on average in the years following treatment (i.e. t×Treated).

However, it may be of interest to see when exactly these benefits accumulate and allow for

the possibility that the treatment effect may be non-linear. Therefore, I test a model spec-

ification that includes a dummy variable for each quarter after treatment in the inner area.

This allows the model to estimate a treatment effect for each quarter after treatment started.

Figure 11a, which graphs the treatment effect for each quarter in this model, shows that the

general trend of the quarterly treatment effects is remarkably linear. Additionally, Figure

11b shows that the estimates for the quarterly treatment effects track closely to the estimated

treatment effect in Table 8. This suggests that the linear specification in Equation (10) is

perfectly sufficient to capture the treatment effect in the data.

Looking further into the discretised treatment, I estimate another model which allows for

51These estimates are derived using the formula exp(Treated + t × Treated × 4 × 3) − 1. I multiply by
4 because there are four quarters in a year, and I multiply by 3 because we want the estimates after three
years.
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a unique time trend in each quarter before and after treatment for inner area housing. In

other words, I allow for a dummy variable for two quarters away from treatment, one quarter

away from treatment, first quarter of treatment, second quarter of treatment and so on.52

The dummy variable for each quarter is graphed in Figure 10. This event study plot visually

confirms the estimates in Table 8. Specifically, note that prices are initially falling (relative

to control housing) until there is an change in trend when treatment occurs and house prices

begin to rise. This is exactly what I found earlier when I noted that the introduction of

social housing changed a declining trend into an appreciating one. Figure 10 also confirms

why using a parallel growth model (i.e. including the t× InnerArea variable) is important

when calculating the treatment estimates. If we were to simply compare the average of the

points before and after treatment, we would likely underestimate the treatment effect. This

is because we would ignore the fact that in the absence of treatment, house prices probably

would have continued to fall as they were doing prior to treatment. This is reflected in the

superimposed “counterfactual” line in Figure 10.

The treatment effects presented here are the average treatment effects across multiple

neighbourhoods in Christchurch. However, we may want to confirm that these results are

not being driven by one or two anomalous neighbourhoods. As shown in Section 8.2 later,

this is often not easy to check without a separate analysis. Therefore, in Appendix E.3,

I test a model which only uses treatment quarters with sales from at least four different

neighbourhoods. This ensures that the treatment effect in each quarter uses observations

from at least a third of the neighbourhoods in this study, thus making it more likely to

reflect the average effect. The results are broadly similar to that presented here, suggesting

that the treatment effects outlined in this section reflect a fundamental relationship in the

data, rather than anomalies in some neighbourhoods.

It is notable that effect of social housing on removal properties appears to be much

different from addition housing.53 The instantaneous treatment effect for removal housing

52This just the same as including a dummy variable for each possible value of t. See Section 6.2.2 for the
definition of t. I must emphasise again that t measures time relative to treatment, which is different from
calendar time (i.e. 2015 Q1).

53When interpreting the removal results, it’s important to remember that everything occurred in reverse.
For example, the coefficient on PostSHFactor × Removal is about 0.88. This suggests that before social
housing was removed, prices in treatment and control areas were 141% higher. Similarly, the sum of the
coefficients on t × Treated × Removal and t × Treated is between -0.0337 to 0.0399. This means that
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Figure 10: Event Study Plot for Hedonic Difference-in-Differences Model

This figure shows the estimated trend in the inner area for each quarter before and after treatment. Treatment
occurs in each area at 0, so positive x axis numbers indicate it is that many quarters since treatment occurred
and negative number indicate it is that many quarters until treatment occurs. The red line shows the linear
trend of the estimates before treatment occurred, and the blue line shows the linear trend of the estimates
after treatment occurred.a The dotted line is a manual extrapolation of the pre-treatment trend. It represents
the parallel growth model’s counterfactual scenario if no treatment occurred. Note that these lines on the
plot are indicative only and won’t line up exactly with the results in Table 8 (because the model will weight
quarters with more sales more heavily, but these lines are just from the graphing package so they don’t
consider that).

aNote that 5 estimates between 35 and 30 have been removed from the plot as they paint a misleading
picture because they are wildly volatile and have few observations.
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Figure 11: Hedonic Difference-in-Differences Model Discretised Treatment Effect

(a)

(b)

These figures show the estimated discretised treatment effect from a model which estimates a
dummy variable for each quarter after treatment. The x axis is the number of quarters after
treatment occurred (not “calendar” quarter). So if treatment in an area occurred in 2015 Q1, and
a sale was recorded in that same area later in 2015 Q4, then that sale would have a quarters after
treatment value of 3. Each point in these plots is the model’s estimate for the treatment effect
that many quarters after treatment. In the top figure, larger points indicate that there were more
observations that many quarters after treatment. The red line in the bottom figure shows a LOESS
curve fit through the estimated treatment effects. The blue line shows the estimated treatment
effect from column (4) in Table 8.



(Treated × Removal) suggests that before social housing was removed, house prices in the

inner area were about 20% higher than the outer area. However, when treatment was oc-

curring, the coefficient on t× Treated×Removal (+ t× Treated) tells us that house prices

were declining 3.3%-3.9% faster than when treatment ended. Assuming symmetrical treat-

ment effects, this implies that adding the social house back would increase prices in the inner

area by about 20% but also decrease the inner area quarterly growth rate by 3.3%-3.9% per

quarter. Furthermore, it appears that social housing was removed in conjunction with a very

large declining trend, as when social housing was removed prices in both the treatment and

control areas declined by around 58%, although the estimate is not significant in all specifi-

cations suggesting high variance between houses.54 While this may seem surprisingly large, I

note that most removals occurred in red-zoned or liquefaction damaged areas from the 2011

Christchurch Earthquake (Tonkin + Taylor, 2020). Therefore, many sales by state housing

providers likely occurred on government confirmation that specific areas would be red-zoned

or classified as liquefaction prone.55 Unfortunately, as I note in Section 7.4.2, the pre-trend

for removal housing might not be a credible counterfactual. This means that the regression

results for removal housing may not reflect causal estimates.

7.3 Repeat Sales Difference-in-Differences Model

My estimates for the repeat sales difference-in-differences model are outlined in Table 9.56

The results use the models specified in Equation (12) and (13). Unlike the hedonic difference-

in-differences model in the previous section, the repeat sales difference-in-differences model

controls for all fixed characteristics of a home, therefore eliminating any potential endogeneity

bias from unobserved fixed characteristics that are correlated with treatment. The repeat

sales difference-in-differences model also includes a variable for the value of consented building

before the removal of the social housing, prices in the inner area were declining 3.3%-3.9% per quarter faster
compared to after social housing was removed.

54PostSHFactor×Removal has a coefficient of 0.8786 in Table 8. This means that before social housing
was removed prices were 141% higher. Simultaneously, it also means that when social housing was removed
prices fell by e−0.8786 − 1 = -58%.

55This process took several years after 2011 to complete, so many announcements could be in my dataset
(Blundell, 2014).

56There is no appendix for the full results here because Table 9 already contains the full regression results
(excluding quarter by area dummies). This is because are no house characteristics to estimate in the repeat
sales model.
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work done on a property. This effectively accounts for any major renovations or construction

work done to a property.

The key treatment effect results are analogous to those found for the hedonic difference-

in-differences model in the prior section. All models suggest that, for addition housing,

social housing tends to raise inner area property prices instantaneously by 5.4%-7.5% and

increase the long-term quarterly growth rate in the area by 0.7%. Compared to the hedonic

difference-in-differences results in Table 8, these estimates suggest a similar instantaneous

treatment effect and a moderately smaller long-term treatment effect. Overall, my estimates

here suggest that, after three years with social housing, nearby house prices will be 14.7%-

17.3% higher than what would have otherwise occurred in the absence of treatment. A

discretised treatment effect plot for the repeat sales model is available in Figure 12. The

figure indicates that, like the hedonic difference-in-differences model, the treatment effect

appears to be approximately linear. The variance of the per quarter treatment estimates

appears to be wider compared to the hedonic difference-in-difference estimates in Figure 11a,

but this may simply reflect the smaller sample size used in the repeat sales difference-in-

differences model.

As mentioned in Section 7.2, it is important that the treatment effect is a shared trend

among all neighbourhoods, rather than an anomalous result being driven by one or two

neighbourhoods. The analysis in Appendix E.4 shows that restricting the sample to quarters

where at least one third of all neighbourhoods were contributing data, does not fundamentally

alter the positive effects seen here. This implies that my results here originate from a genuine

trend in each treatment area, and are not reflective of outlier neighbourhoods.

The results for t × InnerArea and t × Treated in Table 9 suggest a declining trend of

around 0.53-0.65% per quarter prior to treatment. The declining pre-treatment trend can

also be seen visually in the event study plot in Figure 13. The event study plot suggests

that house prices in the inner area were declining prior to treatment, and this negative trend

was completely reversed into a positive one after treatment. This confirms the negative and

positive estimates of t× InnerArea and t× Treated respectively in Table 9.

In the repeat sales difference-in-differences model, the estimated post trends are also

negative, suggesting that treatment occurred at the same time as a wider declining trend
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Figure 12: Repeat Sales Difference-in-Differences Model Discretised Treatment Effect

These figures show the estimated discretised treatment effect from a repeat sales difference-in-differences
model that estimates a dummy variable for each quarter after treatment. Each point in this plot is the
model’s estimate for the treatment effect after the respective number of quarters. Larger points indicate that
there are more observations at that point.
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Figure 13: Event Study Plot for Hedonic Difference-in-Differences Model

This figure shows the estimated trend in the inner area for each quarter before and after treatment. The red
line shows the linear trend of the estimates before treatment occurred, and the blue line shows the linear trend
of the estimates after treatment occurred.a The dotted line is a manual extrapolation of the pre-treatment
trend. It represents the parallel growth model’s counterfactual scenario if no treatment occurred. Note that
these lines on the plot are indicative only and won’t line up exactly with the results in Table 9 (because the
model will weight quarters with more sales more heavily, but these lines are just from the graphing package
so they don’t consider that).

aNote that 5 estimates between 35 and 30 have been removed from the plot as they paint a misleading
picture because they are wildly volatile and have few observations.



96

Table 9: Repeat Sales Difference-in-Difference Results

(1) (2) (3) (4)

Treated - -
0.0528

(0.0262)*
0.0528

(0.0262)*

Treated×Addition
0.0719

(0.0237)**
0.0691

(0.0238)**
- -

Treated×Removal
0.1152
(0.0856)

0.1060
(0.0877)

- -

PostSHFactor - -
0.0286
(0.0409)

0.0286
(0.0408)

PostSHFactor ×Addition
-0.0032
(0.0379)

-0.0074
(0.0384)

- -

PostSHFactor ×Removal
3.1246

(0.6566)***
3.0166

(0.6325)***
- -

t
0.0312

(0.0010)***
0.0291

(0.0021)***
0.0343

(0.0030)***
0.0343

(0.0030)***

t×Addition
0.0056

(0.0019)**
0.0063

(0.0020)**
- -

t×Removal
-0.0986

(0.0194)***
-0.0932

(0.0189)***
- -

t× InnerArea - -
-0.0053

(0.0016)***
-0.0053

(0.0016)***

t× InnerArea×Addition
-0.0065

(0.0015)***
-0.0056

(0.0015)***
- -

t× InnerArea×Removal
-0.0362
(0.0196)

-0.0336
(0.0188)

- -

t× Treated
-0.0122

(0.0008)***
-0.0092

(0.0012)***
0.0070

(0.0016)***
0.0070

(0.0016)***

t× Treated×Addition
0.0195

(0.0016)***
0.0161

(0.0018)***
- -

t× Treated×Removal
-0.0297

(0.0071)***
-0.0248

(0.0073)***
- -

t× PostSHFactor
-0.0107

(0.0019)***
-0.0103

(0.0019)***
-0.0114

(0.0019)***
-0.0114

(0.0019)***

t× PostSHFactor ×Addition
-0.0107

(0.0019)***
-0.0103

(0.0019)***
- -

t× PostSHFactor ×Removal - - - -

ln(ConstructionV alue)
0.0259

(0.0003)***
0.0282

(0.0004)***
0.0293

(0.0005)***
0.0293

(0.0005)***

Sample Type All
Treat Area

Only
Additions

Only
Best Additions

Only
R2 0.6091 0.6644 0.6987 0.6979
n 34387 17313 8132 7950

Results for columns (1) and (2) use the model in Equation (13). Results for columns (3) and (4)
use the model in Equation (12). Column (1) shows the results for a data sample which consists of
all housing sales for homes that sold at least twice. This sample includes all addition, removal, and
historic treatment social housing as defined in Section 6.1. Column (2) shows the results for a data
sample which uses any house that is in an analysis area and sold at least twice. All 16 analysis
areas are shown in Figure 8. Column (3) uses a data sample consisting of only addition housing
that sold at least twice. Column (4) uses a data sample consisting of only addition housing, that
sold at least twice, and which resides in analysis areas that had control and treatment observations
before and after treatment. This turns out to be addition housing in analysis areas 1, 2, 3, 5, 7, 9,
and 16. The reported standard errors are White standard errors clustered by house.



in the area. Specifically, Table 9 indicates that when social housing was added, prices in

the control areas did not initially move by much at all. However, over time control house

prices tended to decline by 1.13% faster each quarter after treatment occurred than the wider

neighbourhood trend. This is broadly similar to the result found for the hedonic difference-

in-differences results in Table 8.

Removal housing estimates have remained relatively unchanged from the hedonic difference-

in-difference results, with large positive instantaneous treatment effects (Treated×Removal)

alongside large and negative long term growth effects (t × Treated × Removal). However,

caveats around the causality of these estimates are even more pronounced here, as there were

so few control double sales for removal housing that it was not possible to even estimate

t× PostSHFactor ×Removal.

7.4 Parallel Growth Testing

7.4.1 Parallel Growth Methodology and Results

As noted earlier, the causal validity of a difference-in-differences approach relies on the cred-

ibility of the parallel trends assumption. Unfortunately, testing the repeat sales difference-

in-differences model using the Bilinski & Hatfield (2018) framework was not possible because

the spline estimator used is not compatible with the within transformation required for repeat

sales estimation. Therefore, in this section I will test only the hedonic difference-in-differences

model for parallel trends/parallel growth using the Bilinski & Hatfield (2018) framework (see

Section 6.4.1 for a brief overview). Although, given the similarity between these models,

I suggest that the repeat sales parallel growth testing would not have been significantly

different.57

I test for both parallel trends vs. parallel growth and parallel growth vs. complex trends

using the sample of all housing. As recommended in Bilinski & Hatfield (2018), the parallel

57Indeed, estimates for the repeat sales model’s parallel trends vs. parallel growth stage (which does not
require the spline model) were very similar to the results shown here.
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trends model uses the following equation:

ln(SalePrice) = Intercept+ Addition+Removal + InnerArea

+ t+ t× Addition+ t×Removal

+ InnerArea× Addition+ InnerArea×Removal

+ PostSHFactor × Addition+ PostSHFactor ×Removal

+ t× PostSHFactor + t× PostSHFactor × Addition

+ t× PostSHFactor ×Removal

+
T−1∑
k=T0

I(t = k ∩ InnerArea = 1)

+
T∑

k=T0

I(t = k ∩ InnerArea = 1)× Addition+

+
T∑

k=T0

I(t = k ∩ InnerArea = 1)×Removal + TimeFE

+Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

I is the indicator function, meaning that I(t = k ∩ InnerArea = 1) are dummy variables for

each quarter after treatment in the inner area.58 Following Bilinski & Hatfield (2018), the

average treatment effect is the average value of the coefficients on

T∑
k=T0

I(t = k ∩ InnerArea = 1)× Addition (15)

Note that here t is not calendar time, it is the number of quarters relative to treatment (see

Section 6.2.2). T0 is the index when treatment began for a specific house (this is 0 in my

study) and T is the maximum year of treatment available.

For parallel growth, I test a similar model but with a pre-treatment linear divergence

58Note that because t is the time until treatment (not calendar time) this is completely different from
TimeFE - except for historical treatments.
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from parallel trends (i.e. I add t× InnerArea× Addition and t× InnerArea×Removal)

ln(SalePrice) = Intercept+Addition+Removal + InnerArea

+ t+ t×Addition+ t×Removal

+ InnerArea×Addition+ InnerArea×Removal

+ PostSHFactor ×Addition+ PostSHFactor ×Removal

+ t× PostSHFactor + t× PostSHFactor ×Addition

+ t× PostSHFactor ×Removal

+ t× InnerArea×Addition+ t× InnerArea×Removal

+

T−1∑
k=T0

I(t = k ∩ InnerArea = 1) +

T∑
k=T0

I(t = k ∩ InnerArea = 1)×Addition

+
T∑

k=T0

I(t = k ∩ InnerArea = 1)×Removal + TimeFE +Neighbourhood

+ TimeFE ×Neighbourhood+HouseCharacteristics+ e

Finally, for complex growth I estimate a similar model to the one above, but I allow the

pre-treatment trend to be non-linear. Hence, I estimate

ln(SalePrice) = Intercept+Addition+Removal + InnerArea

+ t+ t×Addition+ t×Removal

+ InnerArea×Addition+ InnerArea×Removal

+ PostSHFactor ×Addition+ PostSHFactor ×Removal

+ t× PostSHFactor + t× PostSHFactor ×Addition

+ t× PostSHFactor ×Removal

+ f(t× InnerArea×Addition) + f(t× InnerArea×Removal)

+

T−1∑
k=T0

I(t = k ∩ InnerArea = 1) +

T∑
k=T0

I(t = k ∩ InnerArea = 1)×Addition

+
T∑

k=T0

I(t = k ∩ InnerArea = 1)×Removal + TimeFE +Neighbourhood

+ TimeFE ×Neighbourhood+HouseCharacteristics+ e

where f(x) is a spline model with two degrees of freedom.

Note that we are interested in the difference between the average treatment effect (Equa-
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Figure 14: Parallel Lines & Parallel Growth Tests

−0.4 −0.3 −0.2 −0.1 0 0.1 0.2 0.3 0.4

Unclustered Errors

House Clustered
Errors

Area Clustered
Errors

This figure shows confidence intervals for the change in the average treatment effect under different error
clustering assumptions. Table 10 contains the data used in this figure. Red lines represent the confidence
interval for the change in effect between a model assuming parallel lines and another model assuming parallel
growth. Blue lines represent the confidence interval for the change in effect between a model assuming parallel
growth and another model assuming complex growth. The two parallel lines in the middle show the bounds
of (−δ, δ).

tion (15)) in a higher complexity model vs. the lower complexity model. For example, when

testing for parallel growth, the test statistic is the average treatment effect in the parallel

growth model minus the average treatment effect in the parallel trends model. The confi-

dence intervals for these statistics are derived using the wild cluster unrestricted bootstrap

specified in Roodman et al. (2019) with 301 bootstrap samples.

I choose a minimum significant effect difference (i.e. δ) of 0.01. Hence, if a model (i.e.

parallel growth) changes the average treatment effect by at least 0.01 I consider that to be a

significant difference. Because the response variable is ln(SalePrice) a 0.01 effect corresponds

to around a 1% change. The parallel trends testing results are outlined in Table 10 and

visualised in Figure 14.
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7.4.2 Commentary and Justification for the Parallel Growth Model

The results in Figure 14 and Table 10 indicate that under unclustered standard errors, I

can accept the parallel growth assumption, as the CI (0.1043, 0.1969) lies well outside the

range of irrelevant deviations (-0.01, 0.01). Specifically, this means that if we repeatedly

sampled from the population, 95% of the time we would expect the average effect in the

parallel growth model to be between (0.1043, 0.1969) larger than the average effect in the

parallel trends model. This CI is strictly outside the allowance range for irrelevant effect size

changes (-0.01, 0.01), which means there is sufficient evidence to conclude that the parallel

growth assumption has a significant effect. The same result holds if I allow for errors to be

clustered by house. However, clustering errors by analysis area (see Figure 8 for the location

of the analysis areas), results in a very wide confidence interval which lies both substantially

outside and inside the range for insignificant effects. Therefore, under area clustered errors I

cannot provide evidence to support the null hypothesis (parallel growth has an effect larger

than δ on the size of the average treatment effect) or the alternative hypothesis (parallel

growth does not have an effect larger than δ on the size of the average treatment effect).

It is important to note that there are only 12 distinct areas for addition treatments, hence

clustering on this level assumes a large amount of correlation between observations.

When comparing the parallel growth model to the complex growth model, I find that,

regardless of the error clustering assumptions, I cannot provide evidence to support the

parallel growth model over the complex growth model. This is because, for all error clustering

assumptions, the confidence interval for the change in the average effect lies both inside and

outside the range of irrelevant changes (-0.01, 0.01). Therefore, I cannot rule out a change

greater than ±0.01, while simultaneously being unable to rule out a change within ±0.01.

While this statistical evidence is important, as I mention in Section 6.4.2, it is also impor-

tant to consider contextual evidence when assessing the validity of a difference-in-differences

model. Specifically, I note that one should only use the parallel growth model if the mecha-

nism that drives the parallel growth originates from a stable relationship. One candidate for

a long-run stable relationship that I gave in Section 6.4.2 was the growth vs. yield trade-off

in housing. Using 2018 census data, I find considerable evidence that the driving factor of
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the parallel growth model originates from the growth vs. yield trade-off. Specifically, read-

ing from Table 11, I estimate that inner area addition housing prior to treatment tended to

return 2.16% higher yields in 2018 compared to addition control housing. Looking at my

regression results in Table 8, the equivalent coefficient in the hedonic difference-in-differences

model suggests that addition inner area housing appreciates 0.79% slower than addition con-

trol housing.59 If we annualise this figure using the rules in Table 6, we find that inner area

addition housing tends to appreciate around 3.11% slower than addition control housing each

year.60 Using the equivalent coefficient from the repeat sales difference-in-differences model

in Table 9, suggests that addition inner area housing appreciates 0.53% slower per quarter

than addition control housing. On an annualised basis, this suggests that addition inner area

housing appreciates 2.10% slower per year relative to addition control housing. Although

both estimates are reasonably close to my yield differential of 2.16%, this last estimate is

remarkably similar.

Although this rental yield estimate may not be completely accurate, since the 2018 Census

only gives aggregate median rents for small neighbourhoods (approx. 100-200 people), I

suggest that this is still sufficient to conclude that the parallel growth likely originates from

the growth vs. yield trade-off. This means we should be confident that the divergence

between treatment and control housing would have continued in the absence of treatment

(i.e. the counterfactual is valid). I will not walk through this exercise for removal housing

here, but note that for removal housing there is no correspondence between the results in

Table 8 and the yield differentials in Table 11. This suggests that the treatment estimates

in Table 8 are less credible for removal housing.

Overall, these results mean that there is strong statistical evidence to suggest that the

parallel growth model should be used over the parallel trends model, and uncertain evidence

regarding whether the parallel growth model or complex growth model should be used. Al-

though, note that under unclustered standard errors the results were close to rejecting the

complex growth model, hence statistical evidence potentially leans in favour of the paral-

lel growth model. Additionally, I am also able to closely “trace back” the parallel growth

59Because the rental yield differentials are relative to addition control housing, only columns (3) and (4)
should be used.

60This is (e−0.0079×4 − 1)× 100
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Table 11: Estimated Average Rental Yields in Inner and Outer Area Housing

Additions Removals

Average Rental Yield in Outer Area 6.02% 5.65%

Average Rental Yield in Inner Area 8.18% 3.27%

This table shows the estimated rental yield for inner and outer areas among addition and removal housing
prior to treatment. Yields are calculated as Y earlyRentalPayments/SalePrice. Median rents for the
Statistical Area 1 where the home resides are taken as the estimate for Y earlyRentalPayments. These
median rents are sourced from 2018 New Zealand Census. Since the estimated rents correspond 2018, only
homes which sold in 2018 are used are used to calculate the average yield.

model’s results to the growth vs. yield trade-off. Therefore, considering all evidence jointly, I

suggest that there is considerable evidence to support parallel growth model with reasonable

confidence and largely reject the possibility of a complex growth model. This implies that

results for addition housing in Table 8 (and Table 9 as well) are largely credible and well

founded.

8 Supplementary Models and Interaction Effects

8.1 Treatment Effects When Allowing for Spatial Correlation

8.1.1 Summary Background

It is well-known among real estate industry professionals and housing market researchers that

there is a significant spatial component to house prices. These spatial effects are generally

understood to not be just the result of an area’s accessibility or local amenities, but also

the consequence of spatial dependencies between house prices (Tse, 2002, pg. 1166-1168). In

simple terms, this means that spatial clustering of house prices doesn’t just occur because

nearby properties are in areas with similar characteristics, but rather because the sale price of

a house may be a direct function of its neighbour’s prices. As noted in Tse (2002, pg. 1179),

this type of spatial dependence can be justified by the commonly used comparative mar-

ket analysis valuation method, which explicitly uses nearby sales as the basis for valuing a

property.

Accounting for spatial dependence econometrically is important, as omitting spatial vari-
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ation can lead to inefficient and even biased coefficient estimates (Montero et al., 2018, pg. 2).

In this section, I explore the sensitivity of my results to different spatial correlation assump-

tions by introducing a spatial dependence component into the model estimated in Section 7.2.

This analysis is of particular importance in the social housing literature, because relatively

little is known about the effect of spatial dependence on social housing treatment estimates.

This is because there are very few studies in the social housing literature which use spatial

models at all, and no studies to my knowledge which use it in a difference-in-differences

context.61

8.1.2 Methodology

The exact functional form of the spatial dependence is not necessarily a settled matter, but

in this study I use the STAR (Spatio-Temporal Auto-Regressive) model because is closely

related to the popular SAC (Spatial Autoregressive Combined) model and it is the only

spatial model with precedence in the social housing literature.62 I will refer readers to Dubé

& Legros (2011) for an in-depth exposition of the model, but the general framework is as

follows.

y = ρWy +Xβ + u

u = λMu+ e
(16)

Here y is a vector with the dependent variables andX is a matrix of independent variables.

W and M are spatial weights matrices specified by the researcher. Stated simply, wij controls

the influence of observation j on the outcome of observation i, thus the researcher would

typically assign higher weights to observations that are spatially close. It is required that

W and M have rows which sum to 1 and only 0 entries across the main diagonal. Typically

researchers also specify W = M out of convenience, but this is not required. β is a vector of

independent variable coefficients to be estimated by the model. ρ and λ are spatial correlation

coefficients which lie between -1 and 1. In simple terms, ρWy allows nearby property sales

to influence a house’s sale price, whereas λMu allows model errors to be influenced by other

61As mentioned earlier, the only study to use a spatial model in the social housing literature (to my
knowledge) is Sequeira & Filippova (2020) - a basic hedonic model study.

62The STAR model was used by Sequeira & Filippova (2020).
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nearby model errors.

The model outlined in Equation (16) is typically referred to as the SAC model (Belotti,

Hughes, & Mortari, 2017, pg. 141). However, this term is usually used in the context whereW

and M are only spatial matrices, meaning weights in W and M only reflect spatial distance.

This has led to the development of the STAR model, which uses the same framework as

Equation (16), but specifies W and M which consider distance across both space and time

(Dubé & Legros, 2011). Specifically, Dubé & Legros (2011) suggest that two matrices S

and T can be defined to reflect spatial distance and temporal (time) distance respectively.

Building off their suggestions, for my spatial matrix S, I specify

sij =


0 dij > 600m

1 dij = 0m

1/d2ij otherwise

Here dij is the distance (in meters) between the location of sale i and sale j. The weights

between houses more than 600m apart are simply set to 0 to keep the matrix sparse (this

has computational benefits).63 To avoid division by 0, when two houses are 0 distance apart

(e.g. 1st and 2nd floor of an apartment) I set the function to 1.

I use an analogous set up for the time distance matrix T

tij =


0 qij > 3 or qij < 0

2 qij = 0

1/qij otherwise

Here qij is the number of quarters between sale i and sale j. So if sale i sold in 2014 Q3

and sale j sold in 2014 Q1, we would have qij = 2. Therefore, this definition allows for nearby

housing which sold at most 3 quarters in the past to influence a home’s sale price. Note that

this specification of T does not allow for nearby future sales to impact the sale price. For

example, if sale i sold in 2014 Q1 and sale j sold in 2014 Q2, we would have qij = −1 - which

would result in a 0 weight under the first clause.

63600m was chosen to maintain consistency with the identification strategy in Section 6.1.1.

106



Following the Dubé & Legros (2011) method, the final spatial weight matrix is estimated

as

W = S ⊙ T (17)

where ⊙ is the Hadamard (element-wise) product. This ensures that weights in W are a

product of the spatial distance and time distance. Before W is used in regression, I set the

main diagonal entries to 0 and normalise the rows so that they sum to 1. Like most studies,

I see little reason to assume a different spatial process for errors and therefore set W = M .

Applying the specification outlined here to my hedonic difference-in-differences model

yields

ln(SalePrice) = InnerArea+ Treated+ PostSHFactor

+ t+ t× InnerArea+ t× Treated

+ t× PostSHFactor + TimeFE

+Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ ρW ln(SalePrice) + u

u = λWu+ e

(18)

All variables here are vectors (or groups of vectors like TimeFE), with × representing

an interaction between two variables. Here W is defined according to Equation (17). I do

not apply the STAR model to my repeat sales difference-in-differences model because spatial

models with unbalanced panels are not yet well established in the literature (Salima, Julie,

& Lionel, 2018, pg. 180).

8.1.3 Results

The summary results for the hedonic difference-in-differences STAR model specified in Equa-

tion (18) are given in Table 12. The results suggest that allowing for spatio-temporal corre-

lations appears to have slightly decreased treatment effect estimates relative to the hedonic

difference-in-difference results in Section 7.2. Specifically, the hedonic difference-in-differences

STAR model results suggest that there is virtually no instantaneous treatment effect from
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Table 12: Regression Results for Hedonic Difference-in-Differences STAR Model

(3)

InnerArea -0.0146 (0.0281)
Treated 0.0098 (0.0285)
PostSHFactor 0.0378 (0.0385)
t 0.0053 (0.0021)*
t× InnerArea -0.0050 (0.0017)**
t× Treated 0.0078 (0.0023)***
t× PostSHFactor -0.0054 (0.0020)**

Sample Type Additions Only
ρ -0.0154 (0.0037)**
λ 0.55861 (0.0000)***
n 12560

This table shows the results for the hedonic difference-in-differences STAR model outlined in Equation (18).
The sample used for this model consisted of only addition housing. Removal and historic treatment housing
were not included.

social housing, and only a 0.78% per quarter long-term treatment effect. Meanwhile, the com-

parable hedonic difference-in-differences results in Table 8 (third column) suggested a 4.95%

instantaneous effect along with a 1.13% per quarter long-term effect. Regarding post trends,

which affect both treatment and control areas, the hedonic difference-in-differences STAR

model suggests that treatment occurred in conjunction with only an insignificant 3.78% in-

stantaneous post trend and a 0.54% per quarter long-term decline. These estimates are also

broadly similar to the hedonic difference-in-differences equivalents. Overall, the results sug-

gest that accounting for spatial correlation through the STAR model has little impact other

than moderating the size of the treatment effect. That said however, a likelihood ratio test

for the significance of the spatial effects indicates that the spatial effects are significant at the

0.01% confidence level. This means that, although the STAR model does not significantly

alter estimates, it still substantially improves model accuracy and fit.

Interestingly, the hedonic difference-in-differences STAR model suggests that ρ is slightly

negative, meaning that higher nearby property sales tend to lower a home’s sale price to a

small extent. On the other hand, λ appears to be significant and quite large, suggesting

that errors tend to be quite positively spatially correlated. The assertion that model errors

may have a high positive correlation across space does not particularly come as a surprise,

as we would expect any unaccounted characteristics of an area to be shared among hous-
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ing in that area. However, this small and negative result for ρ is somewhat puzzling, as

we would generally expect that higher nearby sale prices would have a large and positive

effect on the estimated house price. Indeed, Sequeira & Filippova (2020, pg. 735) found ρ

values of 0.1759 and 0.1369 in their models along with positive λ values. However, unex-

pectedly small ρ values (i.e. <0.05) do appear to be relatively common among papers which

apply a difference-in-differences approach (as I do here), although I am not aware of any

spatial difference-in-differences studies that estimated a negative coefficient (Dubé, Legros,

Thériault, & Des Rosiers, 2014; Sunak & Madlener, 2016). Hannum, Arslanli, & Kalay

(2019), who also found a negative ρ value in their hedonic housing model, may offer some

interesting insight into this result. They note that negative spatial correlations are “gener-

ally ascribed to competition between districts” where changes in amenities cause demand to

increase in favourable districts at the expense of the now relatively less favourable districts

(Hannum et al., 2019, pg. 182). Much of my study is conducted using sales in the growing

areas such as Rolleston and Kaiapoi, therefore the negative spatial correlation among prices

may simply arise as a result of competition between real estate developers.

8.2 Treatment Effects Across Social House Management

8.2.1 Summary Background

The effect of social housing management has been analysed previously in the literature (see

Section 3.3.3), with most studies suggesting that non-profit social housing management tends

to have positive effects over private or government management. This is especially relevant

in New Zealand as the 5th National Government (which largely forms the opposition today)

implemented a policy to transfer part of the state housing stock to community housing

providers. When defending the policy, the Minister claimed that community social housing

management was more efficient and beneficial for tenants (Fletcher, 2017). While this study

is not in a position to evaluate any potential benefits to tenants from different management

policies, it is able to evaluate the amenity value of these management policies and assess

any benefits to the wider community, which should also be considered when forming a social

housing policy.
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To conduct this analysis, I define a new variable called TreatedCC. This dummy variable

takes value 1 for given a private home sale if community or council social housing is within

600m at the time of sale. The definitions used in this study for community and council social

housing are outlined in Section 5.2.2. I group council and community housing into one dummy

variable for two reasons: (1) there are not enough data points to properly estimate a distinct

treatment effect for council housing and (2) since 2016 council housing in Christchurch has de

facto operated as community housing after the Council’s move to establish an independent

charitable arm.64 Note that Treated still indicates the presence of a social house (of any

type) within 600m. Therefore, TreatedCC should only measure any additional effect on top

of Treated for community and council social housing. Equation 19 below outlines a modified

version of the hedonic difference-in-differences model which incorporates this new variable.

ln(SalePrice) = InnerArea+ PostSHFactor + Treated+ TreatedCC

+ t+ t× InnerArea+ t× Treated

+ t× TreatedCC + t× PostSHFactor

+ TimeFE +Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(19)

Equation 19 allows for community and council social housing to have different treatment

effects, and is effectively the specification used by studies such as Deng (2011). However,

this specification might unintentionally bias the treatment coefficient estimates. Crucially,

note that it ignores the possibility that community/council social housing providers may self-

select sites which have different overall quality (i.e. InnerArea or t×InnerArea) or different

post trends (i.e.PostSHFactor or t × PostSHFactor) relative to state housing providers.

64While council housing was still managed by the local council from 2013-2015, public consultations on the
change were well underway by early 2014, suggesting that forward-looking expectations may have already
adjusted around that time (Christchurch City Council, 2014b, pg. 49).
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Incorporating these concerns into Equation (19) results in Equation (20) below.

ln(SalePrice) = Intercept+ CC + InnerArea+ InnerAreaCC

+ PostSHFactor + PostSHFactorCC + Treated+ TreatedCC

+ t+ t× CC + t× InnerArea+ t× InnerAreaCC

+ t× PostSHFactor + t× PostSHFactorCC

+ t× Treated+ t× TreatedCC

+ TimeFE +Neighbourhood+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(20)

Here InnerAreaCC takes value 1 when a sale is within 600m of a past/present/future com-

munity or council social housing site. PostSHFactorCC takes value 1 when a sale is within

1200m of a community or council social housing at the time of sale. The new InnerAreaCC

variable allows areas which receive community or council social housing to be different prior

to treatment. On the other hand, the new PostSHFactorCC variable allows different trends

to occur when community or council housing arrives in an area. The CC variable takes value

1 if the sale is within 1200m of a past/present/future community or council social house. It

allows community/council housing areas to have a different intercept or different time trend

in the case of t× CC.

8.2.2 Results

Table 13 outlines the summary results for my analysis of treatment effects across social hous-

ing management types. The first column corresponds to a hedonic difference-in-differences

model using Equation (20) on a sample of only addition housing, and the second column

displays the results for a repeat sales version of Equation (20) also on a sample of addition

housing. (see Appendix F.2 for the exact repeat sales specification).

The hedonic difference-in-differences results in the first column of Table 13 suggest that

the introduction of community/council social housing is associated with a large instantaneous

decline which dissipates slowly over time. The estimated instantaneous treatment effect is

-22% and the estimated long-term treatment effect is about 0.60% per quarter. This means
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Table 13: Regression Results for Treatment Across Social Housing Management Types

(3) (3)

CC
0.0770
(0.0759)

-

InnerArea
-0.0946

(0.0200)***
-

InnerAreaCC
0.2213

(0.0564)***
-

Treated
0.0846

(0.0237)***
0.0631

(0.0293)*

TreatedCC
-0.3290

(0.0679)***
-0.0256
(0.0876)

PostSHFactor
0.0220
(0.0280)

0.0205
(0.0423)

PostSHFactorCC
-0.1496
(0.0739)*

-0.2053
(0.0890)*

t
0.0072

(0.0016)***
0.0355

(0.0030)***

t× CC
0.0091

(0.0032)**
0.0117

(0.0039)**

t× InnerArea
-0.0111

(0.0013)***
-0.0069

(0.0017)***

t× InnerAreaCC
0.0158

(0.0048)***
0.0013
(0.0056)

t× Treated
0.0147

(0.0014)***
0.0105

(0.0018)***

t× TreatedCC
-0.0087
(0.0060)

-0.0152
(0.0068)*

t× PostSHFactor
-0.0106

(0.0015)***
-0.0132

(0.0020)***

t× PostSHFactorCC
-0.0009
(0.0035)

-0.0011
(0.0040)

Sample Type
Additions

Only
Additions

Only
R2 0.3658 0.6998
n 12560 8132

The first column shows the results for the hedonic difference-in-differences model outlined in Equation 20.
The second model shows the results for a repeat sales difference-in-differences model outlined in Appendix
F.2. All models use the additions-only sample of housing. The standard errors are White standard errors
clustered by house.



that it would take over 9 years before community/council social housing areas are better off

as a result of treatment. For comparison, the same model estimates that introducing state

housing to an area raises property prices by 8.8% and increases the long term growth rate by

1.48% per quarter - an unambiguously positive result. The repeat sales model (second column

of Table 13) also appears to suggest that community/council social housing has negative

effects. The model indicates that areas which receive community/council social housing will

be valued nearly 2% lower after three years than housing which received no treatment at

all. At the same time, the repeat sales difference-in-differences model still implies that state

housing has an unambiguous positive effect on house prices.

To further understand the effect of treatment, I have run some supplementary regressions

with a discretised treatment effect. These models simply estimate a treatment effect for each

quarter after treatment has occurred. In these models, I have allowed for state and commu-

nity/council housing to have different discrete treatment effects in each quarter. Figure 15

shows these estimated treatment effect for each quarter. The state housing treatment points

(blue) suggest a standard upward trajectory as observed in Section 7.2, but the community/-

council housing points (red) suggest a steep initial decline followed by further deterioration in

price. This explains why Table 13 showed a large instantaneous decline, although it doesn’t

align well with my estimate of only moderately lower long-term house price growth (one

would expect negative long-term growth by looking at this plot). Another cause for concern

is the very few number of sales which are driving a lot of the negative effect after 20 quarters

(small points mean less sales in that quarter).

Looking at Figure 16 for the repeat sales model, the initial decline at the beginning

appears to be eliminated, while the long-term decline has remained. This suggests that

the decline at the beginning in Figure 15 was the result of a combination of omitted fixed

effects and unaccounted renovation work. However, the overall effect in Figure 16 is still a

pronounced negative long-term effect among housing treated by community/council social

housing. Note again that very few sales are driving the bulk of the negative treatment effect.
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Figure 15: Hedonic Difference-in-Differences Model Discretised Treatment Effect Across So-
cial Housing Management Types

This figure shows the estimated treatment effect in the inner area for each quarter after treatment began.
The blue points show the estimated treatment effect for state social housing and the red points show the
estimated treatment effect for community/council social housing. Smaller points indicate that there are fewer
observations with sales in that quarter.
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Figure 16: Repeat Sales Difference-in-Differences Model Discretised Treatment Effect Across
Social Housing Management Types

This figure shows the estimated treatment effect in the inner area for each quarter after treatment began.
The blue points show the estimated treatment effect for state social housing and the red points show the
estimated treatment effect for community/council social housing. Smaller points indicate that there are fewer
observations with sales in that quarter.



8.2.3 Further Discussion and Analysis

A key takeaway from both model’s results in Table 13 is that community/council housing

appears to have a negative effect on surrounding house prices. Since community/council social

housing is managed by non-profit groups in Christchurch, this more broadly implies that non-

profit management may have negative effects. This is a surprising result which actually goes

against the literature’s consensus in Section 3.3.3 that non-profit managed social housing has

positive effects. This divergence from prior work warrants further investigation to understand

how and why this study arrives at this unusual result.

Figure 15 and Figure 16 in the previous section suggested that only a few sales may

be driving the the bulk of the negative effects among council/community social housing.

However, the hedonic difference-in-differences event study plot in Figure 17 suggests there

may be further issues with the data. Figure 17 is constructed like the other event study plots

in Section 7.2 and Section 7.3, except that I allow for different quarterly dummies in state

housing inner areas and community/council inner areas. Now that the scale of the effect

has been adjusted in Figure 17, and the effect of counterfactual trends (t× InnerArea) has

been removed, it is quite evident that there is a significant discontinuity beyond 20 quarters

since treatment among community/council social housing inner areas.65,66 Digging further

into the data reveals that nearly all sales making up the estimates after the discontinuity

are attributable to the Northwood suburb of Christchurch from 2019 onwards. Using local

news sources, I find that two significant events occurred quite near to my Northwood inner

area almost exactly around this time. The first event was a large gas explosion in July

2019, that damaged a significant number of surrounding properties (Radio New Zealand,

2019). This was a major nation-wide story in New Zealand for several days, and remained in

national consciousness long after the event as contractors associated with the gas installation

were taken to court (Allott, 2020; Radio New Zealand, 2020). The second event was a large

purchase by a retirement home provider in November 2019 (Steeman, 2019), although the deal

had been in private consideration since October 2018 (Steeman, 2018). This retirement home

65Although not shown here for brevity, the same artefact is also present in the repeat sales difference-in-
difference event study plot.

66Looking back at Figure 15 and Figure 16 also suggests that much of the negative effect occurred after 20
quarters since treatment, but this was not as obvious as it is in Figure 17.
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was later claimed to have residents “up in arms”, partially as a result of the development’s

size (McDonald, 2020). Either one of these are plausible catalysts for why Northwood inner

area housing appreciated much slower than controls after 2019. My identification strategy

in Section 6.1.1, constructed control housing with the hope that control areas would be

affected equally by these shocks. Unfortunately, in this case it appears that the shocks

disproportionately impacted the inner area, which lead to the erroneous results in Section

8.2.2.67 This suggests that, one of the vital difference-in-differences assumptions - inner area

housing is only affected by the treatment - may not always hold true, and this can sometimes

drive incorrect model results.

Readers may wonder whether this casts doubt over all the results in this paper, since it

is clear that sometimes inner areas are affected by shocks that do not effect controls. I argue

that the results in the rest of the paper, which use observations from many neighbourhoods,

are unlikely to be compromised in the same way. The key point to understand is that

this did not occur only because there were shocks that disproportionately impacted inner

areas. Rather, the fundamental reason for the erroneous result is that the sales after the

discontinuity in Figure 17 came from only one neighbourhood. To understand this, note that

one of the primary concerns with the difference-in-differences identification strategy, is that

there may be something other than social housing which effects only treatment units and not

control units. For example, in the simple equation below, β4Treated× Shock is the effect of

a shock which inner areas receive alongside treatment (β3Treated). In this example, Shock

takes different values for each inner area and is an unknown variable.

ln(SalePrice) = β0 + β1InnerArea+ β2Post+ β3Treated+ β4Treated× Shock + e (21)

Crucially, note that if the shocks to each inner area are mean-zero idiosyncratic shocks,

then our estimates will not be biased, since the expected value of ln(SalePrice) wouldn’t be

67Note that the Northwood inner area actually had no addition controls (see Figure 7), meaning that the
results in Table 13 use the national time trend as the counterfactual trend. However, I have tested the joint
model in this context which uses nearby historic treatment housing as controls. This model still suggests
that council housing has negative effects, which implies that the problem is not due to the lack of control
housing, but rather that the shocks disproportionately impacted the inner area.
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Figure 17: Event Study Plot for Community/Council Hedonic Difference-in-Differences
Model

This figure shows the estimated trend in the inner area for each quarter before and after treatment. The red
line shows the linear trend of the estimates before treatment occurred, and the blue line shows the linear trend
of the estimates after treatment occurred.a The dotted line is a manual extrapolation of the pre-treatment
trend. It represents the parallel growth model’s counterfactual scenario if no treatment occurred.

aNote that 5 estimates between 35 and 30 have been removed from the plot as they paint a misleading
picture because they are wildly volatile and have few observations.



impacted by the shocks:

E[ln(SalePrice)] = β0 + β1InnerArea+ β2Post+ β3Treated+ E[β4Treated× Shock + e]

= β0 + β1InnerArea+ β2Post+ β3Treated+ β4Treated× E[Shock] + E[e]

= β0 + β1InnerArea+ β2Post+ β3Treated+ β4Treated× 0 + 0

= β0 + β1InnerArea+ β2Post+ β3Treated

In theory, under this data generating process, a study of one neighbourhood and a study

of 5,000 neighbourhoods would both be unbiased. But only in the sense that repeatedly

sampling from the population would produce unbiased estimates on average. However, in

practice, the results in studies with one neighbourhood would be very volatile and contra-

dictory findings would be common.68 Meanwhile, studies with 5,000 neighbourhoods would

produce estimates very close to the true effect. This is because a sample of sales from lots

of neighbourhoods would be less correlated than a similarly sized sample from only one

neighbourhood, and of course, less correlation between observations implies more accurate

treatment estimates.

Therefore, the fundamental problem with the analysis in Section 8.2.2, is that a significant

part of the interaction effect relied on a single neighbourhood. That neighbourhood happened

to have a large shock which meant that the treatment estimate was very far from the true

effect. If we had used the same number of sales, but dispersed across multiple neighbourhoods,

we probably would not have encountered this issue - as negative shocks to the Northwood

neighbourhood would have been offset by positive shocks elsewhere. Some readers may note

that, using spatial error models would correct many of the issues outlined here, as spatial

models would increase estimate efficiency and increase standard errors if housing is tightly

clustered in a single area. This would create estimates that are more accurate overall, and

make estimates that are too reliant on a single neighbourhood statistically insignificant. A

STAR model version of the Equation (19) model does appear to have raised standard errors

among the treatment effects, although it still finds significant differences between state social

housing and community/council social housing, but now only at the 5% significance level

(see Appendix F.1).

68Assuming the variance of Shock is somewhat large.
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Overall, this exercise stresses the importance of having a large number of separated sites

when conducting analysis, as random events within sites can significantly distort the results

when only a few sites are present in the analysis. My suggestion would be for researchers

to report social housing areas as shown in Figure 8, and conduct sensitivity analysis with

sub-samples that have more disjoint sites (see my analysis in Appendix E.3 and Appendix

E.4 for an example).

8.3 Treatment Effects Across Neighbourhood Affluence

8.3.1 Background and Methodology

In Section 3.3.4, I highlighted the debate in the literature regarding the effect of social housing

in high vs. low income neighbourhoods. Findings have been mixed, with ample evidence

supporting either side of the discussion. In this section, I attempt to examine this question

using the models and data analysed in this study. However, this presents some difficulties as

addition social housing (where my causal identification strategy is strongest) was not placed

in low income neighbourhoods. In fact, the majority of addition housing sales occurred

in areas that were at the bottom (least deprived) quintile of the New Zealand Deprivation

Index, and there were no sales in the top (most deprived) quintile of the Index. Figure 18

shows the distribution of sales for addition housing across deprivation decile. As a result

of the few high deprivation observations, it is only possible to analyse differences between

the least deprived neighbourhoods (Quintile 1) and average neighbourhoods (Quintile 2-3).

Regardless, I proceed with the analysis because, to my knowledge, it is the first of its type

in New Zealand (using the causal difference-in-differences methodology), and thus presenting

some limited evidence here could be useful for informing future work.

To analyse effects across income I create a variable called Q1 which takes value 1 if the

house sale occurred in a Statistical Area 169 which is classified in the bottom (least deprived)

quintile of the New Zealand Deprivation Index. I have allowed unique PostSHFactor and

InnerArea effects among Quintile 1 housing to avoid any potential bias in the model specifi-

cation. Equation (22) shows this study’s specification for testing treatment effect variations

69These are small neighbourhoods defined by Statistics New Zealand containing approximately 100-200
households.

120



121

Figure 18: Addition Sales by Decile

This figure shows the number of addition sales which occurred in each socio-economic deprivation decile.
Addition housing is defined in Section 6.1, but informally, it simply refers to houses which had social housing
introduced to their neighbourhood for the first time.



across neighbourhood affluence.70

ln(SalePrice) = InnerArea+ InnerArea×Q1

+ PostSHFactor + PostSHFactor ×Q1

+ Treated+ Treated×Q1

+ t+ t×Q1

+ t× InnerArea+ t× InnerArea×Q1

+ t× PostSHFactor + t× PostSHFactor ×Q1

+ t× Treated+ t× Treated×Q1

+ TimeFE ×Neighbourhood

+HouseCharacteristics+ e

(22)

8.3.2 Results

Summary results for the effect of social housing segregated by neighbourhood socio-economic

deprivation are shown in Table 14. The first column in Table 14 presents the results using

the hedonic difference-in-differences model specified in Equation (22), whereas the second

column presents the results for a repeat sales version of Equation (22) that includes house

fixed effects (the exact specification is given in Appendix F.3). All models use the additions-

only sample which only includes addition housing (removals and historic treatments are not

used at all).

Although both models’ results in Table 14 seem to suggest that Quintile 1 properties trend

to benefit more from social housing, the two models offer slightly differing views concerning

the timing of the effect. Specifically, the results for the hedonic difference-in-differences

model suggest that the instantaneous effect of social housing is substantially larger among

Quintile 1 homes by around 12 percentage points compared to Quintile 2-3 housing. The same

model also indicates that Quintile 1 housing may appreciate 0.2 percentage points faster per

quarter once social housing is introduced, but this difference is not statistically significant.

70Note that a unique intercept for Quintile 1 housing is not included in Equation (22) because
HouseCharacteristics already allows for this implicitly.
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To put this into context, considering only the statistically significant coefficients, the model

suggests that inner area Quintile 1 housing would be valued 19% higher after three years as

a result of nearby social housing placement, whereas inner area Quintile 2-3 housing would

be valued only 6% higher. This implies that much of the positive effect from social housing

may originate in the wealthiest neighbourhoods.

The repeat sales difference-in-differences model (second column of Table 14) suggests that

the instantaneous effect of social housing among Quintile 1 properties could be lower than

Quintile 2-3 housing, although this difference is not statistically significant. However, the

same model indicates that the long-term treatment effect among Quintile 1 housing may be

significantly larger than Quintile 2-3 housing by 0.87 percentage points per quarter. Overall,

the significant effects in this repeat sales model imply that, after three years following the

placement of social housing, Quintile 1 housing would be 24% better off while Quintile 2-3

housing would be 12% off. Therefore, although both the hedonic difference-in-differences and

the repeat sales differences-in-differences models imply that Quintile 1 housing benefits more,

the hedonic differences-in-differences model indicates that much of these benefits are ‘front-

loaded’, whereas the repeat sales differences-in-differences model suggests that the majority

of the benefits occur later.

Although it is not directly relevant for the treatment effect, it is notable that the PostSHFactor

estimates between Quintile 1 and Quintile 2-3 housing are significantly different in both model

specifications. Both models suggest that social housing placement is correlated with a large

instantaneous decline among Quintile 2-3 housing, and a moderate rise in prices among Quin-

tile 1 housing. Interestingly, t × PostSHFactor does not differ as much between Quintile

1 and Quintile 2-3 housing. Removing all post trends from the model appears to lower the

estimated treatment effect differences between Quintile 1 and Quintile 2-3 housing (see Ap-

pendix F.4). In fact, without post trends, there are no statistically significant differences

between Quintile 1 and Quintile 2-3 housing in the repeat sales model. This suggests that

accounting for post trends is especially important when comparing treatment effects across

neighbourhood affluence.

Given the analysis in Section 8.2, it is important that we confirm that these results hold

among many neighbourhoods, and are not the result of a few anomalous neighbourhoods

123



124

Table 14: Regression Results Across Neighbourhood Affluence

(3) (3)

InnerArea
-0.0521
(0.0396)

-

InnerArea×Q1
0.0080
(0.0428)

-

PostSHFactor
-0.1547

(0.0451)***
-0.1881

(0.0705)**

PostSHFactor ×Q1
0.1905

(0.0448)***
0.2205

(0.0690)**

Treated
-0.0491
(0.0411)

0.1090
(0.0537)*

Treated×Q1
0.1188

(0.0450)**
-0.0596
(0.0582)

t
0.0046
(0.0027)

0.0268
(0.0040)***

t×Q1
0.0021
(0.0025)

0.0103
(0.0032)**

t× PostSHFactor
-0.0059
(0.0024)*

-0.0028
(0.0033)

t× PostSHFactor ×Q1
-0.0025
(0.0026)

-0.0111
(0.0036)**

t× InnerArea
-0.0070

(0.0023)**
-0.0075
(0.0034)*

t× InnerArea×Q1
-0.0011
(0.0024)

0.0029
(0.0036)

t× Treated
0.0089

(0.0028)**
-0.0014
(0.0036)

t× Treated×Q1
0.0020
(0.0030)

0.0087
(0.0038)*

Sample Type
Additions

Only
Additions

Only
Regression Type Hedonic DID Repeat Sales DID
R2 0.3637 0.7017
n 12560 8132

The first column shows the results for a hedonic difference-in-differences model (Equation (22)) which allows
for different treatment and control trends among Quintile 1 housing vs. Quintile 2-3 housing. Quintiles
here refer to quintiles in the New Zealand Deprivation Index which measures socio-economic deprivation by
neighbourhood in New Zealand. The second column shows the regression results of a repeat sales difference-
in-differences version of Equation (22). All models are estimated using the additions-only sample (no historic
treatment or removal housing is included).



in some areas. In Appendix F.5, I restrict the sample of data to ensure that each quarter

has at least four neighbourhoods providing data for both the Quintile 1 and Quintile 2-

3 treatment estimates. The analysis reaffirms the findings outlined here, suggesting that

Quintile 1 housing tends to appreciate by more than Quintile 2-3 housing.

8.4 Street View and Satellite Data Models

8.4.1 Background

In Section 3.5, I noted that the variables used in hedonic difference-in-differences approaches

today have not changed significantly since the earliest studies in the 1990s. However, over this

time, various new data sources have emerged which could be relevant for explaining house

prices. In particular, global satellite data and street view data is increasingly easy to access

and use. This suggests that modern studies could benefit from incorporating these variables

alongside traditional controls such as floor size or number of bedrooms. In this section, my

goal is to propose several models which incorporate this imaging data, and analyse the effect

that these approaches have on my treatment estimates.

As noted in Donaldson & Storeygard (2016), prior econometric research has made ex-

tensive use of structured imaging data, where researchers (or data providers) will manually

extract relevant features from the data to use in regressions (e.g. night-light luminosity, to-

pography slope and elevation etc.). However, my analysis of imaging data is different from

prior work because it approaches the problem of incorporating unstructured imaging data

into causal regression modelling. Instead of extracting relevant features of the data myself, I

allow the model to identify these features on its own. This is a useful and underserved area of

econometrics, as there are many cases (such as social housing) where researchers do not know

exactly what they should control for. Unstructured satellite and street view data have been

prominently used in the house price prediction literature (Ahmed & Moustafa, 2016; Bency,

Rallapalli, Ganti, Srivatsa, & Manjunath, 2017; Law, Paige, & Russell, 2019), but these stud-

ies often rely on complex neural networks which are difficult to interpret. The methodology I

propose here leverages the feature extraction procedures of this machine learning literature,

and combines it with the hedonic difference-in-differences causal modelling framework.
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This analysis concerns street view and satellite images which do not change with each

sale. The Google Street View imagery for each home only reflects the latest street view

image, and the satellite data for each home only reflects the home’s surroundings in 2021. I

limit the analysis in this respect for two reasons. First, because the image data is fixed for

each home, at best the image data models will account for the same variation as the repeat

sales difference-in-differences model. This gives us a gold standard benchmark to evaluate

the models against. Additionally, this happens to be useful in cases where it may be costly

or infeasible to source the data for estimating a repeat sales model. In such cases, researchers

will be interested in understanding whether imaging data could account for enough variation

to replace fixed effects estimation. Second, as mentioned in Section 5.3, my satellite data

source only provides data after 2017. This means that adding a satellite image at the time

of each sale could only be done for homes that sold after 2017.

8.4.2 Methodology

The image data used in this study consists of 96x170 pixel images of each house from the

Google Street View service, and 120x120 pixel satellite images of each home’s surroundings

from the Sentinel-2 datasets.71 Each image only uses the red, green, and blue bands. Exam-

ples of both image types are given in Figure 4 and Figure 5. The Google Street View data

should contain information about fixed characteristics of each property which are not often

recorded explicitly (e.g. how many trees are on the property?). Similarly, the satellite data

of the nearby surroundings could account for fixed external characteristics (i.e. is the home

near to a public recreational pool? is the home near to the sea? etc.).

In standard regression modelling, typically each observation of a variable contains a single

value (e.g. observation 24 is 150m from a bus stop), but image data is an unusual data

structure where each observation contains an array of pixels making up the image. This

means that we need some way to summarise the image matrix of pixels into single values for

the regression. A naive approach may be to simply flatten the image and include a variable

for each pixel and band in the image. However this is intractable for even moderately

sized datasets, as 120x120 pixels with 3 bands (red, green, blue) would result in 43,200 new

71More detail is given in Section 5.3
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variables in the regression. In this paper, I solve this issue with two new approaches.

8.4.2.1 Approach 1: Principal Component Analysis

The first approach (shown in Figure 19), first flattens the image and then constructs a low

rank approximation of the image using Principal Component Analysis (PCA). This creates

a summary of the image data which can be represented with a small number of variables

called principal components. Each principal component is then included as a regressor in

the regression model. I summarise the image data using 1,100 principal components and add

these as variables to the hedonic difference-in-differences regression.72 for the satellite and

street view data which means 2,200 new variables summarising the image data are added

to the regression. Apart from the addition of these 2,200 additional controls, the hedonic

difference-in-differences model remains unchanged. Although 2,200 is a large number of

additional variables, since we have 70,000+ sales, this still leaves many remaining degrees

of freedom in the model. Note that including PCA summaries in causal regression is not a

niche procedure which we should be sceptical of. In fact, studies using deprivation indexes

(e.g. NZ Deprivation 2018) do this implicitly, since these deprivation indexes are usually

constructed with PCA methods. Furthermore, even in the relatively small social housing

literature, explicitly constructing PCA summaries of high dimensional data has precedent in

Bergstrom et al. (2014).

Although it is simple and relatively effective, there are two major problems with this

approach. The first issue is that PCA simply constructs an approximation of the data which

minimises the Frobenius norm between the original data and the approximation (Pillow, 2018,

pg. 4). Therefore, a PCA approximation will discard information that is not important for

minimising the Frobenius norm distance, but there’s no reason why this discarded information

wouldn’t be important for predicting house prices. Figure 20 gives an intuitive example of

this. Figure 20a is the original image from Google Street View, whereas Figure 20b is the

re-projected PCA summary of the image. In particular, note that the home’s red bricks

have been discarded in the PCA approximation. However, it is not difficult to imagine a

721,100 principal components are used because only 1,100 principal components were able to explain over
80% of the variance in both image types.
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Figure 19: Approach 1 - PCA Summary Diagram

scenario where red bricks might be highly sought-after by homebuyers, and thus attract a

price premium. The second problem is that PCA is not translation invariant. This means that

translating an image will result in a different principal component summary. In practice, this

might mean that houses with shrubs on the right might have substantially different principal

components to houses with shrubs on the left. But ideally, we would want our image summary

to simply detect if the house has well-kept shrubs (i.e. similar principal components among

houses with shrubs on any side of the home).

8.4.2.2 Approach 2: Transfer Learning + Principal Component Analysis

One possible way to add translation invariance to the simple PCA approach could be to

use transfer learning from an existing machine learning model. Figure 21 gives an intuitive

overview, but effectively this would entail feeding the house and satellite images to an existing

image model, and then summarising the output of its inner layer with PCA. If the existing

model was trained for a very general problem, then in theory the inner layers should have

extracted key general features of the images. Since these existing models use Convolutional

128



129

Figure 20: House Image PCA Summary Example

(a) Original Image

(b) Re-Projected PCA Summary Image

The top image shows the original image of a home from the Google Street View service. The bottom image
shows the PCA summary of the image, re-projected back into the image space from the first 1,100 principal
components. Notice that the PCA summary has dropped some features of the house such as the red bricks.



Figure 21: Approach 2 - Transfer Learning + PCA Summary Diagram

Neural Networks,73 they are also translation invariant. Therefore, in simple terms, Approach

2 uses the inner layers of an existing model to extract features from the data in a translation

invariant way, before proceeding with Approach 1.

In this study, I use the MobileNetV2 network as my existing model for transfer learning

(Sandler, Howard, Zhu, Zhmoginov, & Chen, 2018). MobileNetV2 was trained on the Im-

ageNet classification challenge dataset, which requires models to classify millions of images

into 1000 possible categories. Although the classes were extremely general, some categories

were related to building structures such as bakeries, birdhouses, prisons, and boathouses

(University of Waikato, n.d.). This suggests that the MobileNetV2 network could be effec-

tive at extracting features from our street view images.74 After the images are fed through

the MobileNetV2 inner layers, I extract the output right before it would ordinarily go into

the final dense layers. This output is still high dimensional data, so I perform a PCA on the

output data before adding it to the simple OLS regression (as in the first approach).

73See O’Shea & Nash (2015) for an introduction to Convolutional Neural Networks.
74Although its effectiveness on the satellite imagery is more uncertain since satellite imagery is not part of

the core ImageNet dataset.
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Although this approach is now translation invariant, it still uses PCA, which means we

cannot guarantee that the PCA summary did not omit important features for modelling

house prices. Furthermore, using a general classification model may miss important features

that are not necessary for classification but are necessary for price prediction. One way to

solve these last two remaining issues would be to train a custom convolutional neural network

to predict prices and include its output as a regressor in the hedonic equation. This has been

proposed already in Law et al. (2019) in a predictive context (see Figure 7 in their paper),

but more work is needed to bring this model into a causal context. For example, it is not

obvious how standard errors can be formed in such a model and whether the standard OLS

assumptions still hold when trained under gradient descent. Furthermore, when investigating

these methods, I have found that model convergence is very unstable and slow. Bency et al.

(2017, pg. 322) have noted the same issue and suggest two-step transfer learning approaches,

but this further complicates the causal interpretation. Therefore, although better approaches

to this problem are possible, I will leave this for future work given the complexity of the

problems that must be overcome.

8.4.3 Results

I estimate models which implement Approach 1 and 2 using the full pooled dataset, as this is

the largest data sample available. Summary regression results for both procedures are given

in Table 15 alongside the standard hedonic difference-in-differences pooled model results from

the first column in Table 8.

Controlling for the image data appears to have significantly reduced treatment estimates,

suggesting that treatment is associated with features in the satellite and street view images.

The instantaneous effect of treatment has fallen from 5.8% in the standard hedonic difference-

in-differences model to 2.7% under the first approach and 1.7% under the second approach.

Likewise, the long-term treatment effect has fallen from 1.0% per quarter in the hedonic

difference-in-differences model to 0.7% per quarter in the first approach and 0.6% per quarter

in the second approach. Overall, this means the treatment effect after three years has fallen

from 19.1% in the standard hedonic difference-in-differences model to 11.8% and 9.1% in

the first and second approaches respectively. Additionally, the AIC and Adj. R2 indicators
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Table 15: Regression Results for Alternative Hedonic Difference-in-Differences Models

(1) (1) (1)

InnerArea
0.3736

(0.012)***
0.3303

(0.012)***
0.2894

(0.013)***

InnerArea×Addition
-0.4174

(0.021)***
-0.3217

(0.021)***
-0.3546

(0.023)***

InnerArea×Removal
-0.323

(0.072)***
-0.4341

(0.091)***
-0.6721

(0.102)***

Treated×Addition
0.0564

(0.019)**
0.0264
(0.019)

0.0171
(0.019)

Treated×Removal
0.1859

(0.069)**
0.1694
(0.066)*

0.1593
(0.062)*

PostSHFactor ×Addition
-0.0036
(0.026)

-0.0288
(0.026)

-0.0292
(0.028)

PostSHFactor ×Removal
0.812
(0.431)

0.7813
(0.363)*

1.0485
(0.444)*

t
0.0021
(0.001)*

-0.0007
(0.001)

0.0008
(0.001)

t×Addition
0.0054

(0.002)**
0.0085

(0.002)***
0.0082

(0.002)***

t×Removal
-0.0193
(0.016)

-0.0155
(0.013)

-0.0208
(0.016)

t× InnerArea×Addition
-0.0075

(0.001)***
-0.0085

(0.001)***
-0.0083

(0.001)***

t× InnerArea×Removal
-0.0387

(0.004)***
-0.0348

(0.006)***
-0.0229
(0.007)**

t× Treated
-0.0119

(0.001)***
-0.0127

(0.001)***
-0.0145

(0.001)***

t× Treated×Addition
0.0218

(0.001)***
0.0198

(0.001)***
0.0203

(0.001)***

t× Treated×Removal
-0.0218
(0.007)**

-0.0212
(0.006)**

-0.0233
(0.006)***

t× PostSHFactor ×Addition
-0.0076

(0.001)***
-0.0065

(0.001)***
-0.006

(0.001)***

t× PostSHFactor ×Removal
-0.0173
(0.016)

-0.0113
(0.015)

0.0025
(0.018)

Regression Type Hedonic DID
Hedonic DID
+ Approach 1

Hedonic DID
+ Approach 2

R2 0.435 0.496 0.544
Adj. R2 0.430 0.475 0.525
AIC 66860 63080 55850
n 71518 71518 71518

All results use the full pooled sample of housing. The first column here is identical to the first column in
Table 8. The next two columns show the results for models which incorporate satellite and street view data
in various ways. AIC stands for Akaike Information Criterion. The reported standard errors are White
standard errors clustered by house.



both suggest that Approach 1 and Approach 2 fit the data better than the standard hedonic

difference-in-differences model. These substantial changes in treatment effects, along with the

indicators of better fit, show that street view and satellite imagery control for some relevant

unobserved features that are correlated with treatment. Unfortunately, it is not easy to

tell exactly what these important features are. While we could identify which principal

components are important, relating these to something physical (i.e. public parks, garages

etc.) is much more difficult. However, I am able to confirm that most of the effect appears

to originate from the satellite data, as removing the street view data only has a small impact

on the treatment estimates.

Because the imaging data is fixed for each house, it has an impact on model estimates

only by accounting for omitted fixed effects in the hedonic difference-in-differences model.

Therefore, we might naturally ask if including the imaging data is similar to including house

fixed effects. Table 16 shows a side by side comparison of the repeat sales difference-in-

differences model with the image model using the second approach. For adequate comparison,

both models are run on the full sample of homes with repeat sales. The repeat sales model

excludes the ln(ConstructionV alue) variable to ensure an “apples to apples” comparison

with the image model. The R2 statistic for Approach 2 with the full repeat sales data is

0.555, whereas the equivalent R2 statistic for the repeat sales difference-in-differences model

(fixed effects) is 0.578.75 This suggests that, although the imaging data has accounted for

a significant portion of the omitted fixed effects, the repeat sales difference-in-differences

model is still able to explain slightly more variation in the data. Interestingly, there appears

to be a significant difference between the treatment effects in each model, with the hedonic

difference-in-differences estimates being much more reserved than the repeat sales ones. This

suggests that the remaining fixed effect variation that is not accounted for in the imaging

data is still correlated with treatment. Overall, this shows the ability of the imaging data to

account for unobserved characteristics, but also indicates that the repeat sales method still

has advantages. The analysis suggests that a hybrid approach using satellite data and fixed

effects, may be significantly superior, although such analysis was unfortunately not possible

in this paper.

75To be clear, both of these models were run on the exact same data.
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Table 16: Repeat Sales Difference-in-Differences vs. Imaging Hedonic Difference-in-
Differences Models

(1) (1)

InnerArea -
0.3797

(0.021)***

InnerArea×Addition -
-0.4620

(0.033)***

InnerArea×Removal -
-0.2090
(0.310)

Treated×Addition
0.1159

(0.0279)***
0.0566
(0.024)*

Treated×Removal
0.2003
(0.1421)

0.1207
(0.092)

PostSHFactor ×Addition
-0.0185
(0.0416)

-0.0275
(0.034)

PostSHFactor ×Removal
3.9098

(1.0168)***
-0.0082
(0.359)

t
0.0490

(0.0012)***
0.0028
(0.001)*

t×Addition
0.0121

(0.0023)***
0.0095

(0.002)***

t×Removal
-0.1621

(0.0254)***
-0.0023
(0.024)

t× InnerArea×Addition
-0.0150

(0.0019)***
-0.0099

(0.002)***

t× InnerArea×Removal
-0.0675

(0.0257)**
0.2985

(0.069)***

t× Treated
-0.0262

(0.0008)***
-0.0197

(0.001)***

t× Treated×Addition
0.0372

(0.0020)***
0.0244

(0.002)***

t× Treated×Removal
-0.0575

(0.0132)***
-0.0424

(0.010)***

t× PostSHFactor ×Addition
-0.0157

(0.0020)***
-0.0091

(0.002)***

Regression Type Repeat Sales DID
Hedonic DID
+ Approach 2

R2 0.578 0.555
n 34387 34387

All results use the full pooled sample of housing with repeat sales only. The first column here is not the
same as the first column in Table 9 because the ln(ConstructionV alue) variable is omitted. The second
column shows the results for a hedonic difference-in-differences model using the method outlined in the
second approach.



This analysis has also provided a case study of how machine learning techniques can be

used to augment causal analysis. Comparing Approach 1 with Approach 2, suggests that

Approach 2 should be favoured in all respects. The AIC score for Approach 2 is lower, and

the R2 and Adj. R2 statistics are moderately higher. In other words, the model fit with

Approach 2 is considerably better. This implies that the additional transfer learning pipeline

has extracted useful features which were difficult to identify in Approach 1 with only PCA.

Although machine learning is usually employed to increase predictive accuracy, this shows

how machine learning approaches can be used to increase the model’s understanding of the

data in a causal context.

9 Discussion

9.1 General Results

In Section 3.3, I noted that previous studies using the hedonic difference-in-differences method-

ology tended to find that social housing had positive effects on average. In concordance with

this literature, my results in Section 7 also find that the introduction of social housing has pos-

itive effects on surrounding house prices. My basic hedonic model estimates suggest that the

benefits of social housing could be as low as 0.5%, but the more credible hedonic difference-

in-differences and repeat sales difference-in-differences models suggest social housing tends

to raise surrounding house prices by 20.0% and 14.7% respectively after three years.76

However, it is notable that treatment estimates in the literature are not typically as large

as the estimates I have found in this study. Figure 22 shows this visually, by plotting the

treatment estimates for the effect of social housing in this study alongside comparable esti-

mates in Schwartz et al. (2006), Ellen & Voicu (2006), and van Nes (2020).77 There are two

key methodological reasons why my study finds larger effects. The first reason is that the

other studies shown in Figure 22 measure treatment effects from project completion, whereas

I begin to measure effects from the date of ownership change (the earliest public announce-

ment). Therefore, estimates in previous studies are slightly lower because they generally did

76These are the estimates from the third column in their respective results tables.
77These are the studies most easily comparable to mine.
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Figure 22: Treatment Effect Estimates
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van Nes (2020) Large Developments Ellen & Voicu (2006) Large For-Profit

not account for the possibility that residents may price-in part of the social housing’s impact

before project completion. The second reason why my study finds larger treatment effects

is that I account for post trends. This means that I account for the possibility that social

housing may arrive in conjunction with a local decline or increase in house prices due to some

other factor (i.e. new amenities are built, school closure etc.). In Section 6.3.2, I outlined

my hypothesis for why post effects could be positive and related to amenities that might be

introduced alongside social housing. However, my results in Section 7.2 and Section 7.3 sug-

gest that the post trends correlated with social housing are actually negative - which implies

that perhaps housing providers target areas that have recently experienced a negative event

(i.e. local employer closure). Accounting for negative post trends tends to revise treatment

estimates higher. Therefore, the fact that I account for post trends while nearly all of the

other literature does not, also contributes to my higher treatment effect estimates.

To give the reader some indication of the effect that both of these methodological dif-

ferences have, in Figure 23 I have included Line (2), which shows the estimated treatment

effect in my study omitting post effects and changing my treatment definition to project
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Figure 23: Alternative Treatment Effect Estimates
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completion.78 The estimate in Line (2) is relatively similar to the key estimates in Schwartz

et al. (2006) and Ellen & Voicu (2006), suggesting that differences between this study and

the prior literature are largely due to methodological differences and not abnormalities in my

study area. Re-defining treatment to the date of ownership change (but still excluding post

trends) in Line (3), raises the treatment effect slightly, and accounting for post trends on top

of this (Line (1)) nearly doubles the estimated treatment effect.

Note that it should not be surprising that my study’s treatment effect estimates for

Christchurch’s low-density social housing are similar to the treatment estimates in Schwartz

et al. (2006) and Ellen & Voicu (2006) for large high-rise social housing developments in New

York City. After all, we would intuitively expect that the effect of social housing is largely

determined by the number of tenants added per person. So while adding 22 social housing

tenants79 to an area of 1.13km2 (the area of a 600m radius inner area) in Christchurch may

78I estimated project completion as 1 year from the date of ownership change. This is based on Kāinga Ora’s
pre-construction letters to neighbours, which have generally indicated that construction would be finished
within 6-8 months from the letter’s date of issue (McCreanor, 2022a, 2022b, 2022c; Tye, 2018). Of course,
Kāinga Ora is not likely to issue letters to neighbours immediately following the acquisition of new land,
therefore, allowing another 4-6 months for prior planning on top of this seems reasonable.

79This is an estimate for average the number of tenants added to the inner areas in this study. See Appendix
D for more details.
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seem insignificant, it is actually the same as adding about 177 tenants to the same area in

New York City on a per person basis.80 Therefore, while the social housing added to my

study areas was usually only a few small social housing developments (approx. 22 tenants),

because of the low population density in Christchurch, this actually represents an influx of

tenants equal to around 1.5% of the population in the area. Hence, it is not particularly

surprising that a comparable social housing development (in per capita terms) in New York

City had a similar effect.

The parallel trends analysis in this paper was unfortunately only able to be performed for

the hedonic difference-in-differences model, but even in this single application my “tracing-

back” framework appears to be effective in justifying the parallel growth assumption.81 As

far as I know, this is the first paper to ensure that pretreatment divergences in the parallel

growth model can be traced back the stable yield vs. growth relationship. Adherence to

this rule provided additional confidence to my pre-treatment counterfactual estimate, and

allowed me to eliminate removal housing from the outset, as its pretreatment divergence

differed significantly from what would have been predicted by the yield vs. growth trade-off.

Hopefully the exercise in this paper will serve as a starting point for future studies looking

to improve the justification behind their parallel growth assumptions.

9.2 Alternative Models and Interactions

Because the number of units in each social housing site was not known in my data, a credible

analysis of the effect of social housing density was not possible in this study. Instead, I have

focused on investigating the effect of social housing across different neighbourhood incomes

and social housing providers. This study has also looked into the sensitivity of model results

to spatial modelling assumptions, and explored the impact of novel models which incorporate

satellite and street view images.

The analysis for social housing across neighbourhood affluence suggests that housing

in the wealthiest neighbourhoods (top 20%) contributed the majority of the positive effects.

Housing in middle-class areas still benefited from the social housing, but it was by significantly

80See Appendix D for more details on this calculation.
81A similar parallel trends analysis for the repeat sales difference-in-differences model was not possible

because the non-linear spline model was not able wo be estimated with the within transformation.
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less than the high income areas. Estimates in the hedonic and repeat sales difference-in-

differences models suggested that the wealthiest areas may benefit 2-3 times more from

social housing than middle-income areas. This finding supports the results in Koschinsky

(2009) and Santiago et al. (2001) suggesting that social housing may be more positive in

higher income neighbourhoods. Importantly, this analysis also found that the post trends in

high and low income areas can be markedly different, which can significantly affect results

when omitted. In the wealthiest areas, my analysis indicated that the instantaneous post

trend was moderately positive, whereas in middle-class areas I found the instantaneous post

trend was substantially negative. When these post controls were removed, I found that all

statistically significant differences between wealthy and middle-class areas disappeared in my

preferred model - partially reversing the prior results. This speaks to the possibility that

previous omissions of post trends in the literature may be partly to blame for inconsistent

results across neighbourhood income.

The analysis of social housing providers in Section 8.2, revealed another possible reason

why results in the literature are so inconsistent. Initially, this analysis suggested that non-

profit social housing providers had a negative effect on neighbourhoods - a reversal of previous

findings in the literature. However, further investigation revealed that a single neighbourhood

appeared to be driving the result. Additionally, the inner area of that neighbourhood had

been disproportionately impacted by two major negative events after treatment that did not

affect the control areas. Further work in Section 8.2.3 suggested that the problem was not

necessarily that inner area shocks can occur, but rather that having only one neighbourhood

in the analysis accentuates the effect of any shock. In simple terms, when there are few

neighbourhoods in an analysis, a random inner area shock can easily distort the results.

However, in a sample with many neighbourhoods, negative shocks in some inner areas should

be offset by positive shocks somewhere else, resulting in a reliable estimate.

In concluding Section 8.2, I noted that researchers should exercise caution when subdivid-

ing their treatment effects, to avoid basing conclusions on a small number of neighbourhoods.

For example, a researcher may divide their results into large/small non-profit vs. large/s-

mall for-profit. But if the small non-profit housing happens to be in a single inner area,

and that inner area experienced a positive random shock, the estimated treatment effect
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may be significantly more positive than the true effect. It is notable that, despite these

concerns, finely segmented results appear to be common in the literature. For example,

Koschinsky (2009) segmented their results into six separate suburbs and then further seg-

mented each suburb’s results by project type, Deng (2011) segmented treatment by income,

housing provider type, and project size within the same regression equation, and Galster et

al. (1999) and Santiago et al. (2001) conducted “stratified regressions” for many different

census track clusters.82 This may explain why estimates of the aggregate effect appear to

have more agreement between studies than estimates across neighbourhood income or ten-

ancy characteristics. Moving forwards, it is clear that researchers must provide the number

of neighbourhoods that inform each treatment effect estimate, perform sensitivity analysis

by restricting the sample to years/quarters with observations across many neighbourhoods

(as I have done in Appendix E.3 and Appendix E.4), and/or employ spatial error models

which explicitly control for correlated neighbourhood shocks.

Accounting for spatial correlation using spatial models appears to broadly lower the treat-

ment effect while leaving other estimates mostly unchanged. The estimated treatment effect

is 10.9% after three years since social housing placement in the spatial STAR model, com-

pared to 20.0% in the equivalent hedonic difference-in-differences model. This suggests that

unaccounted spatial effects may upwardly bias treatment estimates, but accounting for spatial

effects did not fundamentally reverse any prior results.

In the final section (Section 8.4) I explored how researchers could expand beyond using

only typical hedonic characteristics (i.e. floor size, number of bedrooms etc.) and into

more advanced forms of data such as satellite and Google Street View imagery. The results

suggested that accounting for these novel data sources has a significant impact, lowering the

three-year treatment estimate from 19.1% in the hedonic difference-in-differences model,83 to

82Some readers may wonder whether this concern is not valid for these papers, because they performed
their analysis using more social housing sites than this study. While the 47 addition social housing sites in
this study is indeed substantially lower than the 302 sites in Koschinsky (2009, pg. 327), it is still relatively
comparable to the 92, 78, and 72 social housing sites analysed in Santiago et al. (2001, pg. 69), Deng (2011,
pg. 150), and Galster et al. (1999, pg. 984) respectively. Moreover, in the context of this problem, what we
are actually interested in is the number of disjoint analysis areas (see Figure 8), which may not increase with
the number of social housing units. For example, a study could have many social housing sites, but if they
are tightly packed into two or three small neighbourhoods, there would actually be very few disjoint analysis
areas.

83This is the pooled model’s estimate from column 1 in Table 8.
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between 11.8% and 9.1% in two models which control for image data. Accounting for the

satellite data in particular appeared to have the greatest effect on the treatment estimates,

suggesting that the surroundings of a home may contain the most important features. The

model with the best fit to the data used transfer learning from an existing image classification

model to identify features in the image data. This model raised the R2 (and adjusted R2)

by 10 percentage points, and had a comparable fit to even the repeat sales difference-in-

differences models. This showcased the potential for using machine learning approaches to

augment causal analysis and allow simple OLS models to better understand complex image

data. Overall, while the satellite imagery accounted for a large amount of omitted fixed

effects, it should not be considered a replacement for traditional repeat sales models. This

is because treatment estimates were still significantly different between the imaging data

models and my fixed effects models. Instead, this work suggests that combining repeat sales

and satellite data models may result in the most accurate estimates - although this was not

possible to test in this paper.

10 Concluding Remarks

Overall, this study finds that the introduction of social housing in Christchurch has broadly

positive effects on surrounding house prices, indicating that communities value it as a positive

amenity. My two most credible estimates84 suggest that three years after placement, social

housing tends to raise surrounding house prices by between 9.1% and 14.7%. I do not find any

credible evidence of negative effects from social housing anywhere in my analysis. However,

I do find evidence to suggest that the effect of social housing may be 2-3 times more positive

in wealthier neighbourhoods, and likewise less positive in middle-class neighbourhoods.

This analysis also highlights several econometric pitfalls in the current social housing

literature and proposes several ways to correct each problem. Broadly, I make three key

recommendations to future studies in the social housing literature:

• Omitting post effects in difference-in-differences models appears to have a large impact

84The two most credible estimates are the repeat sales difference-in-differences model (third column in
Table 9) and the hedonic difference-in-differences model using Approach 2 (transfer learning + PCA).
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on treatment estimates in my study area, suggesting that future difference-in-differences

approaches should strongly consider implementing post effect controls as well. In this

study of non-profit and government social housing, including post trends tended to

increase treatment estimates because the post trends were negative. However, future

analysis of different schemes (in particular private schemes) should not take this as

a guarantee for the post trends in their work. Accounting for post trends appears

to be particularly important when comparing treatment effects across neighbourhood

income, where I found significant differences in post trends that partially reversed the

model findings when omitted.

• The current practice in the literature of finely segmenting treatment estimates must

be revised. Many studies in the literature break down their treatment effect into small

components (i.e. large non-profit vs. small for-profit etc.), but these estimates can be

particularly unstable when they rely on only one or two neighbourhoods. This is be-

cause a random inner area shock to just one neighbourhood can significantly distort the

overall estimate. This practice may explain why there is significantly more disagreement

in the literature regarding treatment interaction effects than the average treatment ef-

fect. Therefore, if researchers wish to subdivide estimates they should: (1) Give readers

some indication of how many neighbourhoods are informing each treatment effect. (2)

Conduct some sensitivity analysis on a sub-sample which has many neighbourhoods.

(3) Use spatial models which explicitly account for correlated neighbourhood errors.

• Like Schwartz et al. (2006), my results also suggest that treatment estimates are not

fundamentally different in models that omit house fixed effects. Therefore, although

including house fixed effects is still preferable, relatively credible estimates are still pos-

sible without them. Further analysis on the matter of hedonic vs. repeat sales models

suggests that incorporating satellite imagery into hedonic difference-in-differences mod-

els accounts for a large amount of omitted features and significantly improves model

fit. But that said, imaging data should not be used as a definitive replacement for

repeat sales estimation, which still tends to account for more variation in the data.

Combining repeat sales difference-in-differences with satellite imagery may prove to
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be the optimal model moving forwards, although more research is still needed at this

stage. When incorporating satellite imagery, I suggest researchers use the novel transfer

learning approach outlined in this study, as it had the best model fit out of all hedonic

difference-in-differences models.
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Kropáček, J., Vařilová, Z., Baroň, I., Bhattacharya, A., Eberle, J., & Hochschild, V. (2015).

Remote sensing for characterisation and kinematic analysis of large slope failures: Debre

sina landslide, main ethiopian rift escarpment. Remote Sensing , 7 (12), 16183–16203.
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Appendices

A State Social Housing Accuracy

Validating the accuracy of my dataset poses some uniquely difficult challenges. The main

problem concerns the difference between land titles and addresses. A title is usually assigned

to a single address, but not in all cases. Sometimes a single property title can contain multi-

ple addresses, which indicates that all addresses are owned by the title owner. Unfortunately,

there is no indication on the title when it contains just one address or multiple addresses.

Throughout this study I primarily use distance to the nearest social house as the key regres-

sion variable, hence whether the title contains one property or several isn’t important. But

Kāinga Ora’s official data is given on a per address basis, so validating my measure against

theirs can be difficult.

For this study, Kāinga Ora has provided an aggregated dataset with the number of state

houses per Statistical Area 1 (SA1) in Christchurch (New Zealand) in 2022. This includes

houses that Kāinga Ora owns (95.6% of state housing in Christchurch) along with houses that

Kāinga Ora leases from private individuals to use as social housing (4.4% of state housing in

Christchurch).85

A fair comparison between my data and Kāinga Ora’s data, would be to see if I have social

housing in every SA1 that Kāinga Ora’s data lists with social housing. Figure 24 shows a map

of Christchurch where green areas indicate SA1s where both Kāinga Ora and I have recorded

social housing, and red areas indicating places where I have social housing but Kāinga Ora

does not. There were no SA1s where Kāinga Ora had social housing but I did not. Overall,

Kāinga Ora had social houses in 883 SA1s, and I had social housing in 893 SA1s. On a SA1

basis, this implies a 1.1% error. These figures and the map suggest an accurate match. It

is not clear what occurred in the 10 areas where I have social housing but Kāinga Ora does

not. Part of this may be because Kāinga Ora’s own figures are somewhat variable,86 and also

85In theory these leased properties should not be in my ownership data, but it appears that the owners of
these leased properties have transferred ownership of their property to Kāinga Ora for the duration of the
lease in some cases. This means that leased properties also appear in my LINZ ownership data.

86Using Kāinga Ora’s SA1 level data I calculated 6,356 social houses in Christchurch in December 2021,
but the Kāinga Ora website has 6,349 houses in Christchurch at that time (Kāinga Ora, 2022).
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Figure 24: A comparison of social housing presence in Christchurch

Green indicates areas where both me and Kāinga Ora have social housing. Red indicates areas where I have
social housing but Kāinga Ora does not. There were no areas where Kāinga Ora had social housing and I
did not.

because ownership changes could lag slightly behind the changes in Kāinga Ora’s database.87

Note that there is no clustering or obvious correlation between the red areas, this suggests

that our error is random and should not impact our estimates.

To give readers the most accurate view possible of my data, I have also attempted to

identify the number of homes in my property title data by performing a spatial match between

the LINZ Addresses data and my title data.88 This is not entirely accurate because of

administrative practices and intricacies in the addressing data.89 Hence, I emphasise that

87For example, when a sale agreement is signed, Kāinga Ora may remove a house from their internal
dataset, but the ownership of the property will not change until the transfer date.

88There are many intricacies in this calculation, so the exact methodology is available from the author
upon request.

89A match between addresses and titles is not completely accurate largely because it appears that addresses
are sometimes reserved in advance of future subdivisions. This results in some titles that have multiple
addresses but only one home currently. There are also other issues where addresses cannot be matched to
apartment titles.

158



this is not an entirely fair comparison, because the error includes both legitimate differences

between the datasets and differences as a result of the addressing issues. With this context

in mind, the results are still very promising. Figure 25 shows a comparison of the number of

houses in my dataset and Kāinga Ora’s dataset at the beginning of 2022. Green areas show

where both datasets have exactly the same number of houses. Blue areas show where my

dataset has less houses than Kāinga Ora’s dataset. Red areas show where I have more houses

than Kāinga Ora. Over 80% of SA1s show a perfect match. The mean absolute difference

between both datasets is 0.48, this means that on average for a given SA1, my dataset was off

by ±0.48 houses. Since SA1s in Christchurch have 7.48 social houses on average in Kāinga

Ora’s data, this implies at most a ±6.4% error. I consider this to be very promising, given

that this error includes the addressing issues mentioned earlier. The even dispersion of red

and blue areas in Figure 25 also suggests that our error is approximately random and does

not bias in any particular direction.

B The Difference Between PostSHFactor and a Tra-

ditional Post Variable

In Section 6.2 I noted that Treated ̸= InnerArea × PostSHFactor. This is not typical

and departs from most standard difference-in-difference methodologies. The reason for this

complexity arises from the fact that there is not a single treatment event, therefore a treat-

ment house may be in a control area (1200m-600m from social housing) before it enters a

treatment area (<600m from social housing). To understand this fully, I will first explain

this phenomena with a more simple example - a job training program.

B.1 A Simple Job Training Example

Imagine for a moment, the classical job-training program difference-in-differences model with

a few modifications.

NumInterviews = β0 + β1Treat+ β2Post+ β3Treatment+ TimeFE + e (23)
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Figure 25: A comparison for the number of social housing properties in Christchurch

Green indicates areas where Kāinga Ora and my data have exactly the same number of social houses. Red
indicates areas where my data has more social housing than Kāinga Ora’s data. Blue areas are where my data
has less social housing than Kāinga Ora’s data. Note that this is not an entirely fair comparison, because
some areas will have an error which is attributable to matching addresses to title numbers in my data, and
not reflective of a legitimate discrepancy between my data and Kāinga Ora’s data.



Here Treat = 1 are members in the group that applied for job training and were accepted,

and Treat = 0 are members that applied for job training and were rejected. Post = 1 for

periods after the job training applications closed and job training occurred. Treatment = 1

means that the worker was in the treatment group and has now received treatment. With a

traditional post variable we would have Treatment = Treat×Post. TimeFE are time fixed

effects. If there was only one job training program TimeFE would be perfectly correlated

with Post, so lets assume multiple training programmes were rolled out at different times in

the area.90 One can think of TimeFE as controlling for the wider time trends in the labour

market.

It is important now to think about exactly what Post is controlling for in Equation (23).

Post isn’t controlling for aggregate differences in the labour market before and after people

apply for job training, as TimeFE should do this adequately. Instead, Post is controlling

for individual level changes before and after people apply for the program. Maybe workers

who apply for job training are on a motivated spurt, and hence submit more applications

(regardless of whether they are accepted). Maybe workers who apply for job training are

likely to have jointly received professional labour market help (i.e. good resume tips).

With this context in mind, imagine a slight modification to our scenario. Instead of

workers applying and receiving job training straight away (if they are accepted), sometimes

workers might apply for one training session but for administrative reasons be allocated to a

later session. Assume that workers are still told if they are accepted/rejected straight away,

but now some accepted workers will receive the actual treatment later. For these delayed

workers, should Post = 1 be after they applied? Or should Post = 1 after they are receive

training? Hopefully it is clear in this example that it should be the former and the latter

doesn’t make much sense. Note that all the reasons why we included the Post variable in the

first place (i.e. motivation spurts, professional labour market help etc.) are still true at the

time the worker applied. There’s no reason why these factors would wait for the treatment

to begin, when we know they are correlated with the worker’s act of applying. Of course,

it could be argued that maybe there are time-varying trends that occur with applying (i.e.

Post) and also other time-varying trends that occur with training (e.g. once training has

90This makes TimeFE and Post no longer co-linear. See Section 6.3.1 for an example.
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occurred workers can apply for government benefits). But this doesn’t suggest that the Post

effect should be moved up to the treatment time, instead it suggests that there is another

variable which is correlated with treatment (i.e. government benefits after training) - which

would unfortunately be perfectly correlated with treatment in our current set up.

Note that setting Post = 1 after they applied would mean that Treatment ̸= Treat ×

Post, which is exactly what we have in Section 6.2. Hence, this is an intuitive example of

how this type of behaviour can arise in a difference-in-differences model.

B.2 Why a Traditional POST Variable Doesn’t Make Sense in My

Context

Although this study has a completely different context to the example above, it shares a very

similar intuition. In the example above, the issue was that sometimes treatment workers can

apply but not receive treatment until later. And there was some possible confusion (which

I hopefully resolved) around if the post trend should be allocated after application or after

treatment. In the case of social housing, there are many treatment houses which will go from

>1200m from social housing at first, then 600m-1200m, and finally end up at <600m. Figure

26 gives an example of a treatment house sale in the 600m-1200m state. The fundamental

question is, do such treatment houses receive the post-social house time-varying trend when

social housing was at 600m-1200m distance? or when social housing was at <600m distance?

Just like the job training example above, I argue that it only makes sense for these types of

houses to receive the post-social house time-varying trend when they are 600m-1200m away

from social housing. The model assumptions (see Section 6.1) stipulate that social housing

is correlated with amenities that have an effect within 1200m, hence if housing is within

1200m of a house it should receive the amenity benefits. There’s no reason why the amenity

benefits would wait until the house is <600m from social housing. After all, if this was a

control house that went from >1200m to 600m-1200m, there would be no debate that it must

have received the post-social house time-varying trend when it was 600m-1200m from social

housing. Therefore, why would we use a different set of logic just because it is a treatment

house?
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Figure 26: A complex scenario with PostSHFactor

SH2
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In this figure, house A is sold in 2019. House A is in the InnerArea of SH2 (which doesn’t arrive until
2020) but in the control area of SH1 (which already arrived in 2018), so the 2019 sale of house A will have
InnerArea = 1 but Treated = 0. Additionally, because house A’s 2019 sale lies within the control area of
SH1 and SH1 arrived in 2018, we would have PostSHFactor = 1 for house A’s 2019 sale. Remember, houses
in the control zone receive the amenity benefits, so it stands to reason that house A received these benefits
when SH1 arrived in 2018.

This hopefully explains why PostSHFactor = 1 when

distance to social house at sale time ≤ 1200

rather than a time based definition as a typical post variable would use. This should also ex-

plain why Treated ̸= InnerArea×PostSHFactor, and Figure 26 gives an excellent example

of when this holds.

C Growth vs. Yield Trade-Off Under Rational House

Valuations

In Section 6.4.2, I noted that parallel growth in a housing model could emerge from the

growth vs. yield trade-off noted by property investors. The fundamental premise behind

this trade-off is that high yield housing tends to have low expected capital appreciation, and

163



housing with high expected capital appreciation tends to have low yields. Housing with both

high yields and high expected capital appreciation is typically not possible.

While this relationship may hold practice, it is important to confirm whether this is

compatible with the Roback (1982) model, as this forms the theoretical foundation for this

paper’s analysis of house prices. It may not be immediately obvious that is the case, as Roback

(1982) does not directly deal with advanced concepts like expected capital appreciation and

rental yields. However, I will show in this section how growth vs. yield trade-off behaviour

can arise in a simple market with rational valuations, as is assumed in Roback (1982).

To begin, note that like land prices in Equation (1), house prices (Ph) are also the present

value of their expected rental payments.

Ph =
n∑

t=0

E[rt]

(1 + i)t
(24)

Here rt is the rental payment required to use the house and land during year t, i is the discount

rate, and n is the number of years during which the property will yield rental payments. For

most properties n will likely be very large or maybe even infinite.91 i should be the rate of

return for an alternative investment with comparable risk to housing.

Assuming valuations are formed rationally according to Equation (24), any investor at

time t = 0 can form an expectation of their property’s value at time t = 1. Specifically, at

t = 1, the expected nominal value of a property will be92

(1 + i)×
n∑

t=1

E[rt]

(1 + i)t
=

n∑
t=1

E[rt]

(1 + i)t−1

Rental payments are received at the start of the year, therefore the nominal value of the

t = 0 rental payment at time t = 1 will be

E[r0](1 + i)

91At least the land the property resides on shouldn’t degrade over time, and therefore can be expected to
return some rental payments forever.

92Note that t now begins at 1 because the t = 0 rental payment will no longer exist at t = 1. Also, we
must multiply by (1 + i) to bring the value of the cashflow into nominal t = 1 dollars.
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This assumes that investors can invest at return i. Using the last two equations, we can form

the expected total nominal return (R) from owning a property for one year

R =
E[r0](1 + i) +

∑n
t=1

E[rt]
(1+i)t−1∑n

t=0
E[rt]
(1+i)t

= 1 + i (25)

The last equality is evident by factoring out 1+i from both terms in the numerator. Equation

(25) says something quite expected: under rational valuations, the total expected return in

housing must be the same as the alternative investment. Remember that by using i as the

discount rate we assume that the alternative investment has the same risk profile as housing.

Therefore, the total return in both investments must be equal at equilibrium.93

Note that Equation (25) also implies the growth vs. yield trade off holds. Simply put, if

E[r0](1 + i)∑n
t=0

E[rt]
(1+i)t

is above average (i.e. the property has a high yield) then

∑n
t=1

E[rt]
(1+i)t−1∑n

t=0
E[rt]
(1+i)t

must be below average (i.e. the property has poor expected capital appreciation). Both

yields and expected capital appreciation cannot be high otherwise the total return on that

property would exceed 1 + i.

This gives us some interesting insight into the types of properties we might expect to have

high yields and low growth. Specifically, Equation (25) implies that high yield properties have

good current returns, but poor expected future returns. An example of such a property might

be a shabby student apartment. The owner of the property may have used cheap materials

and building practices when constructing the home. In the short term, this means relatively

high rental payments compared to the cost of the house. However, the poor materials will

require increased maintenance in the long run, which means the future yield on the property

93Although this model would never leave equilibrium (because valuations are perfectly rational), there is an
obvious equilibrium mechanism. If the alternative investment’s yield was lower than the return in housing,
then people would borrow at i and buy housing. This drives down yields in housing to i. Likewise, if i
is higher than the return in housing, then people will sell housing and place their funds in the alternative
investment, therefore driving up yields in housing to i.
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is low once repair costs are accounted for.

For low yield and high growth properties, current yields are low but expected future yields

high. This might occur when a house is built using high quality materials in a growing area.

Such a house would be poised to benefit fully from future rental price inflation without an

offsetting increase to repair costs. However, of course, the market anticipates this and will

set a high valuation for such a property, which drives down its current yield.

D Population Density and Effect Size Comparisons

Previous comparable studies of social housing have typically investigated large 100+ unit

developments in dense United States cities (e.g. New York City). On the other hand, my

study investigates much smaller social housing developments in substantially less dense areas.

In this appendix, I will try to adjust my social housing treatment to allow for comparison

with these prior studies.

The first issue is establishing how many units each social housing development has on

average. My methodology in Section 5.2.1 can record which land titles correspond to social

housing, but sometimes one land title may correspond to several physical addresses. Using

the methodology in Appendix A, I identify 52 unique addresses among my 47 addition social

housing titles. This suggests that there are around 1.11 homes per social house site on aver-

age in my study area.94 The second issue is establishing how many people might move into

each social housing unit. Unfortunately, there are no available statistics on average family

size in social housing. However, Etu Pasifika, an organisation for vulnerable families in Can-

terbury/Christchurch, noted that the average family size among their beneficiaries was 5.35

(Savage, Hynds, Kus-Harbord, Leonard, & Malungahu, 2020, pg. 35). Etu Pasifika’s service

population and the population of social housing tenants will likely overlap considerably. This

suggests that 5 residents per household (including children) is a reasonable estimate for the

average social housing family size.

Using this information we can now estimate the number of social housing tenants within

600m of the average home in addition areas. After two years from treatment starting, addition

94This figure is 52/47 ≈ 1.11
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housing was on average within 600m of 3.96 social housing sites (i.e. land titles). Assuming

1.11 homes per site and 5 tenants per home, this suggests that the average addition house is

within 600m of 22 new social housing tenants after two years.95 The urban population density

of Christchurch is around 1,290 per km2, and an inner area (a circle with a 600m radius) has

a land area of 1.13 km2.96 This implies that each inner area has 1458 people on average,97

meaning the addition of 22 social housing tenants represents a 1.5% increase to the local

population in the area. For comparison, in New York City the population density is 10,425

people per km2 (27,000 people per square mile), which implies that a similar 1.5% population

increase would represent 177 new social housing tenants (New York City Department of City

Planning, n.d.).98

With this in mind, it should not be surprising that my effect size is similar to studies such

as Schwartz et al. (2006) who analyse large social housing developments in New York City.

Conversions to additional tenants are not possible with the information given in Schwartz et

al. (2006, pg. 692), but with half of sales being within 100 or less social housing units in their

study, having around 177 social housing tenants per inner area does not sound unreasonable.

This suggests that, relative to the wider population density, the social housing treatment

in this study is relatively similar to studies such as Schwartz et al. (2006). Therefore, my

findings of similar effects are not unusual, and actually imply that my estimates are broadly

inline with much of the literature.

E Supplementary Tables: Main Results

E.1 Full Results: Basic Hedonic Model

Below are the full regression results for the basic hedonic model. The only variables which

are present in the regression but not shown here are: the dummy variables for each neigh-

bourhood, the dummy variables for each quarter, and the interaction terms between neigh-

953.96× 5× 1.11 ≈ 22
96The 1,290 people per km2 is calculated from Christchurch’s urban population of 380,600 in the

Christchurch urban area of 295 km2 (Statistics New Zealand, n.d., 2020).
971290× 1.13 ≈ 1458
9810425× 1.13× 0.015 ≈ 177
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bourhood dummy variables and quarters. All standard errors shown are White standard

errors.

(1) (2) (3) (4)

Treated
0.1330

(0.0055)***

0.0890

(0.0071)***

0.0072

(0.0129)

0.0042

(0.0129)

ln(LandArea)
0.1424

(0.0038)***

0.1609

(0.0056)***

0.1806

(0.0127)***

0.1811

(0.0131)***

ln(FloorArea)
0.3737

(0.0079)***

0.3248

(0.0121)***

0.0556

(0.0291)

0.0428

(0.0298)

DistanceToCBD
0.0000

(0.0000)***

0.0000

(0.0000)***

0.0000

(0.0000)***

0.0000

(0.0000)***

Bedrooms− 1
-0.0287

(0.0244)

-0.1549

(0.0244)***

-0.5470

(0.1324)***

-0.5509

(0.1316)***

Bedrooms− 3
0.0024

(0.0057)

-0.0088

(0.0104)

-0.0860

(0.0236)***

-0.0865

(0.0243)***

Bedrooms− 4
0.0623

(0.0073)***

0.0533

(0.0124)***

0.0205

(0.0273)

0.0213

(0.0281)

Bedrooms− 5
0.1166

(0.0108)***

0.0971

(0.0170)***

0.1080

(0.0371)**

0.1034

(0.0381)**

Bedrooms− 6
-0.0494

(0.0365)

-0.0591

(0.0530)

-0.2473

(0.1350)

-0.2207

(0.1368)

Bedrooms− 7
0.1287

(0.0914)

0.2428

(0.1177)*

0.4813

(0.0672)***

0.5099

(0.0682)***

Bedrooms− 8
-0.0020

(0.0931)

0.0112

(0.0997)
- -

Bedrooms− 9
-0.2083

(0.1693)

-0.0636

(0.1170)

0.0261

(0.1109)

0.0061

(0.1190)

Bedrooms− 10
0.1760

(0.1566)

-0.0007

(0.3116)
- -

Bedrooms− 11
-0.3397

(0.0194)***
- - -
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Bedrooms− 12+
-0.5783

(0.0806)***

0.3107

(0.1015)**
- -

Bathrooms− 1
0.0308

(0.0041)***

0.0611

(0.0065)***

0.0910

(0.0147)***

0.0924

(0.0151)***

Bathrooms− 3
0.0633

(0.0087)***

0.0315

(0.0112)**

-0.0594

(0.0226)**

-0.0812

(0.0237)***

Bathrooms− 4
0.0414

(0.0273)

-0.0122

(0.0327)

-0.0610

(0.0944)

-0.0885

(0.1035)

Bathrooms− 5
-0.0374

(0.0591)

-0.1543

(0.0946)

-0.1726

(0.1635)

-0.2658

(0.1853)

Bathrooms− 6
0.2060

(0.0827)*

0.1785

(0.0988)
- -

Bathrooms− 7
-0.3058

(0.3015)
- - -

Bathrooms− 8
-0.4184

(0.0612)***

-0.4669

(0.1135)***
- -

Bathrooms− 10+
-0.3743

(0.2286)

-1.0471

(0.0482)***
- -

HouseType− Land
-0.0427

(0.0362)

0.0607

(0.0388)

0.2663

(0.0808)***

0.2628

(0.0817)**

HouseType−Other
-0.3094

(0.1702)

0.0027

(0.1987)

0.8823

(0.0732)***

0.9055

(0.0738)***

HouseType− Unit
0.1214

(0.0080)***

0.0823

(0.0116)***

0.1902

(0.0276)***

0.2429

(0.0301)***

AverageElevationBetween : −25; and; 0
0.0295

(0.0348)

-0.0139

(0.0622)

-0.0878

(0.1052)

-0.0889

(0.1049)

AverageElevationBetween : 25; and; 50
0.0696

(0.0061)***

0.0944

(0.0126)***

0.0285

(0.0388)

0.0292

(0.0387)

AverageElevationBetween : 50; and; 75
0.0813

(0.0177)***

-0.0101

(0.0250)

-0.1573

(0.0490)**

-0.1604

(0.0489)**

AverageElevationBetween : 75; and; 100
0.1771

(0.0311)***

0.1231

(0.1914)

-0.6029

(0.1110)***

-0.5997

(0.1110)***
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AverageElevationBetween : 100; and; 125
0.1559

(0.0397)***

0.3980

(0.1740)*
- -

AverageElevationBetween : 125; and; 150
0.1960

(0.0524)***
- - -

AverageElevationBetween : 150; and; 175
0.1666

(0.0532)**
- - -

AverageElevationBetween : 175; and; 200
-0.0069

(0.0550)
- - -

AverageElevationBetween : 200; and; 225
0.2592

(0.0476)***
- - -

AverageElevationBetween : 225; and; 250
0.2095

(0.1440)
- - -

AverageElevationBetween : 250; and; Inf
0.0997

(0.0930)
- - -

AverageSlopeBetween : −0.05; and; 0
0.0747

(0.0451)

0.1697

(0.0483)***

0.1789

(0.1229)

0.1486

(0.1216)

AverageSlopeBetween : 0.05; and; 0.1
-0.0079

(0.0033)*

-0.0121

(0.0054)*

-0.0059

(0.0096)

-0.0059

(0.0098)

AverageSlopeBetween : 0.1; and; 0.15
-0.0174

(0.0083)*

-0.0067

(0.0123)

-0.0307

(0.0192)

-0.0295

(0.0193)

AverageSlopeBetween : 0.15; and; 0.2
0.0273

(0.0176)

0.0425

(0.0294)

0.0188

(0.0425)

0.0176

(0.0423)

AverageSlopeBetween : 0.2; and; 0.25
0.0627

(0.0225)**

0.0255

(0.0529)

-0.0039

(0.0766)

-0.0027

(0.0766)

AverageSlopeBetween : 0.25; and; 0.3
-0.0326

(0.0286)

0.0810

(0.1117)

-0.0990

(0.1084)

-0.1053

(0.1079)

AverageSlopeBetween : 0.3; and; 0.35
-0.0436

(0.0402)

-0.1496

(0.2032)

-0.2704

(0.2684)

-0.2737

(0.2673)

AverageSlopeBetween : 0.35; and; 0.4
-0.0655

(0.0494)

0.0222

(0.2194)
- -

AverageSlopeBetween : 0.4; and; 0.45
-0.1017

(0.0767)

0.3969

(0.2929)

-0.2869

(0.4516)

-0.2851

(0.4490)
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AverageSlopeBetween : 0.45; and; 0.5
-0.0504

(0.1131)

0.0919

(0.1014)
- -

AverageSlopeBetween : 0.5; and; Inf
-0.0363

(0.1319)

-0.2859

(0.1261)*
- -

NZDep2018− 2
0.0553

(0.0059)***

0.0046

(0.0079)

0.0553

(0.0113)***

0.0575

(0.0113)***

NZDep2018− 3
0.0339

(0.0062)***

0.0569

(0.0087)***

0.0984

(0.0182)***

0.1079

(0.0191)***

NZDep2018− 4
0.0219

(0.0066)***

0.0687

(0.0094)***

0.1983

(0.0222)***

0.1971

(0.0222)***

NZDep2018− 5
0.0083

(0.0063)

0.0473

(0.0096)***

0.2039

(0.0230)***

0.1978

(0.0231)***

NZDep2018− 6
-0.0690

(0.0068)***

-0.0542

(0.0105)***

-0.0529

(0.0275)

-0.0514

(0.0275)

NZDep2018− 7
-0.1248

(0.0068)***

-0.0990

(0.0101)***
- -

NZDep2018− 8
-0.1588

(0.0071)***

-0.1194

(0.0116)***

0.3670

(0.0540)***

0.3678

(0.0544)***

NZDep2018− 9
-0.2142

(0.0078)***

-0.1124

(0.0140)***
- -

NZDep2018− 10
-0.2450

(0.0101)***

-0.1583

(0.0263)***
- -

Sample Type All
Treat Area

Only

Additions

Only

Best Additions

Only

R2 0.4242 0.4506 0.3474 0.3314

n 71518 31675 12560 12214

E.2 Full Results: Hedonic Difference-in-Differences

Below are the full regression results for the hedonic difference-in-differences model. The only

variables which are present in the regression but not shown here are: the dummy variables
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for each neighbourhood, the dummy variables for each quarter, and the interaction terms

between neighbourhood dummy variables and quarters. All standard errors shown are White

standard errors.

(1) (2) (3) (4)

Addition
0.0546

(0.0296)

0.0259

(0.0347)
- -

Removal
-0.6986

(0.4277)

-0.7897

(0.3326)*
- -

InnerArea
0.3736

(0.0124)***

0.3375

(0.0227)***

-0.0445

(0.0189)*

-0.0443

(0.0189)*

InnerArea×Addition
-0.4174

(0.0211)***

-0.3659

(0.0286)***
- -

InnerArea×Removal
-0.3230

(0.0715)***

-0.3110

(0.0736)***
- -

Treated - -
0.0483

(0.0207)*

0.0467

(0.0207)*

Treated×Addition
0.0564

(0.0189)**

0.0564

(0.0191)**
- -

Treated×Removal
0.1859

(0.0689)**

0.2047

(0.0725)**
- -

PostSHFactor - -
0.0262

(0.0278)

0.0242

(0.0277)

PostSHFactor ×Addition
-0.0036

(0.0261)

-0.0066

(0.0269)
- -

PostSHFactor ×Removal
0.8120

(0.4306)

0.8786

(0.3361)**
- -

t
0.0021

(0.0008)*

0.0030

(0.0011)**

0.0056

(0.0016)***

0.0056

(0.0016)***

t×Addition
0.0054

(0.0017)**

0.0035

(0.0018)
- -
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t×Removal
-0.0193

(0.0160)

-0.0232

(0.0129)
- -

t× InnerArea - -
-0.0079

(0.0012)***

-0.0079

(0.0012)***

t× InnerArea×Addition
-0.0075

(0.0011)***

-0.0074

(0.0011)***
- -

t× InnerArea×Removal
-0.0387

(0.0042)***

-0.0411

(0.0050)***
- -

t× Treated
-0.0119

(0.0005)***

-0.0137

(0.0010)***

0.0112

(0.0013)***

0.0112

(0.0013)***

t× Treated×Addition
0.0218

(0.0013)***

0.0245

(0.0015)***
- -

t× Treated×Removal
-0.0218

(0.0068)**

-0.0262

(0.0067)***
- -

t× PostSHFactor - -
-0.0075

(0.0015)***

-0.0076

(0.0015)***

t× PostSHFactor ×Addition
-0.0076

(0.0014)***

-0.0074

(0.0015)***
- -

t× PostSHFactor ×Removal
-0.0173

(0.0163)

-0.0185

(0.0134)
- -

ln(LandArea)
0.1426

(0.0039)***

0.1587

(0.0058)***

0.1851

(0.0131)***

0.1857

(0.0135)***

ln(FloorArea)
0.3708

(0.0079)***

0.3198

(0.0120)***

0.0542

(0.0290)

0.0419

(0.0298)

DistanceToCBD
0.0000

(0.0000)***

0.0000

(0.0000)***

0.0000

(0.0000)**

0.0000

(0.0000)*

Bedrooms− 1
-0.0243

(0.0242)

-0.1361

(0.0242)***

-0.5298

(0.1266)***

-0.5339

(0.1256)***

Bedrooms− 3
0.0006

(0.0057)

-0.0110

(0.0104)

-0.0898

(0.0238)***

-0.0905

(0.0245)***

Bedrooms− 4
0.0613

(0.0073)***

0.0506

(0.0124)***

0.0157

(0.0274)

0.0161

(0.0282)
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Bedrooms− 5
0.1146

(0.0107)***

0.0952

(0.0169)***

0.1045

(0.0373)**

0.0996

(0.0383)**

Bedrooms− 6
-0.0517

(0.0368)

-0.0481

(0.0537)

-0.2558

(0.1389)

-0.2298

(0.1409)

Bedrooms− 7
0.1032

(0.0923)

0.2159

(0.1286)

0.4538

(0.0680)***

0.4816

(0.0690)***

Bedrooms− 8
-0.0107

(0.0914)

0.0018

(0.1013)
- -

Bedrooms− 9
-0.2064

(0.1707)

-0.0799

(0.1126)

0.0050

(0.1142)

-0.0184

(0.1231)

Bedrooms− 10
0.1620

(0.1500)

0.0108

(0.2956)
- -

Bedrooms− 11
-0.3456

(0.0195)***
- - -

Bedrooms− 12+
-0.5707

(0.0785)***

0.2756

(0.0930)**
- -

Bathrooms− 1
0.0282

(0.0041)***

0.0564

(0.0065)***

0.0891

(0.0146)***

0.0905

(0.0149)***

Bathrooms− 3
0.0634

(0.0087)***

0.0310

(0.0112)**

-0.0603

(0.0229)**

-0.0824

(0.0240)***

Bathrooms− 4
0.0536

(0.0275)

0.0066

(0.0330)

-0.0472

(0.0973)

-0.0722

(0.1073)

Bathrooms− 5
-0.0275

(0.0581)

-0.1441

(0.0944)

-0.1868

(0.1654)

-0.2817

(0.1869)

Bathrooms− 6
0.2058

(0.0833)*

0.1799

(0.0992)
- -

Bathrooms− 7
-0.3208

(0.3083)
- - -

Bathrooms− 8
-0.4159

(0.0537)***

-0.4270

(0.1150)***
- -

Bathrooms− 10+
-0.3742

(0.2288)

-1.0293

(0.0467)***
- -
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HouseType− Land
-0.0387

(0.0366)

0.0755

(0.0405)

0.2753

(0.0804)***

0.2719

(0.0812)***

HouseType−Other
-0.2581

(0.1978)

0.1190

(0.2623)

1.0593

(0.0759)***

1.0816

(0.0765)***

HouseType− Unit
0.1288

(0.0080)***

0.0955

(0.0117)***

0.2043

(0.0289)***

0.2587

(0.0316)***

AverageElevationBetween : −25; and; 0
0.0289

(0.0331)

-0.0209

(0.0613)

-0.0577

(0.0983)

-0.0595

(0.0979)

AverageElevationBetween : 25; and; 50
0.0552

(0.0062)***

0.0758

(0.0126)***

0.0061

(0.0401)

0.0065

(0.0400)

AverageElevationBetween : 50; and; 75
0.0823

(0.0177)***

-0.0312

(0.0252)

-0.2105

(0.0508)***

-0.2137

(0.0508)***

AverageElevationBetween : 75; and; 100
0.1835

(0.0307)***

0.1630

(0.1895)

-0.6226

(0.1116)***

-0.6195

(0.1116)***

AverageElevationBetween : 100; and; 125
0.1553

(0.0401)***

0.4247

(0.1803)*
- -

AverageElevationBetween : 125; and; 150
0.2177

(0.0512)***
- - -

AverageElevationBetween : 150; and; 175
0.1800

(0.0522)***
- - -

AverageElevationBetween : 175; and; 200
0.0008

(0.0567)
- - -

AverageElevationBetween : 200; and; 225
0.2646

(0.0541)***
- - -

AverageElevationBetween : 225; and; 250
0.2458

(0.1418)
- - -

AverageElevationBetween : 250; and; Inf
0.1092

(0.0898)
- - -

AverageSlopeBetween : −0.05; and; 0
0.0799

(0.0455)

0.1672

(0.0504)***

0.1681

(0.1381)

0.1373

(0.1364)

AverageSlopeBetween : 0.05; and; 0.1
-0.0070

(0.0033)*

-0.0127

(0.0054)*

-0.0084

(0.0096)

-0.0084

(0.0097)
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AverageSlopeBetween : 0.1; and; 0.15
-0.0161

(0.0083)

-0.0058

(0.0122)

-0.0303

(0.0192)

-0.0292

(0.0194)

AverageSlopeBetween : 0.15; and; 0.2
0.0273

(0.0174)

0.0369

(0.0290)

0.0188

(0.0426)

0.0176

(0.0425)

AverageSlopeBetween : 0.2; and; 0.25
0.0632

(0.0222)**

0.0332

(0.0531)

0.0168

(0.0796)

0.0178

(0.0796)

AverageSlopeBetween : 0.25; and; 0.3
-0.0290

(0.0285)

0.0589

(0.1087)

-0.0932

(0.0890)

-0.0997

(0.0886)

AverageSlopeBetween : 0.3; and; 0.35
-0.0405

(0.0392)

-0.2022

(0.2030)

-0.3145

(0.2809)

-0.3181

(0.2796)

AverageSlopeBetween : 0.35; and; 0.4
-0.0584

(0.0495)

0.0605

(0.2200)
- -

AverageSlopeBetween : 0.4; and; 0.45
-0.0948

(0.0756)

0.3780

(0.3122)

-0.3909

(0.4599)

-0.3895

(0.4574)

AverageSlopeBetween : 0.45; and; 0.5
-0.0415

(0.1150)

0.1164

(0.1356)
- -

AverageSlopeBetween : 0.5; and; Inf
-0.0547

(0.1315)

-0.3496

(0.1328)**
- -

NZDep2018− 2
0.0500

(0.0060)***

0.0000

(0.0078)

0.0435

(0.0113)***

0.0456

(0.0113)***

NZDep2018− 3
0.0230

(0.0062)***

0.0499

(0.0087)***

0.0913

(0.0182)***

0.1015

(0.0191)***

NZDep2018− 4
0.0039

(0.0067)

0.0512

(0.0094)***

0.1715

(0.0222)***

0.1703

(0.0222)***

NZDep2018− 5
-0.0030

(0.0064)

0.0442

(0.0097)***

0.1860

(0.0236)***

0.1802

(0.0237)***

NZDep2018− 6
-0.0822

(0.0068)***

-0.0620

(0.0104)***

-0.0733

(0.0275)**

-0.0719

(0.0275)**

NZDep2018− 7
-0.1380

(0.0069)***

-0.1043

(0.0101)***
- -

NZDep2018− 8
-0.1723

(0.0072)***

-0.1247

(0.0115)***

0.4256

(0.0585)***

0.4265

(0.0588)***
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NZDep2018− 9
-0.2294

(0.0078)***

-0.1241

(0.0140)***
- -

NZDep2018− 10
-0.2605

(0.0101)***

-0.1698

(0.0266)***
- -

Sample Type All
Treat Area

Only

Additions

Only

Best Additions

Only

R2 0.4347 0.4621 0.3594 0.3438

n 71518 31675 12560 12214

E.3 Neighbourhood Sensitivity Analysis: Hedonic Difference-in-

Differences

It is important that treatment estimates come from a wide range of neighbourhoods, as

this ensures that a peculiarity in one neighbourhood is not driving the bulk of the treatment

effects. Section 8.2 provides an example of what can occur when one neighbourhood is driving

the results. Table 19 below shows the number of neighbourhoods providing data at each t

value (i.e. time before/after treatment). Each disjoint neighbourhood is defined in Figure 8.

Table 19 shows that if we want the treatment effect to be based on quarters where at

least four neighbourhood areas were providing data, then we should restrict our sample to

observations where −30 ≤ t ≤ 10. Table 20 shows the regression results for a hedonic

difference-in-differences model which only uses sales that have −30 ≤ t ≤ 10, to ensure all

data comes from quarters where at least four neighbourhoods contributed data. Since there

are only 12 addition neighbourhoods in total, this effectively requires that at least one third

of all neighbourhoods are contributing data.

The results in Table 20 suggest that the fundamental result of positive effects is not

being driven by a small number of neighbourhoods, and instead appears to be a fundamental

relationship in the data. The one-year treatment estimate now ranges from 13.5-17.4% as

opposed to between 9.8-10.5% in the results from Table 8.
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Table 19: Number of Neighbourhoods Providing Data in Hedonic Difference-in-Differences
Model by t

t Number of Sales Number of Neighbourhoods

-35 26 2
-34 62 2
-33 94 2
-32 96 2
-31 42 2
-30 97 4
-29 145 4
-28 177 4
-27 199 5
-26 198 5
-25 214 6
-24 259 5
-23 256 5
-22 232 5
-21 245 6
-20 248 5
-19 259 5
-18 251 5
-17 304 5
-16 357 6
-15 392 5
-14 361 5
-13 313 5
-12 317 6
-11 227 5
-10 191 6
-9 160 5
-8 210 5
-7 203 5
-6 179 7
-5 161 5
-4 355 5
-3 285 5
-2 322 7
-1 294 6
0 297 5
1 295 5
2 331 4
3 268 5
4 253 5
5 267 4
6 255 5
7 233 5
8 204 5
9 187 4
10 170 4
11 148 3
12 89 4
13 129 3
14 134 3
15 115 4
16 98 3
17 87 3
18 83 3
19 60 3
20 62 4
21 45 3
22 67 3
23 71 2
24 74 2
25 73 2
26 52 2
27 68 2
28 76 2
29 59 2
30 48 2
31 42 2
32 43 2
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Table 20: Hedonic Difference-in-Differences Model Results Four Or More Neighbourhoods
Only

(1) (2) (3) (4)

InnerArea
0.4018

(0.0231)***
0.2655

(0.0461)***
-0.0721

(0.0219)**
-0.0713

(0.0219)**

InnerArea×Addition
-0.5001

(0.0313)***
-0.3461

(0.0507)***
- -

InnerArea×Removal
-0.2893

(0.1101)**
-0.1733
(0.1183)

- -

Treated - -
0.0387
(0.0292)

0.0385
(0.0291)

Treated×Addition
0.0677

(0.0283)*
0.0617

(0.0282)*
- -

Treated×Removal
0.0157
(0.1341)

0.0569
(0.1391)

- -

PostSHFactor - -
0.0516
(0.0290)

0.0495
(0.0290)

PostSHFactor ×Addition
0.0488
(0.0283)

0.0355
(0.0284)

- -

PostSHFactor ×Removal
0.4128
(0.3368)

0.5587
(0.3085)

- -

t
0.0440

(0.0053)***
0.0269

(0.0075)***
0.0052

(0.0017)**
0.0051

(0.0017)**

t×Addition
-0.0378

(0.0057)***
-0.0216

(0.0077)**
- -

t×Removal
-0.0522

(0.0163)**
-0.0430

(0.0163)**
- -

t× InnerArea - -
-0.0087

(0.0015)***
-0.0086

(0.0015)***

t× InnerArea×Addition
-0.0100

(0.0015)***
-0.0094

(0.0015)***
- -

t× InnerArea×Removal
-0.0520

(0.0069)***
-0.0519

(0.0073)***
- -

t× Treated
-0.0253

(0.0038)***
-0.0052
(0.0074)

0.0222
(0.0045)***

0.0220
(0.0044)***

t× Treated×Addition
0.0484

(0.0058)***
0.0289

(0.0086)***
- -

t× Treated×Removal
-0.0843

(0.0177)***
-0.0638

(0.0193)***
- -

t× PostSHFactor - -
-0.0080

(0.0016)***
-0.0081

(0.0016)***

t× PostSHFactor ×Addition
-0.0065

(0.0016)***
-0.0069

(0.0016)***
- -

t× PostSHFactor ×Removal
-0.0443

(0.0143)**
-0.0400

(0.0134)**
- -

Sample Type All
Treat Area

Only
Additions

Only
Best Additions

Only
R2 0.3704 0.3920 0.3349 0.3247
n 27746 16659 10383 10171



E.4 Neighbourhood Sensitivity Analysis: Repeat Sales Difference-

in-Differences

In the consideration of space, this section will be relatively brief, and readers seeking addi-

tional context should review Appendix E.3. Table 21 suggests that if we want to limit the

analysis to quarters where at least four neighbourhoods were providing data we should only

include sales where −28 ≤ t ≤ 9.

Re-running the analysis such that each sample is restricted to −28 ≤ t ≤ 9 results in

Table 22. The results show that positive effects from the introduction of social housing are

still present in the restricted sample. This suggests that the positive results are not being

driven by a few outlying neighbourhoods.

F Supplementary Tables: Interaction Effects

F.1 STAR Model Results Across Social Housing Management

Table 23 shows the results for a STAR model version of Equation (20).

F.2 Treatment Across Social Housing Management Type Repeat

Sales Specification

Equation (26) below gives the full repeat sales difference-in-differences specification for treat-

ment across social housing management types.
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Table 21: Number of Neighbourhoods Providing Data in Repeat Sales Difference-in-
Differences Model by t

t Number of Sales Number of Neighbourhoods

-35 19 2
-34 42 2
-33 67 2
-32 65 2
-31 29 2
-30 66 4
-29 102 3
-28 114 4
-27 119 5
-26 119 5
-25 138 5
-24 184 5
-23 184 5
-22 143 5
-21 164 5
-20 158 5
-19 164 5
-18 154 5
-17 185 5
-16 216 5
-15 262 5
-14 248 5
-13 198 5
-12 206 5
-11 154 5
-10 146 5
-9 106 5
-8 155 5
-7 128 5
-6 121 5
-5 101 5
-4 242 5
-3 177 5
-2 211 5
-1 178 5
0 186 5
1 194 5
2 231 4
3 150 4
4 145 4
5 151 4
6 156 4
7 140 4
8 121 4
9 103 4
10 106 3
11 102 3
12 59 3
13 87 3
14 96 3
15 79 3
16 66 3
17 71 3
18 60 3
19 41 3
20 44 3
21 21 2
22 48 2
23 37 2
24 44 2
25 58 2
26 38 2
27 51 2
28 51 2
29 42 2
30 40 2
31 33 2
32 34 2
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Table 22: Repeat Sales Difference-in-Differences Model Results Four Or More Neighbour-
hoods Only

(1) (2) (3) (4)

Treated - -
0.0026
(0.0440)

0.0026
(0.0439)

Treated×Addition
0.0178
(0.0435)

0.0151
(0.0437)

- -

Treated×Removal
-0.5552
(0.2852)

-0.5694
(0.2832)*

- -

PostSHFactor - -
0.0829
(0.0526)

0.0829
(0.0525)

PostSHFactor ×Addition
0.0695
(0.0528)

0.0576
(0.0547)

- -

PostSHFactor ×Removal
1.4202

(0.5819)*
0.3832
(0.7014)

- -

t
0.0676
(0.0400)

0.0705
(0.0141)***

0.0349
(0.0043)***

0.0349
(0.0043)***

t×Addition
-0.0504

(0.0114)***
-0.0348
(0.0149)*

- -

t×Removal
-0.0323
(0.0688)

-0.0527
(0.0296)

- -

t× InnerArea - -
-0.0073

(0.0021)***
-0.0073

(0.0021)***

t× InnerArea×Addition
-0.0089

(0.0021)***
-0.0087

(0.0021)***
- -

t× InnerArea×Removal
0.0196
(0.0229)

0.0196
(0.0230)

- -

t× Treated
-0.0590

(0.0089)***
-0.0386
(0.0186)*

0.0360
(0.0073)***

0.0360
(0.0073)***

t× Treated×Addition
0.0974

(0.0116)***
0.0764

(0.0203)***
- -

t× Treated×Removal
-0.0008
(0.1656)

0.0340
(0.1669)

- -

t× PostSHFactor
-0.0113

(0.0027)***
-0.0112

(0.0027)***
-0.0098

(0.0026)***
-0.0098

(0.0026)***

t× PostSHFactor ×Addition
-0.0113

(0.0027)***
-0.0112

(0.0027)***
- -

t× PostSHFactor ×Removal - - - -

Sample Type All
Treat Area

Only
Additions

Only
Best Additions

Only
R2 0.6664 0.6818 0.6868 0.6857
n 14056 9418 6365 6252
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Table 23: STAR Model Regression Results for Treatment Across Social Housing Management
Types

(3)

CC 0.0950 (0.0821)
InnerArea -0.0628 (0.0297)*
InnerAreaCC 0.1539 (0.0769)*
Treated 0.0454 (0.0323)
TreatedCC -0.2121 (0.0850)*
PostSHFactor 0.0325 (0.0390)
PostSHFactorCC -0.1557 (0.0755)*
t 0.0064 (0.0021)**
tCC 0.0114 (0.0034)***
t× InnerArea -0.0082 (0.0018)***
t× InnerAreaCC 0.0081 (0.0063)
t× Treated 0.0112 (0.0024)***
t× TreatedCC -0.0026 (0.0100)
t× PostSHFactor -0.0082 (0.0020)***
t× PostSHFactorCC -0.0027 (0.0038)

Sample Type Additions Only
ρ -0.0143 (0.0053)***
λ 0.5539 (0.0080)***
n 12560

This table shows the results for a hedonic difference-in-differences STAR model version of Equation (20). All
STAR model terms (i.e. W , M etc.) are specified as described in Section 8.1.2. The sample used for this
model consisted of only addition housing.



ln(SalePrice) = PostSHFactor + PostSHFactorCC

+ Treated+ TreatedCC

+ t+ t× CC

+ t× InnerArea+ t× InnerAreaCC

+ t× PostSHFactor + t× PostSHFactorCC

+ t× Treated+ t× TreatedCC

+ TimeFE ×Neighbourhood

+ ln(ConstructionV alue) +HouseFE + e

(26)

F.3 Treatment Across Neighbourhood Affluence Repeat Sales Spec-

ification

Equation (27) shows the repeat sales difference-in-differences model for treatment effects

across neighbourhood affluence.

ln(SalePrice) = PostSHFactor + PostSHFactor ×Q1

+ Treated+ Treated×Q1

+ t+ t×Q1

+ t× InnerArea+ t× InnerArea×Q1

+ t× PostSHFactor + t× PostSHFactor ×Q1

+ t× Treated+ t× Treated×Q1

+ TimeFE ×Neighbourhood

+ ln(ConstructionV alue) +HouseFE + e

(27)

F.4 Treatment Across Neighbourhood Affluence Without Post Terms

Table 24 shows estimated treatment effects across neighbourhood affluence without post

terms. Notice that Treated×Q1 and t× Treated×Q1 are no longer statistically significant

in the repeat sales model. This shows how post trend differences between high and low
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income neighbourhoods may make identifying the treatment effect difficult when the post

trends are not accounted for.

F.5 Neighbourhood Sensitivity Analysis: Treatment Across Neigh-

bourhood Affluence

Table 25 shows that to ensure all treatment quarters have data from at least four neigh-

bourhoods (both for Q1 and Q2-3 treatment) we should restrict restrict the analysis to

−25 ≤ t ≤ 10.

Using this restricted dataset, the results in Table 26 still suggest that Q1 neighbourhoods

experience more positive effects from social housing. Note that in all models t×Treated×Q1

is positive and statistically significant.
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Table 24: Regression Results Across Neighbourhood Affluence Without Post Terms

(3) (3)

InnerArea
-0.0904
(0.0351)*

-

InnerArea×Q1
0.0938

(0.0386)*
-

PostSHFactor - -
PostSHFactor ×Q1 - -

Treated
-0.0601
(0.0400)

0.1033
(0.0520)*

Treated×Q1
0.1287

(0.0439)**
-0.0605
(0.0565)

t
-0.0022
(0.0015)

0.0192
(0.0028)***

t×Q1
0.0050

(0.0015)***
0.0111

(0.0023)***
t× PostSHFactor - -
t× PostSHFactor ×Q1 - -

t× InnerArea
-0.0053
(0.0023)*

-0.0033
(0.0033)

t× InnerArea×Q1
-0.0043
(0.0024)

-0.0041
(0.0034)

t× Treated
0.0078

(0.0027)**
-0.0002
(0.0033)

t× Treated×Q1
0.0009
(0.0029)

0.0042
(0.0035)

Sample Type
Additions

Only
Additions

Only
Regression Type Hedonic DID Repeat Sales DID
R2 0.3577 0.6973
n 12560 8132

The regression results presented here are run with the same models and data as Table 14, with the exception
that post trends (i.e. PostSHFactor and t × PostSHFactor) have been removed. The standard errors
presented are White standard errors clustered by house.
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Table 25: Number of Neighbourhoods Providing Data by Q1 and t

t Number of Sales Q1 Number of Sales Q2−Q3 Number of Neighbourhoods Q1 Number of Neighbourhoods Q2−Q3

-35 6 20 1 2
-34 5 57 1 2
-33 14 80 1 2
-32 12 84 2 2
-31 10 32 2 2
-30 12 86 4 4
-29 16 129 3 4
-28 36 142 3 5
-27 29 171 3 6
-26 27 172 3 6
-25 34 180 5 5
-24 32 227 4 5
-23 46 212 6 5
-22 47 185 4 5
-21 41 205 4 7
-20 54 194 4 5
-19 37 222 4 5
-18 39 213 5 5
-17 61 243 4 5
-16 66 292 5 5
-15 76 317 5 5
-14 85 276 4 5
-13 71 242 4 5
-12 55 266 5 6
-11 37 190 4 5
-10 43 149 4 7
-9 41 119 3 5
-8 46 164 4 5
-7 43 160 3 5
-6 34 147 5 8
-5 42 126 4 6
-4 59 306 4 6
-3 69 249 6 7
-2 60 278 5 9
-1 54 253 4 8
0 58 252 6 7
1 54 260 5 7
2 39 310 4 6
3 53 233 5 7
4 55 207 4 5
5 38 238 4 5
6 32 229 4 5
7 20 221 4 5
8 22 185 4 5
9 18 174 4 4
10 18 160 4 4
11 21 134 4 3
12 17 80 4 5
13 11 119 3 3
14 31 109 4 3
15 23 96 4 3
16 27 72 4 2
17 18 79 4 3
18 11 78 4 4
19 14 54 4 3
20 12 54 4 4
21 11 42 2 4
22 8 65 2 4
23 6 68 2 3
24 5 73 2 3
25 9 70 3 3
26 11 48 2 3
27 6 66 3 3
28 11 75 3 3
29 9 64 3 4
30 6 48 2 3
31 10 39 3 3
32 4 42 2 3
33 1 - 1 -
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Table 26: Treatment Effects Across Neighbourhood Affluence - Four Or More Neighbour-
hoods Only

(3) (3)

InnerArea
-0.1049
(0.0466)*

-

InnerArea×Q1
0.0885
(0.0496)

-

PostSHFactor
-0.0784
(0.0594)

-0.0258
(0.1225)

PostSHFactor ×Q1
-0.0306
(0.0560)

-0.0237
(0.1156)

Treated
-0.0495
(0.0562)

0.0852
(0.0885)

Treated×Q1
0.0474
(0.0597)

-0.1211
(0.0927)

t
0.0009
(0.0043)

0.0265
(0.0068)***

t×Q1
0.0138

(0.0039)***
0.0233

(0.0047)***

t× PostSHFactor
0.0039
(0.0039)

0.0111
(0.0073)

t× PostSHFactor ×Q1
-0.0229

(0.0040)***
-0.0324

(0.0077)***

t× InnerArea
-0.0068
(0.0040)

-0.0090
(0.0069)

t× InnerArea×Q1
0.0023
(0.0042)

0.0067
(0.0072)

t× Treated
-0.0124
(0.0094)

-0.0053
(0.0162)

t× Treated×Q1
0.0354

(0.0099)***
0.0355

(0.0169)*

Sample Type
Additions

Only
Additions

Only
R2 0.3495 0.6866
n 9563 6121
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