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Accurate registration is critical for roboticmapping and SLAM.
Sparse or non-uniform point clouds can be very challeng-
ing to register, even in ideal environments. Previous re-
search by Holz et al has developed a mesh-based exten-
sion to the popular Generalized ICP algorithm, which can
accurately register sparse clouds where unmodified GICP
would fail. This paper builds on that work by expanding
the comparison between the two algorithms across multi-
ple data sets at a greater range of distances. The results con-
firm that Mesh-GICP is more accurate, more precise, and
faster. They also that it can successfully register scans 4
to 17 times further apart than GICP. This paper then uses
Mesh-GICP to compare three different registration meth-
ods - pairwise, metascan, keyscan - in a Visual Odometry
and mapping style scenario. The results of these experi-
ments show that the keyscan method is the most accurate
of the three while there is sufficient overlap between the
target and source clouds. Past this point pairwise matching
is more accurate.
K E YWORD S
PCL, sparse point cloud, GICP, registration

1



2 Young et al.
1 | INTRODUCTION
Simultaneous Localization and Mapping (SLAM) algorithms are a core component of most mobile robots, and they
depend on sensors such as LiDAR and RGB-D cameras to provide visual data about the robot’s environment. As their
cost decreases, 3D LiDAR devices are increasingly becoming the sensor of choice for this purpose. SLAM algorithms
vary in their methodology, but most state-of-the-art algorithms follow the same three-stage process:

1. Coarse alignment of individual clouds using information from odometry or registration of the previous cloud.
2. Fine alignment of adjacent or overlapping clouds using point cloud registration. Clouds are often registered to

previous clouds - “pairwise”, or grouped in a “metascan”.
3. Optimization of cloud placement by modelling the constraints between poses and minimizing them with a pose

graph.

Of the three, Stage 2 is the most important. Poor cloud registration may adversely affect any state estimate (e.g. from
a Kalman Filter) it is included in, and it may cause the pose graph to propagate any error to adjacent clouds along the
robot’s trajectory. Having the robot return to a previously visited position to “close the loop” can sometimes correct
such gross errors, but this is not guaranteed. Especially severe failures in registration can distort the robot’s trajectory
so as to make it impossible for the SLAM algorithm to detect the loop closure in the first place (Wulf et al., 2008).

Achieving highly accurate point cloud registration can be a difficult task, even more so when the point clouds
are irregular. Many popular 3D LiDAR designs have a small number of LiDAR emitter and receiver pairs, with limited
vertical resolution. In addition, it is still common for some researchers to use a 2D LiDAR device in an actuated housing
to create 3D point clouds (Holz and Behnke, 2016; Viejo and Cazorla, 2007; Xiao et al., 2012; Zhang and Singh, 2017).
In both instances the result is a sparse or non-uniform density cloud, where points are grouped in vertical or horizontal
rings.

This makes successful cloud registration difficult for a several of reasons. First, the point density may not be high
enough in some parts of the cloud to accurately calculate the point normals or co-variances, which are necessary for
several registration methods. Second, the ringed nature of the clouds means that two consecutive clouds may have
scanned different parts of the environment with little overlap, even if the clouds are relatively close. Third, incorrect
point correspondence can lead to clouds being matched along scan-lines, as illustrated in Holz and Behnke, 2014.
For these reasons, even state-of-the-art registration algorithms like Generalized ICP (GICP) (Segal et al., 2009) may
routinely fail to accurately register sparse LiDAR scans.

Holz and Behnke, 2014 proposed an extension of the GICP algorithm which computes the required co-variance
matrices from a mesh, rather than the underlying points. Provided the mesh parameters are well tuned, and there are
enough distinctive features in the environment, this extended method can successfully register sparse scans where
ordinary GICP fails.

This paper builds on the work of Holz and Behnke, 2014, 2016; Razlaw et al., 2015 by expanding the comparison
between GICP and MGICP. Specifically, it makes the following contributions: It thoroughly compares GICP vs MGICP
at near to long ranges, usingmultiple data sets, and usingmultiple samples to quantify the precision aswell as accuracy.

In addition to expanding on the works of et al, this paper also experiments with three different methods of
ordering the registration operations when registering and aggregating multiple clouds. The first two methods are
commonly called “pairwise” and “metascan” registration. This paper uses both in addition to “keyscan” aggregation.
These methods have a strong influence on the accuracy of the registration process, especially when acting alongside
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MGICP, as the results of this paper will show.

The paper is organized as follows: Section II covers existing research into the registration algorithms and methods
that will be used. Section III contains the experimental setup, including descriptions of the hardware, software, error
metric and notation used in this research. Section IV describes themethodology and results before Section V discusses
their significance.

2 | RELATED WORK
2.1 | Iterative Closest Point
The Iterative Closest Point (ICP) family of algorithms are a popular choice for point cloud registration. First introduced
by Besl and McKay, 1992, the goal of ICP is align or “register” two point clouds. In the simplest form of this algorithm,
two clouds A and B have m points in the sets A = {pi a , ..., pma } and B = {pi b , ..., pmb } respectively. Where pi a and
pi b are corresponding points. The “Point-to-Point” ICP algorithm then finds a transform T that aligns the clouds by
minimizing an error function E shown in Equation 1.

E (T)I CP =
1

m

m∑
i=1

‖Tpi a − pi b ‖2 (1)

ICP algorithm starts with an initial guess for each match and then iteratively improves the estimate of T by re-
matching pairs and re-computing the error function, eventually converging to an optimal solution.

A later variant of the minimization algorithm was created to instead minimize the distance between the points in
one cloud, and the planes in the other. “Point-to-Plane” ICP (PICP) (Chen and Medioni, 1992) modifies the ICP error
function as shown:

E (T)P I CP =
1

m

m∑
i=1

‖ (Tpi a − pi b )ni ab ‖2 (2)

Where ni ab is orthogonal to the modelled surface in B and runs between the surface and point pi a . This algo-
rithm minimizes the error along the direction of the surface normals, while allowing the clouds to slide in directions
orthogonal to the normals. Generalized ICP (GICP) (Segal et al., 2009) extends this idea further, in that rather than
minimizing point-to-point or point-to-plane distances, GICP’s error function E finds the optimal transformation matrix
T that minimizes the distance between corresponding co-variances in cloud A and B :

E (T)GICP =
1

n

n∑
i=1

dTi (CBi + TCAi TT )−1di (3)

Where CB
i
and CA

i
are the co-variance matrices of corresponding points pi a and pi b , and di = pi b −Tpi a is a vector

of their point-to-point distances. Note that here dT
i
and TT are transposes. GICP methodology assumes that each

point is sampling a locally planar surface, and that each point pi a or pi b only provides a constraint along their normals
ni a or ni b , and has a high degree of uncertainty as to where exactly on the plane it is. To model this uncertainty, GICP
computes the co-variance matrices as follows:
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CAi = Rni a

ε 0 0

0 1 0

0 0 1

 R
Tni a , CBi = Rni b


ε 0 0

0 1 0

0 0 1

 R
Tni b (4)

Where ε is a small constant that represents the uncertainty along the normals ni a and ni b . Matrices RTni a and RTni aare rotation matrices that transform the basis vector e1 → ni . The ICP algorithm, particularly the original and point-
to-plane variants, relies on accurate correspondence between point pairs. Improperly selected pairs can cause the
minimization algorithm to converge to an incorrect alignment. One of the reasons GICP is more accurate is because
by matching covariance matrices rather than points or planes, more information about the local region is included,
and so the covariance matrices are less sensitive to sub-optimal pair choices (Segal et al., 2009).

Note that the names of these minimization algorithms are typically used to refer to the entire registration pro-
cess, whereas in execution there are many important steps in the registration process, which all involve the selection,
weighting and filtering of corresponding point pairs (Donoso et al., 2017a, 2017b; Rusinkiewicz and Levoy, 2001).

Other studies have iterated further on the ICP algorithm. Servos and Waslander, 2014 uses the GICP algorithm
as described above, but incorporates LiDAR intensity and colour information from an RGB camera into the point
covariance matrices CA

i
and CB

i
. Korn et al., 2014 also use colour information, but weights it and uses it in the dis-

tance calculation between potential point pairs. The intuition is that points of different colour have a greater "colour
distance" and should be de-prioritized by a nearest-neighbour search algorithm.

2.2 | Sparse Cloud Registration with Mesh-GICP
For reasons discussed in the introduction, ICP algorithms can struggle to accurately register sparse point clouds. The
fundamental problem is that a sparse or non-uniform cloud does not adequately represent the underlying topography.
Many solutions attempt to bypass this problem by fitting planes or other geometric features to the available points.
For example, LiDAROdometry andMapping (LOAM) uses K-D trees to detect planar surfaces and edges in each newly
acquired cloud (Zhang and Singh, 2017). Other methods use: a Hough-based voting scheme (Grant et al., 2013), a
region-growing algorithm (Georgiev et al., 2011; Pathak et al., 2010; Xiao et al., 2012) or Principal Component Analysis
(Viejo and Cazorla, 2007) to identify and register planes rather than the raw cloud.

Because of their dependence on planes, these methods are limited to highly structured environments where a
sufficient number of planes can be extracted. Instead, the works of Holz and Behnke, 2014, 2016 simplify this process
by organizing the raw cloud and connecting adjacent points to form a mesh. The mesh is then used to approximate
the co-variances CB

i
and CA

i
(see Equations 3 and 4) rather than the raw points. Compared to alternative solutions,

this method is more accurate (Razlaw et al., 2015) and has a very low computational cost (Holz and Behnke, 2014).
The first key part to this methodology is the creation of organized point clouds. An unorganized cloud is stored

as an unsorted, 1-D list of points. So in order to find the nearest neighbours of any given point, a search tree must be
constructed. An organized cloud however, is stored as a 2-D array, where the ordering of points in memory is the same
as their spacial ordering in the cloud. I.e.. the nearest four neighbours of any given point are the four points directly
adjacent to it in its row and column of the array. This makes nearest neighbour operations for organized clouds trivial,
and guarantees the correct spatial relationship between points.

This is particularly important for creating meshes from sparse point clouds with a non-uniform point density. For
example, in Figure 1, the points of the Velodyne HDL-32E scan are concentrated into rings. So when a K-D tree is
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used to find execute a nearest neighbour search on each point, the closest points all reside in the same ring, resulting
in a incomplete mesh where the triangle vertices all reside in the same ring (Figure 1a). This mesh was created using
PCL’s Greedy Projection Triangulation algorithm (Marton et al., 2009) with the parameters listed in the Appendix in
Table 4.

By contrast, the mesh generated from an organized mesh in Figure 1b is significantly more accurate, and was
created faster, simply because the triangles could be formed by connecting each point with it’s nearest row and column
neighbour. Some additional filtering steps are taken to remove occluded points and points that are not included in
any mesh triangle (Holz and Behnke, 2016).

The second key part of this methodology is the creation of approximate co-variances from the mesh, rather than
the raw point cloud. First, the normal ni of each point pi is calculated as the weighted normal of the surrounding NT
faces, with each surface normal weighted proportional to the area of the triangle it corresponds to (Holz and Behnke,
2016), summarized by Equation 5 and reproduced directly from Holz and Behnke:

ni =
∑NT
j=0
(pj ,a − pj ,b ) × (pj ,a − pj ,c )

| |∑NT
j=0
(pj ,a − pj ,b ) × (pj ,a − pj ,c ) | | (5)

Where pj ,a , pj ,b , and pj ,c are three neighbouring vertices that form triangle j . The covariance matrices CA
i
and CB

ifrom Equation 3 are then calculated as per the normal GICP methodology (Equation 4)
However there are several limitations to the results of Holz and Behnke, 2014, 2016; Razlaw et al., 2015. They

do not provide registration results when the distance between the source and target cloud is large. They report the
result of only one registration per data point, rather than taking multiple samples. They do not show the rotation
error from registration, only the translation error. And they present the results of multiple scan pairs, but only from
one data set. Given the significant improvement in computational speed and accuracy of MGICP over GICP, this is an
algorithm that warrants further analysis.

It should be noted that there are other studies that have also sought to address the problem of registering sparse
point clouds with ICP. In particular, Bouaziz et al., 2013 and laterMavridis et al., 2015 use sparsity-inducing norms and
an additional optimizer to minimize the effect of outlying points. However these methods are designed and optimized
for 3D point clouds of small objects, rather than scans of large environments.

2.3 | Point Cloud Aggregation
Point cloud registration is typically referred to by the minimization algorithm that is used, E.g. “ICP registration”. The
implicit assumption that one single point cloud is being registered to another single point cloud is often made when
referring to registration in this way. But when registering multiple point clouds in sequence, the order in which they
are registered and then aggregated plays a vital role in the accuracy of the result. Two of the most common aggre-
gation methods are called “pairwise” and “metascan”. Pairwise registers each new cloud to the previously registered
cloud, whilst metascan accumulates registered scans into one monolithic scan, which is the target of all registration
operations. These procedures for ordering and grouping registered clouds can more broadly be called “aggregation”
methods, to avoid confusing them with the minimization algorithm (e.g. GICP).

In addition to pairwise and metascan aggregation, this paper also uses an additional aggregation method called
“keyscan”. In this method, one cloud in the sequence is chosen as the target for all registration operations. So every
other cloud in the sequence is registered to the “key” cloud or scan. The reason for including this method is that it
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(a) Mesh created from an unorganized cloud. Note that most triangles are formed between adjacent points in the same LiDAR ring.

(b) Mesh created from an organized cloud. Triangles are formed by connecting points that are adjacent in the 2D array that stores the cloud.

F IGURE 1 Difference between unorganized and organized clouds in mesh creation. The Velodyne HDL-32E
point cloud scan is of a pedestrian sitting on a low retaining wall next to two cars.
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maintains the organized status of each cloud, thus enabling the use of MGICP, whilst avoiding the compounding of
registration errors which can occur with pairwise aggregation.

With reference to Figure 2, the three aggregation methods which will be used can be more formally described as
follows:

1. Pairwise: Each newly acquired cloud Ai is registered to the previous cloud Ai ⇒ Ai−1.
2. Metascan: (also called ‘incremental’) Every new cloud Ai is first registered and then concatenated to a larger

meta-cloud Ai ⇒ M , which consists of all previously registered clouds M = {Aj | j ∈ 1 ... i − 1}, i > 1.
3. Keyscan: In each set of clouds, one is chosen as the ‘key’ scan Ak and all other clouds in the set are registered to

it Ai ⇒ Ak , {Ai , Ak | i , k ∈ n ... m }, i , k .

F IGURE 2 Order of registration for the pairwise, metascan and keyscan aggregation methods.

Where each arrow denotes the order of registration, pointing from source to target. Of the three, pairwise is the
most commonly used aggregation method as it integrates well with graph-based optimization algorithms. The typical
result of the metascan and keyscan methods is a large, aggregated point cloud, and as such these methods are more
commonly used where submaps are employed. In such cases, if the original poses of the clouds are not stored before
they are added to the metascan, then any alignment errors cannot be undone at a later time. Most research that
conducts point cloud registration simply chooses one of these methods arbitrarily, or based on the design of the rest
of the system. As such, point cloud aggregation methods are an under-researched area, as there are few papers that
directly compare these methods.

Wulf et al., 2008 compare pairwise andmetascan aggregationmethods using point-to-point ICPwith andwithout
the popular 6D Lu and Milos (LUM) (Borrmann et al., 2008) graph optimization algorithm. Their results show that the
metascan methods consistently outperform their pairwise equivalents in terms of position and orientation error, but
take considerably longer to compute (Wulf et al., 2008). For this research, registration was performed on 3D point
clouds, but the position and rotation errors were expressed using 2D metrics.

Razlaw et al., 2015 also compares point cloud aggregation methods. Specifically pairwise, incremental and incre-
mental with multiresolution surfel maps, using the ICP, GICP, MGICP, NDT and Surfel registration algorithms. Their
study however does not present the results or data from this experiment, stating only that the incremental surfel
aggregation method achieved the best results (Razlaw et al., 2015).
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3 | EXPERIMENTAL SETUP
The remainder of this paper covers three distinct experiments:
1. Compares GICP with MGICP at close to long range (0-25 m), beyond the ranges shown in Holz and Behnke, 2014,

2016; Razlaw et al., 2015.
2. Compares the three described aggregation methods (keyscan, pairwise, metascan) with both the standard GICP

minimization algorithm and the mesh-based MGICP, at ranges of 0-25m. In this experiment, the initial placement
of each scan is determined by the previous registration result, simulating a VO or SLAM-style system (see (Figure
5a).

3. Is identical to experiment 2, except that the initial placement of scans is determined by adding a random amount
of error to the true pose of each scan, simulating a mapping-style situation where the placement of each scan is
often determined by GNSS data, which contains a non-zero amount of error in its position estimate (see Figure
5b).
Each experiment is described in greater detail in their dedicated sections (see Sections 4.1 to 4.3). All experiments

use the same three data sets, called Garage, Carpark and Forest. Each data set consists of a number of Velodyne
HDL-32 scans, their respective poses and one ground-truth point cloud. How these Velodyne scans are collected is
explained in Section 3.1. The ground-truth cloud of each area was collected using a Trimble SX10 Total Station, which
is used to find the true locations of each Velodyne scan as explained in Section 3.2. All experiments also use the same
error metrics, which are all discussed in Section 3.3.

It should be emphasized that point cloud registration typically encompasses an entire workflow including pre-
filtering, selection of corresponding point pairs, filtering and weighting of pairs, minimization, and then often a back-
end involving pose optimization. However for the purposes of this paper, the focus is on the registration minimization
algorithms (GICP vs MGICP) and aggregation methods (metascan, pairwise, keyscan). So all additional steps are ig-
nored, tuning is minimal, and most algorithms use the default parameters. Parameters for the most salient algorithms
are given in the appendix of this paper. It must also be noted that the testing of registration to a range of 25m is
deliberate, to test the accuracy of the algorithms beyond the ranges given in Holz and Behnke, 2014, 2016; Razlaw
et al., 2015, and to test the algorithms beyond the point of failure.

3.1 | Hardware and Data Collection
Testing MGICP and the various aggregation methods required multiple data sets that fulfilled the following criteria:
1. A set of 3D point clouds that could be easily organized.
2. Data that provided the ground-truth position of each point cloud, or a method to obtain this information.
3. Point clouds collected sequentially whilst moving through an environment (to create significant distance between

the first and last cloud).
4. Point clouds collected in a range of environments from highly planar to highly unstructured.

Unfortunately, while there are many public data sets available online, and many which are dedicated to testing
point cloud registration, all failed to meet one or more of the above criteria. For example, RGB-D SLAM dataset
and benchmark used by Sturm et al., 2012 provides an extensive range of ground-truthed and organized RGB-D
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datasets. But the clouds themselves are short range, and due to the photogrammetric generation of the distance
measurements, less accurate than LiDAR. This makes them less desirable than the clouds produced by the robotic
platform described below. Other LiDAR-based datasets, such as the well-known KITTI dataset (Geiger et al., 2013),
or the dataset described by Pomerleau et al., 2012, do not include NaN or Null points to represent LiDAR pulses that
did not return to the sensor. Such points are vital for ensuring that each point lies in its correct order within the row,
such that each column of data contains points collected in the same packet. In addition, the ring number of each point
is not often not provided, further increasing the difficulty of the problem.

If you have access to a Velodyne LiDAR, the "velodyne_pointcloud" driver package (O’Quin et al., 2019) provides
a Velodyne point cloud type that includes the ring number for each point, along with the expected XYZ information.
This driver provides point clouds with points in packet order (i.e. column by column), which makes it straight-forward
to identify missing LiDAR pulses that did not return to the sensor, and populate the correct row/column positions
with NaN points. This is a significantly easier problem to solve than retroactively organizing existing datasets.

For these reasons, it was decided that the best way to collect datasets fulfilling these requirements was to use a
Velodyne HDL-32 LiDAR and robotic platform that was already available for this study. The robot in question is shown
in Figure 3. It consists of a Clearpath Robotics “Jackal” UGV that has been upgraded with a MicroStrain 3DM-GX5-25
IMU, Trimble Zephyr 2 GNSS antenna, Trimble R7 + Net R9 GNSS RTK system and a Velodyne HDL-32e. All sensors
have been mounted on a custom-built frame. The Velodyne HDL-32e has been mounted at a 10° angle, so that its
forward field of view is 0° to -40° from the horizontal, and its rear field of view ranges from +20° to -20°.

F IGURE 3 Robotic platform used for data collection in this research

The Velodyne HDL-32e is configured to spin at 600 RPM, producing clouds at 10 Hz. Each cloud contains ap-
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proximately 6000 points, spread evenly between 32 individual scan lines. By necessity, the Zephyr 2 GNSS antenna
has been mounted high on the robot, and the strut it is mounted atop creates a persistent LiDAR shadow to the left
of the robot.

The robot is controlled by the Robot Operating System (ROS). Data was stored in a ROS “bag” file and processed
offline on a Dell Precision M3800 laptop. The M3800 has a Intel Core i7-4712HQ 2.30 GHz processor and used an
Ubuntu 14.04 operating system. Each experiment was written in C++11 and compiled with CMake version 3.12.1
using GCC and G++ versions 4.8.4. All cloud processing, including registration, was done with the open-source Point
Cloud Library (PCL) (Rusu and Cousins, 2011), version 1.8.1.

Each data set was collected by slowly driving the robot through each environment, and then saving a series of
sequential scans as individual point cloud files. Three different environments were selected for different reasons.
The Carpark data set provides an almost entirely planar environment, well suited to any form of registration. The
Forest data set by comparison is almost entirely unstructured, as the majority of scan points have returned from grass,
bushes and trees. The Garage data set contains a mixture of planar and unstructured features. These data sets were
specifically chosen to provide a range of environments from challenging to easy for the registration algorithms. These
data sets are shown in Figure 4. The Garage and Carpark datasets consist of 24 clouds, and the Forest dataset of 22.
Each cloud contains between 67200 and 67800 points.

Note that in each data set, no moving objects were present in the scene, and the scans were collected with the
robot moving at a slow speed (approx 0.25 m/s). This was done to ensure that the scans did not experience significant
warping due to the movement of the robot, and so that moving objects in the scene did not interfere with registration
by creating poor point correspondences.

3.2 | Ground-Truth Point Cloud Creation
The error metrics andmethodology of this research rely on knowing the “ground-truth” position of every cloud in each
data set. To calculate this, every cloud in each of the three data sets was registered to a highly accurate “reference
map” collected using a Trimble SX10 Total Station, which is accurate to 2.5mm at 100m (Inc, n.d.). This is the method
proposed in Sprickerhof et al., 2009, and similar to what is used in Wulf et al., 2008. Every cloud has been aligned
with the reference map using a combination of manual positioning and point-to-point ICP in CloudCompare.

This process converts the coordinates of each cloud to be relative to the reference frame that the SX10 cloud is
expressed in, which is an arbitrary local reference frame. But as discussed in our previous work (Young et al., 2019),
registration conducted when the clouds are far from the origin can cause numerical loss of significance, which can
significantly degrade the performance of the algorithm. To avoid this, every cloud is de-meaned such that the first
cloud in the sequence becomes the origin of the coordinate system. I.e. the coordinates of every cloud after the first
is transformed to be relative to the first. Figure 4 shows the data sets, with the Velodyne scans coloured red, and the
ground-truth SX10 scan coloured grey.

3.3 | Error Metrics
Each data set used in this research consists of n clouds and their associated poses {Ai , Pi | i ∈ 1 ... n }, where each
pose marks the position and orientation of the sensor (HDL-32) within its respective cloud. Poses are represented
by a 4x4 transformation matrix consisting of rotation Ri and translation ti . Since the clouds are in their ground-truth
positions, the poses are denoted Pt r u

i
.

With reference to Figure 5, most robotic systemsmodel the robots trajectory as a series of single poses (Pi , Pi+1, Pi+2, ...).
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(a) Data set 1: Garage

(b) Data set 2: Carpark

(c) Data set 3: Forest

F IGURE 4 Data sets used in this research. Grey points come from a Trimble SX10 Scanning Total Station, red
points come from one of several ground-truth HDL-32 scans that has been registered to the SX10 cloud.
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(a) VO or SLAM-style pose representation (b) Mapping-style pose representation

F IGURE 5 2D example of reference frame notation used in this research. Solid red lines represent the final
trajectory, while dashed red lines represent the links between related poses. Each pose is given relative to a
common coordinate system.

In reality, any given pose Pi can have many different values for its position and orientation. This is why many systems
model the pose probabilistically as a mean state with an accompanying covariance matrix to represent the distribution
of possible states. In a full SLAM system, the initial placement of the next cloud (denoted Pest

i
) is based on the prior

registration result as well as other sensor data. If the system uses VO, then only the prior registration result is used.
In both cases the estimate can drift progressively further from its true value Pt r u

i
. This model is illustrated in Figure

5a.
Alternatively, when SLAM or mapping applications use absolute positioning systems such as GNSS, the error

from previous registration does not accumulate. In this case it is more appropriate to model each estimated pose as
an error-added copy of its true position Per r

i
, as shown in Figure 5b.

Depending on the experiment and methodology used, the estimated or error-added cloud is registered to the
previous cloud. The result is a cloud and pose that have been transformed by the output of Equation 3, e.g. Pr eg

i
=

TGICP Per ri or Pr eg
i

= TGICP Pesti
In all experiments in this paper, the registration error is defined as the difference between a clouds true and

registered position. Specifically the transform that expresses the registered pose relative to the true pose, which is
defined as follows:

Ei =
[ RE

i
tE
i

000 1

]
= (Pt r ui )−1Pr egi (6)

The translation component of this matrix is then just the Euclidean distance between them, which is the same
translation error metric used in other studies Pomerleau et al., 2013; Sprickerhof et al., 2009; Wulf et al., 2008:
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e ti = |tt r ui − tr eg
i
| = |tEi | (7)

When quantifying the rotation error, we use the metric proposed by Pomerleau et al., 2013, which is the angle
expressed by an axis-angle representation of the error transforms rotation matrix:

e ri = ar ccos

(
t r ace (RE

i
) − 1

2

)
(8)

Also like Pomerleau et al., 2013, we calculate the median value where multiple data points are collected. The
median is more robust to outliers than alternative metrics like the mean or root-mean-square. And as the results in
Sections 4.1 show, the unmodified GICP algorithm is prone to producing outliers when given a poor guess for the
initial alignment.

The error metrics above quantify how accurate any given registration operation is. But they do not indicate how
long that method remains accurate in the case where different aggregation methods are compared. The simplest way
to quantify this is to set a threshold, and identify when the positional accuracy of a method exceeds it.

For this research, we set the positional accuracy threshold at 0.25 m, as this is the lowest horizontal accuracy of
the R7 GNSS system (when in differential mode). We set the rotational threshold at 1.5° as this is the lowest stated
accuracy. These thresholds then indicate the point beyond which it would be more accurate to use raw sensor data
to localize the clouds, rather than registration. A position error threshold of 0.25 m is also the same as the “strict”
threshold used in Holz and Behnke, 2014.

4 | EXPERIMENTS
4.1 | Experiment 1: GICP vs MGICP
To compare the accuracy of GICP vs MGICP, each algorithm is used to sequentially register each cloud in each data
set using the keyscan aggregation method. I.e. for every cloud Ai in a set of n clouds {Ai | i ∈ 2...n }, Ai is registered
to the first cloud in the set Ak , k = 1.

But as all the clouds are already correctly aligned with each other, uniform random error is added first. So for each
cloud pair, a copy of the source cloud Ai is made. Then error is added to it and it’s corresponding pose (now Per r

i
).

The error-added cloud is then registered to generate Pr eg
i

as per Figure 5a. Following the methodology in Segal et al.,
2009, the error is set to a uniformly distributed translation and rotation with bounds of ±1.5 m and ±15° respectively.

The translation and rotation error of the registered result are computed as per Section 3.3. This process is repeated
50 times for each cloud, with a freshly generated error each time. The distribution of the results form the violins shown
in Figure 6. Simply put, the width of each violin represents the distribution of those 50 results at each distance. So
the wider a section of a violin is, the greater the distribution of results at that point. The long, thin end to most violins
shows the most extreme outlying points. In this way, violin plots are more visually descriptive than a simple median
with error bars, and they can also represent bimodal distributions. The median translation and rotation error for each
set of cloud pair results is also calculated and plotted as a line.
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(a) Data set 1: Garage translation error (b) Data set 1: Garage rotation error

(c) Data set 2: Carpark translation error (d) Data set 2: Carpark rotation error

(e) Data set 3: Forest translation error (f) Data set 3: Forest rotation error

F IGURE 6 Experiment 1 results: Violin plots showing the GICP vs MGICP error. Each violin shows the
distribution of 50 registration operations. GICP results are red, MGICP are blue. Plotted lines indicate the calculated
median error.



Young et al. 15
4.2 | Experiment 2: Aggregation methods with MGICP and VO-style initial cloudplacement.
To compare the effectiveness of each aggregation method, MGICP alone is used. Having already described each
aggregation method in Section 2.3, we now apply the t r u ,er r ,r eg notation to more formally describe how each method
is implemented in this test:

1. Pairwise: Aest
i
⇒ A

r eg
i−1 .2. Metascan: Aest

i
⇒ M = {Ar eg

j
| j ∈ 1 ... i − 1}, j > 1.

3. Keyscan: Aest
i
⇒ At r u

k
, {Aest

i
| i ∈ 2 ... n }, k = 1.

This follows the unconstrained VO-style pose system, where the initial placement of each pose is determined by
the previous registration. This allows the registered cloud to deviate from its true position without bound. Each initial
registration of the first cloud is always to its ground-truth version. I.e. Aer r1 ⇒ At r u1 And again, as in the previous
section, for each cloud the error is calculated between Per r

i
and Pt r u

i
. The results of this test are shown in Figure 7.

Note that point cloud registration is an entirely deterministic operation. So as this test does not add randomly
generated error, the results for each registration operation are identical. This is why Figure 7 shows only the position
and rotation error lines and not a full violin graph.

4.3 | Experiment 3: Aggregation methods with MGICP and mapping-style initial cloudplacement
The third experiment is similar to the second, except that it uses mapping-style poses. So that instead of relying on
the previous registration, the initial pose of each cloud is determined by adding random error to the ground-truth
cloud. Again the aggregation methods are listed here for clarity:

1. Pairwise: Aer r
i
⇒ A

r eg
i−1 .2. Metascan: Aer r

i
⇒ M = {Ar eg

j
| j ∈ 1 ... i − 1}, j > 1.

3. Keyscan: Aer r
i
⇒ At r u

k
, {Aer r

i
| i ∈ 2 ... n }, k = 1.

Because the error can be determined randomly, multiple samples were collected. Each sample consisted of one
complete registration trajectory, i.e. one complete sequence of registration operations from cloud A0 to cloud An .
Every creation of pose Per r

i
was done with a freshly generated uniform random error. As with experiment 1, 50

samples were collected for each aggregation method, and used to generate a violin plot, where each violin represents
the error distribution for that source cloud (Figure 8).

5 | DISCUSSION
5.1 | GICP vs MGICP Accuracy
The results of the GICP vs MGICP experiment expand on the work of Holz and Behnke, 2014, 2016; Razlaw et al.,
2015 by showing that MGICP is superior to GICP at a wide range of distances between the source and target cloud.
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(a) Data set 1: Garage translation error (b) Data set 1: Garage rotation error

(c) Data set 2: Carpark translation error (d) Data set 2: Carpark rotation error

(e) Data set 3: Forest translation error (f) Data set 3: Forest rotation error

F IGURE 7 Experiment 2 results: Aggregation error when using VO-style estimated initial positions. Note that no
violins are shown as this is an entirely deterministic test.
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(a) Data set 1: Garage translation error (b) Data set 1: Garage rotation error

(c) Data set 2: Carpark translation error (d) Data set 2: Carpark rotation error

(e) Data set 3: Forest translation error (f) Data set 3: Forest rotation error

F IGURE 8 Experiment 3: Aggregation error when using mapping-style estimated initial positions. Each violin
shows the distribution of 50 registration operations. Plotted lines indicate the calculated median error.
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MGICP outperforms GICP in both position and rotation accuracy. By collecting multiple samples with different error,
the results also clearly highlight that MGICP is also significantly more robust to error. As the results in Figure 6 show,
not only are the median translation and rotation errors lower for MCIP, but the distributions of the errors are also
much tighter and closer to the median. Ordinary GICP by comparison can have a wide distribution, sometimes with
clusters of results away from the median.

In addition, the outlying errors are much more extreme, as evident by the maximum height of each violin of GICP
data. These outliers indicate that even when the target and source cloud are close together, ordinary GICP can leave
the source cloud further from the target than its initial error-added position. Although in most VO or SLAM systems,
registered clouds will likely be close together, the distance between source and target clouds is important for the
keyscan aggregation method.

The median distances at which the positional accuracy threshold (0.25 m) and rotational accuracy threshold (1.5°)
are exceeded by eachmethod are shown in Table 1. They clearly show that thatMGICP is remains accurate at distances
approximately 4 to 17 times greater than ordinary GICP, which loses significant accuracy after only 1 m between the
target and source cloud.
TABLE 1 Median trajectory length at which the position and rotation thresholds are exceeded for Experiment 1

Position (m) Rotation (°)
Data set Garage Carpark Forest Garage Carpark Forest
Mesh-GICP 19.18 7.59 7.96 19.18 7.59 11.50
GICP 1.12 1.87 1.28 1.12 1.19 1.28
Position error threshold: 0.25m. Rotation error threshold: 1.5°

5.2 | GICP vs MGICP Computation Time
As already discussed in Section 2.2, the inherent nature of organized clouds makes certain point cloud processing
operations significantly faster. In the context of this paper, theMGICPmethodology can generate covariances directly
from a mesh that was created by connecting adjacent points in the same row or column. The ordinary GICP method
however uses a K-D tree to find the nearest neighbours of every point, before then computing covariances. This is a
significantly slower process, as illustrated by Table 2, which shows the computation time take to complete experiment
1.
TABLE 2 Computation times for Experiment 1: GICP vs MGICP

Total Time (min:sec) Mean Per-Cloud Time (sec)
Data set Garage Carpark Forest Garage Carpark Forest
Mesh-GICP 10:29 06:42 11:07 0.52 0.34 0.61
GICP 124:05 69:37 126:01 6.20 3.48 6.87
Note that "total time" includes the repetition of 50 registration operations for each cloud.

There are some caveats that must be added to this table. The first is obviously these times will be specific to the
computer and development environment in which the experiment was run. In particular, the significant processing
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times of the GICP method may reflect more on the limitations of the hardware than the GICP algorithm.

The second caveat is that the computation time of any one registration operation will depend on the complexity
of the scene, the amount of overlap between the registering clouds, and their initial offset from each other. So while
the absolute values may not have a large degree of significance, the relative computation time of MGICP highlights
howmuch faster it is a registration method, taking approximately 9% of the computation time taken by ordinary GICP.

5.3 | Aggregation Method Accuracy
When using VO-style initial pose estimation, the biggest source of error doesn’t come from the aggregation methods
themselves, but the simple fact that any registration error accumulates. InWulf et al the position errors can be reduced
when the LUM pose graph recognizes a closed loop and adjusts the trajectory. But in this experiment, the registration
error accumulates before any definitive differences between aggregation methods can be determined, which limits its
ability to show differences between aggregationmethods. This is a problem for other comparisons, such as that shown
in Wulf et al, and is the primary motivation for conducting experiment 3 where registration error cannot accumulate.

When using the mapping-style initial placement of each cloud, the differences between aggregation methods
become more apparent. Metascan point cloud aggregation performs the worst in both position and rotation accuracy
because only the source cloud is organized, and has covariances computed from a mesh. The target cloud (the metas-
can) is unorganized and any registration errors accumulate when each cloud is added to the metascan. This is also
why the distribution of errors are more widely spread. Table 3 reflects this with the metascan method never achieving
an accuracy below the thresholds.
TABLE 3 Median trajectory length at which the position and rotation thresholds are exceeded for Experiment 3

Position (m) Rotation (°)
Data set Garage Carpark Forest Garage Carpark Forest
Keyscan 16.75 8.33 7.96 19.18 8.33 11.50
Pairwise 12.78 7.03 5.39 13.70 7.03 5.39
Metascan 1.12 1.19 1.28 1.12 1.19 1.28
Position error threshold: 0.25m. Rotation error threshold: 1.5°

Pairwise aggregation retains the benefit of having both source and target covariances derived from an organized
mesh. But because the registered position of each cloud is influenced by the position of the previous cloud, a signifi-
cant failure in the registration process compromises the accuracy of every subsequent operation. This is evident from
the abrupt increases in error in the median line of the pairwise results in Figure 8.

Keyscan aggregation is the most accurate aggregation for mapping because it makes full use of the MGICP al-
gorithm and keeps each registration operation independent. The limitation is that as distance between source and
target cloud increases, the amount of overlap decreases. And beyond a certain distance, registration will obviously fail
completely. Table 3 shows that this distance can be as low as 8 m or as high as 19 m, depending on the data set. This
is why keyscan aggregation is not used in SLAM. But in mapping applications where absolute position information is
available, keyscan aggregation would be the superior choice for creating accurate local point cloud maps.
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5.4 | Limitations
In the years since the publication of the original work onGICP several other studies have iterated further on the original
algorithm to improve its accuracy and efficiency. Some have already been mentioned in Sections 1-2.3. Other studies
were published after the work conducted for this research, or too late to be incorporated into it. One of particular
note is the study by Vlaminck et al., 2018. This method adds a surface reconstruction step, and then projects the cloud
onto the resulting surface. The weighted distributon of these projected points is then included in the calculation of
covariance matrices CA

i
and CB

i
. It also uses Voxel Grid Dilation to fill holes in the point cloud.

Another paper of note is Koide et al., 2020, which introduces Voxelized Generalized ICP (VGICP). This algorithm
is presented as a hybrid of the GICP and Normal Distributions Transform (NDT). The paper reports that VGICP has an
accuracy similar to that of GICP, but computation speeds of up to 120 Hz when optimized and run on a GPU, making
it even faster than MGICP. The work of this study is limited in that it only compares the base GICP method with one
variant. Future work could compare both the GICP and MGICP methods with some of these more recent variations
like VGICP.

Another limitation is in the ability to compare algorithmic results. Thiswork, because of the dependency ofMGICP
on organized clouds, uses three bespoke datasets. As previously discussed in Section 3.1, there are many online public
datasets which provide unorganized 3D point clouds. These online datasets are considerably larger, more varied, and
are widely used in academia. Some like the KITTI dataset already have a substantial body of research associated with
them.

For these reasons the ability to compare the results in this paper to prior work is limited. And due to their size,
the attractiveness of the datasets used here is limited compared to these established online datasets.

However, any 3D point cloud could be theoretically organized by converting Cartesian coordinates to polar, and
organizing the points by azimuth and altitude, with identification of missing points. Future work could develop a
suitable algorithm for this purpose, and allow existing online datasets to bemore easily usedwith registrationmethods
that rely on organized clouds.

6 | CONCLUSION
This research expands the work of Holz and Behnke, 2014, 2016; Razlaw et al., 2015 by comparing ordinary vs mesh-
based GICP with a range of data sets and target/source cloud distances. The results clearly show that MGICP is
significantly more accurate, more precise and significantly faster at registering sparse point clouds, at a variety of
distances between the target and source cloud. MGICP takes approximately 9% of the computation time that GICP
takes, and results in a registered cloud that is consistently more accurate in both position and orientation. It is also
more accurate at registering clouds that are far apart, remaining as or more accurate than GNSS positioning with up to
15-20m between registering clouds. Meanwhile GICP can cease to be this accurate with only a fewmeters difference.

This research also compares different point cloud aggregation methods (pairwise, metascan and keyscan) with
MGICP to determine which is the most accurate at positioning clouds via registration. This comparison is done with
two different approaches to initial cloud placement: a VO-type approach where initial placement depends on the
previous registration operation, and a mapping-type approach where initial placement is an error-added deviation
from the ground truth. The results of these tests show that accumulated registration error in the SLAM scenario
exceeds any differences in accuracy between the aggregation methods. While in the mapping scenario, keyscan
aggregation outperforms the other methods in both accuracy and precision up to a given distance between source
and target clouds.
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appendix
TABLE 4 Parameters for mesh creation with PCL’s Greedy Projection Triangulation algorithm

Parameter Value Unit
Search Radius 2.0 meter
µ 2.5 -
Maximum Nearest Neighbours 1000.0 -
Maximum Surface Angle 45.0 degrees
Minimum Angle 10.0 degrees
Maximum Angle 120.0 degrees
Normal Consistency False -

TABLE 5 Parameters for GICP and MGICP
Parameter Value Unit
Max Iterations 200 -
Fitness Epsilon -Inf -
Max Correspondence Distance 1.0 meter
Transform Epsilon 0.0005 -
Optimizer Iterations 20 -
Correspondence Randomness 5 -
Rotation Epsilon 0.002 -
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