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Abstract

Image segmentation of spectral computed tomography images is important for various
pre-clinical studies when measuring and analysing a region of interest. However, ac-
curate segmentation is challenging to achieve with automatic segmentation algorithms.
This is because spectral CT is a new imaging modality with a limited number of avail-
able datasets or corresponding labels, varying number of energy channels per scan, and
vast differences in the shape and size of an object due to the pre-clinical nature of the
studies. This thesis demonstrates the need and development of accurate interactive im-
age segmentation algorithms.

An ideal interactive segmentation algorithm should be computationally fast, accu-
rate, and have minimal user interaction. Keeping these characteristics as a context, a
region based interactive segmentation algorithm using a bag of features approach is
proposed for 2D slices. During evaluation, this approach had shown better performance
than some commonly used methods. However, even though bag of features for fea-
ture extraction seemed effective, this approach doesn’t exploit the spatial information
provided by the user.

Hence, a new spatially aware approach is introduced to explicitly include user cues
in the segmentation process. It also investigates smooth segmentation boundaries by
following two stage conditional random fields method during the inference stage. Ex-
perimental results showed that this approach outperformed traditional interactive seg-
mentation algorithms and also the incorporating spatial cues did indeed improve the
segmentation results. This algorithm is also implemented as a software tool to be used
by researchers and clinicians.

The proposed spatially aware approach is then modified and extended to work with
3D volumes in a slice-wise manner, to make sure that the user interaction is propagated
across all slices. Compared to the direct extension of the algorithm from 2D to 3D, the
slice-wise approach resulted in well connected segmentation regions with fewer false
positive and false negative regions.

Finally, using image segmentation as a primary step, a software tool is proposed and
implemented to assess bone health. It is developed to overcome the challenges posed
by ImageJ’s bone analysis plugin. The experiments done using both synthetic and real
datasets showed that the proposed tool is proven to be better in terms of speed and
accuracy.
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1
Introduction

This thesis describes the work conducted in designing and developing tools for inter-

active image segmentation and their applications for spectral computed tomography

(CT) datasets produced by the MARS imaging system [7]. The requirements for ac-

curate and efficient segmentation solutions are discussed and a set of novel interactive

algorithms for segmenting multi-channel 2D and 3D datasets are proposed. All the pro-

posed algorithms are compared against the state-of-the-art algorithms to show the need

for new customized algorithms for MARS datasets. In addition, a bone analysis tool,

which assesses bone health during the healing process, is created as part of the MARS

visualization software as a direct application for segmentation.

One of the fundamental motivations for spectral CT imaging is that it can reveal

more functional and anatomical information than conventional single energy and dual

energy CT imaging, thereby increasing its diagnostic value. Spectral CT imaging can

also be used to compute material quantities (e.g., fat, water, or calcium etc.) at ev-

ery voxel using multi-channel data. This provides an additional dataset that is already

classified in terms of materials, alongside the dataset representing linear attenuation.

However, it is not necessarily the most useful for all problems. Section 1.1 describes

more about MARS spectral CT imaging.

Computer aided techniques such as image segmentation can help in achieving tasks

such as tissue volume quantification [145], diagnosis [37], locating pathology [35],

surgical planning [101], and the study of anatomical organs [129], etc. Unlike material

classification in spectral CT, image segmentation can be made specific to a given region.
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It also takes region and boundary properties into account for extracting objects.

Image segmentation can be achieved in either a manual, automatic, or semi-automatic

manner. Manual segmentation requires the user to manually annotate the boundaries of

the objects. It offers full control over the results, but is not feasible in a practical set-

ting. Automatic segmentation can be used to extract objects quickly without any user

intervention. However, it often requires large amounts of training data and often fails to

achieve the accurate and robust results required for clinical use. To avoid these issues,

semi-automatic/interactive segmentation is currently the most commonly used method

in the clinical domain. It keeps the user in control of the end result through some means

of interaction with the algorithm. The main focus of this thesis is to design these inter-

active segmentation algorithms for spectral CT datasets.

In literature, there has not been a lot of research in segmentation of spectral CT

datasets. The majority of existing interactive segmentation methods are mainly de-

signed for RGB images or tuned for a particular medical imaging modality. There is

another set of segmentation algorithms that work with multiple imaging modalities at

the same time through various fusion techniques [55]. However, these multi-modal

methods require the data to be pre-registered before any further processing. Once the

images are registered, several algorithms are proposed in the literature to segment these

datasets [91, 160]. However, the direct extension of these algorithms is shown to fail to

yield good results, as is demonstrated in the following chapters.

This chapter presents a general introduction of spectral CT and the research prob-

lems addressed in this thesis. It also outlines the objectives and challenges, and dis-

cusses the main contributions of this thesis.

1.1 MARS spectral CT imaging

Medical imaging is defined as a procedure of creating a visual representation of the

interior of a body. It has been widely used in clinical diagnosis and surgical intervention.

Popular medical imaging techniques include radiography, nuclear medicine, ultrasound
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(a) MARS scan of an ankle (b) MARS scan of a wrist

Figure 1.1: 3D MARS images of live human organs. (a) A human ankle viewed from the side,
with three different materials: soft tissue (red), bones (white), and lipid-like material (yellow).
Soft tissue has been made translucent to show the interior of the ankle. (b) A human wrist with a
watch showing the details of the watch along with the finger bones (white) and soft tissue (red).

imaging, magnetic resonance imaging, tomography, etc.

In recent years, spectral CT has emerged as a new medical imaging modality with

new possibilities of exploring data [41, 7, 143]. In spectral CT, the x-ray data is sepa-

rated into multiple energy ranges. In other words, it can be seen as multiple CT scans

using different parts of the x-ray portion of the electromagnetic spectrum. In this way,

spectral CT datasets can be considered to have different x-ray colours, which is analo-

gous to the red, green, and blue colours in visible light. With the help of this analogy,

the CT technology can be divided into traditional single energy CT (grayscale - one

channel), dual energy CT (two colours - two channels), and spectral CT (two or more

colours - many channels). These channels are called attenuation channels.

MARS bioimaging Ltd.1 manufactured the world’s first spectral CT scanner for

pre-clinical studies. These are commercially available across the world for research

purposes. Figure 1.1 shows the MARS scans of a human ankle and wrist. MARS

scanners have an inherent potential to provide higher image resolution, accurate quan-

titative material discrimination and lower radiation dose to the subject. The primary

feature of this system lies in the capacity to derive the densities (mg/ml) of targeted

materials from the x-ray colours. Several pre-clinical studies over last few years have

shown that MARS is able to differentiate various types of tissues in the human body, as

1https://www.marsbioimaging.com/mars/
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well as different contrast agents commonly used in CT imaging [94, 115]. The range

of pre-clinical studies include: multi-contrast imaging in mice, quantifying bone health

after implanting scaffolds to promote bone growth, quantification of soft-tissue and fat

in meats, risk classification of atheromatous plaques, tumours in mice, etc. Recently,

the first diagnostic quality images of a living human were obtained [104].

1.2 Segmentation of spectral CT datasets

Medical image segmentation is a very active research area with new methods published

every year for various medical applications. However, there has not been any significant

research in the spectral CT segmentation as it is still a relatively new imaging modal-

ity. With the inherent advantages that come with MARS imaging, segmentation can

help in simplifying or modifying the representation of the image into something more

meaningful and easier to analyze.

In general, segmentation is used to locate objects in the images, e.g., to extract

tumors for volumetric analysis and treatment planning, 3D printing of organs and vi-

sualization, etc. This section gives a brief overview of applications of segmentation

specific to MARS imaging.

The ability to discriminate materials and high resolution imaging provided by MARS

makes it suitable for a wide range of applications [114, 161]. One such application is

bone and joint imaging [1]. The bone scans are used to assess bone health during the

healing process. Segmentation helps in separating the bone into trabecular and cortical

regions for further analysis to quantify bone health.

Raja [112] has shown that MARS spectral CT can be used to identify biomedical

nanoparticles. However, the material detection is a global phenomenon and will show

the nanoparticles over the whole scan. Currently, there is no accurate way to quantify

these nanoparticles within a specific organ. Image segmentation can help in achieving

this function. Similarly, it can be used to quantify material densities acquired by MARS

within a specific region such as the kidney or liver of a mouse. With spectral CT data,
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the segmentation algorithms can have the ability to define organs by material ratios

along with image boundaries. For example, if the fat/water ratio of the liver is known

beforehand, this information can be used along with the image properties such as texture

and gradient to accurately extract the liver.

1.3 Objectives and challenges

This thesis aims to segment MARS spectral CT datasets, so the scanner can be used for

pre-clinical and future clinical applications. However, accurate segmentation of multi-

channel MARS images is challenging for several reasons.

First, the primary characteristics of all medical images such as device specific imag-

ing noise, low contrast edges, image artefacts (such as rings) and partial volume effects,

which make accurate segmentation a challenging task. In addition, beam hardening,

metal and cupping artefacts are specific to CT imaging as a result of assumptions made

in the physics.

Second, the segmentation in this thesis is aimed at extracting any type of object from

a given dataset. Therefore, automatic segmentation cannot be used in this case. Even

if the segmentation application is a common task, where automatic segmentation can

be used, acquiring manually annotated data for MARS datasets is difficult compared to

well established medical imaging modalities such as CT and MRI. This makes it hard to

use automatic segmentation methods for MARS spectral CT datasets. Moreover, in pre-

clinical studies, the subject shape and structure need not be well defined. The anatomy

of a human excised plaque, for example, is almost random every time in terms of where

calcium deposits are and the structure of the necrotic core.

Third, the data format of MARS images is different from others, where the num-

ber of channels in a given volume can vary depending on the scan. Most interactive

segmentation methods are designed for RGB images (three channels) or single chan-

nel images. The segmentation algorithm needs to be flexible to make use of all the

additional information provided by MARS datasets.
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This thesis builds upon existing interactive medical image segmentation literature

to improve the segmentation accuracy. The algorithms are designed in a generic way

such that a volume with any number of channels can be used for segmentation.

1.4 Thesis contributions

This thesis focuses on designing and developing interactive image segmentation algo-

rithms for MARS spectral CT datasets and investigates its applications. Machine learn-

ing algorithms are combined with user input for both visual and spatial cues to achieve

accurate segmentation results. Apart from the novel segmentation algorithms, some of

the proposed work in this thesis is developed as a tool integrated into MARS Vision,

the visualization software sold with MARS scanners. The contributions of this thesis

are summarized as follows:

• A 2D interactive image segmentation algorithm using bag of features designed for

spectral CT datasets. The input image is pre-processed into superpixels, and bag

of features is used to generate accurate and fixed length feature vectors for each

superpixel. Finally, the algorithm uses a machine learning classifier to generate

the final segmentation result.

• A spatially aware interactive segmentation with two stage conditional random

fields is proposed. Not only does it use the visual information provided by the

user input, it also utilizes their spatial cues to get an accurate segmentation result.

Finally, a two stage conditional random fields approach is used to get a smoother

result. This algorithm is developed as a software tool in the MARS Vision devel-

opment version and is currently under testing.

• A slice-wise spatially aware 3D segmentation algorithm is proposed. Instead of

a direct extension of its 2D counterpart, the proposed method uses a slice wise

approach to effectively propagate the user input across all the labels.

• An application of image segmentation for MARS datasets is examined. A bone
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analysis tool is developed and integrated into MARS Vision to assess bone health.

It is developed to replace the use of ImageJ’s bone analysis plugin, and is proven

to be better in terms of speed and accuracy. However, currently the proposed

interactive segmentation algorithm is not yet integrated with the bone analysis

tool. It will be done in the near future.

1.5 Thesis structure

Chapter 2 provides a review of the state-of-the-art literature for image segmentation in

general, in-depth review of interactive image segmentation. It also gives an overview of

the need to design a custom interactive segmentation algorithm for MARS spectral CT

images.

Chapter 3 describes the details of the interactive segmentation of MARS 2D im-

ages using bag of features. It discusses the procedure of modelling the segmentation

problem into a classification problem. A detailed experiment is given to compare the

performance of this algorithm against a range of traditional and well established inter-

active segmentation methods using different MARS datasets.

Chapter 4 details the spatially-aware interactive image segmentation algorithm for

MARS 2D images. It discusses the importance of spatial cues provided by the user

in obtaining accurate segmentation results. This chapter also employs two-stage con-

ditional random fields to get smooth object boundaries. Various experiments are per-

formed to demonstrate the effect of spatial cues and the two-stage conditional random

field model on segmentation. The software tool developed based on this algorithm, is

also presented.

Chapter 5 presents a slice-wise 3D segmentation algorithm based on the 2D seg-

mentation algorithm proposed in Chapter 4. A novel way of propagating user input

across slices is proposed in this chapter and is validated with the previously proposed

methods. Experiments are done to compare the accuracy and efficiency of the proposed

slice-wise algorithm with the direct extension of the 2D algorithm from Chapter 4 into
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a whole volume approach.

Chapter 6 develops a bone analysis tool that is integrated into MARS Vision. This

tool lets the user calculate quantitative metrics to assess bone health given the region of

interest (ROI) in the segmented volume. The proposed method is compared against the

ImageJ’s BoneJ tool for better performance using synthetic datasets as well as some real

MARS datasets. Unlike BoneJ, the proposed tool supports anisotropic datasets, which

eliminates the requirement for asymmetric scaling by users.

Chapter 7 concludes this thesis, and discusses limitations and future work of inter-

active image segmentation for spectral CT.
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2
Literature review

Image segmentation continues to be a highly active research area in medical image anal-

ysis with new methods every year. It has found applications in natural image editing,

medicine and, industry, among others. This chapter revises relevant academic literature

including an overview of current research trends and their shortcomings in the context

of this thesis. This chapter also gives a brief overview of the technology behind spectral

CT imaging.

Traditionally, image segmentation is manually done by an expert to obtain accurate

boundary information for the ROI. However, manual annotation of objects is time con-

suming and tedious. A number of computer aided segmentation algorithms have been

proposed, which can be distinguished as unsupervised, supervised, and semi-supervised

/ interactive methods based on the amount of prior knowledge required for segmenta-

tion. In this classification, unsupervised algorithms segment an image solely based on

its content without any user interaction. Whereas supervised algorithms require a large

set of manually annotated training images a priori for segmenting specific objects in

images, which may limit their scope. Finally, interactive methods segment an image

using just the data collected through some form of user interaction with the image. This

ability to specify objects on the fly through user interaction gives a wider scope to this

class of methods. Interactive methods are iterative in nature, and allow the user to refine

the results in cases of unsatisfactory performance.

In this chapter, Section 2.1 discusses the workings of spectral CT imaging. Sec-

tion 2.2 and Section 2.3 give a brief overview of unsupervised and supervised seg-
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mentation methods respectively. Section 2.4 reviews various types of semi-supervised

segmentation methods in detail. In this section, the algorithms are grouped into subsec-

tions, and each subsection presents the working of relevant algorithms along with their

general strengths and drawbacks at the end. Finally, the summary of research gaps and

the proposed solutions are detailed in Section 2.5.

2.1 Spectral CT imaging

Conventionally, x-ray computed tomography is a medical imaging technology, which

acquires a large number of projection images from multiple angles of an object. During

a scan, x-rays are sent from the source to the detector. As the beam passes through

the object, it is attenuated by different materials or tissues, which will absorb or scatter

some photons. The photons that pass through the object are captured by the detector,

which generates a projection image for each angle. These projection images from var-

ious angles help to reconstruct a tomographic view of the object, which in turn can be

stacked together to construct its three-dimensional structure.

In a traditional single-energy CT, the detector measures a single energy range, while

dual-energy measure two ranges, and spectral CT measures two or more. These ranges

are also often referred as energy bins. The motivation for developing the technology for

measuring two or more energy bins is based on the fact that the attenuation of photons

through a material varies non-linearly with respect to energy [45]. Given sufficiently

precise measurements of the x-ray spectrum, specific materials can be separated and

quantified. Therefore, spectral CT can be used to detect the molecular composition of

organs or tissues composed of these materials.

Energy bins that are used in detection can be acquired sequentially or simultane-

ously. For example, Kalender et al. [70] have used a single-energy CT system, but

varied the voltage of the x-ray tube to produce two different energy spectra, which were

measured separately. However, this process resulted in increase in scanning time and

left the system susceptible to motion artefacts. On the other hand, photo-counting de-
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tectors used in spectral CT, such as Medipix3 [10] used in MARS system, acquire all

energy bins simultaneously. Therefore, it removes the need for registering different en-

ergy channel volumes. It also means that the scan takes the same time as a single energy

CT scan and has the same dose.

2.2 Unsupervised segmentation

Unsupervised segmentation is one of the simplest forms of segmentation in the sense

that it does not require any form of user input or prior information about the image.

One such method in this category is thresholding [138], in which the image is said

to be formed with multiple levels of gray intensities. The image is segmented based

on a threshold function that classifies each pixel into either foreground or background.

However, manually finding an optimum threshold for accurate segmentation is often

not feasible in many medical images because of the large quantity of images and their

complex intensity distributions. Otsu’s thresholding method tries to find an adaptive

threshold based on image histograms by minimizing its intra-class variance [144]. In

most images, a global thresholding fails to generate satisfactory segmentation results

due to the overlap between foreground and background image content. Multi-level

thresholding and locally adaptive thresholding are introduced to deal with more difficult

image content [69]. Even though these methods work better for images with varying

contrast levels than the global thresholding method, the results are still not up to the

requirements of a clinical setting.

Edge detection is another unsupervised method to segment images. Such methods

depend on local changes in image intensities along the object boundaries for segmen-

tation. In general, several kernels can be used to extract edges such as Sobel, Prewitt,

Roberts, and the Laplacian of Gaussian detector [123]. Simple edge detection using lo-

cal gradient information can hardly result in accurate segmentation due to the complex

nature of medical images. There are several advanced edge detectors, which approach

the image at a more global level, and have been shown to improve edge detection by
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reducing false positives, in other words, sensitivity towards local noise [33, 83].

K-means clustering is an unsupervised learning algorithm to divide a set of data

points into K number of groups. In image segmentation, it translates to partitioning all

the pixels within the image into K different segments based on their intensity values

[99]. The algorithm starts with K clusters with randomly assigned cluster centers. In

every iteration, the algorithm assigns pixels to the nearest cluster center and updates

their centroids until there is no movement in their position. K-means clustering algo-

rithm works well when there is no overlap between data distributions corresponding to

different clusters. In the more generalized version, the K value can also be adaptively

selected without any user intervention [11].

In case of noisy data with outliers, K-means clustering often fails due to hard parti-

tions, which means that each data point is assigned to one of K partitions with absolute

certainty. This can be overcome using a fuzzy c-means clustering approach. Instead

of using hard partitions, it uses a fuzzy approach with probabilities of each cluster as-

signed to pixels. Ji et al. [67] show that better performance is achieved by this method

for images with intensity inhomogeneity across the same object and noisy image con-

tent.

Another popular and widely used set of unsupervised methods are the mixture mod-

els solved with Expectation Maximization (EM) [99]. They are iterative in nature and

try to calculate the maximum a posteriori of the parameters used in the models with

respect to the observed data. In this case, the observed data includes all pixels, with

each pixel assumed to have been distributed according to a mixture of several paramet-

ric distributions with different parameters. Each iteration involves two steps. In the first

step (E-step), it calculates the expectation of the log-likelihood. In the second step (M-

step), it computes the parameters maximizing the expected likelihood found in E-step.

Expectation maximization algorithms are popularly used along with Gaussian mixture

models to model the image data [154]. Rather than using Gaussian mixture models for

segmentation directly, they are popularly used as a spatial prior in other segmentation

algorithms.
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Unsupervised segmentation algorithms are efficient to compute in general. How-

ever, as long as the object is not well defined, they generally fail to give satisfactory

results. This holds true for any type of images, including spectral CT images. Note that,

unlike multi-modal images, which require prior registration of volumes, MARS spec-

tral CT images can be processed without such a pre-processing step. In MARS images,

all the attenuation channels are reconstructed from the same scanned data. Therefore,

all the channels are already in their place, and does not require any sort of prior regis-

tration to align the volumes. Unsupervised segmentation is often applied to a volume

stack of medical images to get a rough estimate of the segmentation. In most cases, this

estimate is not nearly enough for diagnosis. So, these rough segmentation results are

further corrected with the help of human experts. However, this makes unsupervised

segmentation tedious and time consuming for large sets of images.

2.3 Supervised segmentation

In supervised segmentation, the algorithm is provided with a set of training images

with pixel-level object annotations. A classifier is then used to learn from the annotated

data and segments new images using this knowledge. Some typical classifiers found in

the literature are the Bayesian classifier, decision trees, random forest, artificial neural

networks, support vector machine [120].

Random decision forest is a supervised classification algorithm that is widely used

for medical image segmentation [15]. It is constructed by combining multiple decision

trees together, thereby overcoming the drawbacks of individual decision trees such as

over-fitting and a lack of generalization capabilities. In random forest, each tree uses

randomly selected features for training to reduce correlation among trees, and the deci-

sion is taken based on the combination of the output of all the randomized trees.

Criminisi et al. [24] proposed to use a regression forest to detect human anatomy

from CT datasets. Regression forests are similar to classification forests but are trained

to predict continuous outputs. Similarly, Cuingnet et al. [27] used random forests to
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automatically localize and segment kidneys from 3D CT images. However, random

forest alone cannot ensure the spatial consistency between neighbouring pixel labels as

it treats all pixels independently. Kontschieder et al. [75] proposed geodesic forests to

use generalized geodesic distances as extra features to improve the spatial dependency

between pixels in supervised segmentation.

Over the past few years, deep learning networks have achieved significant perfor-

mance improvements using a new generation of image segmentation models. In par-

ticular, convolutional neural networks (CNNs) are the most commonly applied class

of deep learning methods for vision tasks due to their shift and scale invariant nature.

Minaee et al. [93] categorized some of the popular deep learning segmentation models

into fully convolutional networks (FCN), encoder-decoder based models, regional con-

volutional neural networks (R-CNN), generative adversarial networks (GAN), among

others.

FCNs have been used in literature for various segmentation tasks, such as iris seg-

mentation [86], skin lesion segmentation [159], brain tumor segmentation [149], and

object instance segmentation [81]. In FCNs, the network only consists of convolutional

layers. It allows the network to accept any arbitrary shape image as input and produce

pixel-level segmentation maps of the same size. In most FCNs, popular existing ar-

chitectures such as VGG16 [136] or GoogLeNet [142] are modified by replacing fully

connected layers with convolutional layers.

In encoder-decoder based models, the network primarily consists of two parts: an

encoder and a decoder. In the encoder part, convolutional layers are employed to encode

the input image into a feature vector. Then the decoder part, which consists of decon-

volution layers, takes the feature vector as input and generates pixel-wise class proba-

bilities. Some popular medical image segmentation networks such as U-Net [121] and

V-Net [92] are inspired from encoder-decoder models. In U-Net, the encoding part cap-

tures the image content, and the symmetric decoding part enables precise localization of

the object. Several extensions of U-Net have been applied for 3D image segmentation

[20] and road segmentation [163]. Similarly, Milletari et al. [92] proposed V-Net for
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3D medical image segmentation.

R-CNN and its extensions Fast R-CNN [46], Faster R-CNN [119], and Mask-RCNN

[60] have been widely applied in object detection tasks. Most R-CNN variations only

output a bounding box around the detected object. Recently, Mask-RCNNs are created

to generate binary masks for objects along with a bounding box, which make them

suitable for object instance segmentation. Some other versions of R-CNN for instance

segmentation include, R-FCN [28], DeepMask [108], PolarMask [155].

Although supervised segmentation methods are both accurate and efficient, they

limit their functionality to a set of predefined objects. They cannot be used for segment-

ing objects that were not seen during the training stage. In addition, supervised segmen-

tation methods require large numbers of manually annotated images during training to

learn the properties of objects. This requirement is not optional and thereby limits the

scope of these algorithms to a particular imaging modality and to specific kinds of ob-

jects. Although there has been some research in transferring the knowledge acquired

in one domain (e.g., CT images) to the other (e.g., MR images), it is still at the pre-

liminary stages [111]. The performance gains offered by transfer learning are not far

off from training a CNN from scratch, while transferring the knowledge acquired on

natural images to medical images.

2.4 Interactive segmentation

Semi-supervised/interactive image segmentation has been widely used to segment ob-

jects in natural and medical images [59]. In this approach, the user specifies the object

to segment using some form of user interaction, and then the algorithm uses this in-

formation to delineate the object. Interactive approaches provide a trade off between

manual delineation and automatic approaches by giving accurate and robust results in

a short timeframe, which can then be refined by the user if required. Grady [51] states

that interactive segmentation should be fast to compute, attain high accuracy results,

require minimum user interaction, and be repeatable among different users.

15



INTERACTIVE IMAGE SEGMENTATION OF MARS SPECTRAL CT DATASETS

In interactive segmentation, the user input can be given in various ways such as

marking points [4], drawing strokes [14, 9, 51], using bounding boxes [122], etc. In this

section, interactive segmentation methods are classified into five different categories

based on their main characteristics.

2.4.1 Edge-based methods

In this approach, given the user input, the edge information in the image is used to

extract the boundaries of the object. Unsupervised edge detection methods are often

used as a preliminary step to extract edge features, which are then combined with the

user input to produce a meaningful result.

The Live Wire method is an edge-based interactive approach, which allows users

to quickly extract the object of interest using simple mouse clicks (also called anchor

nodes) on the edge of the object [39]. The backbone of the approach is finding a lowest

cost path between two user selected points, and Dijkstra’s algorithm is often used for

this purpose [38]. Major drawbacks of this approach are that the user’s mouse clicks

are required to be exactly on the object boundary for accurate delineation. However,

Summa et al. [140] proposed a more flexible Live Wire method where precise placement

of mouse clicks is not necessary. They proposed a more general way of specifying

anchor set points through which the object boundary can pass rather than rigid pixel-

level anchor nodes.

Active contour model is another edge based method to segment objects. It is also

often referred to as the snakes or deformable model [156]. In this approach, the user

initializes a rough boundary approximately around the object. Then the algorithm iter-

atively updates to refine the object’s contour to determine the optimal boundary. This

iterative process is an energy minimization problem. Given a contour v, the energy

function is defined as

Esnake(v(s)) =
∫ 1

s=0
( α|v′(s)|+β |v′′(s)|︸ ︷︷ ︸

Einternal

− γ|∇I(v)|︸ ︷︷ ︸
Eexternal

)ds (2.1)
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where the first two terms in the internal energy are used to measure the continuity and

smoothness of contour v, and the external energy takes image edge information into

account. α , β , and γ are weighting parameters.

Snakes are usually very sensitive to initialization and are often stuck at local optima

when dealing with weak object boundaries. In recent years, there have been improve-

ments to snakes for more reliability and better boundaries [49, 162].

Edge based interactive segmentation methods are designed to extract object bound-

aries directly. However, relying completely on edge based information to extract ob-

jects has its own disadvantages. For example, medical images often have low contrast

and contain noise. In these cases, edge based algorithms generally fail to detect object

edges, and enhance unwanted noisy regions respectively. In addition, these methods

also show difficulty in segmenting an object, when an object of interest is occluded by

other objects with similar visual properties.

2.4.2 Region-based methods

Region-based interactive segmentation methods use regional properties to segment im-

ages rather than relying on individual pixels. They split the image into different regions

with pixels that are similar to each other based on a set criterion. Many region-based

methods pre-process the image into having superpixels, which are then used for seg-

menting the image [153]. Superpixels can be defined as a group of pixels merged

together into meaningful sub-regions. They try to capture redundancy in the image

sub-regions, and provide a convenient form to extract regional features. Having super-

pixels reduces the number of data points to process, thereby reducing the computation

time required for subsequent processing. However, adding this pre-processing step re-

sults in segmentation relying on the accuracy of superpixels. If the initial superpixel

generation does not comply well with the object boundaries, the subsequent segmenta-

tion steps may fail. It also adds several additional parameters to tune, such as the size

and the number of superpixels.

Seed region growing starts off with a set of seed points placed inside the object by
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the user [4]. In every iteration, the pixels adjacent to the seed pixels are compared using

the smoothness criterion. The pixels, which best satisfy this criterion are added into

the region. The process repeats until it reaches the stopping condition. The stopping

condition usually includes an intensity threshold and a gradient magnitude. However,

region growing often suffers from the placement of the seed points and the manual

threshold value. There are other methods, where the smoothness criterion is adaptively

changed according to the local image content to improve the segmentation accuracy

[40].

Grow cut is similar the to the region-growing approach but uses a method called

cellular automata [148]. Cellular automata is biologically inspired from bacteria growth

and competition. In this method, each pixel position is called a cell, and each cell has

a state (label) and associated strength which is between 0 and 1. Similar to region

growing, Grow cut also starts off with the user-specified seed points within foreground

and background regions. For every iteration t+1, each cell’s state is calculated based on

the states of its neighbourhood cells in the previous iteration t. This process continues

until the algorithm converges and eventually labels the image. The grow cut algorithm

is simple to implement on a computer, and its ease of parallel implementation makes

it suitable for N-dimensional (N ≥ 2) images. However, the accuracy of grow cut

segmentation is highly sensitive towards user input and image content.

Ning et al. [98] proposed a method called maximal similarity-based region merging

(MSRM) which takes mouse scribbles as user input. In this method, the image is ini-

tially pre-processed to have superpixels using the meanshift algorithm [153]. Each su-

perpixel is represented by a colour histogram. In this method, a superpixel R is merged

with its adjacent superpixel Q if R has the highest similarity with Q among all Qs ad-

jacent regions. Once all the merging is over, it will have extracted the object. For

accurate segmentation, MSRM requires sufficient user interaction to cover the regions

with major features. MSRM also relies on the initial superpixel segmentation of images

in terms of accuracy, and demands longer computation times in the case of too many

superpixels.
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Jian and Jung [68] proposed an adaptive constraint propagation (also called ACP cut

for short) using a kernel matrix learning approach to adaptively propagate user input la-

bels (given mouse scribbles) into the whole image. Similar to MSRM, this approach

also oversegments the image to have superpixels. Histograms are again used to rep-

resent the superpixels. Using the user input, ACP cut generates pair-wise constraints

of must-link (belong to same class) and cannot-link (belong to different classes) pairs

among labelled superpixels. This information is then employed in a supervised setting

to learn a global image descriminative structure for interactive segmentation.

Li, Shi, Yang, Wang and Gao [80] proposed interactive image segmentation using

cascaded metric learning. It starts again with a conversion to superpixels. Once the

user input is collected via mouse scribbles, metric learning is used to find the best dis-

tance metric that reduces the distance between superpixels within the same class, and

increases the distance between superpixels from different classes. After that, unlabelled

superpixels are classified using this new learnt metric. The superpixels classified with

high confidence are again used to refine the metric. These two steps are repeated several

times until all the superpixels are classified. Although the empirical results look promis-

ing, the stopping criteria for this method is not discussed. The algorithm may not even

converge, especially for images with high noise or extreme illumination variations.

Wang et al. [151] used a dynamically balanced online random forest for the interac-

tive segmentation of placenta in MR images. In this method, labelled pixels are used as

the training data, and the online random forest then classifies all the remaining pixels

into the foreground or background. Their method also considers the unbalance in the

number of labelled pixels to reduce bias towards either the foreground or background.

Finally, conditional random fields are used as a post processing step to ensure spatial

consistency in the labels.

Region based methods, in general, perform well in differentiating foreground and

background. They consider regional properties behind user input for foreground and

background, and then label the rest of the image using this information. However, in

this type of approach, the algorithms do not have any explicit way of ensuring the label
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consistency among neighbouring pixels within the core functionality of the algorithm.

2.4.3 Graph-based methods

In this section of interactive segmentation algorithms, the input images are considered

as graphs with pixels representing nodes and the connections between neighbouring

pixels as edges. As part of segmentation, some nodes in the graph are considered to be

labelled through user input. The segmentation solution for this graph-based approxi-

mation is calculated using combinatorial optimization techniques. For example, these

techniques include shortest path finding algorithms, random walker optimization, graph

cut optimization etc.

Bai and Sapiro [9] presented geodesic matting for fast interactive image and video

segmentation. In this method, geodesic distances are calculated for every pixel from the

user provided scribbles. Geodesic distance is defined as the distance along the shortest

path between two points on an N-D surface. The weights between nodes are computed

based on spatial and/or temporal gradients. Every pixel in the image is then assigned to

either the foreground or background depending on its shortest distance from the labelled

pixels.

Geodesic image segmentation proposed by Criminisi et al. [25] cast the segmen-

tation problem as an approximate energy minimization function using conditional ran-

dom fields. The main contribution of this paper is the approximate energy minimization

function that finds a segmentation solution in a restricted search space using geodesic

maps. In this approach, the authors proposed a method to compute generalized geodesic

distances without any user-drawn scribbles, which facilitates the algorithm to work in

an unsupervised setting.

Random walk on a graph offers a generalized multi-label image segmentation algo-

rithm [51]. Given user input seeds, the algorithm works by placing a random walker at

each pixel and assigning a label with which the random walker arrives at first. Although

the direct implementation of this method is computationally infeasible, the authors pro-

posed to solve the algorithm as a Dirichlet problem [23] with boundary conditions at
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the locations of the seed points. However accurate and fast, random walk fails at weak

boundaries and textures. Kim et al. [73] proposed a random walk with restart using

generative models to improve its performance at weak edges.

Graph cut based methods are the most popular method in interactive segmentation.

Boykov and Jolly [14] first proposed interactive graph cuts by formulating an interactive

segmentation problem as a maximum a posteriori, Markov random field framework.

The solution is then derived using min-cut/max-flow algorithm. For input image I and

the corresponding label image f , the energy function to be minimized is defined as

E( f ) = Edata( f )+λEsmooth( f ) (2.2)

where the regional term Edata( f ) imposes the individual penalties for assigning each

pixel to the foreground and the background. The boundary term Esmooth( f ) measures

the extent to which f is not piece-wise smooth. Potts model is the most commonly used

method for modelling the Esmooth term [109]. Finally, λ specifies the relative impor-

tance between regional and boundary properties. However, it is proved that minimizing

Potts based model in Eq. 2.2 on a grid graph for a multi-label problem is NP hard.

Boykov et al. [13] proposed two algorithms to solve this problem in polynomial time,

given that the variables are binary and Esmooth satisfies the submodularity condition.

The same methods can also be used to compute an approximate solution for multi-label

problems in polynomial time, given the submodularity condition.

There are many variations of interactive graph cuts developed in recent years for

improving its accuracy. Grab cut is one such method, which repetitively applies graph

cuts to extract the foreground object [122]. However, unlike traditional interactive graph

cuts, Grab cut uses a bounding box around the object as an input.

In lazy snapping, the input image is pre-processed to have superpixels [82]. Graph

cuts is then applied on the generated superpixels to compute the solution for segmenta-

tion instead of individual pixels. Although this pre-processing step reduces the required

computation time, the limitations of superpixel algorithms can effect segmentation ac-

curacy.
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Price et al. [110] proposed geodesic graph cuts to combine geodesic distance in-

formation with the edge aware approach from graph cuts to compute the segmentation

result. The method also proposed an adaptive relative term to adjust the geodesic dis-

tance and weighting term accordingly. Geodesic graph cuts outperform the conven-

tional interactive graph cuts and the other geodesic distance based methods [9, 25]. The

algorithm works well when the colour distributions corresponding to the user-drawn

foreground and background scribbles are well separated. Gulshan et al. [54] proposed

a graph cut approach combined with a geodesic star convexity prior. This method uses

geodesic paths to set the visibility criterion in the graph cut energy function. This con-

straint also ensures the strong connectivity for both foreground and background objects

to reduce the false positives.

Graph-based methods create various problems depending on the optimization algo-

rithm used to compute the segmentation solution. For example, a shortest path finding

algorithm rarely considers the edge modelling and, similarly, the boundary length bias

in graph cuts. In addition, most graph-based methods do not explicitly incorporate

the spatial cues provided by the user input in their optimization framework, or ensure

smooth object boundaries. Nonetheless, graph-based methods are currently one of the

most successful approaches to solve the interactive segmentation problem.

2.4.4 Variational methods

The main idea behind variational methods is to define a cost/energy functional1 over

observed variables, and apply optimization procedures to obtain an approximation to

the posterior probability of the unobserved/latent variables in a continuous domain. In

this section, the image segmentation problem is formulated as a variational problem.

The input discrete image is observed in a continuous domain and an energy functional

is created on top of it to segment the image into foreground and background (latent

variables).

As shown in Section 2.4.1, active contours use edge information to define their en-
1A functional is a function defined over another function. Here, an energy function is defined over an

image, which is also seen as a function.
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ergy functional over a contour around the object, and minimize it to solve segmentation

problem. However, due to the non-convex nature of this energy functional, active con-

tours are often stuck at local optima because of weak edges and sensitivity towards

initial contour placement. These issues can be overcome in the variational formulation

using a convex energy functional defined based on the dual formulation of the total

variational norm. For example, active contours without edges (also called Chan-vese

model) is a powerful and flexible model to solve problems with active contours [17].

This method ignores the edges completely in designing the energy functional. Instead,

Chan-vese model optimally fits a piece-wise constant model to the given image using

level sets [147]. Then, variational methods are used to minimize the designed energy

functional.

Variational problems defined using total variation regularization are well formulated

representations for segmentation problems, but often only exploits intensity informa-

tion. Santner et al. [128] used colour and some high-level features to model the prior

foreground and background probability maps using random forests. Using this informa-

tion as a priori and total variation norm as a regularizer, a non-convex energy functional

is optimized to obtain the final segmentation result.

Nieuwenhuis and Cremers [97] proposed a spatially varying colour distributions

model for interactive multi-label segmentation. They tried to combine the spatial loca-

tion of the user input and the visual properties of the labelled pixels to model the colour

distributions. Using the colour distribution as prior information, and total variation for

label consistency, the energy functional is optimized using convex relaxation techniques

for a globally optimal solution.

Variational methods can accurately segment anatomical structures from medical im-

ages. However, they often need careful parameter tuning, which can then change de-

pending on the dataset. Even though this class of methods is highly parallelisable, the

computational time required to minimize the energy functional is still more than the

other previously mentioned methods in comparison [117].
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2.4.5 Deep learning based methods

Recently, using deep CNNs to improve interactive image segmentation has been at-

tracting increasing attention due to CNNs ability to automatically extract features and

yield better performance. ScribbleSup uses user-drawn scribbles and annotated images

to train CNNs to learn semantic segmentation [85]. In this approach, instead of using

user scribbles as a guidance, they are used as sparse annotations during training. Rajchl

et al. [113] proposed a method called deepCut based on the ideas of Grab cut. The

segmentation problem is modelled as an iterative energy minimization problem defined

over a dense CRF. It has been shown that it can yield better results for fetal MR datasets

than conventional Grab cut.

Wang et al. [150] uses pre-trained deep learning and geodesic distance to inter-

actively segment placenta from MR images. In the deep interactive object selection

proposed by Xu et al. [157], the user only has to give a few positive and negative clicks

to segment the object with the help of CNNs and Euclidean distance maps generated by

user’s clicks.

Unlike the previous methods, Le et al. [79] proposed a CNN model to predict the

object boundaries given few user clicks along the object boundary. This method takes

semantic information of the objects to connect the user clicks instead of using pixel

intensities alone. Polygon-RNN++, proposed by Acuna et al. [3], uses a deep interactive

object selection tool based on CNN for segmentation and also recurrent neural networks

to refine the results on the fly. Polygon-RNN++ has even been shown to segment objects

outside its training set, although the accuracy for unseen objects is not as good as the

pre-defined objects.

Compared to the traditional algorithms, deep learning based methods have an un-

paralleled advantage in multi-level feature learning. However, this advantage is based

on powerful computing resources, well-tuned neural network architectures, and time

consuming training processes. Similar to supervised learning, deep neural networks

used in interactive methods still need a large set of labelled data, which make them not

particularly suitable to segment any object the user desires.
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2.5 Summary

This literature review presents a brief overview of the current trends in unsupervised

and fully automatic segmentation algorithms and their corresponding drawbacks in

segmenting generic medical images. It also identifies the need for interactive image

segmentation to achieve fast and accurate results. In interactive segmentation, the algo-

rithms are classified into edge based, graph based, region based, variational and deep

learning methods, depending on their main characteristics respectively. A detailed re-

view of these algorithms including strengths and weaknesses of each method is pre-

sented. In this thesis, some of these well established and frequently used methods are

used for comparative analysis of the proposed algorithms.

This thesis deals with the task of interactive segmentation of MARS spectral CT

images. However, being a new imaging modality, as far as I am aware, there has not

been any work reporting segmentation of spectral CT datasets, unlike conventional CT

or MR. Therefore, this thesis discusses the nature of the multi-channel CT data, chal-

lenges, and the ways to effectively use it for extracting ROIs.

The proposed algorithms in the following chapters are mainly inspired from the con-

cepts of region-based methods and graph-based methods to design better segmentation

algorithms for spectral CT datasets. The region-based methods, which are good at cap-

turing and modelling an object’s visual properties, are used to generate spatial priors

for edge aware graphical models. In the proposed algorithms, the spatial location of

the user’s input is explicitly used to model the likelihood maps for the foreground and

background, unlike the majority of the interactive segmentation algorithms. Nearly all

papers in this chapter are aimed to improve segmentation accuracy rather than the inter-

action part. This thesis follows the same trend and tries to design better segmentation

algorithms for spectral CT datasets.

25



INTERACTIVE IMAGE SEGMENTATION OF MARS SPECTRAL CT DATASETS

26



3
Interactive image segmentation using a bag of

features approach

3.1 Introduction

In this chapter, I propose an interactive image segmentation algorithm for 2D MARS

images that adopts the Bag of Features (BoF) method. The goal is to effectively com-

bine the data from all available channels to get an accurate image segmentation. As

seen in the previous chapter, the procedure of extracting objects, i.e., the segmentation

problem, can be formulated in various ways. The proposed approach follows region

based methods, and uses a classification problem workflow to divide the image into

foreground and background. The workflow can be seen in Figure 3.1.

As with many traditional classification problems [76], it is divided into three main

steps.

1. Pre-processing the image by dividing the image into superpixels. This reduces

the amount of information to process.

2. Extracting feature vectors from each superpixel i.e., giving quantitative repre-

sentation to superpixels. It is achieved using the BoF method that, as far as I

know, has never been used to represent superpixels in an interactive segmentation

framework.

3. Training a classifier with the help of the user and then classifying image regions

into foreground or background type classes.
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Figure 3.1: The workflow of interactive image segmentation of the input image using the BoF
approach.

The proposed algorithm is designed to make use of all the information available in

multiple image channels and at the same time work for a range of datasets.

The algorithm is validated using two datasets in this chapter: a lamb chop, which is

publicly available1 and a scan of a knee doped with Hexabrix, an Iodine-based contrast

agent. These datasets are challenging as they contain problems such as having low con-

trast between objects, high levels of noise, and image artifacts e.g., rings. This inspires

the use of a BoF approach using high-level features rather than traditional colour his-

tograms that rely on low-level features such as intensities. The experiments demonstrate

that interactive segmentation using our BoF method outperforms traditional interactive

segmentation approaches, with its ability to achieve high accuracy.

In Section 3.2, the outline of the present problem is explained along with shortcom-

ings of some existing methods. Then, the methodology followed in the proposed ap-

1https://ir.canterbury.ac.nz/handle/10092/8531
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proach is described in Section 3.3, where Section 3.3.1, Section 3.3.2, and Section 3.3.3

describe how the classification problem is adapted to fit into the interactive segmenta-

tion framework. Finally, some results, quantitative evaluations, and a summary of the

whole chapter are presented in Section 3.4 and Section 3.5, respectively.

3.2 Problem outline

In interactive image segmentation of 2D images, there are several ways for users to

specify an object such as marking points, drawing strokes, using bounding boxes, and

so on, each with their own benefits [61, 90]. In this chapter, the most commonly used

strokes/scribbles based method is used to annotate the foreground and background ob-

jects, where each of them can consist of multiple objects. For simplicity, the strokes

corresponding to different categories are represented by a different colour, and must be

contained within that category (either foreground or background). The annotated pix-

els on the image are also called seed points. The strokes help the algorithm by giving

a rough location of the foreground and background objects, and their associated visual

properties. Since the proposed framework is based on a classification problem, different

categories can also be called classes.

In the majority of work on interactive segmentation [14, 51, 97, 68], only intensity

information is used, which is good enough for a lot of successful segmentation tasks.

However, it is not enough in cases where the underlying data distributions of the fore-

ground and the background overlap. In other words, the problem becomes challenging

if the colour statistics of different categories are very similar. I attempt to address this

issue in this chapter.

The possible solutions include incorporating high-level features such as curvature

[147], texture [164], and shape[157] along with intensity information. However, for

accurate segmentation, the shape and curvature of the targeted object must be modelled

into the algorithm beforehand. That leaves texture-based information as a potential

solution to better distinguish the foreground and background, as shown later in this
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chapter. Gulshan [53] used RGB images to prove that adding texture information in

interactive segmentation improves accuracy in cases where the underlying colour dis-

tribution of the foreground and background are similar.

Interactive image segmentation prefers fast computation times so that the user can

modify the result e.g. add/delete strokes. The computation time is directly proportional

to the number of pixels to be processed in a given image. If this number can be brought

down, the overall computational time can also be reduced. Often in these cases, the

image is pre-processed to generate superpixels (also called over-segmentation). The

same pre-processing step is incorporated in the proposed approach. Even though relying

on superpixels might effect the segmentation accuracy, they can be used to construct

higher-level region-based feature representations.

Once the superpixels are generated, they are used as image entities for the following

process instead of just pixels. Then, colour histograms can be produced from the pixels

contained within a superpixel to represent its properties. Many prior works make use of

such histograms [14, 122]. As shown in [53], a simple histogram of intensities will not

be able to distinguish between objects and background properly. This is because inten-

sity histograms only give global information and do not account for the local properties

of individual pixels. Moreover, in the case of MARS attenuation volumes, the number

of energy channels is not fixed. This means that the length of the histogram can vary

as opposed to the simple colour images used in common literature that only have red,

green, and blue.

The problem with this is that the majority of the off-the-shelf algorithms assume

that the input image is either a grayscale image or an RGB image. For a multi-channel

image like MARS images, the histogram length increases by the number of bins per

channel times the additional number of channels. This leads to a phenomena called

the “curse of dimensionality”, where histogram lengths are equal to or larger than the

number of training examples [5]. In classification problems, the accuracy decreases as

the dimensionality increases beyond an optimal point. To overcome these problems,

I propose a BoF based approach to aggregate the data by adding some high-level fea-
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tures within a superpixel. This has the advantage of creating a fixed length superpixel

representation vector. In classification problem terminology, this could also be called a

feature vector.

Another problem with interactive image segmentation in general is the fact that one

has to work with a limited amount of user data. In other words the information obtained

from the foreground and background strokes is limited. A data augmentation method is

proposed in the following sections to get around this limitation to some extent.

3.3 Method

The workflow of the proposed segmentation algorithm for a single 2D slice is depicted

in Figure 3.1. In this approach, the image is over-segmented to generate superpixels

while the user draws strokes to label the foreground as well as the background. The

user’s strokes are used to label a set of superpixels as definitely belonging to a particu-

lar class i.e., a known set of superpixels, also called labelled superpixels. Information

from these labelled superpixels is used to generate feature vectors for all the superpix-

els using BoF. For better accuracy, texture based features are also incorporated while

calculating the feature vectors. The labelled superpixels are used as training data for

a 1-vs-rest support vector machine (SVM) classifier. After training, the SVM predicts

the label for each unlabelled superpixel. For spatial consistency, the feature vector for

each superpixel is calculated as a weighted combination of their neighbouring super-

pixels. Finally, a post-processing step is included to fine tune the segmentation result.

As shown in Figure 3.1, if the user is not satisfied with the final result, the result can be

further refined by adding more strokes.

3.3.1 Superpixel generation

The algorithm starts by dividing the image into multiple superpixels. Superpixels are a

group of pixels merged together into meaningful sub-image regions. Figure 3.2 shows

superpixel generation on a sample MRI brain image. Unlike a rigid pixel grid, a super-
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(a) A sample image (b) Superpixel segmentation

Figure 3.2: An illustration of superpixel segmentation. (a) Sample MRI brain image. (b)
Superpixel segmentation of the brain image in (a).

pixel can be of any size and shape. They capture redundancy of pixels in sub-image

regions, and provide a convenient form to extract features. Overall, having fewer data

points to process reduces the computational complexity significantly for subsequent

processing tasks. In interactive segmentation, using superpixel generation as a pre-

processing step is not something new; it is often done to simplify further processing

[82].

One major advantage of superpixels is their robustness towards noise in the image.

Just like any other medical datasets, MARS datasets often contain noise and at times

image artifacts [116]. The fact that superpixels, rather than single pixels, are used

for segmentation smooths out some of the inherent noise present in the image from the

algorithm’s perspective. There are many approaches to generate superpixels, but Simple

Linear Iterative Clustering (SLIC) [2] is used in this work. SLIC is an adaptation of the

k-means [57] clustering approach to efficiently generate superpixels. Wang, Liu, Gao,

Ma and Soomro [153] and Neubert and Protzel [96] have shown that SLIC has a better

trade-off between computational complexity, accuracy, and boundary compactness.

In the article from Achanta et al. [2], SLIC was originally proposed to work for

RGB images. In the proposed algorithm, unlike RGB images with a fixed number of

channels, the input data can have a variable number of channels. Therefore, to generate
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superpixels in our case, the algorithm is not modified in any way. Three channels are

randomly selected from the multi-channel input image and given as an input to the SLIC

algorithm. Note that this random selection of three channels is only used to generate

superpixels. All later steps in the algorithm use the original multi-channel image.

When the user gives input in terms of strokes, they indicate the pixels that definitely

belong to a particular class. As the image is already divided into superpixels, each

superpixel is considered labelled if any one pixel inside it is marked by the stroke. This

assumption is valid as superpixels tend to contain pixels that are homogeneous in nature.

Now that the superpixel is labelled, all of the pixels contained within are automatically

labelled as well. Let the number of labelled superpixels be N. Then all the labelled

superpixels can be represented as

{(Si,Li)}N
i=1 , Li ∈ {0,1, . . .(M−1)} (3.1)

where Si denotes the ith labelled superpixel, and Li denotes its corresponding label. M

is the maximum number of classes Li takes its value from.

While calculating superpixels using SLIC, there are some algorithmic parameters

that can affect superpixel generation. One such parameter is the number of pixels to be

included in a single superpixel (pixCountSP). Note that this number is only an approx-

imate count of pixels per superpixel. Another parameter that can affect the superpixel

generation is boundary compactness (bCompactSP). It tries to balance out space prox-

imity and color proximity. The higher the value, the more weight is given to space prox-

imity, which gives superpixels a more block-like appearance. This will lead superpixels

to have boundaries incoherent with the actual image edges. On the other hand, lower

boundary compactness values make the superpixels highly sensitive towards noise. The

procedure to selecting these parameters is explained in Section 3.4.

33



INTERACTIVE IMAGE SEGMENTATION OF MARS SPECTRAL CT DATASETS

3.3.2 Feature vector extraction using Bag of Features

The ultimate goal of the segmentation algorithm is to classify all the unlabelled super-

pixels into any one of the predefined classes (such as objects or background). In order

to achieve this, each superpixel is represented using a unique feature vector. There are

various ways to construct feature vectors for superpixels [68, 80, 82]. The simplest and

most widely used one is colour histograms of each superpixel [68]. As stated earlier,

these simple feature vectors may not be able to distinguish between the objects and the

background if their visual properties are similar. Another issue is that MARS datasets

can have a varying numbers of channels, unlike RGB images where the number of chan-

nels is fixed. Constructing a colour histogram on such a dataset can lead to different

feature vector lengths and may cause the curse-of-dimensionality problem. To avoid

such situations, a BoF based approach called Vector of Locally Aggregated Features

(VLAD) [8, 66] is deployed for feature vector construction. In literature, VLAD is pop-

ular for categorization and indexation applications [107]. It is mainly used to construct

image descriptors2 in datasets with a large number of images. As far as I know, BoF

/ VLAD has never been used to represent superpixels in an interactive segmentation

framework.

To extract feature vectors for each superpixel using BoF, information from each

pixel within needs to be combined. At this point, just the intensity values from all the

energy channels are sufficient. However, it has been shown that using texture informa-

tion improves segmentation quality. In my approach, the original multi-channel image

is augmented with texture, and horizontal and vertical gradient information.

Figure 3.3 illustrates the procedure of constructing the augmented image from the

input. Here, an RGB image is taken as an input where the red, green, and blue channels

are analogous to multiple energy channels in MARS images. In a given multi-channel

input image, the gradient can be calculated either by computing the vector differences

[32], or simply from the average grayscale image. In the current chapter, the later

method is chosen, as it is computationally simpler. Although there is a risk of gradient

2A low dimensional vector to quantitatively represent an image
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Figure 3.3: An illustration of the construction of the augmented image for an RGB image. In
the top row, first three components show the image channels. In the bottom row, additional
information such texture, vertical and horizontal gradients is augmented.

cancellation with this approach, the proposed method only requires approximate edges

to model regional properties.

Similarly, there are several ways to approach texture synthesis [164, 56, 64, 63].

The framework developed by Zhou et al. [164] is used for my approach as it considers

data from multiple channels to compute a texture descriptor. This method is explained

in the following subsection.

Texture features based on semi-local image information

In this section, a texture feature is defined using the information from all the energy

channels. It is impossible to quantify texture using information from a single pixel,

since it is by nature semi-local. Semi-local information consists of a close neighbour-

hood around the current pixel whereas local information includes just the position and

value of the pixel in consideration. This can also be called a patch. The idea of using

patches as feature vectors for texture synthesis was introduced by Liang et al. [84] as

well as Efros and Freeman [36].

Consider, for instance, a two-dimensional grayscale image I = {Ii j : (i, j) ∈ Ω}.

It can be viewed as a function I(x,y) : Ω→ R. To denote the semi-local information,

35



INTERACTIVE IMAGE SEGMENTATION OF MARS SPECTRAL CT DATASETS

a square patch Pxy(I) of size n× n (an odd positive integer) centered at pixel (x,y) is

extracted.

Pxy(I) =
{

I(x+ k,y+ l) : k, l =−(n−1)
2

, . . . ,
(n+1)

2

}
(3.2)

As pointed out by Zhou et al. [164], Houhou et al. [64], I will be considering that

the given input image is obtained by discretizing a differentiable surface. This al-

lows the use of some efficient tools from classic differential geometry. Sochen et al.

[137] proposed to represent the image as Remannian manifolds embedded in a higher

dimensional space. For example, a 2D gray image I : R2 → R, can be viewed as a

surface (denoted by Σ) with local coordinates (x,y) embedded in R3 by a mapping

Mxy(I)→ (x, y, I(x,y)). Using Eq. 3.2, this manifold-based representation can be ex-

tended to support semi-local information at location (x,y)

Mxy(I)→ (x, y, Pxy(I)) (3.3)

In the above mapping, the first two components indicate local information, and the

semi-local information is included in the form of a patch Pxy(I). From the theory of

differential geometry, the area of an element on the surfaceMxy(I) is defined as

∥∥∥∥∂M
∂x
× ∂M

∂y

∥∥∥∥ dx dy

where
∂M
∂x

=

(
1,0,

∂P
∂x

)
and

∂M
∂y

=

(
0,1,

∂P
∂y

)
(3.4)

According to our discretization of space assumption, the partial derivatives are defined

as ∂P/∂x = P(x+1,y)−P(x,y) and ∂P/∂y = P(x,y+1)−P(x,y). In other words

forward differences. Let

G =

∥∥∥∥∂M
∂x
× ∂M

∂y

∥∥∥∥ (3.5)

If −→a ,
−→
b are two vectors, from ‖−→a ×

−→
b ‖2 = ‖−→a ‖2‖

−→
b ‖2− (−→a ·

−→
b ), Eq. 3.5 can be
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rewritten as

∥∥∥∥∂M
∂x
× ∂M

∂y

∥∥∥∥2

=

∥∥∥∥∂M
∂x

∥∥∥∥2∥∥∥∥∂M
∂y

∥∥∥∥2

−
(

∂M
∂x
· ∂M

∂y

)2

(3.6)

where "·" represents the dot product. From Eq. 3.4,

∥∥∥∥∂M
∂x

∥∥∥∥2

= 1+
(

∂P
∂x

)2

(3.7)

∥∥∥∥∂M
∂y

∥∥∥∥2

= 1+
(

∂P
∂y

)2

(3.8)

(
∂M
∂x
· ∂M

∂y

)2

=

(
∂P
∂x
· ∂P

∂y

)2

(3.9)

Substituting Eq. 3.7, Eq. 3.8, and Eq. 3.9 in Eq. 3.5 gives

G =

∥∥∥∥∂M
∂x
× ∂M

∂y

∥∥∥∥=
√√√√(1+

(
∂P
∂x

)2
)(

1+
(

∂P
∂y

)2
)
−
(

∂P
∂x
· ∂P

∂y

)2

(3.10)

In Eq. 3.5, G represents the rate of change of the area of a surface element per unit area.

In the regions where texture is present, the intensity variations in the local neighborhood

cause the corresponding surface to change with different G values.

For images with more than one channel, Eq. 3.10 can be extended to support multi-

ple channels. Let I = (I1, I2, . . . , Id), where d represents the number of channels. From

Eq. 3.3, the corresponding manifold based representation can be modified as

Mxy(I)→ (x, y, Pxy(I1), . . . ,Pxy(Id)) (3.11)

The final rate of area change for a multi-channel image becomes

G =

√√√√(1+
d

∑
i=1

(
∂P(Ii)

∂x

)2
)(

1+
d

∑
i=1

(
∂P(Ii)

∂y

)2
)
−

d

∑
i=1

(
∂P
∂x
· ∂P

∂y

)2

(3.12)
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The texture descriptor T is finally defined as:

T = exp(−G2) (3.13)

The Gaussian kernel only allows low-frequency components which in turn smooths out

some noise. Houhou et al. [64], Zhou et al. [164] state that the semi-local nature of this

texture descriptor makes it more robust to the noise compared to other texture descrip-

tors. It has been demonstrated by several works in the literature [56, 125, 65, 124]. The

dimensions (n) of the square patch Pxy(I) can be chosen by the user depending on the

size of the texture pattern.

After applying the texture descriptor T to the input image I, the resulting single

channel image can be denoted by It = {ti j : (i, j) ∈ Ω}, where ti j is the result of the

application of T on Ii j. In a given textured region, the geometry of the manifold em-

bedded by the mapping (Eq. 3.11) will be homogeneous, thus giving similar T values.

If we have more than one textured region, the value of T will be different for different

regions [164]. On top of that, the Gaussian smoothing reduces the variations within a

given texture.

Once the texture descriptor is generated, it is appended to the original image along

with horizontal and vertical gradient information to create a new augmented image It ,

as shown in Figure 3.3. The BoF method uses this information at every pixel within a

superpixel to create feature vectors for superpixels. A small introduction about BoF is

given in the next section followed by how it is used to extract feature descriptors in the

present scenario.

Bag of Features (BoF)

Bag of Features (BoF) was initially used for document classification and information

retrieval. Depending on the application, it is also known as bag of words (BoW) or bag

of visual words (BoV). BoW considers the documents as a set of words, irrespective of

the order or the grammar. Thus, the name bag of words. Later, this model found its

place in image classification [100], image retrieval [135], and object recognition [58].
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Figure 3.4: An illustration of the construction of a feature vector using Bag of Features ap-
proach

As shown in Figure 3.4, the process of BoF has two stages: encoding and pooling.

In the encoding stage, all the labelled information is clustered together to generate a

codebook C = ( c1, c2, . . ,cK ) of K visual words. Each row of the data used in this

stage represents the augmented information at a pixel within all the labelled superpixels.

Conventionally, each data point is also called a local descriptor (p). In the pooling stage,

the same codebook C and the augmented data from each superpixel are used to generate

feature vectors or global descriptors. Jégou et al. [66] has shown that BoF can have a

lot of variations based on how the encoding and pooling processes are performed. For

example, encoding can be done using different clustering techniques such as k-means

clustering, fuzzy clustering, or gaussian mixture models, among others. Similarly, a

simplest form of pooling is constructing a histogram using the information from the

codebook. In the proposed method, Vector of Locally Aggregated Features (VLAD)

framework is used to do encoding and pooling.
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In VLAD, encoding involves using k-means clustering to generate the codebook

C. This codebook is the basis for constructing global descriptors for all the superpixels

(including labelled and unlabelled). During pooling, each feature vector is generated by

sequentially concatenating vectors generated by accumulating the differences (p− ci)

of the vectors assigned to ci, for every ci. Let each superpixel descriptor be represented

by V = {V(iK+ j) : i= 0 . . .K−1, j = 0 . . .d−1}, where i and j indexes the codebook and

the local descriptor component, respectively. In this case, local descriptor components

are equal to the number of channels in the augmented image. Hence, each component

of V is represented as

V(iK+ j) = ∑
p : NN(p)=ci

pj− ci, j (3.14)

where pj and ci, j respectively denote the jth component of the local descriptor p and its

corresponding nearest visual word denoted by the nearest neighbour (NN).

The resulting vector V is L2-normalized (V := V/||V||2), and then subsequently

power normalized (Vi := sign(Vi)
√
|Vi|) to enhance superpixel specific components and

to unsparsify the descriptors respectively [127]. While calculating the feature vectors,

there is no hard and fast rule on how to select the number of visual words. In this work,

16 visual words were experimentally selected and used throughout. However, using

large values of K makes the descriptors unnecessarily large as well as sparse.

3.3.3 Classification

As stated earlier, the segmentation problem is seen as a classification problem. In a

standard classification framework, a set of training samples (same as feature vectors

in my case) with known labels (classes) are used to train a machine learning classifier.

During the training, the classifier tries to learn class boundaries using known informa-

tion. Once the training is over, the classifier can then be used to predict the classes of

new incoming samples.

In interactive image segmentation, the user input is used as training data. The pre-

diction stage involves labelling all the remaining superpixels since the image is over-
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segmented into superpixels as a pre-processing step. To generate feature vectors for

training data, the code book created in Section 3.3.2 is used. For the classifier to

have better generalization capabilities among all the classes, it often requires more data.

However, it is not possible to have more data in our framework due to the limited user

input.

In a standard approach, the classifier gets as many feature vectors as the number of

labelled superpixels for training. But to have more training data, the number of fea-

ture vectors generated per superpixel can be increased. It is accomplished by randomly

sampling pixels from each superpixel to generate a feature vector. This procedure can

be performed several times on each superpixel to get multiple feature vectors per su-

perpixel. And all the feature vectors generated from a single superpixel share the same

label. The random sampling is done with replacement, so the total data from which the

sampling is done is constant everytime. Using this technique, k f v number of feature

vectors are generated for each superpixel. The number of random pixels (krandom) to be

sampled and the number of feature vectors (k f v) to be generated per superpixel were

set based on experimentation. This way, more data can be augmented for better clas-

sification accuracy. This procedure of random sampling to generate additional feature

vectors doesn’t negatively impact the overall performance, as superpixels are nearly ho-

mogeneous over all the pixels within. In each random sampling, the resulting data is

not identical to others either, which ensures more training data while maintaining the

overall trend. This process of increasing the number of training samples is also called

data augmentation [77].

The labelled data after data augmentation is then used to train a one-vs-rest Support

Vector Machine (SVM) classifier [16]. SVM is a discriminative supervised classifier

that learns to fit a hyperplane between classes so that the separation between them

is as high as possible. SVMs are inherently designed to classify two classes. But,

Franc and Hlavac [43], and Chih-Wei and Chih-Jen [19] discussed methods to extend

its capabilities to n classes. One such method is one-vs-rest SVM (also referred to as

’one-vs-all’ or OVA classifier) which involves building a binary SVM for every class.
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The test data will be assigned a class with the greatest separation from the hyperplane.

To propagate labels to the entire image, feature vectors are generated from all the

unlabelled superpixels using the codebook generated in Section 3.3.2. The trained SVM

classifier uses these feature vectors to predict labels for all unlabelled superpixels. Typ-

ically, this is how classification is done to assign labels to the unlabelled samples. How-

ever, to give each superpixel its local context, the feature vectors are modified as a

weighted sum of neighbourhood superpixels according to Eq. 3.15. The feature vector

’V(i)’ for the superpixel ’i’ (Si) is defined as

V(i) = 1
wi

∑
j∈{i,Ni}

wr
i jw

d
i jV( j) (3.15)

where, the normalization factor wi is defined as

wi = ∑
j∈{i,Ni}

wr
i jw

d
i j

whereNi is the set of neighbouring superpixels of Si, wr
i j is a range based weight based

on the difference in mean intensities of the superpixels, and wd
i j is a domain based

weight based on spatial distance. They are defined as

wr
i j = exp

(
−‖C(i)−C( j)‖2

2
σ2

r

)
, wd

i j = exp
(
−dist(i, j)

σ2
d

)

where σd , σr are smoothing parameters, C(·) denotes the mean intensity of the super-

pixel, and dist(i, j) is the euclidean distance between the centroids (spatial) of super-

pixels i and j.

3.3.4 Post-processing

Once the classification is performed, all the pixels in the output image belonging to the

same class are assigned the same intensity value. For a two class problem, it means

that the resulting image is a binary image. However, this result may need some post-

processing due to superpixel misclassification or imperfections during superpixel gen-
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(a) Input image (b) Segmentation before post-
processing

(c) Segmentation after post-
processing

Figure 3.5: A visual comparison of segmentation result before and after post-processing step.
(a) A sample image with user input where the white and red scribbles represent the foreground
and background respectively. (b) Segmentation result without post-processing can be seen hav-
ing holes present inside the object of interest. (c) Segmentation result after post-processing
eliminated the isolated patches of background.

eration (Figure 3.5). First, the superpixel misclassification results in foreground objects

to have background patches and vice versa. This happens due to the similar visual prop-

erties the background and foreground objects may share. To reduce this problem, con-

nected component analysis [141, 50] is used to discard such regions. It only preserves

the regions with strokes, and other misclassified regions are discarded, and merged into

the background/foreground. In case of a multiclass problem, missclassified regions are

assigned a class(majority) with which they are surrounded. Second, the imperfections

due to superpixel generation can result in rough edges along the boundary. There are

several methods like active contours [17], fourier smoothing [50], and a moving average

that can be employed. However, the application of these methods may not necessarily

improve the result as the object in itself may have sharp boundaries. In our approach,

this step is optional and a moving average is applied along the edges when enabled.

3.4 Experiments and results

These experiments demonstrate the performance of the above discussed algorithm on

two different datasets. The first one is a lamb chop (from now on referred to as the "lamb
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Figure 3.6: Visualization of multiple channels present in the (a) lamb dataset, and (b) knee
dataset. Lamb dataset has four energy channels, whereas knee dataset consists of five energy
channels

dataset"), which is available to the public3. The volume dimensions are 436×436×126,

it has a voxel size of 0.093×0.093×0.093mm3, and four frames to represent four atten-

uation channels. In the lamb dataset, three classes were chosen including: lipid-like,

water-like, and the background. In the following text, the experiments demonstrate two

cases in which 1) lipid-like objects are labelled as foreground and the rest as back-

ground, 2) water-like objects are labelled as foreground and the rest as background.

The other dataset is of a knee doped with Hexabrix (from now on referred to as

the "knee dataset"). Its volume dimensions are 1280×1280×192, it has a voxel size

of 0.07×0.07×0.07mm3, and five frames for every slice to represent five attenuation

channels. In this dataset, the object of interest is bone. Segmenting a bone might seem

like a trivial task, but it has its own challenges as will be demonstrated in the results.

Both datasets are shown in Figure 3.6.

Since the algorithm is mainly designed to work with 2D slices, the testing is done

on different slices of the two volumes at various locations. This is because the data has

different levels of noise and ring artifacts depending on its position in the volume. The

slices further from the centre have more noise. The ground truths for these datasets

3https://ir.canterbury.ac.nz/handle/10092/8531
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were manually annotated by the MARS clinical team.

3.4.1 Evaluation metrics

In this section, the metrics used for evaluating the performance of the proposed algo-

rithm, in terms of accuracy, are discussed. These metrics allow the comparison between

the proposed method and other conventional methods. Since the proposed method is an

interactive approach, the performance depends on both the interaction strategy as well

as segmentation result. However, the main focus of the thesis is not the interaction

strategy, so only the segmentation results are compared. There are a number of ways

to quantify the relative performance of segmentation results [71], but in the present

chapter, accuracy, F1-score, and Intersection over Union (IoU) are used as statistical

accuracy measures. These are commonly used in segmentation literature [139, 105].

The larger the value of these metrics, the better the segmentation performance.

Let the manually delineated and segmented regions be denoted by I and G respec-

tively. Accuracy is defined as a ratio of the number of correctly classified pixels to all

the pixels within an image. It is the most commonly used metric for performance evalu-

ation, which indicates the degree of similarity between the segmentation result and their

respective manually annotated ground truth.

Another similarity index used for this evaluation is called F1-score (the Dice’s co-

efficient). Given I and G, it is defined as

F1− score =
2|I∩G|
|I|+ |G|

(3.16)

where |I| and |G| are the cardinalities of the sets I and G respectively i.e. the number

of elements in each set. F1-score not only measures the similarity between I and G, but

also considers the foreground and background class balance. It computes the ratio of the

overlapping region between the ground truth foreground and the foreground segmented

by the algorithm to the combined foreground size.

The overlapping area of segmented and ground truth is quantified using IoU or Jac-
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card measure. It is defined as the ratio of the number of pixels within the area of

intersection to the number of pixels within the union of regions.

IoU =
|I∩G|
|I∪G|

(3.17)

3.4.2 Algorithm parameters

The parameter settings for the proposed algorithm are discussed in this section. Param-

eters were set in a coordinate ascent fashion where the parameter to be set was changed

while keeping the others constant. Then, the parameter that maximises the performance

was chosen. This process was repeated for all the other parameters. The chosen param-

eter settings were: the number of pixels per superpixel 200, boundary compactness 30,

the square patch size for calculating texture 7×7, the number of visual words for BoW

16, and the range and domain based smoothing parameters (σr and σd) were set to 1.8

and 1.3, respectively. During feature extraction, the number of randomly sampled pix-

els and the number of feature vectors per superpixel were set to 130 and 3, respectively.

The same parameters were used throughout the experiment.

3.4.3 Segmentation performance

The proposed algorithm was compared against traditional approaches such as Ran-

dom Walk (RW) segmentation [51], Graph Cuts (GC) [14], Geodesic Star Convexity

(GSC) prior for segmentation [54], Geodesic Graph Cuts (GGC) [110], Grabcut [122],

Maximal Similarity based Region Merging (MSRM) [98]. The results for Grabcut and

MSRM are not shown due to their poor performance, however their performance met-

rics are tabulated. The implementations for the above methods were taken from dif-

ferent sources. RW and Grabcut implementations are already available in well known

python libraries scikit-learn [131] and OpenCV [102] respectively. The code reposito-

ries for GC [22], GSC [44], and MSRM [47] are made available to the public by the

authors. Finally, I implemented GGC as an extension to GC source code.

All the algorithms were given same input throughout the experiment for fair com-
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parison. While additional strokes could improve the performance of either the proposed

method or the other methods, it would increase the required user interaction. Therefore,

the analysis was done for only a one-time input from the user. In all figures, input

images have white and red coloured strokes to represent foreground and background

objects, respectively. The segmentation results of the proposed algorithm as well as the

other algorithms used in this chapter were shown using blue contours, and the green

contour was used to denote the manually annotated ground truth.

Figure 3.7 shows examples of interactive segmentation of water-like objects from

the lamb dataset. This is an early MARS dataset and a challenging one to work with

due to the noise and the low contrast between lipid and water. From the image, it

shows that the proposed method is able to delineate the boundary comparatively better

than the other methods. But none of the algorithms could cleanly segment the water-

like material from the perspex tube in which the sample is kept. Figure 3.8 shows

the same slice except this time the lipid-like material is labelled as the foreground.

Qualitatively seen, the RW result is the closest one to the proposed method. All other

methods deviated on the right side into the background. In Figure 3.8(b), it can be

observed that the boundaries have a slight block-like appearance at some places. This

is mainly because of superpixels being misclassified as a foreground/background at

those locations. The reason for their block-like appearance is the fact that SLIC starts

off with square patches as superpixels and adjusts their shape according to the nearby

image content. Since the image in question doesn’t have many features, most of the

superpixels stayed square like.

In the knee dataset, two cases are demonstrated to compare how the algorithms

perform at different noise levels. Figure 3.9 shows the results for segmenting bone

in a slice with good contrast. It can be observed that the proposed algorithm has a

similar performance compared to the other methods. However, in the cases where the

noise levels are high like in Figure 3.10, the performance differs drastically from one

algorithm to the other. Figure 3.10(b) shows the result for the proposed method, and

it can be seen that the remaining algorithms, except for RW, have comparatively lower
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performance.

For quantitative evaluations of the performance comparison, the metrics discussed

in Section 3.4.1 were used. Table 3.1 outlines the average performance of the algorithms

for the given input over the two datasets. The bold representation of score indicates the

best performance in each metric. Performance wise, RW is the closest competitor to the

proposed method. Another key measure is the standard deviation, which indicates the

consistency of the results over a large number of images. The proposed method has a

relatively lower standard deviation compared to the other methods which indicates its

stability over different images.

Table 3.1: A performance comparison of the proposed approach against other traditional inter-
active segmentation algorithms. All the algorithms are given same input except Grabcut, which
takes a bounding box as an input. Best performance in each metric is shown in bold.

Method Accuracy (%) F1 Score (%) IoU (%)

GC 95.10±2.69 78.53±12.73 66.29±16.63
RW 96.37±1.91 83.19±7.37 71.86±10.67
GSC 94.13±1.48 73.98±10.66 59.73±13.35

Grabcut 88.07±1.88 62.90±6.11 46.14±6.56
MSRM 90.52±2.32 63.38±10.84 51.41±12.74
GGC 94.31±1.47 74.49±10.54 60.35±13.26

Proposed 97.91±0.82 89.07±5.08 80.63±7.92

3.5 Summary

In this chapter, a novel image segmentation algorithm using a Bag of Features (BoF) ap-

proach was proposed to segment MARS multi-channel images. This framework placed

emphasis on effectively utilizing information from all the channels. In addition to the

existing multi-channel data, an augmented image was created with the texture infor-

mation to better distinguish the foreground and the background objects. The chapter

has also shown a detailed experimental study to compare the proposed method with the

state-of-the-art interactive image segmentation methods. The study used various seg-

mentation metrics to evaluate performance. The overall experiment demonstrated that

the proposed method using BoF substantially improves the segmentation performance
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by taking advantage of the properties of MARS data. This can be observed from the

results shown in Section 3.4.3.

However, the proposed algorithm can be heavily influenced by the performance of

the superpixel algorithm, which can lead to rough object boundaries. Although, the

classification step takes neighbourhood superpixels into consideration during labelling,

it does not explicitly include any edge/boundary information in the workflow. In the

next chapter, a new algorithm is proposed to overcome these known limitations as well

to take advantage of the spatial information provided by the scribbles.
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(a) (b)

(c) (d)

(e) (f)

Figure 3.7: Segmentation of water-like material in Lamb dataset: (a) Input image with user
input; (b) Proposed method; (c) RW; (d) GC; (e) GSC; and, (f) GGC. It can be seen that the
proposed method has a block like appearance around the object boundaries. RW created over-
smoothness while the remaining approaches have false negatives with inaccurate object borders.
The white and red strokes represent the user selected foreground and background seed points,
whereas blue and green contours mark the segmentation result and the ground truth respectively.
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(a) (b)

(c) (d)

(e) (f)

Figure 3.8: Segmentation of lipid-like material in Lamb dataset: (a) Input image with user
input; (b) Proposed method; (c) RW; (d) GC; (e) GSC; and, (f) GGC. The proposed method
shows better adherence to object boundaries than the other methods. The other methods, except
for RW, have leaked into the background on the right side of the image. The white and red
strokes represent the user selected foreground and background seed points, whereas blue and
green contours mark the segmentation result and the ground truth respectively.
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(a) (b)

(c) (d)

(e) (f)

Figure 3.9: Segmentation of bone in Hexa Knee dataset with less noise: (a) Input image with
user input; (b) Proposed method; (c) RW; (d) GC; (e) GSC; and, (f) GGC. All the methods can
be seen to have similar performance with slight deviations from the ground truth. The white and
red strokes represent the user selected foreground and background seed points, whereas blue
and green contours mark the segmentation result and the ground truth respectively.
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(a) (b)

(c) (d)

(e) (f)

Figure 3.10: Segmentation of bone in Hexa Knee dataset with severe artifacts: (a) Input image
with user input; (b) Proposed method; (c) RW; (d) GC; (e) GSC; and, (f) GGC. Low contrast
and ring artefacts severely effected results in (d), (e), and (f), whereas proposed method and
RW has results closer to the ground truth with different degree of boundary smoothness levels.
The white and red strokes represent the user selected foreground and background seed points,
whereas blue and green contours mark the segmentation result and the ground truth respectively.
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4
Spatially aware interactive segmentation with

two-stage conditional random fields

4.1 Introduction

In this chapter, I propose a spatially aware interactive image segmentation algorithm

with a two-stage Conditional Random Field (CRF) model to overcome the limitations

posed by the segmentation algorithm proposed in the previous chapter. Although the

BoF based algorithm is shown to out-perform some of the well established interactive

segmentation algorithms, the proposed algorithm in this chapter tries to overcome few

drawbacks such as its heavy reliance on superpixel segmentation and not being able

to utilize spatial cues provided by user scribbles, etc., up to some extent. Section 4.2

discusses the problem outline in detail. In addition to proper utilization of the MARS

spectral information, the proposed algorithm aims to take advantage of the spatial in-

formation provided by the user input (e.g., mouse scribbles), and to have a smooth

segmentation boundary. As part of this work, the algorithm is also implemented as a

software tool and integrated into MARS Vision for testing purposes. MARS Vision [18]

is a spectral CT data visualisation application that is custom designed to support MARS

spectral CT datasets.

Once the user input strokes (as in Chapter 3) are acquired, the proposed approach is

further divided into three major steps:

1. Generate probability maps using a random forest algorithm for efficient use of

spectral information
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2. Modify the probability maps using Euclidean and geodesic distance cues to em-

bed spatial awareness

3. Segment the image with the help of a two-stage CRF model for smooth and ac-

curate object boundaries.

To the best of my knowledge, steps (1) and (2) have never been used in an interactive

segmentation framework.

In this chapter, the algorithm is initially validated using the two datasets previously

used in Chapter 3 to compare the relative performance. These experiments clearly

demonstrate the superior performance of the proposed approach. Additionally, a few

experiments are done to show the effect of distance cues (Euclidean and geodesic) while

generating probability maps. Finally, the effect of having a two-stage CRF model to get

a smooth boundary is demonstrated.

In Section 4.2, the motivation to design a new interactive segmentation algorithm is

explained. Then Section 4.3.2 describes the procedure for utilizing spatial information

provided by the user input and the two-stage CRF to get smooth object boundaries. So

far, in each of the above mentioned sections, RGB images are used to demonstrate the

working of the algorithm. Section 4.4 discusses the experiments done to quantitatively

evaluate the performance of the algorithm. Finally, Section 4.5 concludes the chapter.

4.2 Problem outline

In Chapter 3, a novel algorithm using BoF to segment objects from 2D MARS images

was proposed. However, it has several drawbacks:

• The algorithm heavily depends on superpixel segmentation. If superpixel genera-

tion is not accurate, it will lead to inaccurate foreground and background bound-

aries.

• The algorithm does not use the information about the location of the scribbles. It

only focuses on visual properties of the labelled superpixels.
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Figure 4.1: The workflow of spatially aware interactive image segmentation with two-stage
conditional random fields.

• If the segmentation result needs to be refined, the codebook must be constructed

each time. This leads to additional computations every time the segmentation

result is refined.

• The spatial consistency of adjacent superpixel labels is not strong. The BoF seg-

mentation method does not consider mismatch in adjacent labels except to gener-

ate weighted feature vectors for each superpixel.

• Finally, it is not straight forward to extend the method to work with volumes.

Problems may arise when computing supervoxels, and having a weak adjacent

label consistency in a volume can result in several patches of misclassified re-

gions.

In the present chapter, the proposed algorithm tries to address the above mentioned

issues to get a better segmentation for MARS images.
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4.3 Method

The workflow of the proposed spatially aware interactive image segmentation algo-

rithm for a single 2D slice is illustrated in Figure 4.1. Similar to the BoF method, this

approach is designed to be closed loop and can be iteratively refined to improve the

segmentation.

The algorithm starts by labelling pixels within the foreground and the background

objects using mouse strokes/scribbles. Information from these labelled pixels is used to

generate probability maps/likelihood maps using a Random Forest (RF) algorithm.

At this stage, this information only consists of the visual properties of the data. To

refine these probability maps, in other words, to make them spatially aware, the location

of the labelled pixels corresponding to both the foreground and the background is used.

This step refines the originally generated maps to be spatially localized so that there

will not be any falsely segmented image patches away from the original object.

Finally, the two-stage CRF model is used to perform segmentation. The first stage

involves segmenting the entire image using the refined probability maps (prior informa-

tion), and four neighbourhood pixel connections (left, right, up, and down). However,

having just four connections often results in jagged object boundaries as shown in the

next sections. To smooth the boundaries, a second stage CRF is employed around the

initially segmented object boundaries with denser connections in a large neighborhood

(5×5, 7×7 or more). As shown in Figure 4.1, if the user is not happy with the final

segmentation result, more scribbles can be added to improve the result.

4.3.1 Probability map generation

Probability maps represent how likely it is that each pixel belongs to either the fore-

ground or background as shown in Figure 4.2. These maps are generated using the

information gathered from the seed points.

In the literature, the standard approach to generate these maps is to use Gaussian

models on grayscale pixel information [14]. Later, multi-variate and Gaussian mixture
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(a) Input image (b) Foreground probability map (c) Background probability map

Figure 4.2: Probability map generation of the input image using user scribbles (a) A sample
image with user input where the red and green scribbles represent the foreground and back-
ground respectively. (b) A foreground probability map using random forests. (c) A background
probability map using random forests.

models were also introduced to model images with colour information [122, 29].

Using Gaussian models is extremely efficient to compute, however the accuracy of

these methods highly depends on the underlying data distribution. In other words, if the

image data does not follow a Gaussian distribution or something close to it, the likeli-

hood maps will not be accurate. To overcome this problem, a random forest algorithm

is used in the proposed approach. In recent years, random forests have shown the abil-

ity to model complicated distributions [26], and at the same time their efficiency makes

them suitable for interactive segmentation frameworks. However, using random forests

for generating likelihood maps is not new, there are several popular approaches in the

literature [128, 72, 151].

Random forests

Random forests algorithm uses a collection of several decision trees, sometimes also

referred to as decision forests. They are mainly used for data classification purposes in

a supervised environment, which means a random forest requires labelled data during

the training stage. Once the training is over, the same trees are used to classify new

incoming samples along with the classification probabilities. Refer to [26] for more

details on random forests and their applications in image analysis.

In the proposed algorithm, the labelled information consists of the foreground and

background seed points. For better accuracy, the incoming image is augmented with
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(a) First round scribbles (b) Random forest (c) Online random forest

(d) Second round scribbles (e) Random forest (f) Online random forest

Figure 4.3: A visual comparison of the foreground probability maps generated by random forest
and online random forest for two iterations. A sample image is used twice. The user inputs for
the first iteration are shown in (a). The additional inputs for the second iterations are shown in
(d). The two results for iterations one and two for random forest are in (b) and (e), respectively.
Similarly, the two results for the online random forest case are shown in (c) and (f), respectively.
In the first iteration (top row), both the probability maps have low confidence regions close to
the bottom edge of the foreground object. In the second iteration (bottom row), the probability
map corresponding to the random forest is comparatively more homogeneous than the online
random forest.

additional information as described in Section 3.3.2. Using this training information,

the random forest algorithm generates probability maps PF and PB corresponding to

both the foreground and the background respectively as shown in Figure 4.2.

Wang et al. [151] proposed to use online random forests for interactive segmenta-

tion. In traditional random forests, each time the user refines the segmentation output,

the entire forest needs to be constructed, whereas online random forests update their

trees with the new information during each iteration, which makes them more effi-

cient. However, after testing both the methods, the traditional random forests algorithm

demonstrated comparatively better results. Therefore, the proposed method uses tradi-

tional random forests for generating probability maps. Figure 4.3 shows the probability

maps generated for the foreground for two iterations. It was observed that the perfor-

mance of online random forests in the second iteration is not up to the level of traditional
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random forests.

4.3.2 Probability map refinement using geodesic distance cues

In the proposed method, random forests are used to model the probability distributions

behind the visual properties of the scribble input. In the previous section, it is shown

how these maps are generated with respect to foreground and background. As men-

tioned earlier, the location of the scribbles also provide information about the possible

location of the object. This section aims to utilise this information to refine the proba-

bility maps PF and PB by computing geodesic distance maps.

Let the seed points corresponding to the foreground and background be represented

as S = {SF ,SB}. To refine the probability maps PF and PB, geodesic distances are

computed from every pixel x to the seed points SF and SB separately to create geodesic

distance maps GF and GB.

The geodesic distance d(x) is defined as the smallest integral of a weight function

W over all possible paths from the scribbles to x. Specifically, for every x, the geodesic

distance for the foreground or the background is computed as

Gl(x) = min
s∈Sl

d(s,x), l ∈ {F ,B} (4.1)

where

d(s1,s2) = min
Cs1,s2

∫ s2

s1

∣∣W (y).Ċs1,s2(y)
∣∣dy (4.2)

where Cs1,s2 indicates an arbitrary path that connects the pixels s1 and s2. The spatial

derivative Ċs1,s2(y) represents a vector tangent at point y in the direction of the path.

In this way, geodesic distance maps are constructed for both the foreground and back-

ground.

The weights W , upon which the shortest paths are computed can be modelled in

several ways [110, 54]. For example, in the present case, the gradients of the probability

that a pixel belongs to the foreground (respectively background) are selected as the

weights, i.e., W (x) =∇PF(x). Note how the user-provided scribbles not only generated
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(a) Input image (b) Foreground probability map (c) Foreground geodesic map

Figure 4.4: Refining initial probability maps using geodesic distance cues. A sample image
with user input is shown in (a). The foreground probability map generated using random forests
is in (b). Finally, the refined foreground probability map using geodesic distance transform is
shown in (c). In the foreground probability map, there are some regions with high confidence
other than the intended foreground object (flower at the center), such as the second flower on
the right edge of the image or some leaves due to similar visual properties. In the corresponding
geodesic map, it can be seen that the unwanted regions are suppressed to get a more refined
confidence map.

the probability maps, but their location is also used to improve them.

In a more practical setting, images are often discretized into pixels. Assuming that

each pixel is represented as a node in a graph, and has 4-neighbourhood connectivity,

geodesic distance defined in Eq. 4.2 can be approximated as

d(s1,s2) = min
Cs1,s2

∑
x1,x2

Wx1,x2 (4.3)

where

Wx1,x2 = |PF(x1)−PF(x2)| , x1,x2 ∈Cs1,s2, |x1− x2|= 1

The same procedure can be repeated to compute geodesic distance maps for the back-

ground too. Based on the definition of geodesic distance, a pixel x in GF or GB is

close to the scribbles SF or SB in the case where there exists a path along which the

probability function doesn’t change much. An example can be seen in Figure 4.4. For

demonstration purposes, only the foreground probability maps are shown here. Note

that GF and GB are normalized so that the sum of probabilities at any pixel location is

equal to 1.

Direct implementation of Eq. 4.3 involves the computation of all possible paths
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between any two nodes. It has a computational complexity of O(N!) and is not feasible

to compute. Yatziv et al. [158] proposed a method to efficiently compute distances in a

linear time based on the special properties that grid points hold in a maintained priority

queue. In this approach, geodesic distance map computation is modelled as a set of

non-linear Eikonal equations solved using Fast Marching Methods [133].

4.3.3 Probability map refinement using Euclidean distance cues

In this section, Euclidean distance cues from the user scribbles are used to refine the

probability maps PF and PB to generate Euclidean maps EF and EB. Unlike geodesic

maps, Euclidean maps do not depend on the probability maps while computing them.

This property makes sure that the location information is utilized even in the cases

where PF and PB are poorly generated. Every pixel x in the Euclidean maps EF and EB

represents the likelihood that the pixel x belongs to the foreground or the background

using location information alone.

To create EF and EB, distance masks are created for both the foreground and the

background. Each mask includes a set of pixels that are closest to either SF or SB. The

foreground distance mask can be computed as

FdMask = {x : dE(x,SF)< dE(x,SB)} (4.4)

where

dE(x,S) = min
y∈S

d(x,y)

d(x,y) is defined as Euclidean distance between the pixels x and y. Using the mask

information, the Euclidean distance map corresponding to foreground is calculated as

EF(x) = 1, ∀x ∈ FdMask (4.5)

EF(x) = exp

(
−dE(x,FdMask)

αsσ
2
spatial(x)

)
, ∀x /∈ FdMask (4.6)

63



INTERACTIVE IMAGE SEGMENTATION OF MARS SPECTRAL CT DATASETS

(a) Input image (b) Foreground probability map

(c) Euclidean distance map (d) Refined probability map

Figure 4.5: Refining initial probability maps using Euclidean distance cues. A sample image
with user input is shown in (a). The foreground probability map generated using random for-
est is in (b). Euclidean distance map calculated using scribble location is in (c). The refined
foreground probability map using Euclidean map is shown in (d). It can be seen that the second
flower on the right edge of the image is suppressed in the refined probability map using the
Euclidean distance map.

where σspatial(x) is a spatially varying quantity that changes its value depending on the

distance from x to the foreground seed points SF , and αs is a weight parameter. In EF ,

the pixels within the foreground mask are given a likelihood of 1, whereas the likelihood

of the pixels outside the mask varies depending on the distance to the closest point in

the mask along with the shortest distance from the same point to the user scribbles

(σspatial(x)). It is defined as follows

σspatial(x) = dE(xF ,SF) (4.7)

where

xF = argmin
x

dE(x,FdMask) (4.8)

64



CHAPTER 4. SPATIALLY AWARE INTERACTIVE SEGMENTATION WITH TWO-STAGE
CONDITIONAL RANDOM FIELDS

The same procedure can be repeated for the background to get a corresponding Eu-

clidean distance map EB.

Figure 4.5 shows the original probability map with user scribbles and the corre-

sponding Euclidean distance map generated for the foreground. It can be seen in Fig-

ure 4.5(c) that the pixels that belong to FdMask have a constant likelihood. According

to the Euclidean map EF alone, the objects in this region are sure to belong to the fore-

ground. At the end, Figure 4.5(d) shows, the refined probability map (EF .PF ) using just

the Euclidean distance cues considerably suppressed the objects far from the intended

foreground. The weighting factor αs in Eq. 4.6 controls the weight given to the pixel x

between its distance from the mask and user scribbles. Currently the value is set at 1.25

based on our experiments and used throughout the chapter.

4.3.4 Computing the final probability map

Geodesic and Euclidean maps created in previous sections refine the probability maps in

different ways: geodesic distance metric uses image content along with the user scribble

location, whereas Euclidean metric uses only location information. In this section, the

two refined probability maps are additively combined to generate a final probability

map. For example, the final probability of a pixel at location x is computed as

Rl(x) = El(x).Pl(x) + u(x).Gl(x), l ∈ {F ,B} (4.9)

where u(x) is a tuning factor that changes according the pixel location. The main func-

tion of this adaptive tuning factor is to change the confidence of the geodesic map

wherever it is necessary. In the proposed approach, it is defined as

u(x) = exp(−λg(1−|GF(x)−GB(x)|)) (4.10)

where, λg is empirically selected to be 2.5. The same value is used throughout the

chapter. When u(x) is close to 1, the algorithm is certain that the pixel x is in the

object’s interior or exterior. The locations where the algorithm is not confident, the
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(a) Input image (b) Foreground probability map

(c) Geodesic distance map (d) Euclidean probability map (e) Final probability map

Figure 4.6: An illustration of refining probability maps using Euclidean and geodesic distance
cues. (a) A sample image with user input. (b) The foreground probability map generated using
random forests. (c) Geodesic distance transform for the probability map in (b). (d) Refined prob-
ability map using Euclidean distance map. (e) Final probability map after combining Euclidean
and geodesic distance cues.

value u(x) reaches close to 0, thereby giving less weight to geodesic maps.

Figure 4.6 shows different stages of probability map generation, starting with user

scribbles to calculating the final probability map. In Figure 4.6(b), the initial probability

map generated using random forests has higher confidence levels for the objects other

than the intended object due to similar visual properties. However, it can be seen that

the Euclidean distance maps (Figure 4.6(d)) and geodesic distance maps (Figure 4.6(c))

improved the likelihood of the foreground object using the user scribble location. Out of

the two distance metrics used in the proposed approach, though Euclidean maps alone

performed well in suppressing the false positives away from the foreground objects,

geodesic maps helped in achieving smooth probability maps and reducing false posi-

tives close to the foreground object. Section 4.4.2 shows further analysis on the role of

distance cues on segmentation result.
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4.3.5 Two-stage Conditional Random Fields

In the probability maps generated using random forests, the probabilities calculated

for each pixel are obtained independently. Although refinement using geodesic maps

enforce spatial consistency up to some extent, it is still not enough to get accurate seg-

mentation. This leads the results being spatially inconsistent, noise sensitive, and to

have rough object boundaries. To address these problems and infer class labels for all

the pixels in the input image I, a two-stage CRF model is proposed for global spatial

regularization. CRFs are generally used for inferring labels from the probability maps

of the images while maintaining spatial consistency between neighbouring pixels. It has

been shown that while generating image labels, the larger the neighbourhood of each

pixel, the smoother and accurate the object boundaries will be. However, increasing the

neighbourhood proportionately increases the memory consumption and computation

time. Therefore, in the first stage, the labels are generated using just four neighbours

(left, right, top, bottom). Then, using the first stage result, a dense graph is constructed

along the object boundaries in the second stage (Figure 4.7) and recomputes the seg-

mentation result. Figure 4.11 shows the difference between CRF stage 1 and stage 2

segmentation results. The proposed CRF model makes use of the refined probabilities

Rl(x), which can be reinterpreted as posterior probabilitiesR(l|x) to compute the final

segmentation result.

Stage 1 of the CRF model

In this stage, a graph is constructed from the input image I where each pixel acts like

a node and has connections with four neighbouring pixels. The label set (l = (li)) is

determined by minimizing the following energy function of the form

E(l) = ∑
xi∈I

ψli(xi)︸ ︷︷ ︸
region term

+λ ∑
(xi,x j)∈N

B(xi,x j)δ (li, l j)︸ ︷︷ ︸
boundary term

(4.11)

ψli(xi) =− logR(li|xi) (4.12)
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δ (li, l j) =

 1 : li 6= l j

0 : li = l j

(4.13)

where λ is a positive coefficient to adjust the relative importance between the regional

term and the boundary term. The unary term represented by ψli(xi) measures the cost

of assigning a class label li to pixel xi. It is computed using the information from

the refined probability maps. Apart from this information, several hard constraints are

imposed on the regional term at the seed pixel locations.

ψli(xi) =

 ∞ : xi ∈ Sl̄

0 : otherwise
(4.14)

where l̄ is the label opposite to l. These hard constraints are set to make sure the seeded

pixels are surely classified into the classes assigned by the user.

In Eq. 4.11, the pairwise/boundary term is modelled as a contrast sensitive Potts

model. N represents the set of all the possible unordered pairs of neighbouring pixels.

B(xi,x j) is used to measure the penalty for a discontinuity between xi and x j. In this

energy minimization framework, B(xi,x j) must be penalized heavily when xi and x j

are similar, and use less penalty when they vary significantly. The property can be

imitated by using several mathematical functions as shown by Veksler and Zabih [146].

However, this chapter uses a typical definition of B(xi,x j) proposed by Boykov and

Jolly [14]:

B(xi,x j) =
1

dist(xi,x j)
· exp

(
−
(Ixi− Ix j)

2

2σ2

)
(4.15)

where Ixi and Ix j represents the grayscale intensities at the locations xi and x j respec-

tively. dist(xi,x j) is defined as the spatial distance between pixels xi and x j, and σ

controls the sensitivity of the intensity differences. In this chapter σ is set to 6 as a

result of our experiments. The energy minimization in Eq. 4.11 is carried out by the

alpha expansion algorithm proposed by Boykov et al. [13] to label individual pixels.

This result is then passed on to the next stage.

68



CHAPTER 4. SPATIALLY AWARE INTERACTIVE SEGMENTATION WITH TWO-STAGE
CONDITIONAL RANDOM FIELDS

(a) (b)

Figure 4.7: (a) The segmentation output from the first stage CRF and the cut dividing fore-
ground and background pixels. (b) Selecting pixels from the narrow band around the cut to
create a dense graph for the second stage CRF.

Stage 2 of the CRF model

At the end of the first stage, the resulting segmentation output has pixels either belong

to the foreground or the background. However, the proposed CRF model in Stage 1

tends to produce geometric artifacts primarily due to the neighbourhood configuration

as shown in the papers by Klodt et al. [74] and Boykov and Kolmogorov [12]. They

have also shown that having a dense neighbourhood usually leads to smooth results as

opposed to having a sparse neighbourhood, which produces geometric defects such as

jagged edges and isolated patches. Unfortunately, a direct increase in the neighbour-

hood size increases the memory consumption and computation time almost linearly.

In an interactive segmentation workflow, having larger computation times is not very

desirable. To address these issues, Daněk et al. [30] proposed a boundary smoothing

method while approximating the Chan-Vese model [17] using graph cuts. In this sec-

tion, the same method is used in the interactive segmentation context to get better results

without compromising on memory or computation times.

Figure 4.7(a) shows a model example of the output generated at the end of the

first stage CRF model with 4-neighbour connectivity. The pixels within the regions

marked in red and green colour are classified into foreground (IFG) and background

(IBG), respectively. The boundary between IFG and IBG is called the cut C. In the
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second stage, the goal is to improve C, so it is as smooth and close to the actual object

boundaries as possible. As pointed out earlier, denser neighbourhood graphs improve

the segmentation result. In the proposed approach, a dense graph is created using only

the pixels within the band B around the cut C instead of using the entire image. The band

B is a set of pixels that fall within a radius h from the cut as can be seen in Figure 4.7(b).

This significantly reduces the number of nodes to process, thereby having less impact

on both computational and memory overhead.

Once the graph is created, the same approach that was followed in the previous

stage is repeated to get the final segmentation output. Similarly, the unary term ψli(xi)

for each node/pixel is computed using the refined probability maps, and the boundary

term B(xi,x j) is computed using the gray-scale intensities. In the proposed method, the

denser graph in Stage 2 is created using a 24-neighbourhood system (5×5 patch without

the center). To ensure label consistency along the borders of the band B, several hard

constraints are imposed using Eq. 4.14. In other words, the pixels within the band

whose neighbours fall in either the IFG or IBG region are constrained to have the same

label as that region.

4.4 Experiments and results

As part of this work, a software tool was implemented for the proposed interactive

segmentation method. It is currently integrated, and being tested in the MARS Vision

2.0 development version. In Figure 4.8, the right pane shows various tools created for

segmentation. Specifically, interactive segmentation is highlighted with a red bounding

box. Using radio buttons in the tool, the user can specify foreground and background

objects using mouse scribbles. Once the user input is given, segmentation operations

can be carried out by clicking the “Segment” button. If the user is not satisfied with

the result, they can always click the “Refine” button to improve the result by adding or

removing scribbles. A slider was also added to adjust λ in Eq. 4.11, which changes the

result according to the relative importance between the regional term and the boundary
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Figure 4.8: A snapshot of the MARS Vision interactive image segmentation tool. The right
panel of the window has the tools to control the proposed algorithm (highlighted in a dotted
red box). The radio buttons are used to add/remove user input. Sliders are used to adjust the
algorithmic parameters.

term. In the designed tool, the range of λ was fixed in between 1 and 20 with the

default value set to 6 throughout this chapter. All these values were selected based on

experiments so that the algorithm gives a reasonably good segmentation results over

the set range. The slice view at the center of the window shows the foreground and the

background scribbles with segmentation output in a blue semi-transparent overlay.

4.4.1 Segmentation performance

This section reports on some experiments carried out using the proposed approach to

measure its relative performance compared to the previously proposed BoF method and

other interactive segmentation algorithms. For a fair comparison, the same datasets

that were previously used in Section 3.4 are used here along with the same user input.

Figure 4.9 shows the output of the proposed algorithm for some selected slices from the

lamb dataset (rows 1 and 2) and the knee dataset (rows 3 and 4). Similarly, white and

red coloured mouse scribbles are used to represent the foreground and the background
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Figure 4.9: A visual comparison of the segmentation results by proposed approach with BoF
method using lamb and knee datasets. Each row shows a different slice from the two MARS
datasets. In both the datasets, the BoF based method has irregular object boundaries compared
to the proposed method.

respectively. The segmentation output is shown in blue contour while the green colour

is used to show the manually annotated ground truth.

A visual inspection of the results shows that the proposed method has smoother

boundaries compared to the BoF method while adhering to the true object boundaries.
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The results generated by BoF show a slight block-like appearance at some places as a

result of the superpixel generation pre-processing step. Since the proposed approach

does not involve this step, the object boundary transition is comparatively smooth.

In the lamb dataset, the visual properties of the perspex tube is very similar to the

water-like and lipid-like material. As shown in the figure, the proposed approach is

able to distinguish between them to some extent. Similarly, in the knee dataset, the

object boundaries generated by the proposed algorithm are closer to the true bound-

aries than the BoF based method. In the 4th row of Figure 4.9, where the input image

has limited contrast, the proposed approach shows results closer to the ground truth

irrespective of the ring artefacts. Also note that, unlike the BoF method, the results

generated by the spatially aware segmentation approach are shown without any addi-

tional post-processing steps, which involve discarding isolated regions without strokes,

hole filling, and connected component analysis.

Table 4.1: A quantitative comparison of the proposed spatially aware segmentation approach
with the BoF based approach.

Method Accuracy(%) F1 score(%) IoU(%)

BoF method 97.91±0.82 89.07±5.08 80.63±7.92
Proposed 98.41±0.54 90.36±7.73 82.64±8.09

Table 4.1 shows the performance of the proposed approach for quantitative eval-

uation. Note that the same metrics described in Section 3.4 are also used here for

comparison. To avoid presenting the results multiple times, Table 4.1 only shows the

performance of the proposed approach and the BoF based method. Refer to Table 3.1

for the full performance list. From the results, it is clear that the proposed method has

superior performance to the BoF method. However, the standard deviation over the re-

sults is similar for both the methods. Also the difference in the performance metrics

for both methods is not as evident as the visual comparison of the results, because the

metrics chosen here only quantify the average deviation between a given result and the

ground truth images.
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4.4.2 The effect of distance cues on segmentation

One of the advantages of the proposed spatially aware segmentation is that it fine-tunes

the probability maps using various types of spatial cues. In this section, three cases

are presented to show the advantages of incorporating these spatial cues (Euclidean

and geodesic) in the algorithm. In each case, the operating conditions were set to either

support or oppose Euclidean distance cues (EDC) and/or geodesic distance cues (GDC).

In all cases, it was visually shown that irrespective of the intermediate probability maps,

the final probability maps resulted in a segmentation closer to the ground truth. The

intermediate probability maps include probability maps generated by random forest (RF

probability), RF probability + GDC, RF probability + EDC, and the final probability

map (RF probability + GDC + EDC). For the purpose of testing, three different datasets

were used.

The first dataset was a MARS scan of a sheep femur (femur bone dataset). The vol-

ume dimensions are 672×672×384, the cubic voxels are 0.090mm wide, and it consists

of four attenuation channels. The task in this dataset was to segment the upper portion

of the femur bone.

For the second dataset, a publicly available human CT dataset1 was used. This

dataset dimensions are 512×512×123 with a voxel size of 0.734×0.734×3.20mm3.

This dataset also has the ground truth masks for the liver available.

Finally, the third dataset was a MARS scan of a human excised tibial plateau. The

volume dimensions are 512×512×160, the cubic voxels are 0.10mm, and it consists of

5 attenuation channels. In this dataset, the bone region was to be segmented from the

gadolinium enhanced cartilage.

Case 1: The first case aims to show the effect of a strong EDC and weak GDC on the

proposed algorithm. As part of the experiment, the user scribbles (red - background,

white - foreground) were given to segment upper portion of the bone as shown in in

the Figure 4.10(a). The top row shows the probability maps and the bottom row shows

the lists corresponding segmentation results (green - ground truth, blue - segmentation

1https://chaos.grand-challenge.org/
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(a) Case 1: Strong EDC + weak GDC for a strong final probability map.

(b) Case 2: Weak EDC + strong GDC for a strong final probability map.

(c) Case 3: Weak EDC + weak GDC for a strong final probability map.

Figure 4.10: A visual comparison of segmentation results obtained using probability maps at
different stages of refinement, which includes initial probability maps generated by random
forest, refined probability maps using geodesic distance cues, Euclidean distance cues and both
for (a) Femur bone dataset (b) Human CT dataset, and (c) Tibia plateau dataset.
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result). It can be observed that the entire bone region was given a high foreground

probability due to similar visual properties and failed to utilize the location information

provided by the user strokes. However, the intermediate probability refinement steps

using EDC and GDC tried to suppress the lower bone region.

It can be seen that the GDC based probability refinement still highlighted the lower

bone portion. It is because of the way geodesic distances are calculated, which takes the

difference in the neighbouring pixels’ likelihood. A small gap between the upper and

lower bone regions allows the geodesic paths to pass through with higher confidence.

Hence, the lower bone region still has high foreground probability and is subsequently

segmented as a foreground. In contrast, EDC doesn’t consider values at pixel locations,

so it was able to suppress most of the unwanted bone region. Therefore, the segmenta-

tion result using EDC was closer to the ground truth. At last, the final probability map,

which is an adaptive combination of both Euclidean and geodesic distance maps gives a

segmentation result that is as good as the ground truth irrespective of the weak geodesic

map.

Case 2: The second case presents the effect of a strong GDC and weak EDC on the pro-

posed algorithm. The user scribbles were provided to segment the liver from a human

CT dataset. As with Case 1, simply using the probability maps generated using random

forest resulted in an inaccurate segmentation with a lot of false positives as shown in

Figure 4.10(b). In the further stages of refinement, when the EDC was applied alone,

the resulting segmentation has false positives as well as some false negatives within

the liver. However, since GDC incorporates pixel values, the segmentation result with

GDC refinement was smooth and as accurate as the ground truth. The combination

of GDC and EDC produced the segmentation without any false positive or false neg-

ative patches. However, the result with GDC alone is visually slightly better than the

combination of both the distance cues.

Case 3: The third scenario shows that the final probability map can yield better seg-

mentation results even in cases where both the Euclidean and the geodesic distance

cues fail. As can be seen in Figure 4.10(c), the bone segmentation using random forest
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based probabilities alone over-segmented the bone region and falsely included the sur-

face region of the cartilage. The refinement using GDC and EDC have correspondingly

resulted in either over-smoothing or have a slight change in the original probability

map. This can be observed in their segmentation results. However, in the final proba-

bility map, the optimal combination of both Euclidean and geodesic maps has shown a

better trade off between the foreground and the background probabilities, which in turn

resulted in a more accurate segmentation.

4.4.3 Accuracy evaluation using a two-stage CRF model

In Section 4.3.5, a two-stage CRF model was deployed as a final step to get better

segmentation results in terms of accuracy and boundary smoothness. In this section, a

few experiments were performed to validate our claim, and visually show how a two-

stage CRF benefits the segmentation as opposed to a commonly used single stage CRF.

For the purpose of validation, two datasets were used to compare Stage 1 results

against Stage 2. The first dataset was the knee dataset that was introduced in Section 3.4,

where the task was to segment the bone from this dataset.

For the second dataset, a scan of a sheep femur was used (from now on referred

to as the "sheep femur dataset"). The volume dimensions are 480×480×384, the cu-

bic voxels are 0.090mm wide, and consists of a single material channel (calcium). In

the sheep femur dataset, there were three classes: cortical bone, trabecular bone, and

the background. In the following test, the experiments demonstrate the case where tra-

becular bone was considered foreground and the rest as background. One of the main

reasons to choose this dataset is because the trabecular bone is inherently porous and

non-homogeneous in appearance.

As the main purpose of having a two-stage CRF is to ensure correct boundaries,

a new performance metric, the mean absolute surface distance (MASD) is introduced

to quantify this property. MASD measures the average minimal distance between two

boundaries corresponding to the ground truth and the segmented image. It returns the

distance value in pixels, and the closer these values get to 0, the more the resemblance
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(a) Input image (b) Stage 1 result (c) Stage 2 result

(d) Input image (e) Stage 1 result (f) Stage 2 result

Figure 4.11: A visual comparison of the segmentation output during Stage 1 and Stage 2 of
the CRF in the proposed algorithm. The green and blue contours represent the ground truth
and the segmentation result respectively. The top and bottom row show results for the knee and
sheep femur datasets respectively. A sample input image with user input is shown in (a) and (d).
The segmentation output after Stage 1 of the proposed algorithm is in (b) and (e). Similarly,
segmentation output after Stage 2 of the proposed algorithm is shown in (c) and (f). In both
datasets, Stage 2 results are comparatively smoother and closer to the ground truth with fewer
false negatives and false positives, whereas Stage 1 results have rough boundaries with isolated
patches.

between the ground truth and the corresponding segmented image.

Figure 4.11 shows the results for the given input after Stage 1 and Stage 2 of the

proposed algorithm. The user strokes are shown using white and red strokes for the

foreground and the background respectively. Similarly, the ground truth was annotated

using green colour contour, whereas the outcome of Stage 1 and Stage 2 were shown

using blue contours.

The first row in Figure 4.11 is an image taken from the knee dataset. Improvement

of the segmentation boundary smoothness when using the two-stage algorithm com-

pared to a single stage approach can be observed. Moreover, the results from Stage 1
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has holes and other falsely segmented regions. Even though these regions could be re-

moved to some extent using connected component analysis (the post-processing method

used with the Bag of Features in Section 3.3.4), this approach doesn’t help in getting

smooth and accurate boundaries. The second stage of the CRF model is different be-

cause it takes the image content into consideration while refining the borders (as shown

in Section 4.3.5).

Similarly, in the second row of Figure 4.11, Stage 1 and 2 of the trabecular bone

segmentation in the sheep femur dataset is illustrated. The non-homogeneous nature

of the trabecular region led to rough surfaces and under segmentation of the trabecular

bone during Stage 1. However, the extent of visual improvement after applying Stage 2

CRF, which brought the results close to the ground truth, can be seen.

Table 4.2: A performance comparison of the proposed approach after a single stage and double
stage CRF models.

Method Accuracy(%) F1 score(%) IoU(%) MASD(pixels)

Stage 1 98.29±0.59 91.22±6.06 84.34±9.21 10.85±5.45
Stage 2 98.89±0.52 92.86±4.93 85.28±7.67 6.16±3.26

Along with the visual results, Table 4.2 outlines the average performance of the

proposed algorithm at the end of Stage 1 and Stage 2 over these two datasets. It can be

observed that the results after Stage 2 show better performance than Stage 1. However,

the accuracy, F1 score, and IoU only show a slight improvement over Stage 1, whereas

visual analysis shows a significant difference between the results. The newly introduced

metric MASD in this section shows that introducing a second-stage CRF increases the

performance of the algorithm by almost 40%.

4.5 Summary

Interactive segmentation algorithms often give little attention to the spatial cues pro-

vided by the user in terms of mouse scribbles. This chapter proposed a spatially aware

algorithm with a two-stage CRF model. Once the user input was collected, random

forests algorithm was used to model underlying data distributions at these locations to

79



INTERACTIVE IMAGE SEGMENTATION OF MARS SPECTRAL CT DATASETS

generate probability maps corresponding to both the foreground and the background.

The proposed approach then incorporated both Euclidean and geodesic distance cues to

refine these probability maps to bring spatial awareness. At the end, with the help of

the refined probability maps and image gradient information, a two-stage CRF model

was introduced to get a segmentation output with smooth object boundaries.

This chapter also demonstrated a series of experiments to validate different steps

of the proposed algorithm. One study solely compared the proposed approach with

the BoF method to show the improvements. It showed that some of the drawbacks

identified in the BoF method, such as superpixel dependency, utilization of scribble

location, spatial consistency of neighbouring pixels, among others, have less impact

on the proposed algorithm. In the second study, the advantages of involving various

distance cues during segmentation was demonstrated. Finally, a comparison study of

a two-stage CRF model and a single-stage CRF model were presented. The overall

experiments showed that the proposed approach outperformed the existing methods

and achieved smooth and accurate results.

However, the proposed algorithm in this chapter is designed to segment 2D images.

The next chapter deals with different ways of extending the current algorithm to work

with spectral CT volumes.
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5
A slice-wise spatially aware interactive

segmentation algorithm for volumetric spectral

CT datasets

5.1 Introduction

In the previous chapter, I proposed a spatially aware interactive segmentation algorithm

with a two stage CRF model. It incorporated various distance cues in the algorithm and

helped to achieve accurate segmentation with smooth object boundaries. In this chapter,

the aim is to extend this approach to deal with volumetric spectral CT data. The current

chapter describes my approach to ensure the spatial awareness across the entire volume

with limited and minimal user intervention.

The proposed algorithm has three major steps:

1. Collecting the user input (mouse scribbles) on a single slice, referred to as a start-

slice from now on.

2. Automatically propagating labels from the start-slice to the adjacent slices until

the entire volume is segmented.

3. Applying a dense CRF along the object borders to ensure smooth boundaries

across all the slices.

To the best of my knowledge, the approaches followed in Step 2 and Step 3 are novel,

and have never been used in 3D interactive segmentation framework.
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The proposed algorithm in this chapter uses the spatially aware interactive segmen-

tation algorithm described in Chapter 4 as the fundamental building block. In Sec-

tion 4.4, this algorithm demonstrated superior performance over a range of algorithms

for various MARS datasets. Hence, no comparisons are made in this chapter in this

regard for volumetric data. Initial experiments are performed to compare the direct

extension of the 2D algorithm proposed in Chapter 4 to 3D for whole-volume seg-

mentation against the proposed slice-wise approach. These experiments indicate better

performance of the slice-based approach in terms of accuracy as well as computational

resource requirements. Additional experiments are done to compare the proposed inter-

slice label propagation method with the method proposed by Wang et al. [152].

In Section 5.2, the need for developing a slice-wise volume segmentation algorithm

is explained. Then, Section 5.3 describes the procedure for segmenting the start-slice

and automatic label propagation to adjacent slices without losing the spatial context.

Section 5.4 discusses the qualitative and quantitative evaluations, and different case

scenarios to validate the proposed approach. Finally, Section 5.5 concludes the chapter.

5.2 Problem outline

Unlike 2D interactive segmentation algorithms, 3D approaches that process volumes as

a whole have several drawbacks. In the previous chapter, the user could give mouse

scribbles for the foreground and the background on a 2D slice without any effort. How-

ever, when it comes to 3D, handling user input for volumes becomes difficult using

a traditional mouse and keyboard [78]. Also constraining the user input to a single

slice during whole-volume segmentation does not provide the full context in the vol-

ume due to the change in visual properties and the object shape across the slices. In

such situations, having 3D input tools can help users handle 3D user input for volumes

of data [88], and potentially help users provide 3D scribbles in the volume directly or

2D scribbles using arbitrary slice views.

Although 3D input tools are an option, it requires additional hardware, and more im-
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portantly, it often needs additional user training. Therefore, in our proposed approach, a

slice-based interaction method is used similar to 2D. In this approach, a user can select

any one slice along the axis of their choice, and provide the input for segmentation.

Then, an automatic label propagation is introduced to transfer these user-defined labels

across all the slices, thereby minimizing the user interaction. Due to the transfer of user

input to every slice, the slice-wise propagation is expected to perform better at dealing

with the object’s appearance changes.

As shown in Chapter 4, the underlying spatially aware interactive segmentation al-

gorithm incorporates Euclidean and geodesic cues in segmentation. Section 4.4.2 has

demonstrated the importance of both Euclidean and geodesic distance based probability

map adjustments.

When this algorithm is directly extended to process volumes, the user input based on

a single slice may not be properly translated to refine 3D probability maps. As geodesic

map computations rely on the volume content, the change in visual properties of the

object across the volume leads to a lower confidence of the foreground and background

during probability map refinement. The Euclidean distance based refinement, which

works solely based on the location of the seed points, will be severely effected due to the

inevitable change in the object’s shape across the volume. To overcome these problems,

the proposed slice-based automatic label propagation tries to capture the object context

in every slice.

When there are few significant appearance changes across the volume, 3D exten-

sions of 2D algorithms for whole-volume segmentation have been shown to work for

medical images [14]. However, as shown by Lombaert et al. [87], the memory consump-

tion during graph construction in the CRF stage of the algorithm makes this approach

prohibitively expensive for larger volumes. The per-slice processing in the proposed

method limits the computations to a single slice, leading to substantially lower memory

usage than the whole-volume approach. The comparisons are made between these two

methods in the following sections.
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Figure 5.1: The workflow of volume segmentation using the proposed slice-based approach.
The user input is collected on the start-slice and the segmentation result is automatically propa-
gated to the adjacent slices.

5.3 Method

The workflow for the proposed slice-wise spatially aware segmentation algorithm for

a spectral CT volume is illustrated in Figure 5.1. For the purpose of segmentation, the

user picks a slice from the volume (called the start-slice) and draws mouse scribbles

to represent the foreground and background regions. Once the user input is taken, the

algorithm proposed in Chapter 4 is used to segment the start-slice. The result can later

be refined using more user scribbles until the user is satisfied. Once the segmentation

is obtained for the start-slice, this result is automatically propagated to the adjacent

slices. Similarly, all the other remaining slices are sequentially segmented without any

additional user intervention. Once the volume is segmented, a dense CRF is employed

along the object borders to smooth out the inter slice variations in the segmentation

result.

5.3.1 Interactive segmentation of the start-slice

From the algorithm’s point of view, the user can select a start-slice from anywhere

within the volume. However, it is convenient to select a slice approximately at the

center of the object within the volume. This is because the slices at the center are
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assumed to have more information. As this assumption holds true in most real cases,

the current version of the proposed algorithm is built on top of it. Selecting the center

slice as a start-slice also facilitates the algorithm to process both sides of the volume

simultaneously to reduce computation time. Once the user input is provided on the

start-slice, it is used to generate probability maps using the random forest algorithm.

Then, these probability maps are refined using Euclidean and geodesic distance cues to

compute the final probability maps. Finally, a two-stage CRF model is used to produce

a smooth segmentation result. The start-slice segmentation result can be further refined

before the automatic label propagation.

5.3.2 Automatic slice-wise segmentation propagation

In the proposed slice-wise segmentation, the automatic propagation of segmentation

from the start-slice requires the user input to be propagated from the start-slice to the

neighbouring slices sequentially. Wang et al. [152] proposed a method to perform this

using morphological operations. However, in their method, they discarded the actual

user scribbles given on the start-slice. In the proposed approach, I tried to combine the

user scribbles and morphological operations to generate seed points for the next slice as

shown in Figure 5.2.

To propagate the user scribbles from the start-slice to the adjacent slices, an as-

sumption is made that the adjacent slices in a volume are similar to each other. With

this assumption, during the inference stage of segmentation of slice Si, a graph is con-

structed that not only includes pixels from Si, but also the pixels located adjacent to the

seed points in Si+1. Therefore, when the segmentation is complete for Si, it will also

have generated a set of seed points in the slice Si+1 for both the foreground and the

background. The same procedure is repeated sequentially at every slice. When Si is the

start-slice, the inference stage includes seed points from both the slices adjacent to it.

This way, the user-given information is propagated from one slice to the other. To make

sure all the user propagated scribbles are correct, some of the new seed pixels generated

for Si+1 are discarded if they fall too close to the object boundaries in Si.
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(a) Input image S0 with mouse
strokes and output.

(b) User input propagation to S1
by Wang’s method [152].

(c) User input propagation to S1
by proposed method.

Figure 5.2: A comparison of label propagation methods across neighbouring slices using
Wang’s method and the proposed method. (a) The input image with foreground and background
seed points represented in white and red respectively. The corresponding segmentation result is
marked using blue colour. (b) Seed points propagated to the adjacent slice using Wang’s method
[152]. (c) Seed point propagation using proposed method. In the proposed method, the fore-
ground seeds include the morphological skeleton as well as the original user input propagation.
For the background seeds, the proposed method uses only a band of pixels around the object in
addition to the user propagated input, instead of the complete set proposed by Wang et al. [152].

Apart from the proposed seed propagation, I also added the morphology based

method proposed by Wang et al. [152] with a slight modification. In the proposed

method, once the segmentation is performed for slice Si, this result is used to gener-

ate new seeds for Si+1. Here, the assumption is that, though the segmentation result is

not very accurate near object boundaries, it will have a high confidence away from the

boundaries. Therefore, a morphological skeleton is generated to get seed points for the

foreground. Similarly, morphological erosion operators with a given radii (10 and 13

are empirically selected and used throughout the chapter) are used to get a band of seed

points around the object for the background (Figure 5.2(c)).

In Wang et al. [152], the morphological erosion operation is applied only once,

and the result is used for the new background seed points as shown in Figure 5.2(b).

Due to the large number of background seeds, this usually results in a bias towards the

background class, and extra computational overhead while generating probability maps.

Wang et al. [152] used a dynamically balanced online random forest to overcome the

bias problem. However, in the proposed method, this problem is overcome by selecting

only a band of pixels around the object (Figure 5.2(c)). The spatial distance cues then
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help the segmentation result be contained within this band.

The combination of both user-propagated scribbles and the morphology based scrib-

bles also removes the label propagation dependency on the shape of the object to some

extent. For example, if the segmented object in Si is in a near circular shape, the

morphological skeleton extracts very few foreground seeds at the center of the object.

Subsequently, the fewer number of seed points further result in generating poor prob-

ability maps. In the proposed method, the user-propagated scribbles along with the

morphology-based scribbles give the algorithm enough seed points in case either of

these approaches fail. Wang et al. [152] used online random forest to propagate the

knowledge acquired in one slice to the next one during probability map generation.

However, in their case, fewer seed points along with a change in the object’s visual

properties across slices can affect the segmentation result. In Section 5.4.2, experiments

are done to demonstrate this effect on objects with different shapes.

As shown in the Figure 5.1, the seed points generated using both methods are com-

bined to segment the slice Si+1. The same base spatially aware segmentation algorithm

is used for all the slices. Since the start-slice is chosen approximately at the center

of the volume, the segmentation result propagates towards both ends of the volume.

The propagation in either direction stops if the algorithm does not find any seed points

for the current slice. At the end, the segmentation output for all the slices are stacked

together to get the final segmented volume.

5.3.3 Correcting inter-slice variations using CRFs

After propagating segmentation to all the slices, the volumetric segmentation gener-

ally results in inter-slice variations as the slices are processed independently from each

other. To correct this behaviour, I incorporated the dense CRF method proposed in Sec-

tion 4.3.5 as it has already been proven to improve the segmentation result. In this case,

a small band of voxels are chosen around the object boundary in the volume. A dense

CRF model with a system of 32 connecting neighbourhood voxels around each voxel

is constructed. The 32-voxel neighbourhood involves all the immediate 26 neighbours
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in the 3× 3× 3 block, and the 6 center voxels located at the faces of the 5× 5× 5

cube around each voxel. Finally, this dense CRF model is optimized using the alpha

expansion algorithm [12] to get a smooth volume segmentation result.

5.4 Experiments and results

In this section, the proposed 3D segmentation algorithm is validated using several ex-

periments. These experiments include:

1. Testing the accuracy and efficiency of following a spatially aware slice-based

approach and a direct extension of the spatially aware segmentation algorithm

from 2D to 3D for the whole volume at once.

2. The object’s shape dependency on the propagation of seed points across the slices.

3. Testing the algorithmic and computational benefits of choosing a band of back-

ground seeds over a morphologically eroded complete set of background seed

points.

For the purpose of testing, two MARS datasets and two synthetic datasets were

used. The MARS data sets include:

• Sheep femur dataset - A single channel dataset of a sheep femur with 377×

365×60 voxels, which are all cubic with a width of 0.09mm.

• Plateau series dataset - Five attenuation channels of an excised human tibial

plateau with 462×400×23 voxels, which are all cubic with a width of 0.10mm

The synthetic datasets include:

• Cylinder dataset - A 200× 200× 80 volume that has a cylinder with radius of

32 pixels.

• Pyramid dataset - A pyramid with a square cross section within a 200×200×80

volume.
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(a) (b) (c) (d)

Figure 5.3: An illustration of synthetic datasets created for testing the 3D segmentation algo-
rithms. A slice from the cylinder dataset without noise is shown in (a), and the same slice is
shown in (b) after adding speckle noise. Noise-free and noisy slices from the pyramid dataset
are shown in (c) and (d), respectively.

Both the synthetic datasets consist of single channel, and were corrupted with severe

speckle noise to minimize the distinction between foreground and background (Fig-

ure 5.3).

The algorithm was implemented in C++ with CPU multi-threading capabilities for

faster processing. All the experiments were performed on a Windows 10 PC with 32GB

RAM and an Intel core i7-6700 CPU running at 3.4 GHz. The parameters for the base

2D algorithm were left as the default values as specified in Section 4.4. In all the figures

in this section, the foreground and background scribbles are shown in white and red,

respectively, whereas the segmentation result and the manually annotated ground truth

are marked using blue and green colours, respectively. In all the results, S0 represents

the start-slice and Si represents the ith slice from S0 in either direction.

5.4.1 Proposed slice-based method vs. whole-volume segmentation

This section presents a qualitative and quantitative examination of the proposed slice-

wise method against whole-volume segmentation using the direct extension of the 2D

algorithm. Figure 5.4 shows an example of the segmentation result for two different

datasets using the two methods in comparison.

In Figure 5.4(a), the segmentation results are shown for multiple slices from the

plateau series dataset. It can be seen that the visual performance of the both methods

is similar to each other. However, the proposed method was able to segment the upper
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(a) Comparison of different segmentation methods for the plateau series dataset.

(b) Comparison of different segmentation methods for the sheep femur dataset.

Figure 5.4: A volumetric segmentation comparison using the proposed slice-based method and
the whole-volume method for the plateau series dataset and sheep femur dataset in (a) and (b),
respectively. The start-slice is shown in the first column and the remaining slices show the
segmentation result in the following slices. S0 represents the start-slice and Si represents the ith
slice following the start-slice in either direction.

edge of the object slightly closer to the ground truth across all the slices.

The segmentation of the trabecular bone in sheep femur is shown in Figure 5.4(b).

The visual comparison shows that the proposed slice-based method generated a smooth

segmentation boundary closer to the ground truth. In the whole-volume based method,

the result includes a lot of false negatives inside the object.

Figure 5.5 shows the plots for accuracy, F1 score, and Intersection over Union (IoU)

for each slice in the two MARS datasets used in this section. The plotted data is the
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Figure 5.5: A quantitative comparison of the proposed slice-based method and the whole-
volume segmentation method for plateau series dataset and sheep femur dataset in (a) and (b),
respectively. In each plot, the user scribbles are given only in the start-slice, which is denoted
by index 0.

average performance calculated after testing the data with 10 different sets of user input

for specifying same foreground and background. For each slice, the error bars show

the standard deviation and mean of the accuracy, F1 score and IoU. In each plot, the

results are shown to compare the whole-volume based method (blue) with the proposed

method (red).

For the plateau series dataset (Figure 5.5(a)), the proposed slice-based method has
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better performance than the whole-volume method overall. Though the start-slice per-

formance is similar for both methods, the propagation resulted in an average perfor-

mance increase in the slice-based method. The low standard deviation for each slice

indicates less variability between the results using different sets of user input. In the

given three performance plots, the whole-volume method has a higher accuracy at the

start-slice located at the center and gets worse as you move away from it. However, in

the proposed method, the performance gain in the adjacent slices can be noted from the

graph.

In the sheep femur data set segmentation, the quantitative results are shown for

the two segmentation methods in comparison. Figure 5.5(b) shows that the average

performance of both methods is similar, and fluctuates across different slices. Similar

to the plateau series dataset, the low standard deviation in the measurements indicate

the stability of the proposed algorithm over different sets of user input. In these plots, it

can be seen that the performance of both the algorithms started to degrade as they move

away from the start-slice in the center.

Plateau series dataset (462×400×23)
Computation time (sec.) Memory usage (MB)

Whole-volume
segmentation

24.70 2324

Proposed slice-based
segmentation

22.83 142

Sheep femur dataset (377×365×60)
Whole-volume
segmentation

36.32 4540

Proposed slice-based
segmentation

35.54 137

Table 5.1: A quantitative comparison of the computational requirements for the whole-volume
and the proposed slice-based segmentation algorithms. Both the volumes used for the experi-
ments are cropped to the dimensions mentioned in the table.

Table 5.1 shows the average memory usage and the time required to complete the

segmentation task by both methods. The execution time for both the methods is close

to each other. However, there is a huge difference in the memory requirements for

the two approaches. Compared to the whole-volume method, the slice-based method
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needs almost 16 times and 33 times less memory for the plateau series and sheep femur

datasets, respectively. This is because, during the CRF stage, the graph that needs to be

constructed for the whole volume is much larger and requires more connections between

the nodes than the graph that is required for each slice. In the proposed method, as this

can all be avoided, the memory requirement is significantly smaller. Note that these

datasets are small in comparison to what MARS will be acquiring in the near future

with clinical scanners. The larger the datasets, the higher the impact of these memory

requirements.

5.4.2 The dependency of label propagation on object shape

This section presents and discusses the effect of label propagation on the object’s shape

during segmentation. For this purpose, two synthetic datasets, the cylinder and the

pyramid, were used. The comparison was done for the proposed method, where the

propagated labels consisted of morphology based scribbles as well as the propagated

user scribbles, against the propagation method proposed by Wang et al. [152], where it

only includes morphology based scribbles.

Figure 5.6(a) shows the comparison for the pyramid dataset. The segmentation

result for the start-slice is same for both the methods as the user input is identical. The

visual analysis of the segmentation in the adjacent slices does not show any noticeable

difference between both methods even though the proposed method propagates more

foreground seed points to the adjacent slice.

Figure 5.6(b) shows the same comparison for the cylinder dataset. It can be observed

that the proposed method performed better. One of the reasons for this result is the shape

of the object. When only the morphology based scribbles are used, the square shaped

object in Si could create enough foreground seed points to propagate to Si+1, whereas

the circular object could not satisfy this criteria. Ideally, a perfect circle only creates a

single skeleton point at the center. Having fewer seed points affects the primary step

of generating probability maps. Figure 5.7 shows this phenomenon for the 5th slice

in the volume. For the given input scribbles on S0, the probability map generated for
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(a) Comparison of the various label propagation methods for the pyramid dataset.

(b) Comparison of the various label propagation methods for the cylinder dataset.

Figure 5.6: A visual comparison of the volume segmentation dependency on the object’s shape
for different types of label propagation using synthetic datasets: pyramid dataset (a) and cylin-
der dataset (b). The start-slice is shown in the first column and the remaining slices show the
segmentation result in the adjacent slices. The white and red strokes represent the user selected
foreground and background seed points, whereas blue and green contours mark the segmenta-
tion result and the ground truth respectively.

S5 using the proposed method (3rd column) is more distinctive than the one generated

using morphology based scribbles alone (2nd column). This effect can also be observed

in the corresponding segmentation result.

Table 5.2 shows the quantitative results for the whole volume for the two datasets.

For the pyramid dataset, the results for both the approaches are very close to each other

with slightly better performance using the proposed method. However, the cylinder

dataset has a huge margin between the scores. It clearly indicates the shape of the

object can highly influence the segmentation propagation.
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Figure 5.7: The probability maps generated at S5 corresponding to different types of label
propagation methods. The proposed method (column 3) has a better probability map due to the
propagation of a sufficient number of seed points.

Pyramid dataset
Accuracy F1 score IoU

Morphology based scribbles 0.96 ± 0.02 0.90 ± 0.07 0.83 ± 0.11
Morphology based +
propagated user scribbles

0.96 ± 0.02 0.91 ± 0.06 0.85 ± 0.11

Cylinder dataset
Morphology based scribbles 0.67 ± 0.19 0.53 ± 0.18 0.39 ± 0.20
Morphology based +
propagated user scribbles

0.93 ± 0.01 0.89 ± 0.01 0.80 ± 0.02

Table 5.2: A performance comparison of the two label propagation methods using synthetic
datasets.

5.4.3 The effect of reduced background seed points

This section describes the effect of reducing the background seed points to a band

around the object from a morphologically eroded mask during segmentation propa-

gation. Figure 5.8(a) shows the plateau series dataset with probability maps generated

for S6 using all the background seed points as well as a reduced set of background seed

points. Though the visual inspection of probability maps indicate that the probability

maps generated by all the background seeds is slightly better, there is no significant

difference in the corresponding segmentation result.
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(a) A comparison of the two background seed points propagation methods for the plateau series
dataset.

(b) A comparison of the two background seed points propagation methods for the sheep femur
dataset.

Figure 5.8: A visual comparison of different background label points propagation to show its
effect on probability map generation stage using plateau series dataset and sheep femur dataset
in (a) and (b) respectively. The unbalanced number of seed points can severely effect the prob-
ability maps, thereby reducing the segmentation accuracy.

Figure 5.8(b) uses the sheep femur dataset segmentation to describe this effect. It

can be observed that the probability map and the segmentation result generated by the
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reduced seed points is closer to the ground truth. One of the reasons for the poor prob-

ability maps using the complete set of background seed points is that the number of

seed points used for the foreground was much smaller than the number of background

seed points. This unbalanced ratio made the probability maps biased towards the back-

ground, which in turn resulted in many false positives.

Plateau series dataset
Accuracy F1 score IoU Time (sec)

Complete background
seed points

0.98 ± 0.01 0.87 ± 0.02 0.77 ± 0.03 7.89 ± 0.69

Reduced background
seed points

0.98 ± 0.01 0.88 ± 0.01 0.80 ± 0.02 0.889 ± 0.02

Sheep femur dataset
Complete background
seed points

0.89 ± 0.06 0.64 ± 0.26 0.53 ± 0.26 3.02 ±0.34

Reduced background
seed points

0.97 ± 0.01 0.89 ± 0.03 0.78 ± 0.04 0.849 ± 0.03

Table 5.3: A quantitative analysis of the segmentation performance under two different methods
of background label propagation for plateau series dataset and sheep femur dataset. The reported
time is for processing each slice.

Table 5.3 shows the quantitative evaluation for the two datasets. The performance

for the plateau series is relatively similar for both methods. However, during the sheep

femur dataset segmentation, having a biased number of seed points resulted in a lower

accuracy than its counterpart. It can also be noted that the performance scores of the

proposed reduced background seed points for both the datasets are very similar, which

shows the robustness of the proposed method irrespective of the change in the dataset.

Table 5.3 also shows the per-slice computation time required for both datasets using

two background seed generation approaches. For the plateau series dataset, the time

required to process each slice has increased by nearly 10 times. Similarly for the sheep

femur data, the processing time has increased by almost four times. This shows that

having an exceedingly larger number of seed points not only affects the segmentation

result, but also increases the processing time significantly.
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5.5 Summary

A direct extension of 2D segmentation algorithms to work with volumes often suffers

from poor accuracy or high computational cost. In addition, volumes are not as interac-

tive as 2D images when using traditional input devices like a mouse and keyboard.

This chapter proposed a slice-based interactive segmentation algorithm to segment

volumes. In this approach, the user only needs to interact with a single starting slice to

provide input and its refinement. The user input plus the 2D spatially aware interactive

segmentation algorithm proposed in Chapter 4 are used to segment the starting slice.

Once the starting slice is segmented, the user input and new seed points are automati-

cally propagated to all the remaining slices sequentially by segmenting each slice one

by one. Also, this approach tries to reduce the requirement of any further supervision

during automatic propagation. Finally, a second stage CRF is applied to the segmented

volume to reduce the inter-slice variations, as the slices are independently processed

during propagation.

This chapter also demonstrated a series of experiments to examine the accuracy and

efficiency of the proposed slice-wise algorithm compared to the direct 3D extension

of the 2D segmentation algorithm. Further, additional experiments were carried out to

show the improvements in the automatic label propagation over the existing method.

However, a few weaknesses were identified. For example, in the case of a poor seg-

mentation result in one of the propagated slices, the proposed algorithm has no way

of correcting itself, and propagates the error to the remainder of the slices. The algo-

rithm will not be able to propagate across slices if the object of interest is discontinuous

across slices. In such cases, each disjoint region must be given with user seed points.

Finally, as mentioned earlier, it is beneficial to select a start-slice where the object has

the largest cross section.
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6
Bone analysis software tool

6.1 Introduction

In the previous chapters, the main focus was to propose accurate interactive image

segmentation algorithms for MARS spectral CT datasets. The present chapter deals

with one of the applications of segmentation in bone analysis, and its integration in the

MARS clinical workflow. In bone analysis, the procedure starts with segmenting a bone

in the input volume to create a binary mask. Later, this binary mask is used to analyse

bone architecture, which enables clinicians to determine bone health.

This chapter describes the design and implementation of a bone analysis tool; a tool

that is integrated into MARS Vision to help quantitatively assess bone health during the

healing process. In the current bone research team associated with MARS, clinicians

use an application called ImageJ (specifically a plugin called BoneJ) to perform any

bone-related operations [34, 130]. They also requested for the proposed tool, as BoneJ

has two main disadvantages:

• BoneJ does not inherently support datasets with asymmetric voxel spacing.

• Using an entirely different application solely for this purpose interrupts the over-

all workflow due to the switch between applications.

The proposed tool is designed to be a part of MARS Vision and tries to address the

above-mentioned setbacks, thereby simplifying the workflow. The tool was also tested

to make sure the quality of the output matches the currently used BoneJ. For a fair
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comparison during experiments, synthetic datasets were created along with real bone

datasets. So the main focus of this chapter is on improving the pre-clinical research

workflow, thereby minimizing the switching between MARS Vision and BoneJ appli-

cations while at least matching BoneJ’s performance.

This chapter is structured as follows. First, a high level overview of the require-

ments of bone analysis is given in Section 6.2 along with the currently used solutions.

In Section 6.3, the framework to develop the bone analysis tool and implementation de-

tails are explained. This chapter also details modifications made to support anisotropic

datasets. Section 6.4 discusses the experiments done to test the performance of our tool

compared to BoneJ. Finally, Section 6.5 concludes the chapter.

6.2 Problem outline

Historically, bone is the most studied human tissue. It provides mechanical support

to organisms. In general, bones in humans and other mammals are classified into two

types: cortical bone (also knows as compact bone) and trabecular bone (also known

as spongy or cancellous bone). The cortical compartment of the bone approximately

consists of 80% of the total bone mass and is usually the denser part of the bone. On

the other hand, trabecular bone is highly porous and less dense than its cortical counter-

part. Trabecular bone consists of an array of struts and plates and is mostly dominant

in the locations near the joints of long bones and vertebrae. When a bone starts degen-

erating as it does in osteoporosis, this leads to the thinning of the trabecular elements

either homogeneously or heterogeneously. Besides changes in the topology of the mi-

cro architecture, the thickness and spacing of the trabeculae is an essential element in

determining the mechanical competence, and thus resistance to fracture, of trabecular

bone. Accurate measurements of trabecular thickness (Tb.Th.) and spacing (Tb.Sp.) is

therefore of significant importance in assessing bone health (e.g., bone healing process,

osteoporosis).

In recent years, MARS energy-resolving photon-counting spectral CT has been
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proven to be a valuable imaging technology to investigate the micro architecture of

the bone [6]. It not only reconstructs the volumes at higher spatial resolution but gives

quantitative material information. The images obtained from the reconstructed data

closely represents the bone micro structures for quantitative assessments. Amma et al.

[6] and Matanaghi et al. [89] showed the usage of MARS spectral imaging in assessing

bone health with metal implants.

The current solution for calculating the local thickness for the bone involves us-

ing ImageJ, a scientific image processing tool. In general, scientific image processing

and visualisation tools do not follow a standard workflow as they do in clinical work-

flow. Therefore, their primary focus is on the number of features they possess and the

flexibility of their visualisation elements. This means that the workflow is complex.

Moreover, when performing bone analysis operations, users must switch from MARS

Vision to ImageJ, which is not ideal on a regular basis. Another drawback that was

found in BoneJ is that it doesn’t support datasets with anisotropic voxels directly. The

data needs to be scaled appropriately in each direction before performing thickness cal-

culations. To overcome these problems, MARS users requested for a separate bone

analysis tool to simplify their workflow. The present chapter describes how this tool is

implemented and integrated into the MARS pre-clinical workflow.

6.3 Method

Müller [95] has shown that bone density along with trabecular bone micro architectural

parameters greatly help in determining bone health. Bone density can easily be obtained

from the series of 2D images, whereas calculating the architectural parameters involves

calculating local thickness for every voxel. Local thickness can be well defined for

primitive geometric objects such as plates, cylinders, or balls. When it comes to an ar-

bitrary structure like bone (cortical or trabecular) it is not very intuitive. Hildebrand and

Rüegsegger [62] proposed a new definition of local thickness for any arbitrary structure.

Let Ω⊂ R3 be the set of all points inside the structure and p ∈ Ω be an arbitrary point
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Figure 6.1: An illustration of the steps followed in calculating thickness maps for input binary
images

in the structure. The local thickness τ(p) is defined as the diameter of the largest sphere

which contains the point (p) and which can fit completely inside the structure.

τ(p) = 2 ·max({r|p ∈ sph(x,r)⊆Ω, x ∈Ω}) (6.1)

where sph(x,r) is the set of points inside a sphere centered at x with radius r. A direct

implementation of Eq. 6.1 is prohibitively expensive. For the practical implementation

of Eq. 6.1, Danielsson [31], Serra [132] have shown that it may be further divided into

three main steps including distance map calculation, ridge point detection, and thickness

calculation. The process is illustrated in Figure 6.1.

The proposed approach requires binary volumes as an input to compute local thick-

ness of the structure. For now, our tool only features the Otsu segmentation method

[103] and a manual thresholding method. The grid-like structures inside a trabecular

bone can easily be separated from the background with a method as simple as Otsu’s.

The problem arises when trying to separate cortical bone from trabecular bone. In
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future, the segmentation methods proposed in Chapter 4 and Chapter 5 will be incorpo-

rated in to the tool to help deal with this problem.

6.3.1 Distance map calculation

A distance map for a given image (or volume) is calculated by a process called distance

transformation. The distance map (Dmap) at a particular point (q) in a structure is de-

fined as the Euclidean distance from the point q to the nearest background point. In

other words, it can be defined as the radius of the largest sphere centered at the point q

contained completely within the structure. It can be written as

Dmap(q) = max({r > 0|sph(q,r)⊆Ω}) , q ∈Ω (6.2)

using this equation, Eq. 6.1 for the local thickness at point p can be rewritten as

τ(p) = 2 · max
q∈X(p)

(Dmap(q)) (6.3)

where X(p) is the set of center points of all the spheres (with radius obtained using

Eq. 6.2) that include the point p:

X(p) = {x ∈Ω|p ∈ sph(x,Dmap(x))} (6.4)

Computing an accurate distance map is one of the most crucial steps in the entire

process. This is because the distance map heavily influences the local thickness accu-

racy, whereas the next two steps are not as crucial. However, they play a vital role in de-

ciding the efficiency of the algorithm. There are many algorithms available off the shelf

to compute distance maps. However, the majority of them are approximate distances

designed to reduce the computational complexity [52] or are difficult to implement [21].

Since accuracy is of importance, the method by Saito and Toriwaki [126] is used in the

proposed tool. They claim to give exact Euclidean distances for N-dimensional images

with asymmetric voxel spacing. It can also be parallelized to run on multiple cores at
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(a) Input binary image (b) Distance map

Figure 6.2: An illustration of the distance map computation for a given binary image. (a) Input
binary image. (b) Distance map for the image shown in (a).

the same time. The main idea behind this algorithm is that it minimizes the square of

the Euclidean distance instead of the exact distance to reduce the number of computa-

tions, and also it decomposes the distance transform of an N-dimensional image into N

one-dimensional serial transformations.

Consider F = fi jk to be a three dimensional digitized image of size L×M×N,

where fi jk is the value of the voxel at the ith row, jth column, and the kth plane. Assume

that the ratio among the intervoxel distances in the three axes is 1 : α : β . Since the input

is already segmented, each voxel represents either a 0 or 1. The process then involves

three transformations as the input is in 3D.

Transformation 1: The transformation along the rows (i-axis) is described in this step.

Given the input binary image F = { fi jk}, the intermediate image G = {gi jk} is defined

as follows

gi jk = min
x
{(i− x)2; fx jk = 0, 0≤ x≤ L−1} (6.5)

Transformation 2: The transformation along the columns ( j-axis) is described here. The

output from Eq. 6.5 is transformed to produce another intermediate image H = {hi jk}

using

hi jk = min
y
{giyk +(α( j− y))2; 0≤ y≤M−1} (6.6)
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Transformation 3: Similar to the above transformations, this works along the planes

(k-axis). The final output S = {si jk} is calculated as

si jk = min
z
{hi jz +(β (k− z))2; 0≤ z≤ N−1} (6.7)

Figure 6.2 shows an example distance map for a given 2D image. It can be observed

that the farther a pixel is from the background, the brighter it becomes.

6.3.2 Ridge point detection

Once the distance map is calculated, it can be further used to compute local thickness

according to Eq. 6.3. However, implementing Eq. 6.3, owing to sphere inclusion tests in

Eq. 6.4, is extremely inefficient, and cannot be done within a reasonable time-frame. To

overcome this problem, Hildebrand and Rüegsegger [62] showed that it is not required

to compute X(p) using all the voxels in Ω, but can be done with a limited set of points,

also called distance ridge points (ΩR). It is defined as a set of center points of all

non-redundant spheres:

ΩR = {p ∈Ω|sph(p,Dmap(p))* sph(x,Dmap(x)), p 6= x, x ∈Ω} (6.8)

and so it is now only necessary to check for the spheres that include point p within this

set. Eq. 6.4 can be redefined as

X̃(p) = {x ∈ΩR|p ∈ sph(x,Dmap(x))} (6.9)

Ridge point computations can be carried out using Eq. 6.8 reasonably well on dis-

crete data by comparing neighbouring voxels. This method may not necessarily exclude

all redundant points, but it always ensures the preservation of the non-redundant points.

However, it is better to have as few points as possible to reduce the number of unnec-

essary computations. Goldak et al. [48] showed that the ridge points of a structure cor-

respond to its medial axis. This enables us to choose from a wide variety of algorithms
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available in the literature [106, 42, 118]. In our present tool, the method proposed by

She et al. [134] is used to compute the medial axis for a given volume.

This algorithm takes a distance map as an input and produces a distance map with

the redundant points removed. It uses a look-up table (LUT) to compare a point and

a neighbouring point to see if the neighbouring point should be present in the distance

ridge points. The LUT provides information about the minimum value the neighbours

must have in order to be classified as a distance ridge point. This algorithm is very

efficient due to the use of LUTs, and will have low computational overhead.

6.3.3 Thickness calculation

This section focuses on implementing Eq. 6.3 for every voxel, which mainly involves

searching for suitable thicknesses using distance ridge points computed in the previ-

ous step. To make this search faster, the implementation is multi-threaded to process

individual voxels in parallel.

As mentioned previously, the proposed tool supports datasets with asymmetric voxel

spacing. In computing local thickness, calculating distance maps and ridge point de-

tection are not affected by non-uniform inter-voxel distances. This is because the al-

gorithms used in Section 6.3.1 and Section 6.3.2 inherently support different voxel dis-

tances along each axis. However, direct implementation of Eq. 6.3 might result in errors

while calculating the local thickness. In Eq. 6.3, p ∈ sph(x,Dmap(x)) says the point p

must be within the sphere centered at x with radius Dmap(x). It involves calculating the

distance between point p and x. To support aniostropic datasets, this distance must be

scaled according to the voxel spacing as opposed to BoneJ which uses Euclidean dis-

tance 1. The proposed tool incorporates this modified Euclidean distance to get accurate

results irrespective of non-identical scaling along different axes.

At this point, each voxel in the structure is assigned with a local thickness value.

However, due to the discretization of the volume, the thickness values at the surface of

the structure tend to be rough. These rough surfaces can be smoothed out by using a

1https://github.com/mdoube/BoneJ
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low-pass filter along the surface voxels. Each voxel in the volume has 26 neighbouring

voxels. A surface voxel is defined as a voxel with at least one background neighbour. To

cleanup the surface of the structure, the local thickness value at every surface voxel is

replaced by the average of the local thicknesses of its neighbouring non-surface, object

voxels.

6.4 Experiments and results

In this section, the performance of the proposed tool (MARS Vision bone analysis tool)

is compared to BoneJ. Figure 6.3 shows a snapshot of how the bone analysis tool looks

in MARS Vision. Given the ROI and the number of slices, users can navigate to this tool

from MARS Vision’s main window. The selected ROI can be segmented using either

Otsu or via manual thresholding. The resultant binary volume is then used for calculat-

ing thickness and spacing of the structure. In addition to the background algorithm, the

user interface was developed with the help of other MARS Vision designers.

The performance comparison for the MARS bone analysis tool and BoneJ was done

in terms of both accuracy and efficiency. The accuracy part included mean, maximum

and standard deviation of the local thickness values at every pixel inside the structure,

whereas the efficiency was measured using the execution time. Note that the execution

times reported in the results include the calculation of both local thickness and spacing.

For a fair comparison of performance, a few synthetic datasets were created with known

geometric properties. The description of what and how these datasets were created is

given in the following sections. Besides these artificial datasets, a few real datasets and

datasets with isotropic and anisotropic voxel spacing were also used to examine the

performance of both tools.
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Figure 6.3: A snapshot of the MARS Vision bone analysis tool. On the left-hand side, the
original image with the segmentation mask is shown with red overlay along with window-level
controls and thresholding settings. On the right-hand side, the image of the thickness map is
visualized along with some statistics.

6.4.1 Synthetic data performance

A dataset with a single sphere

This is a simple dataset that contains a sphere with a radius of 50 pixels. The size

of the dataset is 100×100×100, and Figure 6.4 shows the 3D rendering of the sphere

and an arbitrary slice from the volume. For simplicity, the voxels are considered to

be symmetrically spaced with unit spacing between them. From the definition of local

thickness and spacing from Section 6.3, the local thickness at every pixel which lies

inside the sphere must be equal to two times the radius of the sphere. In the present

case, it is 100. However, due to discretization of space into voxels, the value deviates

slightly from the expected value depending on the measures that are taken to reduce

this effect. Ideally, the mean, maximum and standard deviation of thickness values

must be 100, 100, and 0, respectively. The values are provided in Table 6.1. Local

spacing is also calculated and presented at the pixels that are not included in the sphere
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for comparison purposes.

(a) Volume rendering (b) A slice in the volume

Figure 6.4: An illustration of the synthetic dataset with a single sphere. (a) Volume rendering
of the data. (b) Arbitrary slice selected from the volume shown in (a).

Local thickness
mean max. std. dev. time (sec)

BoneJ 100.007 100.020 0.467 14.139
MARS tool 100.019 100.020 0.0002 3.620

Local spacing
BoneJ 58.024 73.919 19.322 14.139

MARS tool 58.153 73.919 19.136 3.620

Table 6.1: Performance comparison of MARS Vision bone analysis tool with BoneJ for the
synthetic dataset with single sphere of known radius

The results in Table 6.1 show that the values calculated by both BoneJ and the

MARS tool are very close to the estimated numbers. The difference between thickness

and spacing measures for both the tools start from the second decimal point. How-

ever, the MARS tool is nearly four times faster than the BoneJ with a lower standard

deviation.

A dataset with two disjoint spheres

This dataset contains two non-overlapping spheres of different radii (25 pixels and 10

pixels). Figure 6.5 shows the dataset, where two spheres can be seen at different lo-

cations. The dataset has dimensions of 100×100×100 with intervoxel spacing of one

pixel in all directions. Similar to the previous dataset, where the local thickness at every

pixel within the sphere is the same, the present dataset will have two sets of thickness
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values corresponding to two spheres. So the mean local thickness is computed using the

weighted average of two radii. The weights can be calculated based on the number of

pixels present in each sphere. Given the radius of 25 and 10, the theoretical mean value

is equal to 48.192. The maximum local thickness is equal to two times the maximum

radius of the two spheres, which is 50 in this case. The ideal standard deviation is 0.

However, all these values are likely to be slightly deviated due to discretization of space

into voxels. The performance metrics are provided in Table 6.2.

(a) Volume rendering (b) A slice in the volume

Figure 6.5: An illustration of the synthetic dataset with two disjoint spheres. (a) Volume ren-
dering of the data. (b) Arbitrary slice selected from the volume shown in (a).

Local thickness
mean max. std. dev. time (sec)

BoneJ 47.826 50.040 7.529 59.516
MARS tool 47.840 50.040 7.524 31.527

Local spacing
BoneJ 133.472 141.803 21.751 59.516

MARS tool 133.448 141.803 21.885 31.527

Table 6.2: Performance comparison of MARS Vision bone analysis tool with BoneJ for the
synthetic dataset with two disjoint spheres of known radii

The results for this dataset follow a similar trend as the previous dataset with a single

sphere. Both tools perform close to the estimated values with negligible differences.

However, computation times with the MARS tool are significantly better than BoneJ.
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A dataset with two concentric spheres

The next dataset has two concentric spheres with radii of 50 and 20 pixels, in other

words it is a hollow sphere with radius of 50 and thickness of 30 pixels. Similar to the

previous datasets, this dataset also has dimensions of 100×100×100 with intervoxel

spacing of one pixel in all directions. However, this dataset is different from the previ-

ous two datasets as the geometric structure present in this volume also has a constant

thickness as shown in Figure 6.6. From the definition of local thickness, the thickness

value at every pixel within the structure is equal to the difference between the radius

of two spheres. So, the mean, maximum and standard deviation of thickness values are

ideally 30, 30, and 0 without taking discretization of voxels into account. Table 6.4

shows the performance comparison between MARS and BoneJ for this dataset.

(a) Orthonormal slice view (b) A slice in the volume

Figure 6.6: An illustration of the synthetic dataset with two concentric spheres. (a) Orthonormal
slice visualization of the data. (b) Arbitrary slice selected from the volume shown in (a).

Local thickness
mean max. std. dev. time (sec)

BoneJ 30.419 30.463 0.149 4.357
MARS tool 30.426 30.463 0.063 5.923

Local spacing
BoneJ 56.913 73.919 19.210 4.357

MARS tool 57.043 73.919 19.042 5.923

Table 6.3: Performance comparison of MARS Vision bone analysis tool with BoneJ for the
synthetic dataset of two concentric spheres of known radii

The results in Table 6.3 show the consistency of numbers within BoneJ and the
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MARS tool, as well as with the expected values. However, unlike the previous datasets,

the MARS computation times are slightly higher than BoneJ.

A dataset with arbitrary overlapping blobs

The datasets that were presented so far are well structured geometric shapes. But to

make the structures more arbitrary, the next dataset is constructed with blobs of dif-

ferent radii, as well as overlapping structures. This dataset includes different sizes of

blobs with radii of up to 25 pixels. Since the overlapping of blobs is allowed, the struc-

ture looks more arbitrary than the previous datasets (Figure 6.7). Another reason for

simulating this type of arbitrary shape is that its structure closely represents a trabec-

ular bone. Like the previous case, this dataset has dimensions of 200×200×200 with

uniform intervoxel spacing. The performance analysis is shown in Table 6.4.

(a) Volume rendering (b) A slice in the volume

Figure 6.7: An illustration of the synthetic dataset with overlapping blobs. (a) Volume rendering
of the data. (b) Arbitrary slice selected from the volume shown in (a).

Local thickness
mean max. std. dev. time (sec)

BoneJ 20.055 28.705 2.451 1.451
MARS tool 20.120 28.705 2.455 3.240

Local spacing
BoneJ 27.795 62.418 12.017 1.451

MARS tool 27.946 62.418 11.942 3.240

Table 6.4: Performance comparison of MARS Vision bone analysis tool with BoneJ for the
synthetic dataset of arbitrarily generated blobs

The results in Table 6.4 follow a similar trend as with the previous dataset. The
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results among both tools are consistent, and longer execution times are observed with

the MARS tool.

6.4.2 Datasets with anisotropic voxel spacing

One of the main reasons the MARS bone analysis tool was implemented is because

BoneJ does not support datasets with anisotropic voxel spacing. However, it suggests an

alternative approach in case of anisotropic datasets. This alternative approach involves

asymmetrical scaling of the data (depending on the voxel spacing) before performing

any bone analysis operations. This approach has a flaw and does not work in all cases.

For example, in a case where this approach works, consider a volume with dimensions

of 100×100×50 and intervoxel spacing of 1×1×2 pixels. This volume can be asymet-

rically scaled to 100×100×100 with uniform voxel spacing. But in a more realistic

situation, if we consider a volume with dimensions of 100×100×50 and a voxel size

of 0.09×0.09×0.14mm3, the scaling factor turns out to be an irrational number, and the

dataset can never have uniform voxel spacing without several approximations. To avoid

such situations, this problem is suitably addressed at the algorithmic level in the MARS

bone analysis tool as shown in Section 6.3.3.

In this section, performance analysis is done to compare the MARS tool with BoneJ

with and without anisotropic scaling. For experimental purposes, the datasets presented

in the previous sections are modified to have asymmetric voxel spacing. The previ-

ous datasets are intentionally used, because the thickness and spacing values for these

structures were already computed. However, only thickness values are shown in the

results.

The first dataset used for this purpose is the dataset with a single sphere. To make

this data anisotropic, every alternative slice is removed from the volume and the inter-

voxel spacing is set to 1×1×2 pixels. This reduces the size of the data to 100×100×50.

Table 6.5 shows the comparison of performance metrics using the MARS tool, and

BoneJ, without and with scaling. It can be seen that MARS results are very close to

the actual values compared to BoneJ. The asymmetric scaling in BoneJ does have an
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BoneJ (without scaling) BoneJ (with scaling) MARS tool
mean 47.018 (100.007) 98.003 (100.007) 100.019 (100.019)
max 50.040 (100.020) 98.020 (100.020) 100.02 (100.02)

std. dev. 4.092 (0.467) 0.390 (0.467) 0.0002 (0.0002)

Table 6.5: Performance comparison of MARS vision bone analysis tool with BoneJ for the
anisotropically modified single sphere dataset. The results for the data with isotropic voxel
spacing is given in the parenthesis for comparison

BoneJ (without scaling) BoneJ (with scaling) MARS tool
mean 13.374 (20.055) 19.559 (20.055) 19.976 (20.12)
max 20.100 (28.705) 28.000 (28.705) 28.000 (28.705)

std. dev. 3.239 (2.451) 2.600 (2.451) 2.557 (2.455)

Table 6.6: Performance comparison of MARS vision bone analysis tool with BoneJ for the
anisotropically modified arbitrary blobs dataset. The results for the data with isotropic voxel
spacing is given in the parenthesis for comparison

impact, and improves the results significantly. Despite this scaling, there is still almost

a 2 pixel difference that can result in more than 150 microns of difference for MARS

data, given its high spatial resolution.

Another dataset modified for testing the MARS tool is the dataset with arbitrary

blobs. This dataset is also modified in the same way as the previous dataset and the

results are tabulated in Table 6.6. Compared to the previous test results shown in Ta-

ble 6.5, BoneJ with scaling has improved its performance in this case. The numbers

are closer to the actual thickness values, although the MARS tool still managed get

comparatively better results.

6.4.3 Real data performance

In this section, the proposed tool is tested with real MARS datasets. Figure 6.8 shows

snapshots of slices from ROIs selected from two volumes. The ROIs are selected from

a trabecular bone region (Figure 6.8(a)) as well as a cortical bone region (Figure 6.8(b))

to compare performance under different conditions. The volumes are segmented us-

ing the same threshold and given to both the MARS bone analysis tool and BoneJ.

Table 6.7 and Table 6.8 show the relative performance of trabecular and cortical bone

ROIs, respectively.
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(a) Trabecular bone (b) Cortical bone

Figure 6.8: An illustration of the real MARS datasets used for bone analysis. (a) A slice from
the trabecular bone ROI. (b) A slice from the cortical bone volume.

The results for the trabecular bone dataset (Table 6.7) for both the MARS tool and

BoneJ are exactly the same in most of the cases. Note that the average computation time

for the MARS tool is almost two times that of the BoneJ. The cortical bone analysis

results in Table 6.8 show a different behaviour than the trabecular bone. There are

differences in the values starting at the first decimal point. Unfortunately, there is no

way of determining which is closer to the true values. Unlike the trabecular case, the

computation times for the MARS tool are significantly lower than BoneJ.

Local thickness
mean max. std. dev. time (sec)

BoneJ 0.558 0.969 0.166 0.159
MARS tool 0.558 0.969 0.179 0.375

Local spacing
BoneJ 0.763 1.527 0.268 0.159

MARS tool 0.768 1.527 0.276 0.375

Table 6.7: Performance comparison of MARS vision bone analysis tool with BoneJ for a MARS
dataset with trabecular bone

6.5 Summary

This chapter presented a complete workflow of how the MARS bone analysis tool was

designed and developed to overcome the drawbacks of the ImageJ bone analysis tool

(BoneJ). The proposed tool was also tested under various conditions to prove its us-
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Local thickness
mean max. std. dev. time (sec)

BoneJ 10.288 14.422 1.126 71.015
MARS tool 10.832 15.231 1.8476 43.240

Local spacing
BoneJ 115.757 137.361 28.762 71.015

MARS tool 115.348 137.244 28.677 43.240

Table 6.8: Performance comparison of MARS vision bone analysis tool with BoneJ for a MARS
dataset with cortical bone

ability compared to BoneJ. The framework followed in this chapter placed emphasis

on supporting datasets with asymmetric voxel spacing, as well as in reducing the user

workflow by not having to switch between applications. For faster processing of the al-

gorithms, multi-threading was also enabled while calculating the local thickness maps

for the datasets. The experimental results were analysed using three cases: synthetic

isotropic datasets, synthetic anisotropic datasets, and real MARS datasets for compar-

ative analysis of MARS tool and BoneJ. In terms of accuracy, the experiments showed

that the proposed MARS tool performed well with all the synthetic datasets with a low

standard deviation. It was also shown that the ability to handle anisotropic datasets is

better with the proposed tool in terms of both accuracy and simplicity of the workflow.

After analyzing all the test cases, the efficiency of the two methods was observed to be

highly influenced by the dataset and the structures within them. In cases where there

were large structures like cortical bone or spheres, the MARS tool had significant per-

formance gains over BoneJ. Otherwise, in cases of fine structures, even though BoneJ

had better efficiency, the results indicated that the difference was relatively small.
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7
Conclusion and future work

7.1 Conclusion

This thesis presents the design and development of novel interactive image segmenta-

tion algorithms, specifically for MARS spectral CT datasets. It also looks at how the

algorithms are applied for bone analysis, one of the pre-clinical research fields in the

MARS program. Spectral CT with three or more energy bands is a relatively new imag-

ing modality, which is proven to provide high resolution, and functional and material

characteristics of the subject. The current MARS scanners are small specimen systems

sold to universities and research facilities around the world.

It is important to have an appropriate segmentation algorithm designed for MARS

datasets to provide accurate results. Automatic segmentation of MARS datasets is chal-

lenging due to the extremely limited number of scans and available annotations for any

specific task. In addition, MARS scanners provide the user with the flexibility to choose

the number of energy or material channels during a scan. This leads to a varying number

of channels for each dataset. Therefore, automatic segmentation algorithms will have

to consider all these variations in their data structures. Most importantly, automatic

segmentation only allows the user to segment a limited number of objects.

To address these issues, this thesis investigates interactive image segmentation al-

gorithms for MARS datasets. Two algorithms are proposed for 2D MARS images to

make use of not only the regional properties but also the spatial cues provided by the

user input. They also remove the algorithm dependency on the number of channels. A
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slice-wise 3D segmentation is proposed as an extension of the 2D segmentation algo-

rithm for better accuracy and efficiency. Finally, a bone analysis tool was implemented

to assess bone health. It takes segmented bone as an input and gives quantitative metrics

for clinicians to analyse.

The key contributions and research findings of each proposed method in this thesis

are outlined below.

Interactive image segmentation using bag of features (Chapter 3)

This chapter described a novel region-based interactive segmentation framework using

a bag of features approach to segment objects from MARS datasets.

• Pre-processing the image into superpixels not only helped in reducing the amount

of information to process, it helped in creating higher-level feature vectors by

smoothing out noisy pixels within.

• An augmented image was created to combine multi-channel data with additional

information to capture texture data.

• The bag of features algorithm assisted in creating high-level, fixed length feature

vectors for superpixels, which represents data better than a simple histogram.

• During classification, a resampling technique was proposed to generate multiple

feature vectors from a single superpixel for better generalization.

• Experiments demonstrated that the proposed method achieved a more accurate

segmentation by effectively aggregating data from all the channels when com-

pared to numerous traditional interactive segmentation algorithms.

Spatially-aware interactive image segmentation using two CRF stages

(Chapter 4)

This chapter presented design and implementation of an interactive image segmentation

algorithm using both the data statistics and spatial cues provided by the user input. At
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the end, a two-stage CRF was also used to achieve smooth object boundaries.

• It demonstrated the feasibility of using random forests for building probabil-

ity/likelihood maps using the data provided by the user as training data.

• Although traditional random forests are good at modelling data, they cannot cap-

ture the context of each pixel. To address this problem, the spatial cues provided

by the user input were used to refine the probability maps. The algorithm used

both Euclidean and geodesic distance cues to generate better probability maps.

• During segmentation, a traditional single-stage CRF using graphcut optimization

was shown to be inadequate to generate accurate segmentation results.

• A two-stage CRF was proposed to reduce jagged edges and boundary length bias.

• The experiments showed the superior performance of the proposed method com-

pared to the traditional methods as well as the bag of features method from Chap-

ter 3. Additional experiments were performed to show the benefits of the two

CRF stages as well as having the Euclidean and geodesic cues.

• The proposed algorithm was also implemented as a software tool to assist clini-

cians. Currently, it is a part of the MARS Vision development version in prepa-

ration for commercial release.

Slice-wise spatially aware interactive segmentation (Chapter 5)

This chapter detailed a slice-wise approach for 3D segmentation of MARS datasets by

propagating user input across the volume.

• It demonstrated the usefulness of the slice-based approach compared to the whole-

volume approach in terms of both accuracy and efficiency. Although the quanti-

tative accuracy metrics are similar for both methods, visual inspection favoured

the slice-based method.

• The spatially aware interactive segmentation proposed in Chapter 4 was found to

be effective in segmenting individual slices, while propagating user input to the
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adjacent slices.

• In addition, morphologically generated user input combined with the propagated

mouse scribbles provided sufficient spatial cues for segmentation.

• Experimental results showed that the proposed label-propagation method across

slices was independent of the object shape and was more efficient.

Bone analysis tool (Chapter 6)

This chapter described the implementation a software tool to analyse bone health. This

was intended to replace the use of ImageJ’s bone analysis tool BoneJ for MARS datasets

and aims to be better in terms of both accuracy and efficiency.

• An immediate segmentation application was identified in bone analysis to help

clinicians quantify bone health using MARS data.

• A software tool was implemented and integrated into the MARS Vision’s com-

mercial release to assist clinicians across the world.

• Although the current bone analysis release was not yet integrated with the pro-

posed segmentation tools, it is under implementation to help generate accurate

segmentation masks.

• The proposed tool was compared with BoneJ using synthetic and real datasets

and was shown to perform better.

• Additionally, the proposed tool was also shown to support anisotropic datasets

with asymmetric voxel spacing, which BoneJ does not.

7.2 Future work

The current 3D segmentation algorithm performs slice-wise segmentation and does not

consider neighbouring slices when computing the result. The immediate future work

is to incorporate this information to improve segmentation quality. Also, the proposed
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slice-wise segmentation has no way of correcting itself during propagation. Therefore,

we would like to incorporate active learning strategies in the algorithm, so it asks for

more user input when required. In addition, we want to develop a software tool for

3D segmentation in MARS Vision for the clinicians to use. Although the proposed

spatially aware 2D algorithm is shown to be better than the graph cut approaches, we

want to perform additional experiments to compare the performance of our slice-wise

approach with 3D graph cut algorithms.

In the current thesis, a lot of work is focused on improving the accuracy of the

segmentation algorithm. However, in interactive segmentation, the mode of interaction

plays a major role too. Using mouse scribbles on a 2D plane for 3D segmentation is

very inefficient. This can be overcome by using hybrid user interfaces and 3D input

devices [88], which might allow the user to have an overall context of the object, so

the user input can be expressed more accurately within the volume. In addition, the

interaction part for 2D segmentation is also not fully explored in the current thesis. In

literature, there are other ways of giving user input apart from mouse scribbles to extract

the region of interest. Therefore, we would like to perform some user studies in order

to figure out optimal interaction method for the proposed segmentation method.

The proposed segmentation algorithms are specifically designed to segment ob-

jects from MARS spectral CT images. The experiments were also carried out only

with MARS images for performance analysis. However, we believe the algorithms are

equally effective in segmenting images from other modalities. In Chapter 4, an exam-

ple of liver segmentation in conventional single channel CT was shown. It shows the

generalization capability of the system to single channel images. Similarly, we would

like to perform experiments to see the applicability of our algorithm to MR images with

multiple channels and other multi-modal images. These experiments could also include

natural images with RGB channels as they too can be classified as multi-channel by

definition.

Deep learning has been shown to be very effective in learning features automatically

given a large amount of labelled data is provided. As pointed out previously, acquiring
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annotations for large numbers of MARS datasets is both time consuming and difficult

at this stage. Polygon - RNN++ [3] uses knowledge acquired on cityscapes dataset to

segment objects on other types of data, such as satellite and medical images. Though

the results are preliminary at this stage, it promises that the knowledge of low-level

features acquired on other datasets can be transferred. This transfer learning will be

investigated in the future to interactively segment MARS datasets.

The proposed segmentation algorithms in this thesis were designed to extract any

type of objects without having prior knowledge about them. However, it was limited

to binary segmentation. Often in a clinical setting, it is desirable to be able to per-

form multi-object segmentation for better assessment. For example, segmenting corti-

cal bone, trabecular bone, and the soft tissue can help in a comprehensive analysis of

bone growth. Therefore, we are planning to extend the proposed algorithms to segment

multiple objects simultaneously. In the very-near future, MARS is planning to release

human scanners. Multi-object segmentation can help in segmenting various organs in

the human body at the same time for surgical planning, and measurement and analysis.

Similar to MARS pre-clinical scanners, MARS human scanners also provide high

resolution, multi-channel data. Unlike pre-clinical samples used for scanning, human

datasets have similar anatomy in terms of location, shape, and proportions. This knowl-

edge enables interactive segmentation to correct itself based on the shape and location

of the organ to be segmented. The main issue here is the lack of the availability of

MARS human datasets. However, there are lot of CT and MR datasets publicly avail-

able, along with ground-truth segmentation masks for various organs. We would like

to explore domain-adaptation techniques in deep learning to transfer the knowledge ac-

quired from traditional CT and MR datasets to work with spectral CT datasets with a

variable number of channels.
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