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ABSTRACT

This thesis presents theoretical and practical aspects of two distinctly different topics - zerobased two-dimensional ensemble blind deconvolution and spectral topography of the electroencephalogram.
Reconstructing an estimate of some true image from a series of differently blurred and
contaminated versions of that same true image constitutes the ensemble blind deconvolution
problem, which most commonly arises in astronomical speckle imaging. Speckle imaging and
a series of algorithms for recovering high spatial resolution estimates of astronomical objects
are comprehensively reviewed. Many of these algorithms depend on prior knowledge of an
estimate of the blurring characteristics of the atmosphere.
A new algorithm, capable of two-dimensional ensemble blind deconvolution and demonstrating a potential for application to astronomical speckle images, is introduced. This algorithm, referred to as zero track-based two-dimensional zero-and-add, is based on a principle
that has been previously applied to ensembles of one-dimensional speckle images.
Fundamental to the new algorithm is the unique representation of any compact image by
the points at which its analytically continued Fourier transform is equal to zero; these points
form a zero sheet, a two-dimensional analytic surface in a four-dimensional space. The zero
sheet of the spectrum of a convolution can be separated into two sheets which each describe
one of the component images of the convolution. Given sufficient knowledge of a zero sheet,
it is possible to reconstruct, to within a complex scaling factor, the image from which the zero
sheet was derived. Thus, partitioning the zero sheet representing a convolution into separate
analytic surfaces is equivalent to effecting deconvolution.
Because the true image is constant throughout an ensemble of speckle images, its zero
sheet is a component of the zero sheets representing each member of the ensemble. Thus, the
new algorithm attempts to recognise the common zero sheet representing the true image and
thereby to obtain an estimate of that image. Extensive results are presented which demonstrate
that the new algorithm can deconvolve a faithful estimate from a modestly sized ensemble of
small images degraded by low levels of contamination.
Reconstruction of an image from its zero sheet has previously been implemented in two
quite different ways, both placing certain restrictions upon zero sheet-based deconvolution
schemes. A generalisation of one of these methods is formulated and demonstrated. This
generalisation has greatly enhanced the practicality of the zero track-based two-dimensional
zero-and-add algorithm.
In the presence of additive contamination, the zero sheets representing the components of
a convolution merge together. Consequently, partitioning the zero sheet of a convolution is no
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longer possible without breaking the zero sheet in the regions ofcomponent sheet merging. This
effect of contamination presents a challenging obstacle which zero sheet-based deconvolution
algorithms must overcome in order to be of practical use. The merging of the component zero
sheets is demonstrated with pseudo three-dimensional visualisations.
The importance of spectral analysis of the rhythmic activity of the electroencephalogram
(EEG) is outlined. Traditionally, this analysis has been conducted visually by an electroencephalographer, however computer-based analysis of the background EEG is rapidly gaining
popularity. An EEG spectral topography system computes the frequency components of the
EEG waveforms and displays the results on topographic maps to provide an indication of
the spatial distribution of the activity. A comprehensive review of EEG spectral topography
systems is presented and the development of a new PC-based system is described.
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PREFACE

The results and ideas presented in this thesis are the culmination of four years as a PhD student
in the Department of Electrical and Electronic Engineering at the University of Canterbury. I
enrolled for a PhD in 1990 under the supervision of the late Professor R. H. T. Bates. Over the
previous 20 or so years, Professor Bates had directed an extremely active group of research
students investigating aspects of such diverse fields as inverse problems (notably computed
tomography and ultrasonic imaging), astronomical image processing, satellite communications,
biomedical engineering, speech processing, neural networks and chaos theory.
Joining Professor Bates' group of research students provided me with the opportunity to
undertake research in several of the information processing fields listed above. My first year as
a postgraduate student was spent investigating aspects of speech processing, neural networks
and zero-based image deconvolution. The previous year, Professor Bates had supervised my
final year undergraduate research project which was in the field of speech processing. This
project was concerned with spectral analysis and recognition of isolated speech phonemes and
continued on into the first year of my postgraduate studies. At the same time, I was introduced
to the concepts of image restoration and reconstruction with emphasis on techniques based
upon the somewhat esoteric zero sheet. My introduction to these aspects of image processing
was greatly assisted by a series of weekly meetings with Charles Parker, a postgraduate student
who was developing zero sheet-based techniques to enhance the convergence rates of iterative
Fourier phase retrieval algorithms.
The sad death of Professor Bates in November 1990 necessitated several changes in the
structure of my research. I had become quite fascinated by the zero-sheet concept and under
the guidance of my new supervisor, Dr Philip Bones, the deconvolution of images using zero
sheets became the major thrust of my research. The speech processing and neural network
areas of my research were curtailed in early 1991. However, in the tradition of Professor
Bates' love of multidisciplinary research, Dr Bones introduced me to theoretical aspects of the
electromagnetic fields produced by the human brain. From this point my research developed in
two distinctly different areas: image deconvolution and neurological information processing.
Part I of this thesis is concerned with my major research topic: ensemble blind deconvolution. Astronomical speckle imaging algorithms [Bates, 1982b; Dainty, 1984; Roddier, 1988]
are examples of algorithms that solve the ensemble blind deconvolution problem. These algorithms attempt to reverse the degradation induced by the earth's atmosphere when earth-bound
telescopes are used to record images of celestial objects.
Earlier work by Professor Bates and his research group had demonstrated that the zeros of
the z-transfonn of a two-dimensional image can be used to uniquely solve the deconvolution
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[Lane and Bates, 1987] and phase retrieval [Lane et al., 1987] problems. Professor Bates'
group had also perfected a technique, known as zero-and-add (ZAA), that employs the zeros of
the Fourier transforms of an ensemble of one-dimensional images to solve the one-dimensional
ensemble blind deconvolution problem [Davey et al., 1986]. The generalisation of ZAA
to two dimensions had previously been realised in two ways [Sinton et al., 1986; Bates
and Lane, 1987], however both approaches use projections to effectively reduce the twodimensional problem to a series of one-dimensional problems and solve these by applying the
one-dimensional ZAA algorithm. Professor Bates had suggested that! investigate a more direct
implementation of two-dimensional ZAA based upon the concept of the zero sheet. Therefore,
under Dr Philip Bones' supervision I pursued an implementation of two-dimensional ZAA that
took advantage of the analytic properties of zero sheets.
The algorithm I developed considers two-dimensional projections of zero sheets, known
as zero tracks, and has been successfully applied to blurred ensembles of small true images in
the presence of low levels of additive contamination.
The majority of the software required to implement the new zero-based ensemble blind
deconvolution algorithm was written by myself in FORTRAN, with the exception of the CPOLY
zero-finding software. The image processing environment improc, principally developed by
Dr Richard Lane, was used to generate and display images and the line drawings of zero tracks
were produced using PLOT79 subroutines. The software to implement the iterative phase
retrieval scheme used in section 7.7 was supplied to me by Charles Parker. I designed and
implemented the algorithm used to produce the zero sheet data sets necessary to construct the
visualisations presented in Chapter 8. Dr Andy Scrase used the APE software package to form
visualisations using the data set I had produced. Due to technical difficulties, after September
1993 the APE software was no longer available to us, thus I have since produced similar zero
sheet visualisations using the MATLAB software package.
Part II of this thesis describes my research of a particular technique widely used to analyse
the electrical signals generated by the human brain. The work described here evolved from
an interest in the electromagnetic fields of the human brain and the clinical significance of
cerebral electrical fields. For several months I studied the theory related to volume conduction
properties of the human head in relation to the various electromagnetic fields established on
the scalp surface due to embedded dipole current sources that are assumed to model neuronal
activity. Through this work I gained an invaluable understanding of cerebral function, the
electromagnetic conduction properties of the various protective layers of the human brain and
an appreciation of the various functional and structural disorders of the brain that produce
abnormal electrical fields on the surface of the head. However, while this work was interesting,
we were keen to initiate some form of collaboration with the Department of Medical Physics
and Bioengineering at Christchurch Hospital.
Over several years, such a collaborative effort has lead to the development of a highly
successful computer-based system for the automated detection of epileptifonn activity in the
electroencephalogram (EEG). This ongoing project is directed by Dr Richard Jones of the Department of Medical Physics and Bioengineering with much of the development performed by
Dr Alison Dingle [Dingle, 1992]. To complement the PC-based epileptiform activity detection
system, Christchurch Hospital required a PC-based system to perform spectral analysis of the
EEG. An earlier system to present the spatial distribution of the results on topographic maps
had been developed using now obsolete equipment and methods which required improvement.
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Thus, the development of a new PC-based system was undertaken under the guidance of Dr
Richard Jones.
EEG spectral topography is not yet standardised and several issues required careful consideration before the present design was decided upon. Several people contributed significantly
to the project: Dr Alison Dingle supplied initial waveform display software; Steven Muir
(during a summer studentship) developed user interface software; I carried out an extensive
literature review of existing EEG topography systems and developed the signal processing and
topographic map production software (implemented using the Modula-2 language). The perfonnance of the new EEG spectral topography system, along with the automated epileptiform
activity detection system, is currently being investigated with an extensive blind clinical trial.
This thesis comprises twelve chapters, the first nine of these fonning Part I and the remaining
three constituting Part II. Each chapter begins with a short introduction outlining its purpose
and contents. The background and review chapters conclude with brief summaries of their main
points and the chapters presenting original work are drawn to a close with a discussion of the
features and significance of the original contributions. The following paragraphs summarise
the contents of each chapter.
Chapter 1 presents a brief overview of the field of image processing. It is explained that an
image which is everywhere blurred in the same fashion can be modelled as the convolution of
the true image and a point spread function, thus image deblurring is a deconvolution process.
Different forms of image blurring and tl1e image deconvolution problem are described.

In Chapter 2 the notation and conventions used throughout are introduced. The mathematical relationships upon which many ideas discussed in later chapters depend are explained. In
particular, the Fourier transform, which is an especially useful mathematical tool and is central
to much of the work presented in this thesis, is discussed. The image fonnation properties of
the most simple imaging instrument, the thin lens, are detailed. The chapter also addresses
the representation of continuous images as a finite set of discrete san1ples and concludes by
introducing the z-transform.
A review of a few of the many existing deconvolution techniques is presented in Chapter 3.
The reviewed techniques include methods to solve the conventional, blind and ensemble blind
deconvolution problems.
Chapter 4 introduces the ensemble blind deconvolution problem in the context of astronomical speckle imaging. The chapter begins by explaining how the problem manifests and
concludes with a review of some of the most important of the many astronomical speckle
imaging algoritluns tlrnt have been realised.
Chapter 5 introduces the concept of the zero sheet and thereby acts as an important
link between the preceding chapters, which introduce the image deconvolution problem, and
Chapters 6, 7 and 8 which are largely concerned with zero sheet-based image deconvolution.
Important properties of the zeros of the Fourier and z-transforms of one-dimensional images
are outlined and lead on to a detailed description of the properties of tlle infinite set of
zeros which constitute the zero sheet of the z-transfonn of a compact and pixellated twodimensional image. The chapter includes a section that describes tlle established techniques
of image reconstruction from zero sheets. This serves as an important introduction to the
new reconstruction technique described in Chapter 6. The role of zero sheets in solving the
two-dimensional blind deconvolution and phase retrieval problems is also described.
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A new technique of image reconstruction from zero sheets is introduced in Chapter 6
[Satherley and Parker, 1993; Parker et al., 1994]. This technique, which is a generalisation of
an established technique, has greatly enhanced the practicality of the zero track-based ZAA
algorithm introduced in Chapter 7. The theoretical aspects of the new reconstruction technique
were developed by my colleague Charles Parker and myself. The practical implementation and
the investigation of methods to alleviate the noise amplification characteristics of the technique
are entirely my own work.
Chapter 7 describes the new zero track-based two-dimensional ZAA algorithm which has
been developed to solve the two-dimensional ensemble blind deconvolution problem. Results
are presented that indicate the performance of the new algorithm when applied to modestly-sized
ensembles of small blurred images which are further degraded by low levels of contamination.
The ZAA principle is reviewed at the beginning of the chapter and the following sections
describe a totally original implementation of that principle.
Chapter 8 presents a novel method of forming computer-based three-dimensional visualisations of zero sheets. The notion of this form of visualisation, where the fourth dimension is
represented by colour, arose from the ongoing discussions with my colleagues of the properties
and characteristics of zero sheets.
Conclusions derived from the original work presented in Part I of this thesis are given in
Chapter 9 along with suggestions for further research.
Chapter 10 introduces Part II with a review of the electroencephalogram (EEG). The
recording procedures, interpretation and clinical significance of the EEG are outlined.
Chapter 11 introduces computer-based analysis of the EEG, with particular emphasis on
spectral analysis. An original review of existing EEG spectral topography systems and issues
arising follows.
Chapter 12 details the development of the new PC-based EEG spectral topography system
for Christchurch Hospital. I have employed a combination of reported techniques that seem
to be most appropriate given the EEG recording equipment available currently at Christchurch
Hospital. The investigation of the most accurate two-dimensional topographic interpolation
scheme is original. The chapter concludes with some suggestions for further research that may
lead to modifications in the present EEG spectral topography system.
Publications and presentations prepared during the course of the research described in this
thesis are listed below in approximate order of preparation:
SATHERLEY, B. L. and BONES, P.J. (1991), 'Non-iterative image recovery from a blurred
ensemble', Proceedings of the 6th New Zealand Image Processing Workshop, Lower Hutt,
August, pp. 133-138.
BONES,P. J., WATSON, R. W., JIANG,H. andSATHERLEY, B. L. (1992), 'Restoring images
- after the Bates' tradition', In Proceedings of the !PENZ Annual Conference, Christchurch,
pp 165-173.
SATHERLEY, B. L. and BONES, P. J. (1992), 'Deblurring ensembles of images', In BONES,
P.J. (Ed.), Proceedings of the Seventh New Zealand Image Processing Workshop, University
of Canterbury, Christchurch, New Zealand, 26-28 August, pp. 65-70.
SCRASE, A.N., BONES, P.J., SATHERLEY, B.L. and WATSON, R.W. (1992), 'Visualisation
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of image zero sheets', In BONES, P.J. (Ed.), Proceedings of the Seventh New Zealand Image
Processing Workshop, University of Canterbury, Christchurch, New Zealand, 26-28 August,
pp. 107-112.
BONES, P. J., SATHERLEY, B. L., WATSON, R. W. (1992), 'Direct deconvolution of noisy
blurred images', In Proceedings of the IEE 4th Conference on Image Processing and its
Applications, Maastrict, The Netherlands, April, pp. 353-356.
SATHERLEY, B. L., JONES, R. D., MUIR, S. R., FRIGHT, W.R. and BONES, P. J. (1992),
'The development of a PC-based system for EEG spectral topography', In Proceedings of

the Annual Conference of the Australasian College of Physical Scientists and Engineers in
Medicine (NZ Branch), Christchurch, 23-25 November, (Abstract).
BONES, P. J., SATHERLEY, B. L., PARKER, C. R. and WATSON, R. W. (1993), 'Noniterative methods for image deconvolution', In IDELL, P. S. (Ed.), Digital image recovery and
synthesis II, SPIE, Vol. 2029, pp. 2-13, (Invited paper).
SATHERLEY, B.L. and PARKER, C.R. (1993), 'Two-dimensional image reconstruction from
zero sheets', Optics Letters, Vol. 18, No. 23, December, pp. 2053-2055.
JONES, R., DINGLE, A., CARROLL, G., SATHERLEY, B., MUIR, S., DONALDSON, I.,
PARKIN, P. and BONES, P. (1993), 'A PC-based system for automated analysis of the EEG.',
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Part I

Zero-Based Ensemble Blind
Deconvolution

,.

CHAPTER 1

INTRODUCTION

Our knowledge of our physical environment has escalated over the last century, however there
remain many physical phenomena with characteristics and behaviour which are still partially or
completely unexplained to us. Many of these physical phenomena are not directly accessible to
scientific investigations. We cannot simply approach the sources of these phenomena with a set
of measuring instruments and thus learn directly from them. However, in many cases we can
obtain a set of measurements from a remote location. At the remote location we must measure
a signal that has emanated from the object of interest, travelled through some propagation
medium and impinged on the measurement device. Therefore, although sometimes meagre,
the available infonnation of inaccessible phenomena is not always completely nil. The signal
conveys information about its source and, consequently, through considering the physics of
the situation and applying appropriate analysis to the signal we can infer knowledge of the
source. It is fair to say that if we have remotely measured some characteristic signal, we know
something about the processes which produced that signal.
The technique of remote recording finds applications in a range of diverse fields where it
is impossible or impractical to acquire direct measurements. These fields include astronomy,
medicine (in particularneurology), geology, industrial applications, biology, radio engineering,
and crystallography. This thesis investigates aspects of information recovery relevant to two of
these fields, namely astronomical imaging and the recording of electrical neurological signals.
Remotely measuring astronomical objects is currently the sole means by which we can
explore the universe beyond our solar system. It may be many generations before technology
is sufficiently advanced that we can send measuring devices to investigate unknown galactic
entities. Therefore, through necessity, the remote recording of astronomical objects is a highly
developed field. Measurements may be recorded by instruments orbiting outside the earth's
atmosphere or by instruments located on the surface of the earth.
While it is impossible to obtain direct measurements of astronomical objects, it is possible
to directly record neurological signals. Direct measurements of the electrical activity of the
brain are obtained by inserting electrodes into the brain, however this invasive procedure
results in patient discomfort and increased risk and, consequently, is highly undesirable unless
necessitated by medical emergency. Therefore, for reasons of practicality, neurological activity
is most often measured non-invasively and remotely using electrodes placed on the surface of
the head. An alternative method of monitoring neurological activity by means of very sensitive
magnetometers is still relatively rare because of the expense of the equipment.
In both of these situations, astronomical images measured at the earth's surface and brain
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electrical signals measured on the head's surface, the information obtained at the remote
location is usually obscured or degraded. The information-bearing signals emanating from
the sources, the brain and the astronomical object, are adversely affected as they propagate
through the media between the sources and the recording instruments. The signals are then
further distorted by the recording process itself.
In the astronomical setting, the propagation medium is the earth's fluctuating atmosphere.
The visual effect of the atmosphere is to make the stars twinkle romantically, however, scientifically the atmosphere poses a serious problem. As the emanated light waves travel through
the atmosphere, the temporally and spatially variant inhomogeneities of the medium disrupt
the phases of the waves. Thus, the image recorded by an earth-based instrument can be quite
severely degraded. In the neurological case, the propagation medium is the combination of the
cerebrospinal fluid, skull bone and scalp tissue. As the electrical signals pass from the cortex to
the surface of the head they are attenuated and spatially distorted by the propagation medium.
The remotely recorded measurements are further degraded by the limitations of the measuring instruments and may be obscured by signals or emanations attributable to external sources.
However, in both fields, astronomical and neurological, the recorded measurements can reveal
useful information after suitable processing. The remainder of this chapter and Part I of this
thesis is concerned with the processing of images, with particular emphasis on the astronomical
application. The processing of neurological signals is dealt with in Part II of this thesis.
The basic concepts of image formation and processing are introduced in section 1.1.
Section 1.2 describes the general mechanisms of blurring and contamination by which realworld recorded images are degraded. If the blurring of an image occurs in a way that is
independent of position within the image, the blurring mechanism can be straightforwardly
modelled. Typical examples of blurring mechanisms of this type are presented in section 1.2.1.
The chapter concludes with section 1.3 which introduces the various classes of image deblurring
problems.

1.1

IMAGE RECORDING AND PROCESSING

Imaging is inherently a remote recording technique. Through the imaging process the radiation
distribution of some object of interest is captured as a function of space by the recording
apparatus. An imaging system can be described as comprising the general components: an
object of interest, the radiation emanating from the object, a propagation medium, a detector
and the recorded image. A schematic diagram of a generalised image capture system is depicted
in figure 1. 1. Two-dimensional distributions are implied by the figure, although in principle
both object and image can be of any dimensionality. Part I of this thesis is entirely concerned
with two-dimensional images.
An image captured by some imaging system may be of many forms. In general, an image
is a representation of some other object and contains descriptive information of that object.
Thus, an image is not necessarily produced by radiation that is visible to the eye. Optical
images are spatial distributions of light intensity and are visible. However, images may also
be spatial distributions of measurable physical properties which are not visible to the eye
(e.g. electrical potential, temperature, pressure and population). The image properties and
processing techniques discussed herein are most often in terms of visible images formed by
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Object

Direction of

I

Propagation;

Medium

Image
Imaging

Device

Figure 1.1 Generalised imaging system

optical imaging systeµis.
The image fonnation process is vulnerable to many different fonns of distortion and,
consequently, the infonnation contained within an image is most often obscured to some
degree. The distortion may be introduced into the imaging system at several points. The most
common of these sources of distortion are the propagation medium, configurational errors of
the imaging system and extraneous radiation from sources other than the object of interest.
Attempts to manipulate a distorted image in order to improve the quality of the infonnation
presented by it can be described by the all encompassing tenn image processing. Image
processing techniques can be divided into four subtly different groups depending on whether
they implement image rectification, enhancement, restoration or reconstruction [Bates and
McDonnell, 1989, §2]. In this thesis these categories of image processing techniques are
defined as follows (cf. Bates and McDonnell [1989, §2]):

• Image rectification - the removal of fully specified geometric distortions through the use
of spatial transfonnations (e.g. the removal of the distortion introduced by the use of a
wide-angle lens).

• Image enhancement - the improvement of the appearance of an image whose essential
infonnation is already apparent but possibly slightly degraded (e.g. sharpening edges
within the image and improving the contrast of the image).
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• Image restoration - the process of restoring the original information contained within a
distorted image. If knowledge of the distortion is available a priori, this information can
be utilised in the restoration process (e.g. restoring a photograph that has been captured
by an out-of-focus camera).

• Image reconstruction- involves the reconstruction of an image from a set of information
that represents the image but is not itself in the form of an image (e.g. reconstructing an
image from a set of projections of that image).
Image rectification and enhancement techniques constitute a large field of scientific research
which is accompanied by an enormous volume of literature. However, these aspects of image
processing are beyond the scope of this thesis and interested readers should consult the relevant
sections in the works by Castleman [1979], Rosenfeld and Kak [1982], Pratt [1991], and
Gonzalez and Woods [ 1992]. Aspects of image restoration and reconstruction are addressed in
this thesis. A number of well-known image restoration techniques are reviewed in Chapters 3
and 4. The original contributions described in Chapter 6 introduce a new technique for image
reconstruction and those of Chapter 7 describe a new approach to the restoration of images
from sets of distorted images.

1.2

BLURRED AND CONTAMINATED IMAGES

The distortions that distinguish a recorded image from an image formed under ideal imaging
conditions may be divided into two forms - systematic distortions and statistical distortions.
Systematic distortions result from aberrations of the optical system, motion of the object
relative to the optical system, an out-of-focus optical system, turbulence of the propagation
medium separating the object and the imaging system, and diffraction. The effects of these
systematic distortions will herein be referred to collectively as the blurring of the recorded
image. Statistical distortions are due to measurement errors and noise and are herein described
as the contamination on the recorded image.
To explain how image distortion arises, it is helpful to firstly consider an ideal imaging
system that introduces no blurring or contamination to the recorded image. For some arbitrary
object within the field of view of the imaging system, the ideally recorded two-dimensional
image can be described by the function f (x, y ), where x and y are the Cartesian coordinates
specifying a position on plane in which the image lies. Throughout this thesis, the function
f(x, y) is referred to as the true or original image. The space in which f(x, y) exists, a plane
in the case of two-dimensional images, is known as the image space.
Now consider a less than ideal imaging system that introduces systematic distortions but not
statistical distortions. The true image f(x, y) is now blurred by some time-invariant function
representing the systematic distortions. This function is described by h( x, y, x', y'), which
implies that at the position ( ;1:1 , y') the true image is blurred in a manner specified by the form
of h( x, y, x 1, y'). The function h( ;1:, y, a: 1, y') is known as the blurring or point spread Junction
and represents the blurred image that results when an object that is a single point source of
radiation is imaged. Assuming that the effect of the blurring function upon the true image is
linear, the recorded image can be described by

b(;1:, y)

=

1-: 1-:

f(;1:, y)h(x, y, x', y1 )dx 1dy 1 ,

(1.1)
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where b( x, y) is the blurred, but uncontaminated, recorded image. This equation is known as
the superposition or Fredholm integral and is commonly used to describe the behaviour of
linear systems [Gonzalez and Woods, 1992, Chap.5]. The double integral of equation (1.1)
indicates that the blurred image is the summation of all the infinitesimal contributions in the
image plane due to the dist01tion acting upon the radiation emanating from all the point sources
of the object being viewed. Note that the assumption that the imaging system is linear implies
that the blurring introduced by the system is independent of the object being imaged.
The functional form of the blurring function in equation (1. 1) shows that the blurring at
any point within the blurred image is dependent on the position of that point within the true
image. Thus, two arbitrarily positioned points of f (x, y) can be quite differently blurred
by the function h( x, y, x', y'). A blurring function that exhibits this dependency upon the
image-space position is described equivalently as either being spatially variant, point spread
variant or nonisoplanatic. Recovery of the true image f(x, y) from an image blurred by a
spatially-variant point spread function is extremely difficult to implement successfully.
However, if the blurring of a point of the image is independent of the position of that point,
the point spread function is only a function of the differences x - x ' and y - y' and can be
written in the reduced form of

h(x , y, x', y') = h(x - x', y- y') ,

(1.2)

subsequently, equation (1.1) can be rewritten as

b( x , y)

=

1:1:

f(x , y)h( x - x' , y- y')dx'dy'.

(1.3)

The blurring function is now referred to as being spatially invariant, point spread invariant or
isoplanatic. The latter of these te1ms is used henceforth. The integral on the right hand side of
equation (1.3) is in the form of a two-dimensional convolution integral (see section 2.2) and,
therefore, equation (1.3) can be written as

b( x, y)

= f( x, y) 0

h( x, y),

(1.4)

where the symbol 0 denotes the convolution operator. Restoration of the true image f(x, y)
from the blurred image b( x, y) is now, although often difficult anyway, considerably easier than
in the case of nonisoplanatic blurring. Figure 1.2 illustrates an example of computer-simulated
isoplanatic blurring. It is clear that the distortion introduced to each part of the image is the
result of the same rectangular point spread function.
To successfully restore a nonisoplanatically blurred image requires large amounts of information about the positional dependency of the blurring function. In practice, this information
is seldom available and methods of overcoming nonisoplanatic blurring are computationally
very expensive and not well developed. An approach sometimes invoked to remove spatiallyvariant blurring involves using a geometiical coordinate transformation to conve1t the blurred
image into a form that can be described by a set of spatially-invaiiant blurring functions
[Sawchuk, 1972]. Types of nonisoplanatic blurring that can be removed with this approach
occur when there is relative.rotational motion, oscillatory motion or acceleration between the
object and the imaging system. In contrast to nonisoplanatic blurring, methods to remove
isoplanatic blurring are highly developed and often very successful. Accordingly, the discussions presented in this thesis are concerned only with isoplanatic blurring. However, as in
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(b)

(a)

(c)
Figure 1.2 Isoplanatic bluning: (a) the true image f (x, y ); (b) the isoplanatic point spread function h( x, y );
and (c) the blurred image b(x, y) .

every situation where a physical process is modelled by a simple mathematical expression,
realistically there are departures from the model. Indeed, actual image blurring processes
are rarely completely isoplanatic and, therefore, often deviate from the convolution model of
equation (1.4). Fortunately, however, the scale of the deviation from ideal isoplanatic blurring
is often small and the blun-ing can be assumed to be effectively isoplanatic.
The convolution model given by equation (1.4) describes an ideally blun-ed image. However, even when the blurring is isoplanatic, this is an unrealistic model of image degradation
since the inevitable presence of statistical distortions or, equivalently, contamination is not
considered. The degradation of a recorded image due to contamination is more difficult to deal
with than blurring degradation because for the inherently unpredictable nature of contamination. There are several noise processes that are likely to contribute to the contamination of a
recorded image. Noise can be introduced to an imaging system at the detector level. Examples
of this type of noise include film-grain noise [Andrews and Hunt, 1977, §2.5), thermal noise,
and measurement en-ors. Radiation originating from sources other than those of the object of

1.2

9

BLURRED AND CONTAMINATED IMAGES

interest also contributes to the overall contamination of a recorded image. Finally, all departures
of the imaging system from the isoplanatic model can be described as contamination.
The most simple method of dealing with image contamination is to assume that the contamination is independent of the true image and, thus, can be represented by an additive term.
Therefore, a realistic image degradation model is given by

g(x , y)

b( x, y) + c( x, y)
f(x , y) 0 h( x, y) + c( x, y) ,

(1.5)

when g(x, y) is a blurred and contaminated image and the term c(x , y) encompasses all
contamination effects.

1.2.1

Common forms of Image Blurring

Although there is effectively an infinity of ways with which an image can be blurred, Bates
and McDonnell [1989, Chap.1] have identified four blurring functions that arise most often in
practical situations. This section discusses these point spread functions and presents examples
of the two images blurred in the different manners (all the blurring illustrated is isoplanatic).
Figure 1.3 shows the two true images used to demonstrate the effects of the four common
blurring functions.

(a)

(b)

Figure 1.3 The true images used to illustrate the effects of some commonly occurring point spread fun ctions .

Motion blur occurs when there is relative movement between the object of interest and
the camera during an exposure. This may arise if the entire scene within the field of view is
moving or if the camera is not held stationary. Figure 1.4(a) shows an example of a typical
motion blur point spread function and figures 1.5(a) and 1.5(b) illustrate the blurring caused
by this point spread function.

Another type of blurring that often occurs in photography results from the use of an outof-focus camera. The relevant point spread function approximates to a uniform circular disc
whose diameter is related to the severity of the defocus. Figure 1.4(b) typifies an out-of-focus
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bluning function and figures 1.5(c) and 1.5(d) show the bluning effects of this point spread
function.
Consider the situation where an object is viewed through a turbulent propagation medium.
The motion of the medium will give rise to image bluning. If a short exposure image is
recorded, the turbulence can be assumed to be stationary and the image is blun-ed by a point
spread function characterised by a distribution of random impulses. This form of bluning
most often arises in astronomy when celestial objects are imaged by ten-estial telescopes. The
intervening medium, the earth's atmosphere, severely distortions and limits the resolution of
astronomical images. This problem and methods of overcoming it are discussed in depth in
Chapter 4. A short exposure point spread function characterising a fluctuating medium is
depicted in figure l.4(c). Figures 1.5(e) and 1.5(f) present images that have been distorted by
this point spread function.
The final point spread function illustrated here also arises when objects are imaged through
a turbulent propagation medium but is the result of recording a long exposure. The length of
the exposure duration is assumed to be sufficiently long that the structure of the propagation
medium changes several times during the exposure. The point spread function characterising a
long-exposure image captured through a turbulent medium can be considered to be a Gaussianlike function. An example of a blun-ing function of this form is given in figure 1.4(d) and
figures l.5(g) and 1.5(h) demonstrate the bluning resulting from it.

1.3

IMAGE DECONVOLUTION PROBLEMS

The purpose of this section is to introduce and define the standard forms of the image restoration
problems that are considered in this thesis. The techniques for removing the distortion can be
categorised with respect to the type of problem that they attempt to solve.
In the previous section, it was shown that the isoplanatic bluning of an image can be
expressed as a convolution. It therefore follows that some process by which the true image
is recovered from the blun-ed image is refen-ed to as a deconvolution algorithm and image
restoration becomes known as a deconvolution problem. The deconvolution problem exists in
the three forms described in the following paragraphs. In section 1.2 images were described
as functions of the Cartesian coordinates ( x, y) of the image plane, however in this section an
image will be written as a function of the position vector x. This notation has been adopted
here to highlight the dimensional generality of the deconvolution problem.
The conventional deconvolution problem is posed as:
' Given a blun-ed image, g( x ), and an estimate, ii( x ), of the point spread function,
h(x), recover an estimate, }(x), of the true image, f(x) .'
The conventional deconvolution problem not only arises in image processing but also in some
non-imaging applications. There are numerous examples of image processing applications of
conventional deconvolution techniques. In fact, any image processing technique that involves
the removal of fully or partially specified image blur can be thought of as invoking conventional
deconvolution. Particular image processing applications where conventional deconvolution
techniques are applied include photography, biomedical imaging, industrial imaging, and
forensic science. If the function f (x) is considered to be a one-dimensional signal rather than a
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(a)

(b)

(c)

(d)

Figure 1.4 Four common forms of image blurring functions: (a) Linear motion blur; (b) out-of-focus blur; (c)
short-exposure blur through a turbulent propagation medium; and (d) long-exposure blur through a turbulent
propagation medium .

two-dimensional image, the conventional deconvolution problem posed above is also relevant
in signal processing applications. For example, in speech processing the speech waveform can
be considered to be a bluffed version of an excitation function [Markel and Gray, 1976]. The
excitation function, or glottal pulse, is generated by the vocal chords and the blurring results
from the formation of the speech apparatus (e.g. the month cavity, tongue and lips) during the
utterance.
Since, in the conventional deconvolution problem, the point spread function estimate

Ii( x) is available, some form of filter can be derived from Ii( x) to effect the removal of
the blurring. Most algorithms developed to solve the conventional deconvolution problem
adopt this approach. Some well-known conventional deconvolution algorithms are outlined in
section 3.1.
The second form of the deconvolution problem is the blind deconvolution problem and is
posed as:
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 1.5 The blurred images resulting from the convolution of the true images shown in figure 1.3 and the
point spread functions shown in figure 1.4.
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' Given only a blurred image, g(x) , recover an estimate, }(x), of the true image,
f(x)' .
Obviously, as there is no point spread function estimate, the blind deconvolution problem is
more general and, consequently, far more difficult to solve than the conventional problem.
Algorithms to implement blind deconvolution are in their infancy· by comparison with those
that solve the conventional problem. The first reports of the successful implementation of blind
deconvolution are as recent as the late 1980s [Ayers and Dainty, 1988; Davey et al., 1989a].
Due to the very small amount of information available (i.e. only g( x) is known a priori) blind
deconvolution algorithms generally tend to be based upon an iterative scheme and are highly
dependent upon initial estimates of the relative sizes of the image and point spread function.
An overview of blind deconvolution algorithms is presented in section 3.2.
The final form of the deconvolution problem is a special case of the blind problem and is
known as the ensemble blind deconvolution problem. This problem is posed as:
'Given an ensemble of M differently blurred versions of the true image, Ym ( x ); m
1, ... , M, recover an estimate, x), of the true image, f (x) '.

J(

=

As in the blind deconvolution problem, no estimate(s) of the point spread function(s) is(are)
available, however through appropriate processing it is possible to recover a useful estimate of
f(x) from the ensemble Ym(x); m = 1, ... , M.
Ensemble blind deconvolution algorithms are introduced in section 3.3 and one algorithm
is described in the context of signal processing [Stockham et al., 1975]. However, the most
common application of ensemble blind deconvolution techniques is in the field of astronomical
imaging [Bates, 1982b; Roddier, 1988] and Chapter 4 is devoted to discussing the manifestation
of the ensemble problem in this context and describes some of the many techniques that have
been developed to solve it. Chapter 7 deals with aspects of original contributions in ensemble
blind deconvolution. The ensemble blind deconvolution techniques also have an application
in ultrasonic imaging [Bates, 1982b, §12.2; Bates and Minard, 1984] and speech processing
[Brieseman et al., 1987].

CHAPTER 2

IMAGING AND MATHEMATICAL PRELIMINARIES

The abundance of specialised, and sometimes unconventional, notation and tenninology
throughout this thesis has required that definitions be collected together and presented in a
concise fonnat at the start. It is also appropriate at this point to describe the various mathematical tools and analysis procedures that have been employed in this body of work. Therefore,
the intention of this chapter is to provide a complete reference facility of the various concepts
that will be required for a full understanding of the remaining chapters.
Section 2.1 introduces the notation which is used throughout this thesis to express an image
as a function and to describe the representations of the image after transformation to the Fourier
domain and to z-space. The notation employed to specify image contamination levels is also
introduced in this section.
The properties of linear systems are discussed in section 2.2 and the linear operations of
convolution, correlation and autocorrelation are introduced. The Fourier transfonn , itself a
linear operator, is introduced in section 2.3. Important properties of the Fourier transfonn,
which are fundamental to the research detailed in this thesis, are described in section 2.4.
Section 2.5 describes the relationship between the electromagnetic radiation that is emitted
from or reflected by some object of interest and the diffracted radiation that is incident upon the
aperture of some distant imaging device. It is shown that under certain conditions the Fourier
transfonn closely models the incident radiation pattern. Therefore, to fonn an image of the
original object, an imaging device must invert the Fourier transfonn relationship that occurs
between the object and the diffracted field. Section 2.6 describes the image fonnation process
. in tenns of the most fundamental imaging device, the thin lens. The thin lens can be assumed
to be a linear system and by means of linear system analysis the image fanned can be shown
to be the convolution of the object distribution and the impulse response of the lens system.
The derivation leading to the convolution model of image fonnation is found in section 2.7.
The most convenient method of processing images is with the assistance of a digital
computer. However, as many real-world images are recorded on continuous media (e.g.
photographic film), it is often necessary to sample images at a finite set of discrete points
before digital processing techniques can be invoked. Section 2.8 describes the process of
discrete representation of images, including the concepts of finite extent and the sampling
theorem.
The discrete Fourier transfonn, introduced in section 2.9, specifies the relationship between
the samples of an image and the samples of its Fourier transfonn . Another transfonnation that
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is useful in image processing is the z-transfonn. Section 2.10 introduces this transfonn and
describes the relationship between the z-space and Fourier-space representations of an image.

2.1

NOTATION

Functions with a variety of fonns are considered throughout this thesis. In general, a function
of time or spatial position is denoted by a lowercase roman letter. If the argument of a function
is a continuous variable, the variable is enclosed by rounded brackets. For example, the
notation f (:z; ), indicates a function of the continuous variable x. In contrast, if the variable
may assume only discrete values, the variable is enclosed by square brackets. For example,
f[m] is a function of the discrete variable m which can adopt only integer values.
The dimensionality of a function is indicated by the positive integer J(. Typically, the
functions considered in this thesis are one- or two-dimensional, however mathematical expressions are often generalised to I( dimensions. Thus, the variables of I( -dimensional functions
are vector quantities and are denoted by bold face fonts. The I( -dimensional position vector
identifying an arbitrary point in image space is written as x and the kth Cartesian component of
this vector is denoted by xk. If the dimension of a function is specified as I( = 1, the position
vector is replaced by the single variable x . Similarly, when I( = 2, the pair of variables ( x, y)
is explicitly written.
A mathematical tool used extensively throughout this thesis is the Fourier transform (see
section 2.3). The operation of perfonning a K-dimensional Fourier transfonn upon the function
f(x) is indicated by the notation

F {J(x)}.
The Fourier transfonn of a function is identified by the uppercase version of the roman letter
employed to represent the function. For example, the result of the operation defined by the
notation directly above is written as F(u), where u is the K-dimensional position vector
defined in Fourier space, thus
F {f(x)} = F(u).
Similarly, the inverse Fourier transform operation is indicated by

F- 1 {F(u)}

= f(x).

The Fourier transfonns of one- and two-dimensional functions are written as F( u) and F( u, v)
respectively.
Another transfonnation that is of great importance to this thesis is the z-transform (see
section 2.10). The z-transfonn of a function is denoted by the corresponding uppercase
calligraphic version of the lowercase letter chosen to denote the function. The z-transfonn of a
function exists in z-space which is defined by the position vector(. The z-transfonns off( :z;)
and f (x, y) are written as .F( () and .F( (,,) respectively. Table 2.1 summarises the notation
employed to describe an arbitrary function in the image, Fourier and z spaces.
In reality, functions most often operate on of real variables. However, it is sometimes
useful to generalise the functional dependence of some function from a real variable to a
complex variable. This generalisation is invoked in this thesis and, therefore, specific notation
for complex variables must be defined. To specify a one-dimensional complex variable, two
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Dimension (I()

Continuous variable

Discrete variable

Space

Space

Image

Fourier

z

image

Fourier

z

f(x)

F(u)
F( u, V)
F(u)

F(()

f[m]

-

F((,,)
F(()

f[m ,n]

f[m ,n]
F[p , q]

-

f[m]

F[p]

-

J(

=1
=2

f(x,y)

J(

>2

f(x)

J(

Table 2.1 The notation used to describe various represe ntatio ns of an arbitrary function of either continuous
or discrete variables.

real variables are required. Consider a general complex quantity z whose position on the
complex number plane is described by the pair of real variables ( x, y ) . If the pure imagina,y
is denoted by i = .;=I, then z can be written as
Z

= + iy,
X

where :1: and y are the real and imaginary parts of z respectively, that is
x

= Re[z]

and

= lm[z].

y

An alternative representation of the complex number z is given by specifying z in cylindrical

polar coordinates. In this form z is written as

z = \z\exp( iP[z]) ,
where \z \ is the magnitude or modulus of z and P[z] indicates the phase of z. \z \ is given by

\z\ =

JRe[z]2

+ Im[z]2 = J x2 + y2,

and P[z] is given by
P[z] = tan- 1 (Im[z])
Re[z]

= tan- 1

(!) .
:i:

The complex conjugate of z is denoted by z* , where the superscript * is used exclusively to
denote complex conjugation. Thus,

z*

= Re[z] -

ilm[z]

=x-

iy

= \z \ exp(- ·i P[z]).

The intensity \z \2 of z is given by

\z\2

= zz* = (:i:

+ iy)(x -

iy) .

Function analysis procedures, in particular the Fourier transform, can be usefully simplified
if the functions under consideration exhibit certain symmetries. Thus, it is appropriate at this
point to introduce the terminology employed to describe functional symmetries. A function is
said to be even if it satisfies

f(x)

= f(-x),

for all x ,
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and to be odd if it has the property

f( -x)

= - f(x),

for all x.

Another useful symmetry occurs when the real part of the function f (x) shows even symmetry
and the imaginary part is odd. A function of this form is said to be conjugate symmetric or
hermitian [Bracewell, 1978, p.16] and is defined by the property

f(x)

= f*(-x).

Through the entirety of this thesis, the function f(x) is used to denote the true image as
defined in section 1.2 and, in general, the functions h(x) and c(x) describe respectively the
point spread function and the contamination introduced during the image formation process.
Any estimate of an image, whether it be an estimate of a true image produced by invoking
a restoration process or a point spread function estimate available from a priori knowledge,
is signified by the same variable as the function but with a circumflex accent above it. For
example, an estimate of the true image f (x) is written as J(x). Estimates of Fourier transforms
and z-transforms are similarly indicated by topping with a circumflex accent.
Because this thesis is largely concerned with recovering estimates of the true image from
blurred and contaminated images, it is necessary to define notation to represent the relative
amount of contamination degrading an image and the quality of a reconstruction (i.e. an
estimate) of the true object. Firstly, the energy of the image f(x) is defined as

[[f(x)]

=

Ju<) Jlf(x)l dx ,
2

where J( !() Jdenotes !( -dimensional integration and dx is the !( -dimensional volume element.
Note that the limits of the integration need only to extend over the finite region of image space
occupied by f(x). Now consider the case where the tme image f(x) is degraded by the
additive contamination c(x), thereby resulting in f c(x) = f(x) + c(x). The contamination
level, denoted cl, of f c(x) is specified as a signal-to-noise (SNR) ratio in terms of decibels
(dB) by

[[f(x)])
cl = 20 log 10 (SNR) = 10 log10 ( [[c(x)] .
In this thesis, the most frequently used contamination levels are 60, 50, and 40 dB which
correspond to signal-to-noise ratios of 1/0.001, 1/0.003 and 1/0.01, respectively.
To quantitatively assess the faithfulness of an estimate of an image, the error measure E has
been defined as
E

=

f(K)J lf(x) - f(x)l 2 dx
J(K)J lf(x)l2dx

For convenience, this quantity is also expressed in decibels. Thus, the accuracy or quality of
an estimate as measured in dB is denoted by Q and given by

Q

= l0log10

(i).

2.2
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A system that produces an output function b(x) in response to an input function f(x) can be
mathematically described by the operator .C[·] which maps the input function to tJ1e output
function. This mapping can be expressed as

b(x)

= .C[f(x)],

(2.1)

and it is assumed that for any input the system produces a unique output. The system .C[·]
is linear if it has the property that the output produced by several stimultaneous inputs is
identical to the sum of the outputs when each individual input is presented separately to the
system [Goodman, 1968, p.4]. This property, known as the principle of superposition, can be
expressed as [Goodman, 1968, p.18]

.C[ktf1 (x) + k2h(x)] = k1.C[f1 (x)] + k2.C[h(x)],

(2.2)

where k 1 and k2 are arbitrary complex constants, and !1 (x) and h(x) can be any arbitrary
input functions .
The theory of linear systems comprises a well-developed set of mathematical theorems and
methods, thus the concept of linearity provides a powerful tool in the analysis and design of
systems. An extremely useful consequence of linearity is the superposition integral. Through
this integral, a complicated input is decomposed into a collection of elementary inputs and the
output due to the complicated input is expressed as the sum of the outputs due to each of the
elementary inputs considered in isolation.
The form of a suitable elementary input may vary according to the nature of tJ1e physical
process which is been considered as a linear system. However, in many cases, an appropriate
elementary input is tJ1e Dirac delta or impulse function [Bracewell, 1978, Chap.5]. The delta
function, denoted 8(x), has zero value at every position of x except at x = 0 where its value
is infinitely large. The K-dimensional delta function is defined by the equations

8(x)x;f0

1-: (J() 1-: 8(x)

0,
(2.3)

1.

If the role of the linear system is image formation, the input to the system is described as
an object and the output is an image of that object. The elementary input of an imaging system
is the object that produces an image displaying the finest possible point of light. The object
producing an output of this form is known as a point source object and can be modelled by the
Dirac delta function .
A useful property of the delta function is found by considering tl1e integral of the product
of 8(x) and a continuous arbitrary function f(x). From the definitions given in equation (2.3)
it is clear that
(2.4)
f(x)8(x)dx = f(O) .

1-:(1() 1-:

Thus, through the integration of the terms of this expression, tl1e value of f(x) at x = 0 is
extracted from the continuous information contained in f(x). This prope1ty is known as the
sifting property of the delta function and in general may be written as

1-: 1-:
(K)

f(x')8(x - x')dx'

= J(x) .

(2 .5 )
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The expression shows that an image can be considered to be a sum of weighted delta functions.
The response of the system to a single translated delta function or, equivalently, an individual point source positioned at x', is defined to be

h(x, x')

= £[8(x - x')],

(2.6)

where h(x, x') is the point spread function introduced in section 1.2.
The total output of the system£[·] due to the input f(x) can be found by integrating the
responses of every elementary input contributing to f(x), thus

b(x)

,C[f(x)]

[1-: (J()1-:
1-: (I() 1-:
1-: (J()1-:
1-: (1() 1-:
,C

f(x')8(x - x')dx']

,C [f(x')8(x - x')dx']
f(x'),C [8(x - x')] dx'

f(x')h(x , x')dx',

(2.7)

where the superposition principle has been invoked at steps 3 and 4. The final line of this
equation is known as the superposition integral of linear systems.
A special class of linear systems has the property that the response of the system, h( x, x'),
depends only on the difference x - x', that is

h(x - x')

= £[8(x -

x')] .

(2.8)

These linear systems are described as spatially invariant or point spread invariant and, as
mentioned in section 1.2, produce isoplanatic blurring. Substituting equation (2.8) into equation (2.7) gives the convolution integral [Goodman, 1968, p.19; Bracewell, 1978, Chap.3]

1-: (I() 1-:

b(x)

f(x')h(x - x')dx'

f(x) (~) h(x),

(2.9)

where the functions f(x) and h(x) are referred to as the convolution components.
If the relationship of equation (2.8) does not hold for a system, the general expression of
equation (2.7) is used to describe that system . The system is subsequently known as point
spread variant, spatially variant or nonisoplanatic. Of course, few practical systems are strictly
isoplanatic, but often h( x, x') changes very slowly with x' and the system can be considered to
approximate isoplanicity over a finite region known as the isoplanatic patch (see section 4.3).
The expression of equation (2.9) for an isoplanatic system can be extended to include systems
that approximate isoplanicity by collecting together all nonisoplanatic effects and introduced
noise and representing them by the additive contamination term c(x). Equation (2.9) is thus
rewritten as

g(x)

b(x) + c(x)
f(x) 0 h(x)

+ c(x).

(2.10)
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An integral that is closely related to the convolution integral is the correlation integral.
This integral is defined by [Bates and McDonnell, 1989, §7]

f(x) ® h(x) =

1-:(1() 1-: f(x')h(x + x')dx',

(2.11)

where ® is the K-dimensional correlation operator. The value of the correlation integral
provides a measure of the similarity between the functions f(x) and h(x) where h(x) is
shifted by the variable x'. A special case of correlation occurs when the function f(x) is
convolved with f*( -x), its complex conjugate reflected through the origin, that is

f(x) (~) f*(-x)

=

1-:(1() 1-: f(x')f*(x' - x )dx' .

(2.12)

Defining a dummy variable x" = x' - x and substituting into equation (2.12) yields

f(x)

(~l

f*( -x)

1-:( 1-:
K)

f(x

+ x")f*(x")dx"

f*(x) 0 f(x)

ff(x).

(2.13)

Thus, the special convolution case given by the left hand side of equation (2.12) is equal to the
correlation of the function with its complex conjugate. This operation yields the autocorrelation
function which is denoted by ff(x) [Bates and McDonnell , 1989, §7].

2.3

THE FOURIER TRANSFORM

The Fourier transform is a powerful mathematical tool for the analysis of linear systems. The
properties of the Fourier transform have proven to be extremely useful for solving problems
that arise in numerous areas of scientific endeavour (e.g. image processing, signal processing,
biomedical engineering, communications, acoustics, applied mechanics and electromagnetics).
As well as being an invaluable analysis tool, the Fourier transform can also be used to model
the operation of many physical systems. Indeed, in many scientific fields the Fourier transform
of some source distribution is a measurable physical entity.
Typically, the Fourier transform is employed to transform a difficult problem into a form
that is more readily solvable. Many of the imaging concepts and image reconstruction techniques described in this thesis are based upon the properties of the Fourier transform. This
section serves to provide the reader with a quick reference guide to the Fourier transform as
applicable in this thesis. Extensive details and discussions of the Fourier transform are given
by Bracewell [1978].
The Fourier transform of a continous function, f (x ), of the K-dimensional image-space
variable xis defined by [Bracewell, 1978, Chap.2; Bates and McDonnell, 1989, §6]

F {f(x)} = F(u) =

1-: 1-:
(K)

f(x) exp(i21ru • x)dx,

(2.14)

where the notation F {·} indicates a Fourier transformation, the uppercase roman letter denotes
the Fourier transform of the corresponding lowercase letter, i is the imaginary operator such
that i =Rand
](

U · X=:Z::::Uk X k.

k=I

(2.15)
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Note that the variable u has the same dimensionality as x. The Fourier transform is itself a
linear operator, that is (cf. equation (2.2))
(2.16)
and, subsequently, there is a unique one-to-one relationship between a function and its Fourier
transform. The function f(x) can be retrieved from F(u) by invoking the inverse Fourier
transform described by

F- 1 {F(u)}

= f(x) =

1-: 1-:
(K)

F(u)exp(-i21rx • u)du.

(2.17)

The Fourier transform F( u) is called the spectrum or (sometimes) visibility of f(x) and is
a function of the position vector u which lies in Fourier space. The spectrum F( u) is generally
complex and, therefore, can be written as

F(u)

= JF(u)I exp (iP [F(u)]),

(2.18)

where IF(u)I is the spectral magnitude and P [F(u)] is the spectral phase.
Together, equations (2.14) and (2.17) are known as the Fourier transform pair and are
denoted f (x) F( u ); the double-ended arrow emphasises the invertible relationship
between the function f (x) and its Fourier transform F( u ). The integral of equation (2.17) can
be interpreted as a summation of discrete terms. Using Euler's formula (that is exp( -i21ru·x) =
cos(21ru •x)- i sin(21ru •x)) it is then clear that J(x) is composed of an infinite sum of sine and
cosine terms with each value of u determining the frequencies of a sine and a cosine term and
the complex number F( u) providing a weighting factor. Thus, through the Fourier transform,
the function f(x) is represented by sinusoidal components each having a different frequency
and phase.
Note that the mathematical operations of the Fourier transform and the inverse Fourier
transform differ only in the sign of the exponential. It should also be noted that it is equally
correct to define the Fourier transform relationship such that the exponent of equation (2.14)
has a negative sign and the inverse Fourier transform equation has a positively signed exponent. Following Bates and McDonnell [1989, §6] the Fourier transform is herein defined by
equation (2.14), however other authors [Goodman, 1968; Bracewell, 1978] use the oppositely
signed definition of the Fourier transform.
In the context of two-dimensional images (i.e. I( = 2), it is convenient to rewrite the
position vectors x and u as the Cartesian spatial coordinates ( x, y) and the Cartesian spatial
frequency coordinates ( u, v ), respectively. From equation (2.14), the Fourier transform of
the two-dimensional image f(x , y) is given by Bates and McDonnell [1989, §6] (cf. Goodman [1968, Chap.2])

F {J(x , y)}

= F( u, v) =

1-: 1-:

f(x, y) exp(i21r( ux

+ vy))dxdy .

(2.19)

An example of the complex Fourier transform of a real and positive two-dimensional image is
given in figure 2.1.
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(a)

(b)

Figure 2.1 An example of the Fourier transform of a two-dimensional image, the image f ( x, y) is shown in
figure l.3(a): (a) log 10 JF(u , v)j; and (b) P[F(u, v)].

2.4

PROPERTIES OF THE FOURIER TRANSFORM

Complicated operations or analyses of the function f(x) can often be dramatically simplified
if the problem is transformed into Fourier space. The Fourier transform exhibits several useful
properties that allow for this simplification. This section briefly outlines the properties of the
Fourier transform that are utilised in this thesis. Further details of these properties are presented
in several texts (e.g. Goodman [1968, §2.1], Bracewell [1978], Haykin [1983, §2.3]).
A property of the Fourier transforms that is pivotal to this thesis is the convolution theorem [Bracewell, 1978, p.108]. This theorem emphasises the mathematical versatility of linear

systems and considerably alleviates the effort required in the analysis of linear systems. Applying the forward Fourier transform defined by equation (2.14) to the convolution integral of
equation (2.9) yields [Bates and McDonnell, 1989, §7]

1-: 1-: [1-: 1-:
=
= 1-: (I() 1-:
[1-: (I() 1-:

F {b(x)}
Defining x"

F {b(x)}

=

(K)

(K)

f(x')h(x - x')dx'] exp(i21ru · x)dx.

(2.20)

x - x' and substituting then gives

f(x')

H(u)

£:(I()£:

h(x") exp( i21ru · x")dx"] exp( i21ru · x')dx'

f(x')exp(i21ru • x')dx'

F(u)H(u)
B(u).

(2.21)

Thus the Fourier transform of b(x) is the product of the Fourier transforms of f(x) and h(x),
that is
b(x) = f(x) 0 h(x) B(u) = F(u)H(u).
(2.22)
This important result is extremely useful in solving the deconvolution problem. As can be seen
from equation (2.22), a complicated deconvolution operation in image space transfonns to a
simple factorisation in Fourier space.
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A similar and equally useful property of the Fomier transform ensues when the Fourier
transform of an autocorrelation is considered. The Fourier transform of the autocorrelation
function described by equation (2.13) is

F 0
{f*(x)

Setting x"

f(x)}

=

1-: 1-:
(K)

f*(x')

[1-:(K)1-:

f(x

+ x') exp(i21ru · x)dx] dx'.

= x + x' and performing the appropriate substitution gives

F 0
{f*(x)

f(x)}

=

1-: 1-: [1-: 1-:
[1-: 1-:
(I()

(I()

f*(x')

(2.23)

f(x") exp( i21ru · x")dx"]

x exp( -i21ru • x')dx'

(I()

f(x')F*( u) exp( i21ru · x')dx'] *

[F(u)F*(u)]
IF(u)l2,

(2.24)

This result, known as the autocorrelation theorem [Bracewell, 1978, p.115), shows that the
autocorrelation of an image can be calculated from its spectral magnitude alone. This is very
important in image processing applications where the spectral magnitude can be measured
accurately but measurements of the spectral phase are unobtainable (see section 4.5.1.1).
If f(x) is real, as is the case in the vast majority of image processing applications, the
autocorrelation theorem simplifies to

f(x) 0 f(x) -

IF(u)l2 .

(2.25)

Other properties of the Fourier transform that are extremely important in the field of image
processing arise when the image f(x) assumes certain forms. In particular, if f(x) is a real
function, its Fourier transform F( u) exhibits conjugate symmetry, that is

f(x) -

F(u)

= F*(-u),

(2.26)

where it is understood that Im[f(x)] = 0. The converse of this property also applies. When
f(x) is conjugate symmetric, its Fourier transform is entirely real, that is Im[ F( u)] = 0.
If the image f (x) is complex and exhibits even symmetry, then F( u) is also complex and
even symmetric. Combining this even-symmetry property with the reality property expressed
by equation (2.26), shows that if f(x) is real and even symmetric, then F( u) must also be real
and even symmetric. The deconvolution of an image blurred by a real and even symmetric
point spread function (e.g. the out-of-focus point spread function shown in figure 1.4(a)) is
made considerably easier by the knowledge that the spectrum of the point spread function is
real and even.

The properties mentioned above are but a small subset of the theorems and properties
associated with the Fourier transform, but are possibly the most relevant to this thesis. For
reference, however, a complete list of the properties of the Fourier transform is presented in
Table 2.2.
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Property

Mathematical Description

1

Linearity (superposition)

kif,(x)

2

Convolution theorem

ft (x) (~l h(x) -

3

Autocorrelation theorem

ff(x)

4

hnage-space reality

Ifhn[f(x)]

5

Image-space even symmetry

If f(x)

= f(-x), the F(u) = F(-u)

6

hnage-space conjugate symmetry

If f(x)

= f*(-x), then hn[F(u)] = 0

7

hnage-space shifting

f(x - x 0 )

8

Frequency shifting

f(x)exp(i27ruc · x)

9

Area under f(x)

J~00(I()J~00 f(x)dx

10

Area under F( u)

f(O)

11

Differentiation in image-space

d~f(x)

12

Conjugate functions

If f(x) -

13

Multiplication in image space

J,(x)fz(x)

14

Energy conservation

f~00(I()f~00 lf(x)l 2dx

15

Spatial scaling

f(k1x) -

+ k2fz(x) -

= f(x) 0

= f~

k1F1(u)

+ k2F2(u)

F1 ( u)Fi( u)
f*(-x)

f------+

IF(u)l 2

= 0, then F(u) = F(-u)

F(u)exp(i27ru · x 0 )

-

f------+

F(u - uc)

= F(O)

(K)f~00 F(u)du

f------+

-i27ruF(u)
F(u), then f*(x) -

f------+

F,(u)

(~l

F *(-u)

F2(u)

= f~

00

1F (fi)
1

Table 2.2 A s ummary of the properties of the Fourier transform

(J()J~00 IF(u)l2du
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The Projection Theorem

The projection theorem is a property of the Fourier transform which is very useful in several
image processing applications [Herman, 1979; Bates and McDonnell, 1989, Chap.VJ. Possibly
the most well-known of these applications is computed tomography [Bates et al., 1983]. This
subsection briefly discusses the projection theorem and indicates how it can in invoked to
reduce a two-dimensional image to a set of one-dimensional projections.
Consider two pairs of image-plane _Cartesian coordinate systems ( x, y) and ( ~, 17) with
coincident origins and with the ( ~, 77) system rotated through an arbitrary angle </> with respect
to the Cartesian coordinates ( x, y) (see figure 2.2(a)).
Now suppose that a compact two-dimensional image f(x, y) exists in the image space and
that a projection of f (:i:, y) is to be calculated. The projection at angle </> of f (x, y) is found
by calculating the line integrals of f(x, y) parallel to the 17-axis for all of~- This projection,
denoted Pj(O, is thus defined by

Pj(O =

1:

f(x, y)d17.

(2.27)

Now also consider the two pairs of two-dimensional Fourier-space Cartesian coordinates ( a, /3)
and ( u, v ), where the coordinate axes ( a, (3) are rotated through an angle¢ with respect to the
coordinates ( u, v) (see figure 2.2(b)). Simple geometry shows that

ux

+ vy = a~ + /317,

(2.28)

and

u

a cos(¢) - (3 sin(¢)

V

a sin(¢)+ (Jcos(</>).

(2.29)

From the definition of the Fourier transform, it is possible to write the Fourier transform
pairs f( x, y) .---- F( u, v) and f( ~, 17) .---- F( a, (3). The value of F( u, v) along the rotated
a-axis corresponds of F( a, 0) and is referred to as the slice of F( u, v) at angle ¢. This slice
can be denoted P$( a) and combining equations (2.19), (2.27) and (2.28) shows that it can be
written as

P$(a)

F(a,O)

1:1:
1: [1:
1:

!(~, 77) exp(i21r~a)d~d77
f(~,17)dr1] exp(i21r~a)d~

Pj(O exp( i21r~a)d~

F{Pj(O}-

(2.30)

Therefore, the Fourier transform of the one-dimensional projection Pj( O is the slice of the
two-dimensional Fourier transform F( u, v) along a line rotated at an angle¢ with respect to the
u-axis. This relationship is known as the projection theorem [Bates and McDonnell, 1989, §9]
and serves as a useful scheme by which a two-dimensional image f(x, y) can be represented
by a set of one-dimensional images which are projections as defined by equation (2.27).
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Figure 2.2 The projection theorem: (a) The projection

JJ'j(O is formed by calculating the line integrals of

f ( x, y) parallel to the 11-axis for each value of~; (b) the Fourier transform of JJ j (O, denoted
through Fourier space along the er-axis.
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SCALAR WAVE MOTION

As mentioned briefly in section 2.3, a Fourier transform relationship occurs naturally in many
applications involving wave motion. The relationship exists between the source of the wave
motion and the field observed on a plane positioned a distance from the source which is large
compared with the size of the source. The existence of this Fourier transfonn relationship can
be shown by considering the physics of wave propagation. This section attempts to summarise
the theoretical derivation showing that, under certain conditions, the observed field is the
Fourier transform of the source field. For more detailed derivations the reader should consult
either Goodman [1968, Chap.4] or Born and Wolf [1970, Chap.8].

In analysing the wave motion propagating from some arbitrary three-dimensional source
distribution it is useful to invoke the two-dimensional equivalent source concept [Bates, 1982b,
§8]. Consider a set of sources of linear wave motion confined within a region of finite extent
embedded in a three-dimensional homogeneous space. The region is known as the source region
and is shown as the shaded region in figure 2.3 . Assume, for convenience, that the origin of
the three-dimensional space lies at some arbitrary position within the source region. If the
emanations from the source have a very narrow bandwidth (i.e. the source is monochromatic)
and the space is described by the Cartesian coordinates ( :i:, y, z ), the time-dependent wave
motion radiating from the source region can be described by the linear scalar wave function

1/J(x, y, z, t)

= A(x , y , z) cos(21r11t + P['l/J(x, y , z) ],

(2.31)
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where A(x , y , z) and 'P[1/J(:i:, y , z )] are real and represent the amplitude and phase respectively
of the radiation, and 11 is the frequency at which the sources radiate. The sinusoidal function of
equation (2.31) is real, however, as a complex exponential function is mathematically easier to
deal with, it is often convenient to consider 'ljJ( x , y, z, t) as the real part of a complex function ,
that is
'ljJ(x, y , z, t) = Re [\J!(x, y, z) exp(i21wt)],
(2.32)
where \JI ( x, y , z ) is the phasor representation of 'lj, ( x, y, z, t) and

\JJ(x , y, z ) = A(x, y , z ) exp (i'P['I/J (x, y , z )]).

(2 .33)

Due to the monochromaticity of the radiation, the phasor \JI ( x, y, z ) is sufficient to describe
'ljJ (x , y, z, t) because the time dependence of the wave motion is implicit in the notation of
equation (2.33).
Since the wave motion is optical and monochromatic, at each source-free point of the
homogeneous space 'ljJ must obey the scalar wave equation
1 az'lj!

2

v' 'lj, -

c2

8t2

= 0,

(2.34)

where c is the propagation wave speed and v' 2 is the Laplacian operator
(2.35)
Since \JI ( x, y , z ) describes the wave motion adequately, considering the scalar wave equation
in terms of the complex function \JI yields the time-independent Helmholtz equation [Goodman, 1968, Chap.3]
(2.36)
where k is the wave number and is defined by
21r
21r11
w
k=-=-=-

>.

C

C'

(2 .37)

where >. and w are the wavelength and the angular frequency, respectively, of the radiation.
Since all the sources within the space are confined to the source region, it is possible to
nominate a plane parallel to the x- and y-axes and positioned at z = ze. , such that the source
region lies completely within the space defined by
(2.38)
This plane is called the equivalent source plane. The wave motion in this plane is described by
'1fle(xe., Ye., t) and is referred to as the equivalent source distribution. The Cartesian coordinates
( Xe, Ye) specify a position in the equivalent source plane (see figure 2.3).
The form of the equivalent source distribution can be found through consideration of

Huygens' principle [Born and Wolf, 1970, Chap.3]. Huygens' principle assumes that every
point on a wavefront is a secondary source of spherical wave motion and that the wavefront
at any arbitrary point not on the wavefront can be obtained from the superposition of the
wave motion radiating from the fictional secondary sources [Jenkins and White, 1957, §13.1].
Therefore, by appealing to this principle and invoking Green's theorem [Stratton, 1941], it is
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possible to determine a two-dimensional equivalent source distribution that emanates wave
motion that is identical, in the region defined by z > ze, to the wave motion radiating from the
actual three-dimensional source region [Silver, 1965 , §4. I ; Goodman, 1968, Chap.3].
Consider an observation region defined as a plane positioned at z = z 0 such tl1at tl1e
equivalent source plane lies between the source region and tl1is observation plane. The axes
of the observation plane are parallel to those of the equivalent source plane and ( x 0 , y 0 ) is an
arbitrary point on the observation plane. The wave function 7/J 0 ( x 0 , y 0 , t) describes the wave
motion on this plane and is called the diffracted field. The geometry of the source region, the
equivalent source plane and the observation plane are shown in figure 2.3.
Propagation medium
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Figure 2.3 The geometry of a general imaging system.

In practice, it is only possible to measure the field on tl1e observation plane over a region
of finite size. This region is determined by the size of tl1e aperture or pupil of tl1e measuring
instrument and, consequently, the observation plane can also be called ilie aperture or pupil
plane. The finite size of the aperture limits the resolution with which the equivalent source
distribution can be imaged (see section 4.2.1). Furthermore, the finite size of the aperture, or
field of view, restricts the extent of tl1e two-dimensional equivalent source region that can be
imaged by the instrument. If D is tl1e largest diameter of the aperture in the plane specified
by z = z 0 , and D s is the largest dimension of the actual source region, tl1en all those rays
emanating from the point sources and which are incident upon the aperture have intersected
only a finite region of the equivalent source plane. The maximum extent of the equivalent
source region in the plane specified by z = ze is denoted by De and must be larger tl1an D s•
If tl1e equivalent source plane is moved closer to the observation plane, De increases and,
consequently, may extend beyond the field of view of the aperture. Therefore, it is usual to
position the equivalent source plane as close as possible to the three-dimensional source region

30

CHAPTER 2

IMAGING AND MATHEMATICAL PRELIMINARIES

without actually intersecting it [Bates and McDonnell, 1989, §8]. If (z0 - ze ) is very large
compared to the distance between the actual source region and the equivalent source plane, it
can be assumed that
(2.39)
The concept of an equivalent source representation is particularly useful in astronomy
[Bates, 1982b, §2.2]. Because the distances between the earth and astronomical sources are
so great, it is appropriate to model three-dimensional celestial objects as two-dimensional
equivalent sources positioned on a celestial sphere of radius slightly less than the distance to
the nearest celestial object in the field of view. The use of equivalent sources in astronomy is
discussed further in section 4.1.
To develop the relationship between the diffracted field and the equivalent source it is
convenient to consider a source region containing point sources which all radiate with fixed
relative phases. A source of radiation with this property is described as being spatially
coherent [Goodman, 1968, §6.1] . As stated earlier, all points within the source radiate at the
same frequency, thus the source is also described as monochromatic. The scalar wave functions
can then be represented as a complex functions of the form shown in equation (2.33).
The theory of scalar diffraction gives the following expression for the diffracted field in
terms of the equivalent source field:
(2.40)
where r is the vector between points in the equivalent source region and points within the
aperture, and z and rare unit vectors. Equation (2.40) is known as the Rayleigh-Sommerfeld
diffraction formula [Goodman, 1968, p.44]. Although the integral of this formula is written
with infinite limits, it is understood that We(x e, Ye) is identically zero outside the equivalent
source region [Goodman, 1968, p.39]. Assuming that r is much greater in magnitude than the
dimensions De and D 0 , useful approximations to terms involving r can be made within the
integral of equation (2.40). Provided that
(2.41)

z· r

is readily approximated by unity and there is insignificant difference between r and Z r,
the component of r in the z-direction. From figure 2.3, Zr is equal to (z 0 - ze. ), Thus,
equation (2.40) can be rewritten

1
Wo(X o,Yo) = ~
2/\ Z r

Joo Joo We. (Xe, Ye)exp(iklrl)dxedYe·
-oo -oo

(2.42)

Although the factor lrl in the denominator of equation (2.40) has simply been replaced by Zr,
it is not valid to replace the quantity lrl in the exponent. This is because the wave number
k can be very large and a simple approximation to lrl will contain some error which, when
multiplied by k, could generate a significant phase error. However, equation (2.42) can be
further simplified by making a more accurate approximation to the term lrl in the exponent.
The distance lrl, see figure 2.4, is given exactly by

lrl

✓z; + (x e Zr

l

Xo )2 + (Ye - Yo)2

r

r.

+(Xe: Xo +(Ye: Yo

(2.43)
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Yo

Ye
Xe

Xo

Jrl =

Jz~+ (x o -

Xe) 2

+ (Yo -

Ye )2

z,.

Figure 2.4 The distance between the equivalent so urce and observation planes

1n this form lrl can conveniently be approximated by expanding the square root term
according to the binomial theorem. By discarding terms of the expansion that are higher than
the first order, lrl is usefully approximated by

(xe - Xo) 2 + (Ye - Yo) 2
Ir I ~ Zr + --------

(2.44)

2z,.

Th.is is the Fresnel approximation and when substituted into equation (2.42) yields [Goodman, 1968, p.60]

q, o( 'J:o,Yo )

exp( ikz,.)

=

.,

2/\Zr

j j
00

X

00

- oo - oo

\Jl e(:i:e, Yy) exp ( ik [( :z:e 2z,.

:to) 2

+ (Ye - Yo)2 ]) d:i:e dYe•

(2.45)

Expanding the quadratic terms in the exponent of equation (2.45) gives
.r, (
'i' o

X

)

Xo, Yo =
J

exp( ikz,.)

'\
2 /\ Zr

exp

( ik( x~

+ y;))

2 Z 1-

oo J oo \Jl e(Xe, Ye)exp (ik(x; + y; )) exp (- i21r( XeXo
A
2

- oo

- oo

Zr

+ YeYo)) dx edYe-(2.46)

Zr

This expression, with the exception of the complex scaling factor outside the integral, which is
independent of (Xe, Ye), is the Fourier transform of the equivalent source distribution multiplied
by the quadratic phase factor exp( ik( x;+y;)/2z,. ). The Fourier transform variables are x 0 / AZ,.
and y 0 / AZ,. (cf equation (2.14)). Note that while the definition of the forward Fourier transform
given in equation (2.14) has a positive exponent, the expression above derived by way of the
Fresnel approximation has a negative exponent. However, as mentioned in the penultimate
paragraph of section 2.3, both notations are equally correct provided they are used consistently.
For simplicity, the remainder of this derivation has adopted the use of the negative exponent
to denote the forward Fourier transform. However, it should be noted that this is equivalent to
calculating the forward Fourier transform as defined in equaton (2.14) at the points ( - :1:0 , -y0 ) .
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The Fresnel approximation is valid over a range of lrl for which Zr is sufficiently large that
the higher order terms of the binomial expansion contribute an insignificant (i.e. much less
than 1 radian) phase change to the evaluated diffracted field w( x0 , y 0 ). The region of space
over which Zr satisfies this requirement is known as the near field.
The calculation of the diffracted field can be further simplified if more demanding restrictions are placed upon the distance Zr. Specifically, if Zr satisfies the condition [Goodman, 1968,
p.61]
(2.47)
where Xe,max and Ye,max are the maximum dimensions of the equivalent source region in the xand y-directions respectively, then the quadratic phase term of equation (2.46) is approximately
unity. Consequently, equation (2.46) reduces to

Wo(X o, Yo)=
X

exp(ikz,.)
').
exp
i

Zr

(ik(:z:; + y;))
2z,.

+YeYo))
j-oooo j-oooo We(Xe, Ye)exp (-i21r(x
- - -ex
-o- - dx edYe·
>.~

(2.48)

This new equation for the diffracted field is known as the Fraunhofer approximation [Goodman, 1968, p.61] and is valid for the range over which the distance Zr satisfies equation (2.47).
Observation planes positioned in this range are said to be in the far field. Inspection of
equation (2.48) and comparison with equation (2.14) reveals that, apart from the complex
multiplicative factor outside the integral, a Fourier transform relationship exists between the
field ~ e( Xe, Ye) in the equivalent source plane and \JI 0 ( :z: 0 , y 0 ) in the observation plane. Thus,
the Fraunhofer approximation shows that the observed field in the aperture plane is simply
a scaled Fourier transform of the equivalent source distribution, evaluated at the frequencies
( u = x 0 / A Zr, v = y 0 / A Zr) (cf. equation (2.14)).
Since the Fraunhofer diffraction approximation is a simplification or special case of the
Fresnel diffraction approximation, equation (2.46) is applicable wherever equation (2.48) is.
There is no abrupt transistion from the near field to the far field, but in general the far field is
defined by [Silver, 1965, §6.9],
2[)2
Zr> T .

(2.49)

The condition required for the validity of the Fraunhofer approximation is very stringent
for radiation of optical frequencies. For example, if the incident radiation has a wavelength
of 500 nm (i.e. green light) and the largest extent of the equivalent source region is 10 cm
in both the x - and y-directions, the observation distance lrl must be such that Zr ~ 63 km.
However, there are many practical situations in which the requirement for a valid Fraunhofer
approximation is met. The particular situation which is relevant to the work presented in this
thesis is astronomical imaging. The equivalent sources on the celestial sphere are at enormous
distances from the (very finite) apertures of earth-bound telescopes, and thus the Fraunhofer
approximation to the diffraction field can be confidently applied.
The previous discussion on Fresnel and Fraunhofer diffraction has only considered the case
of monochromatic spatially coherent sources of radiation. However, this case is excessively
restrictive as no real-world sources ever emit strictly monochromatic wave motion and spatially incoherent sources are often of interest. As shown by equation (2.33), monochromatic
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radiation can be represented by the time-independent phasor IV ( :z:, y , z ). If the radiation is not
monochromatic, the time variations must be considered and, consequently, the behaviour of
the wave motion is more difficult to analysis. In practice monochromaticity can be closely
approximated and under certain conditions the non-monochromatic radiation obeys the same
propagation and diffraction laws as apply to the time-independent monochromatic radiation.
These conditions require that the wave motion has a finite bandwidth, which is small compared
with the mean frequency, that is
6.w
~ l,
(2.50)
Wm

where Llw is the finite bandwidth and Wm is the mean frequency. Wave motion that satisfies
this requirement can be described as quasi-monochromatic. The wave function IV ( :z;, y , z ) now
characterises the wave motion in the frequency band of width 6.w and centred at Wm,
If a source is incoherent, the phase difference between the wave motion at any two points
in the source region varies randomly with time. Extended or diffuse objects and sources of
thermally induced radiation, such as astronomical objects, are spatially incoherent sources
[Bates, 1982b]. Since the amplitudes of the radiation emanating from each point source within
an incoherent source region vary in a statistically independent manner, it is of no use to consider
the time variations of the amplitude and phase of the complete equivalent source distribution.
Instead, the powers or intensities of the equivalent source distribution and the observed distribution are considered. Provided the quasi-monochromatic condition is satisfied, the propagation
of the incoherent radiation can be described by the same diffraction approximations that were
derived for spatially coherent monochromatic radiation [Goodman, 1968, §6.l], except that
the field at the aperture plane is now the Fourier transform of the intensity distribution of the
equivalent source. By definition, the intensity of a function is real and non-negative. Therefore,
if the source is spatially incoherent, the equivalent source plane and image plane distributions
are both intensity distributions and, consequently, positive.
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Section 2.5 has shown that, provided the viewing distance is sufficiently large, a Fourier transform relationship exists between the two-dimensional source distribution and the diffracted
field incident upon the aperture plane of the imaging instrument. The imaging device must
therefore produce a spatial domain image from the spatial frequency domain radiation impinging on the aperture. In practice, optical imaging instruments usually comprise several carefully
designed components (e.g. multiple lenses or mirrors), however the following discussion
summarises the image-formation properties of optical telescopes in tenns of a single thin lens.
A lens is a thin section of transparent material that has a different refractive index to that
of the surrounding medium. A lens is shaped so the waves passing through different parts
of it experience different phase delays. The total phase delay suffered by radiation incident
upon the lens at a particular point is proportional to the thickness of the lens at that point. If
the average thickness of the lens is sufficiently small, the phase delays can be considered to
occur entirely in the vertical plane through the centre of the lens. Thus, a point on a wavefront
incident upon the lens at coordinates ( :1:0 , y 0 ) corresponds to a point on the wavefront emerging
at approximately the same coordinates on the opposite side of the lens and the phase delay
suffered by the radiation is independent of its direction of propagation through the lens. A lens
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that has this characteristic is known as a thin lens [Born and Wolf, 1970, §4.4.4 ].

Equivalent
source plane

Image
plane

Lens

P'
x'

p

z'

z

Figure 2.5 The image-fonnation properties of the ideal thin lens. Spherical wavefronts diverging from P
are transfonned to spherical wavefronts converging towards P 1 •

A lens is converging if its shape is such that, after propagation through the lens, planar
wavefronts are transformed into converging spherical wavefronts. Under certain conditions an
incident diverging spherical wavefront is transformed into a converging spherical wavefront by
such a lens as illustrated in figure 2.5. The radiation diverging from point Pin front of the lens
is transformed by the lens so that it converges to a point p' behind the lens. The relationship
between the longitudinal distances from P to the lens and from the lens to p' is given by the
lens law [Jenkins and White, 1957, §4.14]

1

1

1

-+- z
z' - f1 '

(2.51)

where !1 is the focal length of the lens. The distance x in the object plane is related to the
distance x' in the image plane by the relationship

x'
- z'
M=-=- ,
:v
z

(2.52)

where M is the magnification of the lens [Jenkins and White, 1957, §4.7].
The multiplicative phase transformation of the radiation passing through the lens can be
described by the function [Goodman, 1968, p.78]
(2.53)
where ll 0 is the maximum thickness of the lens and fl( x 0 , y 0 ) is the lens thickness at coordinates
( x 0 , y 0 ). If only the portions of the wavefronts that are incident near the lens axis are considered,
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then the paraxial approximation [Goodman, 1968, p.80] can be invoked and t,( :i: 0 , y 0 ) becomes

t 1(x 0 ,y0 )

= exp(ikn6.

0

)exp

(

y2 ) ( 1
1 )
-ik(n - l)'x20 +
Ri - Rz
,
2 °

(2.54)

where R1 and R2 are the radii of the left and right hand surfaces, respectively, of the lens.
The focal length, ft, which describes the physical properties of the lens, is given by the Lens
Makers' equation [Jenkins and White, 1957, §4.9] as
1
( 1
1 )
ft= (n - l) R1 - R2 .

(2.55)

Substituting this definition into equation (2.54) and rewriting gives

t1(:i:, y)

.
= exp(1,kn6.

0

i k (x 20
)exp (-211

2 )
+ yo)

,

(2.56)

This expression provides a basic representation of the effects of a lens upon incident wavefronts.
Consider an equivalent source distribution, described by \J!( xe, Ye), emanating coherent
quasi-monochromatic radiation and located at a distance d0 in front of a converging lens.
Assuming that the Fresnel approximation is valid for the distance d0 , the field incident upon the
aperture of the telescope, and therefore upon the lens, is \JI 0 ( x 0 , y 0 ) as given by equation (2.46).
If equation (2.56) relates the distribution immediately in front of the lens to that behind, the
distribution behind the lens can be written as
(2.57)
where the constant phase delay of t, ( x 0 , y 0 ) has been omitted since it is of no consequence to
the outcome and the function A( x 0 , y0 ) accounts for the finite extent of the aperture. A( :1: 0 , y0 )
is known as the aperture Junction and is defined by

A(, ,, y,)

~{ ~

inside the aperture

(2.58)

outside the aperture.

When the distance between the equivalent source plane and the aperture is extremely large (i.e.
d0 -+ oo), the incident wavefronts are effectively planar and the image is formed in the back
focal plane or image plane of the lens which, from equation (2.51), is positioned at z = f1 .
Let the back focal-plane image distribution be denoted as \JI f ( x f , y f ), where ( x f , yf) are the
Cartesian coordinates of the back focal plane. Again assuming Fresnel diffraction, \JI f ( x 1 , y f)
is given by setting Z r = ft and applying equation (2.46):

\J!1(:i:J, YJ)=

exp

(dj, (x} + YJ))
,),f
i

I

Joo Joo \J! ,o(:i:o,Yo)
-oo -oo
(2.59)

where again a constant phase factor exp(-ikf1) has been dropped. Substituting for \J!~(:1:0 , y 0 )
as given by equation (2.57) yields
exp

\J!1(:i:1, Y1)=
X

i>.ft

J-oo J
00

(dj, (x7 + YJ))

00

- 00

\J! 0 ( X 0 , y 0 )A( X 0 , Yo) exp

(-i>.~2

7r ( X 0 X f

+ YoYJ )) dxo dYo,

(2.60)
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where the quadratic phase factors within the integral have cancelled. This expression now
shows that the field 1l1 f ( x f, y f) in the back focal plane of the lens is proportional to the Fourier
transfonn of the product of the field W0 ( x 0 , y0 ) incident at the lens aperture and the lens aperture
function A(xo, y0 ). The Fourier transfonn relationship shown in equation (2.60) is not exact
because the field in the back focal plane of the lens exhibits an additional phase curvature given
by the tenn [Goodman, 1968, §5.2]
exp

(fri(x}+ y}))
i>.J1

(2 .61)

However, this phase curvature is usually unimportant in the optical situation as the detectors
used measure the intensity of the distribution and are not sensitive to phase.

2.7

LINEAR SYSTEMS ANALYSIS OF THE THIN LENS

This section attempts to associate the infonnation presented in sections 2.2 and 2.6 to provide
a complete mathematical description of the process by which an image is fanned. The
concept and properties of linear systems were introduced in section 2.2 and the ability of a
thin lens to generate the Fourier transfonn of an incident radiation pattern was described in
section 2.6. Assuming that the lens system is linear, it is possible to employ the characteristics
of linear systems in the description of the image fonnation process and, thus, derive the image
convolution model that was first mentioned in section 1.2.
As illustrated by figure 2.5, if an object that either radiates or reflects illumination is placed
in front of a lens, a distribution of light intensity, referred to as the image, appears over a plane
behind the lens. By considering the response of the lens system to an individual point source
if is possible to detennine the extent to which the image fanned behind the lens resembles
the object. Therefore, consider the equivalent source We(xe , Ye) positioned at a distance de
in front of the lens that produces the intensity distribution wi( Xi, Yi) in a plane positioned at
a distance d1 behind the lens. Note that the image plane specified by the coordinates (Xi, Yi)
is not necessarily the back focal plane of the lens. The geometries of these distributions are
shown in figure 2.6, where '11 0 (:i: 0 , y0 ) and w~(x 0 , y0 ) are the fields directly in front and behind
the lens respectively.
Assuming that the lens system is linear, the superposition integral (see equation (2.7)) gives
the relationship between We(xe , Ye) and Wi(X i, Yi) as
(2.62)
where h(xi, Yi; Xe, Ye) is the impulse response of the system as defined by equation (2.6).
Thus, to obtain an expression for h(xi, Yi; Xe, Ye) it is convenient to let the equivalent source
distribution We( Xe, Ye) be the delta function 8( Xe, Ye) (see equation (2.3)). The radiation
incident upon the lens, that is W0 ( x 0 , y 0 ), will then be a diverging spherical wave which can
be approximately written as
(2.63)
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W;(x ,, y;)

W~( xo, Yo)
I
I
I

d;

Figure 2.6 The geometry of the equivalent source plane, thin lens and image plane.

After propagation through the lens, the field immediately behind the lens is given by equation (2.57) as
(2.64)
The field 'l'i (:i:i, Yi ), fanned in the plane at a distance di behind the lens, can be found using
the Fresnel diffraction approximation. Because the object is a point source, the superposition
integral gives Wi (:i:i, Yi) = h( xi, Yi; Xe, Ye), Thus, from equation (2.45), h( xi, Yi; :i: e, Ye) is
given by

(2.65)
Substituting equations (2.63) and (2.64) into this expression and neglecting any constant phase
factors yields

h(x i, Yi; :i:e, Ye)~ ,\ 2
X

c;

~edi1-: 1-: A (xo, Yo) exp [~e+

exp ( - i k [ ( : :

~i -

JJ

+ ::) Xo + ( ~: + ~:) Yo]) dx

0

(x ~ +

dy 0 •

y;))

(2.66)

Assuming that the distance di satisfies the lens law (see equation (2.51)) the approximate
expression for h(:i;i, Yi; Xe, Ye) further reduces to

(2.67)
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where
(2 .68)
is the magnification of the lens system as given by equation (2.52). Thus, on comparing
equation (2.67) with equation (2.48), it can be seen that the image of a point source formed
in the back focal plane of the lens is centred at the position (xi = -Mx e, Yi = -Mye)
and is the Fourier transform of the aperture function as given by the Fraunhofer diffraction
approximation. The scaled Fourier coordinates are ( u = xd >.di, v = xd >.di)Neglecting all diffraction effects, the theory of geometrical optics predicts that the impulse
response of the lens system is another delta function scaled by the magnification M of the
system [Goodman, 1968, §5.3], that is

h9 ( :Z,. i,. Yi,.•

.

:Z, e,

1 (M
Xi
Ye ) -_ MO

. M
Yi + Ye)
+ Xe,

,

(2.69)

where the superscript 9 indicates a geometrical optics prediction, Inserting this prediction into
the superposition integral gives
(2.70)
Thus the predicted geometrical optics image lltf(x ;, Yi) is simply a magnified and inverted
version of the equivalent source distribution. On defining the variable pairs
-

Xo

X0

= )..di,

Yo
Yo = >.d;,

(2.71)

and
(2.72)
the impulse response given by equation (2.67) can be approximated by

h( x;, y.;; xe, Ye)~ M

1-: 1-:

x exp (- i21r [( xi - Xe)Xo

A(>.d;xo, >.diYo )

+ (Yi -

Ye)Yo]) dx odYo,

(2.73)

showing that that the impulse response now depends only on the differences ( :i:i - xe) and
(Yi -Ye) and is, therefore, spatially invariant. By defining a scaled version of h( :z:; - Xe, Yi -Ye)
as
1
h( :z:; - Xe, Yi - Ye)= M h( x; - Xe, Yi - Ye),
(2,74)
and making the change of variables given by equation (2.72), the superposition integral of
equation (2,62) can be rewritten as
(2.75)
This expression is simply the convolution of h( Xi, Yi) and the image predicted by geometrical
optics and so can be rewritten as
(2.76)
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where
(2.77)
Thus, the image-plane field formed by the lens is not an exact replica of the object, but
a version that has been blurred by the impulse response of the system. This result is, of
course, the convolution model of image degradation introduced in section 1.2. However, the
interpretation of equation (2.76) depends upon the coherence of the imaging system. The two
following subsections discuss image formation and the interpretation of the above equation in
the contexts of spatially coherent and spatially incoherent sources of radiation.

2.7.1

Coherent Imaging

If the object being imaged emits or reflects spatially coherent radiation, the image bc(xi, Yi)
is defined as the complex amplitude of the image-plane distribution and the true coherent
object f c( :i:i, Yi) is related to the complex amplitude in the equivalent source plane. Thus,
equation (2.76) can be rewritten in the fonn
(2.78)
where the subscript c denotes coherent imaging and

bc(xi, Yi)

W·(x
· y·)
t
t'
i

f c(:ci , Yi)

Wf( :ci, Yi)

hc(Xi, Yi)

h( xi, Yi ),

(2.79)

The convolution theorem gives the Fourier transform of equation (2.78) as

Bc(u , v)

= Fc(u,v)Hc(u ,v ),

(2.80)

where from equation (2.77) the transfer function of the coherent imaging system is given by
H c(u, v)

1:

h(:i:i, yi) exp (i21r( uxi

A( >.diu , >.di1!),

+ vyi)) dxidYi
(2.81)

with
Xo

u

= >.di'

(2.82)

where ( Xo, y0 ) are the spatial coordinates in the aperture plane. As described in sections 2.5
and 2.6, the quantity Fc('u, v ) can be considered as the field incident upon the aperture plane
of the imaging instrument.
The relationship of equation (2.78) and the definitions of equation (2.79) show that the
coherent imaging system is linear in the complex amplitude of the input and output field
distributions [Goodman, 1968, §6.1].
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Incoherent Imaging

For spatially incoherent sources of radiation the image bic( Xi, Yi) is defined as the intensity of
the field in the image plane, thus
(2.83)
where (·)denotes a time average and the subscript ic indicates incoherent imaging. Substituting
equation (2.78) into the above equation yields

(2.84)
where the time average only encompasses the time-variant incoherent radiation. The term
(!; ( xi, y:)fc( x?, y?)) of equation (2.84) is known as the mutual coherence of Jc( a:i, Yi) and
when the source has the property of perfect incoherence (implying that the emitted radiation
varies in a statistically independent fashion across the entire object) this term may be written
as
J Yi')fc( xi,
II Yi")) - f\ 11c(xi,
J Yi')12) u
J:( xiJ - xi,
JI YiI - Yi") ·
(fc*( xi,
(2.85)
Substitution of this expression into equation (2.84) yields

\lfc(Xi, Yi)l 2 ) 0 lhc(Xi, yi)l 2
fi e(X i,Yi) {:) hic(x;,y;) .

(2.86)

This expression describes incoherent imaging and shows that it is a linear mapping of intensity.
The incoherent equivalent source is the intensity of the complex field distribution in the
equivalent source plane and the incoherent point spread function is equal to the squared
modulus of the coherent point spread function.
The Fourier domain representation of equation (2.86) is

B;c( U, V)

= F;c( u, V )Hie( u, V ),

(2.87)

where
(2.88)
Applying the autocorrelation theorem (see section 2.4) shows that the incoherent transfer
function is the autocorrelation of the coherent transfer function, that is

Hie( u, v)

=

1-:1-:

H;( u', v')H c( u + u', v + v')du' dv'.

(2.89)

Intensity is a strictly positive quantity, thus an intensity distribution always contains a constant nonzero positive offset or 'de-component'. Hi e( u, v) is often normalised against this
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background to give

f~00 J~00 Jhc(Xi, Y.i)l2exp (i21T'(Uxi + VYi)) dx;dyi
f~oo f~oo Jhc(:i;i, Yi) J2 d:i:; dy;

J~ J~
00

H;( u', v')H e( u + u', v + v')du' dv'
f~00 J~00 IHe(u', v')l2du' dv'

00

(2.90)

where Hie( u, v) is unity at the origin of ( u, v )-space. Similarly, nonnalising F;e( u, v) by

F;e( u, V)

F;e(u,v)

= F;c(0, 0) ,

(2.91)

= F;e( u, V)Hie( u, V).

(2.92)

yields the frequency domain relationship

B;e ( u, V)

The nonnalised transfer function H;e( u, v) is known as the optical transfer/unction (OTF) of
the imaging system and its magnitude JH;c( u, v )I is the modulation transfer Junction (MTF)
[Goodman, 1968, §6.3]. Equations (2.81) and (2.90) show that the incoherent transfer function
can also be expressed in tenns of the aperture function , that is
(2.93)
This expression provides a very important geometrical interpretation of the optical transfer
function H;c( u, v ). The numerator gives the overlapping area of two aperture functions
displaced by the distance w = J u 2 + v2 and the denominator is the total area of the aperture
function. Obviously, H;e( u, v) has maximum value when the displacement w is equal to
zero, and decreases as w increases. For w greater than the maximum diameter of the aperture
function, the optical transfer function H;e( u, v) is zero.

2.8

IMAGE REPRESENTATION

Throughout Chapter 1 and the preceding sections of this chapter, images have been described
as continuous ]( -dimensional functions residing in spaces indexed by the continuous ]( dimensional position vector x . For example, the notation J( :i:, y) represents. a continuous
two-dimensional image on a plane specified by the Cartesian position coordinates x = (x, y ).
However, because the processing of images described in this thesis is perfonned with the aid of
a digital computer, it is necessary to represent an image as a finite set of data points. This section
describes the sampling strategies and image-extent concepts that are inherent to the assumption
made throughout this thesis that any available image is suitable for digital processing.

2.8.1

Image Support and Extents

Every integral throughout the previous sections of this chapter is specified as being calculated
over infinite limits. In practical image processing, however, these infinite limits of integration
are unnecessary because all images of practical interest have non-zero intensity only over a
region of finite size and are effectively zero everywhere else. Even if the size of an object
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approaches infinity, the recorded image will be truncated to a finite size by the finite field of
view of the imaging instrument. The support of an image f(x) is denoted S[f(x)] and defines
the region outside which
(2 .94)
lf(x)I < E,
where Eis a positive constant which is chosen small enough that any values of lf(x)I satisfying
the inequality of equation (2.94) are deemed to be due to contamination and are thus neglected .
The rectangular region that just encloses the support of the image and has sides parallel to the
image-space Cartesian axes is termed the image frame. The extent of the image frame of the
image f(x) in the x1,:-direction is denoted by L f x k• An example of the image support and image
frame of a two-dimensional image is shown in figure 2.7. Note that if the two-dimensional
image f (x, y) is rectangular, as is the case throughout this thesis, the image support and image
frame are of the same size.

y

Image frame

Image support S[f(x, y)]

Figure 2.7 The image support, frame and extents of a two-dimensional image

As well as having finite extents, all practical images also have finite amplitudes, that is

lf(x)I <

oo for all

x.

(2.95)

An image of finite extent and amplitude is described as compact [Fright, 1984, p.13] .

If the component functions of either a convolution or correlation operation are both compact,
the extent of the resulting function in the Xk-direction is given by
(2.96)
This result is known appropriately as either the extent of convolution theorem or the extent
of correlation theorem and holds for all J( dimensions of the functions [Bates and McDonnell, 1989, §7]. Figure 2.8 demonstrates the increased size of a convolution relative to the sizes
of its component images.
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(b)

(a)

(c)

Figure 2.8 The increased extent of a convolution. (a) and (b) Both f(x) and h(x) have extents of Lin both
directions; (c) the extent of the convolution b(x) = f (x) 0 h(x) is 2L in both the x and y-directions.

Using the extent theorem it is possible to uniquely determine the extent of a compact image
from knowledge of the extent of its autocorrelation. Replacing f (x) with h*( x) in the extent
of correlation theorem given by equation (2.96) yields
L

_
hxk -

L(hh) x k

2

(2.97)

Predictably, this relationship is known as the extent of autocorrelation theorem.

2.8.2

Image-form

When an image is scaled by a constant to make it brighter or fainter, the inherent structure of the
image remains unchanged. Similarly, if an image is shifted in image space or reflected in the
origin of image space and conjugated, its appearance is not altered. Thus, when the image f (x)
undergoes any transformation that changes its scale, orientation or position in image space,
the resulting image is said to have the same image-form as f(x) [Bates and McDonnell, 1989,
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§20]. For example, consider the general complex-valued image i(x), the arbitrary constants
k1 and k2, and the arbitrary position vectors x1 and xz. According to the above definition, the
scaled and translated image kif(x - x1) and the scaled, translated, reflected and conjugated
image kzf*(-x - x2) can be described as having the same image-form.
The concept of image-form is useful in image processing because in many important
applications (e.g. deconvolution and phase retrieval) absolute details of the scale, position and
orientation of an image cannot be readily reconstructed.

2.8.3

Sampling Images

In order to perform mathematical analysis of a function i(x) using a digital computer, it is
necessary to represent i (x) by an array of values sampled from i (x) at a discrete set of points
in the J( -dimensional space specified by x. Thus, the process of sampling must be incorporated
into any function analysis scheme that employs digital processing.

Sampling involves recording a series of samples obtained from regularly spaced positions
of the vector x. The spacing between samples is known as the sampling interval and is
here denoted by the vector A, where A1, A2, ... , AK specify the sampling intervals in
each Cartesian direction. Provided that the sample spacings are small enough in each of
the J( directions, the series of samples is a useful approximation to the continuous function.
The maximum distance between adjacent samples that allows for accurate representation is
specified by the sampling theorem. As this thesis is wholly concerned with two-dimensional
functions, discussions of sampling and the sampling theorem will herein be restricted to the
case of J( = 2.
Consider a continuous two-dimensional image i (x, y) that is to be sampled at regular
intervals in the (x, y)-plane. The sampled version of i(x, y), denoted is(x, y), is simply
the product of the continuous function and a two-dimensional array of regularly spaced delta
functions. Thus, is( x, y) is defined by
00

is(x,y)

= i(x,y)

00

L L

b(x - mb.x,Y- nb.y),

(2.98)

m=-oo n=-oo

where b.x and b.y are the sampling intervals in the x- and y-directions respectively. The
Foutier transform of the sampled image can be determined by calling upon the 'multiplication
in image space' property of the Fourier transform (see entry 13 of table 2.2). Thus, the Fourier
transform of is ( x, y) is given by

1
F( u, V) 0 b.xb.y

oo
oo
m ~oo n~oo

(

O U-

2'

)

Y - :Y

(2.99)

Since the convolution of any function with a delta function simply results in a shifted version
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of that function, the above expression simplifies to

L L
00

l
Fs(U,1!)=~~
x

00

(2.100)

m
")
F ( U--;s:_,Y-~.
x

Y m=-oo n=-oo

Y

Thus, the spectrum Fs (u , v) of the sampled image f s( x, y) is a continuous periodic function
consisting of identical versions of the spectrum of the continuous image f (x, y) repeated at
each Fourier-space point specified by (m/ ~ x, n/ ~y); rn , n = -oo , ... , oo.
Assuming that the image J( x, y) is strictly bandlimited, its Fourier transform will be
nonzero only over a finite region
of Fourier space. Figure 2 .9(a) shows the spectrum of
the real, bandlimited and continuous image J( x, y) and figure 2.9(b) is the spectrum of the
corresponding image sampled at intervals of ~ x and ~y- Inspection of this figure shows that if
the sample spacings ~ x and ~Y are sufficiently small, the repeated spectra comprising Fs( u, v)
will not overlap. Reconstructing f( x, y) from the spectrum of the sampled data is then simply a
matter of lowpass filtering Fs( u, v ) to extract the version of F( u, v) centred at ( u = 0, v = 0) .

n

F( u, V)
V

u
R

(b)

(a)

Figure 2.9 The spectrum of a two-dimensional image: (a) for the continuou s repre sentation; (b) for the
sampled version.

Let 2B" and 2B,, be the maximum widths of the spectrum F( u, v) in the u- and v-directions
respectively. Then, provided the spacings of the repeated spectral regions satisfy
l

-A

Ll x

>
2B'U.
-

and

1

~
Lly

2: 2Bv,

(2.101)

tl1ere will be no overlap of the spectral regions. Then, through multiplication of Fs( u, 1!) with
a function W ( u, v) defined by

W(u,v)

={

~

within region
elsewhere ,

n

(2.102)

tl1e central spectral repetition can be accurately isolated. An inverse Fourier transform will
then yield the original continuous function f(x, y). If, however, both ~ x and ~Y do not
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satisfy this requirement, the spectral regions of Fs( u, v ) will overlap. Thus, spatial frequency
components from adjacent spectral regions will impinge into the region Rand the original true
image I (x , y) will not be recoverable. This overlapping effect is known as aliasing , and is the
direct result of sampling I( x, y) at a excessively low spatial rate.
The conditions of equation (2.101) constitute the Whittaker-Shannon sampling theorem
which can be stated as [Stanley, 1975, §3.3; Haykin, 1983, §7.1]:
A bandlimited image of finite energy, which has no spatial frequency components
beyond Bu and Bv in the u - and v-directions respectively, may be completely
reconstructed from knowledge of its samples that are spaced at intervals equal to
or smaller than I /2Bu and 1/2Bv in the x - and y-directions respectively.
The sample intervals 1/2Bu and 1/2Bv specify the Nyquist sampling rate.
The sampling process is illustrated in figure 2.10. For simplicity and clarity, it has been
necessary to demonstrate the sampling process with a one-dimensional example. A compact
one-dimensional image, I (x ), is shown in figure 2. lO(a). Since I( x ) is real and has even
symmetry, its Fourier transform F( u) (see figure 2. lO(b)) is also real and even (see section 2.4).
Figure 2. IO(c) shows a one-dimensional impulse train Ot.x ( x) and figure 2. IO(d) is the Fourier
transform of this sampling function. The sampled image Is(x ), obtained by multiplying I( x )
and Ot.x( x ), and its Fourier transform Fs(u) are illustrated in figures 2.lO(e) and 2. lO(f) ,
respectively. Note that Fs( u) is the convolution of F( u) and F{Dt.x( x)} and that no overlap
of adjacent spectral regions of Fs(u) has occurred. For comparison, figure 2.1 O(g) shows a
sampled version of l(x) which has been sampled at a rate lower than the Nyquist rate, that
is ~ x > 1/2Bu, Consequently, the spectrum of this undersampled function l ;(x ), shown
in figure 2.1 O(h), exhibits considerable overlap of the spectral repetitions and I( :r) cannot be
recovered from the spectral components between -Bu and Bu,
The above discussion of sampling has assumed that a sampling function samples the
continuous image at discrete points. To display the sampled data as an image, the values
of the discrete samples are taken on by small elements of image space known as pixels (or
picture elements). The pixel is the basic two-dimensional area unit of an image and, therefore,
the terms image-space sample and pixel will herein be used to refer to the same entity. For
simplicity, all images employed in this thesis are assumed to be sampled at equal spacings
in the :r. - and y-directions (i.e. ~ x = ~ y) and to have equal extents in both directions (i.e.
L1x = LJy),

2.9

THE DISCRETE FOURIER TRANSFORM

The relationship between a sampled function and its Fourier transform is illustrated in figure 2.10. This figure shows that, while the function is discrete and can therefore be represented
in a digital computer, its spectrum remains continuous. This section briefly describes the effect
of also sampling the Fourier transform and outlines the relationship between the samples of
the function and those of its Fourier spectrum.
Consider that the finite-extent one-dimensional function

Is(x ), shown in figure 2.10(e), is
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IF(u)I

f( x )

Fourier
transfonn
<----+

X

-B,,

(a)

I I

,, '

u

(b)

1F{o6,,(x)}I

66.r(x)

'

B,,

I I

' ,, '

.. .

...

-

-

X

(c)
f , (x ) = J( x )ol'. ,, (x )

(f)
,,,

(x)

-E------~~~~t~-------(g)

(d)
IF(u) 0 F{ ol'.,, (x)}I

(e)
f( x )o6

-

------''--------'-----'----- u

IF(u) 0 F{ ol'.,,, (x)}I

X

(h)

Figure 2.10 An example of one-dimensional sampling, with and without aliasing. {a) A compact onedimensional image f(x); (b) the magnitude of its spectrum [F(u)[; (c) an ideal sampling function 66 ,, (x );
(d) the spectrum of the ideal sampling function; (e) the sampled image f , (x); (f) its spectrum F, (u) ; (g)
a discrete version of f(x) that has been sampled at less than the Nyquist sampling rate; and (h) the aliased
spectrum of the undersampled image.
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discretised into a sequence of N samples spaced at intervals of b. x, and can thus be written as
N-1

ls(x)

=

L

l[m]b( :i: - mb.x),

(2.103)

where the l[m]; m = 0, ... , N - 1, are the sample values. As discussed in section 2.8.3,
the Fourier transfonn of equation (2.103) is a continuous function of period 1/ b.x. For digital
processing this spectrum, Fs ( u ), must also be sampled and this can be achieved through
multiplying Fs( u) with a Fourier-space sampling function that has a sampling interval of b.u.
According to the convolution theorem (see section 2.4), this multiplication is equivalent to the
convolution of the sampled function ls( x) with an image-space sampling function that has a
sample spacing of 1/ b.u. The result of this convolution is a periodic function with each period
consisting of the N samples of ls ( x ). The periods are repeated at intervals of 1/ b. 11 . Once
again, the sampling rate must be great enough to avoid aliasing. However, in this case, to
prevent aliasing occurring in the image domain, the Fourier-space sampling interval b.u must
satisfy
1
b.11 S: X,
(2.104)
where l(x) extends between -X/2 and X/2. For the purposes of simpler computation, if
there are N samples in each image-space period, it is convenient to select the Fourier-space
sampling interval b.u such that there are also N samples in each Fourier-space period. Since
there are N image-space samples within the period of length X, that is X = N b. x, then to
achieve N samples in each Fourier-space period and simultaneously satisfy equation (2.104),
b.u must be given by
1
(2.105)
b.u = --.

Nb.x

Through a combination of the definition of the Fourier transfonn (equation (2.14)) and
the sampled representation off ( x) given in equation (2.103), the relationship between the
image-space samples, J[m,], and those of the Fourier spectrum, denoted F[p], is given by
N-1

F[p]

=

L

J[m]exp(i21rp(m/N)); p

= 0 , . . . ,N -

1,

(2.106)

m=O

F(pb.u) and l[m] = 1( mb.x)- This relationship is known as the discrete
Fourier transform (DFT) [Bracewell, 1978, Chap.18). Analogous to the inverse Fourier
transfonn (equation (2.1 7)), the corresponding inverse discrete Fourier transform (IDFT) is
where F[p]

written as

=

l
l[m] = N

N -1

L

F[p] exp(-i21rm(p/ N)); m = 0, ... , N - l.

(2.107)

p=O

Note that there are N samples in both image and Fourier space. For a complete derivation of the
DFT and IDFT the reader should consult Bracewell [1978], Haykin [1983] or Brigham [1988] .
The effect of sampling the Fourier transfonn of the already sampled one-dimensional
function shown in figure 2.l0(e) is illustrated in figure 2.11. For convenience, the sampled
function ls( x) and its spectrum Fs( u) shown in figures 2. l0(e) and 2. l0(f) have been duplicated
in figures 2.11 (a) and 2.11 (b) respectively. Figure 2.11 (d) displays a suitable function for
sampling Fs(u). Multiplying this sampling function and Fs(u) yields the sampled spectrum
shown in figure 2.11 (f). The equivalent image-space convolution results in the periodic sampled
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function shown in figure 2.1 l(e). Thus, when the periodic Fourier transfonn is sampled, the
image is also assumed to be periodic. Implicit in the implementation of the DFf is the
assumption that both image space and Fourier space are sampled and that the data in each
space is repetitive.

J, (x )

IF, (u)I

-------~-~X~~......,__ _ _ _ _._ X
-2-

(a)
0

--~~--~-~-~---~--- u
Bu
-Bu

(b)
I

"K-;;"

IS(u)I

(x )

---~-~!----~----~!---. X
x-;

.6.u

--

u

l :.u

(d)

(c)
fs(x) 0o

--

_ _ _ _ _ _L.J....L..L.J...L.J....L.J....WL.J....L.L...1.----

I

"K-;;"

(x )

IF, (u)S(u)I

Figure 2.11 The effect of Fourier-space sampling. (a) A sampled one-dimensional image f ,(x); (b) its
repetitive Fourier transform F, (u) ; (c) an image-space sampling function h....L; (d) the Fourier transform

S( u) of li ....L is a sampling function with a spacing of D.u . S( u) is a suitable""
function for sampling F, (u);

""
(e) the convolution
of the sampled image / , ( x) with the sampling function h....L; and (f) the corresponding

"" in addition to the image
sampled and repetitive Fourier transform . Thu s, sampling the Fourier transform
cau ses the sampled image to be repetitive.

The DFf can be straightforwardly generalised to higher dimensions. In two dimensions
the DFf pair is written as [Bates and McDonnell, 1989, §12]

N-IN-1

F[p,q]=

L

Lf[m,n]exp(i21r(pm+qn)/N); p,q=O, ... ,N -l ,

m=O n=O

(2 .108)
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and
N-IN-1

/[m , n]

=

L L

F[p, q] exp (-i21r(pm + qn)/ N); m, n

= 0, ... , N

- I.

(2.109)

p=O q=O

These equations relate the two-dimensional image-space samples /[m, n] to the samples F[p , q]
in Fourier space. For convenience, the two-dimensional image has been constrained to be of
N pixel extent in both the :z:- and y-directions. Denoting the two-dimensional image-space
sampling interval as~. /[m , n] = f(m~, n~). The samples of the DFT, F[p , q], are thus
related to the continuous Fourier transform, F( u, v ), by

F[p, q]

= F(pE, qE),

where Eis the two-dimensional Fourier-space sampling interval and E =

(2.110)

I/ ~N .

If the DFT, as described by equation (2.106), was translated directly into algorithmic form,
calculating the DFT of a function of N samples would require N 2 multiplicative operations.
If N is large, as it is in most practical applications of the Fourier transform, the time elapsed
during the DFT computation is excessive. Fortunately, however, there is an alternative means of
obtaining the same result as the DFT provides. In 1965, Cooley and Tukey [1965] developed
a computationally efficient algorithm for the implementation of the DFT. This algorithm is
known as the fast Fourier transform (FFT) and is the algorithm that is employed almost
universally to calculate the Fourier transform whenever digital processing is required [Bates
and McDonnell, 1989, §12]. The FFT reformulates the DFT in such a way that the number
of required multiplications is minimised [Ramirez, 1985; Brigham , 1988]. The considerable
speed advantage of the FFT over the DFT results from the fact that the one-dimensional FFT
requires just N log2 N multiplications compared with the N 2 of the one-dimensional DFT.
When N is large this speed increase is very significant. Any Fourier transforms required
during the production of the results presented in this thesis were calculated by invoking
the FFT. Detailed discussions of the two-dimensional implementation of the FFT are given
in Brigham [1988, Chap.ll] and Gonzalez and Woods [1992, . §3.4]. For an N x N-pixel
image, the two-dimensional FFT requires to the order of 8N 2 log2 N operations, whereas the
corresponding number for the two-dimensional DFT is 4N 2 .

Throughout this thesis the implementation of the Fourier transform is through the use of
the FFT algorithm and a digital computer, however it is worth noting that the Fourier transform
can be computed using an optical computer [Bates, 1982b, §5 .3]. As described in section 2.5,
a simple thin lens forms the Fourier transform of incoming radiation in its back focal plane
[Goodman, 1968]. Thus, an optical computer (implemented using an optical bench) can
'compute' a Fourier transform in the time taken for the light to propagate through a lens. While
optical implementation of the Fourier transform has an enormous speed advantage over digital
implementation, there are problems associated with optical processing that result in digital
processing most often being used in preference. These problems, which are largely concerned
with accurately inputing and outputing the image data from the optical computer, are discussed
by Andrews and Hunt [1977, §1.1] and Bates [1982b, §5.3].
In section 2.8 .1 it was mentioned that the convolution of two compact images produces a

result that is greater in extent than either of the two component images (see equation (2.96)
and figure 2.8) . Often the convolution of images /(x) and h(x) is calculated by simply
multiplying their spectra (i.e., F( u) and H ( u )) and then, according to the convolution theorem,
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inverse Fourier transfonning the product to obtain f (x) <) h(x). However, because of the
com1ection between the extent in image space and the Fourier-space sampling interval (see
equation (2.104)), the spectrum of the convolution must be sampled at a higher rate than the
spectrum of either component considered in isolation.

If the one-dimensional image f (x ) is to be recovered from its spectrum F( u ), F( u) must
be sampled at intervals specified by
D.. uF

'.S -1

1
fx

,

(2.111)

where 1/ D..uF is the Nyquist sampling rate of F( u) and L f x is the extent off( x ). Similarly,
sampling the spectrum H ( u) at a rate of 1/ D..uH is adequate for the recovery of h( x ). However,
the extent of the convolution is L f x + L1ix and, therefore, the Nyquist sampling rate of the
product F(u)H(u) is given by

I

- - 2'. Ljx + Lhx,

(2.112)

D..uFH

which is greater than both 1/ D..uF and 1/ D..uH . Thus, to avoid aliasing of the convolution, the
component spectra must be sufficiently oversampled before the product F( u )H (u) is computed.
To achieve the oversampling, the extents of the component images are increased by adding
zero-valued samples until the images are of the same extent as the resultant convolution. This
process is known as zero-packing [Bates and McDonnell, 1989, §12] and produces adequately
oversampled versions of F( u) and H ( u ). This reasoning is straightforwardly extended to two
or more dimensions.
A further noteworthy point concerning the extent of a convolution arises from the differences between the theory of continuous images and the practicality of sampled ones. It is
convenient to express the extent of a sampled image as a certain number of pixels rather than a
measured distance. For example, if the continuous image f (x) is sampled in the x k-direction
with a sampling interval of b..k, the number of pixels N fxk of the image in that direction is
given by
(2.113)
where L fxk is the extent of f(x) in the Xk-direction. When two positively-valued sampled
images are convolved, the number of pixels in the :i: 1,:-direction of their convolution is given by
(2 .114)
which is different to the expression of equation (2.96) given by the extent of convolution
theorem. This discrepancy is due to the discretised nature of image pixels. While two
continuous images can theoretically be shifted continuously with respect to each other, two
sampled images can only be shifted by integer numbers of pixels.

2.10

THE Z-TRANSFORM

The Fourier transform of the one-dimensional sampled image described by equation (2.103) is
given by

F{fs(x )} = Fs(u) =

l

oo N-1

L

- oo m=O

J[m]8( x - mb..x )exp(i21l'ux )dx
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N-1

L l[m] exp( i21rmtlxu ),

(2.115)

m=O

which is a function of the continuous variable u. If Fs( u) is calculated only at the values of 1t
given by u = ptlu; p = 0, ... , N - 1, the DFT as given by equation (2.106) eventuates. However, it is also convenient to consider Fs( u) as a trigonometric polynomial [Requicha, 1980]
by rewriting equation (2.115) as
N-1

Fs(u)

L J[m]exp(imDu),

=

(2.116)

m=O

where n = 21r llx and is known as the fundamental frequency of the trigonometric polynomial
[Requicha, 1980). The image-space samples or pixel values, l[m], are the coefficients of
the polynomial and the integer value ( N - l) i~ the degree or order of the polynomial.
Trigonometric polynomials are periodic functions and equation (2.116) has a period of
A= 21r_

n

(2 .117)

The polynomial can thus be rewritten in the form
(2.118)
emphasising its periodic nature. Expressing the Fourier transform of ls (x) in this form shows
that the continuous Fourier transform of ls (x) can be approximated over a finite interval of the
real variable u by a periodic function. The width of this interval is 2; .
It is possible to associate an algebraic polynomial [Requicha, 1980) with the trigonometric
polynomial of equation (2.116) by defining the transformation

( = exp(inu) = exp(i21rllxu).

(2.119)

Substitution into equation (2.115) yields
N-1

F( ()

=

L f[m](m,

(2.120)

m=O

which is known as the z-transform of l(x) [Bracewell, 1978, p.257). This polynomial also
has degree ( N - 1), but the complex variable ( shows no periodicity. Again, the image-space
samples, l[m], provide the coefficients of the polynomial. The z-transform of a function is
denoted by the corresponding uppercase calligraphic letter, that is 1( x) ~ F( (), where
~ indicates the reversible z-transform relationship. The space in which the z-transform
of a function exists is herein referred to as z-space. Note that if the image-space samples,
l[m], are fully specified at positions that satisfy the sampling theorem (see section 2.8.3), the
z-transform can be derived directly from the sampled image ls( :z: ).
To investigate the relationship between the continuous, but periodic, Fourier transform of
the sampled image ls (x) and the z-transform F( (), it is convenient to invoke the process of
analytic continuation [Kreysig, 1983, p.692). Analytic continuation simply involves allowing
a real variable to assume complex values. The Fourier transform Fs( u) can be analytically
continued by generalising the real variable u in equation (2.115) to the complex variable

w

= u + it,

(2 .121)
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where t is imaginary part of w. Thus, Fs( u) can be thought of as being the value on the real
axis of Fs( w ). Obviously, measurements of Fs( w) can only be obtained for real values of w
(i.e. where Irn[w] = 0), but Fs( u) and Fs( w) are related by the Fourier transforms

Fs(w)

=

1

=

1-:

and

fs(x)

Ltf2

fs(x)exp(i21rwx)dx,

(2.122)

-L,/2

(2.123)

Fs(u)exp(-i21rux)du

where L f is the extent of f (x) .
Following analytic continuation, the transformation described by equation (2.119) can be
rewritten as
(2.124)
and can be thought of as a conformal mapping between complex Fourier space defined by
the coordinates ( u, t) and complex z-space. The transformation of equation (2.124) maps a
vertical strip of width A = 2; of the complex Fourier plane onto the entire z-plane. Figure 2.12
illustrates this mapping. It can be seen that the real u-axis maps onto the boundary of the zplane unit circle and that the upper and lower halves of the complex Fourier plane strip are
mapped respectively to the interior and exterior of the z-plane unit circle. The strip of width 2;
is known as the primary strip. Since the z-transform simply specifies a mapping of a periodic
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function approximating the continuous Fourier transform onto a complex plane, many of the
properties of the Fourier transform are applicable to the z-transform . Crucial to aspects of this
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thesis described in Chapters 5, 7 and 8 is the applicability of the convolution theorem (see
section 2.4) to the z-transform [Bracewell, 1978, p.261]. The z-transform of the convolution
described by equation (2.9) is
B(() = F(()1t((),
(2.125)
which is simply the multiplication of two z-space polynomials that are the z-transforms of
the components of the convolution. The utility of the z-transform is emphasised by this
relationship when the problem of deconvolution is considered. Equation (2.125) shows that
image deconvolution is equivalent to polynomial factorisation in z-space. Thus, if it is possible
to factorise the polynomial product B( () into the factors F( () and 1t( () (and those factors
alone), deconvolution in image space has been achieved. The consequences of the relationship
between a convolution and its z-transform are discussed in greater depth in Chapters 5 and 7.
The z-transform is easily extendable to two dimensions. The z-transform F( (, 1 ) of the
two-dimensional image f (x, y) is given by
N-1 N-1

F((,,) =

L L f[m,n](m,n,

(2.126)

m=O n=O

where ( and 1 , the complex variables defining z-space, are given by

( = exp(i21ruLi)

and

1

= exp(i21rvLi).

(2.127)

Note that the image-space sampling intervals are assumed to be the same in both the x - and
y-directions, that is Lix = Liy = Li. Equation (2.126) is a two-dimensional polynomial of the
complex variables ( and I and the degree of the polynomial is (2N - 2).

2.11

SUMMARY

Linear systems can be used to accurately model many situations that are of practical interest.
A mathematical tool which is extremely useful in investigating the behaviour of a linear
system is the Fourier transform. The Fourier transform provides a vehicle for the expression
of some quantity as a summation of sinusoidal components of different frequencies. The
properties of linear systems combined with those of the Fourier transform give rise to reasonably
straightforward system analysis techniques.
The versatility of the Fourier transform is further enhanced by the fact that it appears
explicitly within many physical systems. In particular, Fourier transform relationships exist
between the complex amplitude of a coherent source and its far field radiation pattern, the
intensity of an incoherent source and its radiation pattern in the far field, and the field incident
upon an ideal thin lens and the field in the back focal plane of the lens.
Assuming that an imaging system is linear, application of Fourier analysis shows that the
image formed by the system is a result of a convolution. If the illumination is spatially coherent,
the components of this convolution are the complex amplitudes of the source and the spatially
invariant impulse response of the system. Conversely, for spatially incoherent illumination,
the intensity of the resulting image is due to the convolution of the intensities of the source and
the system impulse response.
The Fourier transform of the impulse response is the system's transfer function, which is
an important quantity in describing the characteristics of an imaging system. The coherent
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transfer function is simply equal to the aperture function of the system. The incoherent transfer
function is the autocorrelation of the aperture function.
Digital computers provide an extremely convenient means for the processing of images.
Inherent to digital processing techniques is the concept of sampling. Provided images are
sampled according to the criterion set down by the sampling theorem, they can be represented
by a finite set of samples. A discretised version of the Fourier transfonn can then be used to
perfonn Fourier analysis upon sampled images. Similar to the discrete Fourier transfonn, the
z-transfonn provides a polynomial representation of a sampled image.
At this point it is appropriate to explain the notation used to describe the fonn of the images
presented in the following chapters. All images considered in this thesis are assumed to be
fonned by incoherent radiation, to be of finite extent, and to be sampled such that the sampling
theorem is satisfied . Therefore, the notation that has been employed in this chapter to denote
an incoherent image, i.e. bic( Xi , Yi), and a sampled image, i.e. Is( :i:i, Yi), will not be explicitly
used in the forthcoming chapters. Because of the assumption of incoherence and discretised
representation, the blurred image fonned by an uncontaminated imaging system is written as

b(a:,y)

= f( x ,y) (:) h(x , y),

(2.128)

where b(:i:, y), f( :i; , y) and h(:1:, y) are intensity distributions and are suitable candidates for
digital processing. The Cartesian coordinates x = (:i:, y) are henceforth used exclusively to
denote position in the image plane.

CHAPTER 3

DECONVOLUTION TECHNIQUES

The deconvolution problems posed in section 1.3 have attracted the attention of many researchers and large amounts of time and energy have been devoted to the development of
various algorithms to solve these problems. This chapter introduces a few of the most important deconvolution techniques and thereby provides an introduction to the sections of Chapter 4
that discuss the ensemble deconvolution methods that are applied to astronomical speckle images.
The principal aim of any deconvolution technique is to remove, or reduce to a useful level,
the degradation introduced during the capture of an image. The degradation of an image results
from the combination of two effects: the blurring introduced by the imaging system and the
inevitable contamination due to external sources and the limitations of the imaging system (see
section 1.2). An isoplanatically blurred image g(x) can be modelled as (cf equation (1.5))

g(x)

= J(x) O h(x) + c(x),

(3 .1)

where f(x) is the original object, h(x) is the isoplanatic blurring (point spread) function, and
c(x) encompasses all contamination (e.g. nonisoplanatic contributions, external noise, system
noise). Deconvolution involves restoring some estimate ](x) of the true object image f(x)
which would have been recorded in the absence of the degradation.
Section 3.1 describes some of the well-known techniques for solving the conventional
deconvolution problem. Methods of solving the blind deconvolution problem are outlined
in section 3.2 and an introduction to ensemble blind deconvolution techniques is given in
section 3.3. For comparison with the Fourier-based methods featured in this thesis, a statistical image restoration metl1od is described in section 3.4. This method is capable of both
conventional and blind deconvolution.

3.1

CONVENTIONAL DECONVOLUTION

The conventional deconvolution problem (see section 1.3) is stated as:
'Given g(x) and li(x), an estimate of h(x), obtain ](x), an estimate of J(x).'
This deconvolution problem arises in many fields where a reasonable estimate of tl1e impulse
response of the imaging system is available (e.g. scientific research, medicine, criminology,
military intelligence, photography). Equally numerous as the occurrences of the problem
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are the methods that have been developed to solve it. The following subsections present
overviews of some of the best known methods for solving the deconvolution problem given
prior knowledge of the point spread function.

3.1.1

The Inverse Filter

The simplest theoretical approach to solving the conventional deconvolution problem employs
a linear filter. In the absence of contamination, the convolution theorem gives the Fourier
transform B( u) of the uncontaminated blurred image b( x) as

B(u)

= F(u)H(u).

(3 .2)

An estimate ii( x) of the point spread function is available, thus a simple filter

l
D(u)=, H(u)

(3.3)

can be defined. The multiplication of equations (3.2) and (3.3) followed by an inverse Fourier
transform operation yields }(x), that is

}(x)

=

y-l { F(~)H(u)}
H(u)

y- 1 { P(u)}
~

F- 1 {F(u)}.

(3.4)

This technique of deconvolution is known as inverse filtering and D( u) is the ideal inverse filter
[Andrews and Hunt, 1977, Chap.7; Bates and McDonnell, 1989, §16; Biemond et al., 1990].
In the absence of contamination, inverse filtering is straightforward and accurate provided
that H(u) is a faithful estimate of H(u). However, in realistic situations a recorded image is degraded by contamination as well as blurring (see equation (3.1)), and therefore the
reconstruction of f(x) by simple inverse filtering is given by

}(x)

= F-l { F(~)H(u) +
H(u)

~

F- 1 {F(u)

~(u)}

H(u)

+ ~'(u)}.
H(u)

(3.5)

Thus the resulting estimate }(x) is the sum of another estimate of f(x), given by the first term
in the right hand side of the above equation, and the inverse filtered contamination. Careful
inspection of equation (3 .5) reveals the shortcomings of the inverse filter. Firstly, the accuracy
of the image estimate }(x) is directly related to the quality of the estimate of the point spread
function . Secondly, if IH (u)I is small compared with C( u), the spectrum of the contamination
function, the effect of the contamination is amplified. This is especially noticeable in the high
frequency components since c( x) invariably contains higher frequencies than h( x) [Biemond
et al., 1990]. Furthermore, if iI (u) is zero at some point in frequency space at which H ( u)
has appreciable value, the inverse filter D( u) does not exist at that point.
The poor performance of the inverse filter in practical situations may be attributed to the
fact that it does not consider the properties off ( x ), the unavoidable presence of contamination
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or any inaccuracies in the estimation of the point spread function. The noise amplification
property of the inverse filter is demonstrated in figure 3.1. Figures 3.l(a) and 3.l(b) show the
true image f(x, y) and a defocus point spread function h(x, y), respectively. The blurred image
obtained by convolving f(x, y) and h(x, y) is shown in figure 1.5(c). Figure 3.l(c) presents
the inverse filtered reconstruction of the uncontaminated convolution shown in figure l.5(c).
The image estimate shown in figure 3.l(d) is the result of inverse filtering a contaminated
version of the same blurred image. This latter reconstruction clearly displays the expected
amplification of high frequency noise when contaminated images are inverse filtered. Note
that in this example the signal-to-noise ratio of the contaminated convolution was 60 dB and an
exact estimate of h( x, y) has been used to construct the inverse filter, i.e. Q( u, v) = 1/ H ( u, v ).

(a)

(b)

(c)

(d)

Figure 3.1 An example of inverse filtering: (a) the true image f(x, y); (b) a simulated defocus point spread
function h(x, y); (c) the J(x, y) obtained by inverse filtering the uncontaminated convolution of f(x, y)
and h(x, y) (shown in figure 1.5(c)); and (d) the estimate /( x, y) obtained by inverse filtering the same
convolution but with a contamination level of 60 dB .
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3.1.2 The Wiener Filter
The Wiener filter is a modification of the simple inverse filter that was developed to reduce the
noise amplification property of the inverse filter. The fotm of the Wiener filter is specified such
that the mean square error between the reconstructed image }(x) and the true image f(x) is
minimised. The Wiener filter takes into account the ratio of the contamination energy to that
of the true image and is given by [Bates and McDonnell, 1989]

w

iI*(u)

(u)

= IH(u)l 2 + <I>(u)'

(3.6)

where <I>( u), a function of spatial frequency, is an estimate of [C( u)/ F( u) [2. Detailed knowledge of the statistics of the contamination is seldom available, therefore it is usually difficult to
estimate a useful functional form for <I>( u). In practice white noise is often assumed and <I>( u)
is taken to be independent of u, that is

<I>(u)

= <I> ,

(3 .7)

where <I> is real and positive and is known as the Wiener filter constant. In most cases an
appropriate value for <I> cannot be derived directly from the information available and so must
be deduced experimentally. The filtering operation is repeated several times, with a different
value of <I> for each deconvolution attempt [Bates and McDonnell, 1989, §16]. The value of
<I> which produces a restored image deemed to be the 'most satisfactory' is selected as the
best estimate of <I>( u ). Wiener filtering has been invoked successfully in many deconvolution
applications. However, it is sensitive to errors in fI (u) and produces less faithful results as the
high spatial frequency content of f(x) increases [Bates et al., 1982c].

3.1.3

The Homomorphic Filter

Another Fourier-space approach to solving the conventional deconvolution problem is homomorphic or cepstralfiltering [Oppenheim et al., 1968). This technique involves rephrasing the
frequency domain multiplication of equation (3.2) as an addition by considering the complex
logarithms of the component spectra. Assuming C( u) = 0, the complex logarithm of G( u),
defined as ln( G( u)) = lnlG( u)I + iP[G( u)] , can be written as
ln(G(u))

= ln(F(u)) + ln(H(u)).

(3.8)

The Fourier transform of lnlG(u)I is known as the cepstrum of g(x) [Cannon, 1976]. An
estimate off ( x) can be formed by evaluating Ir( fI (u)) from the point spread function estimate
ii(x) and subtracting it from ln( G( u)), that is

F- 1 {exp [1n(G(u)) -lr.(H(u))]}

}(x)

F- 1 {exp [1n(F(u)) - ln(H(u)) - lr.(H(u))]}
~

F- 1 {exp [ln(F(u))]} .

(3.9)

This technique is known as simple homomorphic filtering and, like simple inverse filtering,
often fails in the presence of contamination due to amplification of the noise. However, this
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restriction can be alleviated by the use of a homomorphic filter, W( u ), which is based on the
Wiener filter W(u) defined by equation (3.6) [Bates and McD01mell, 1989, §16). W(u) is
given by
W(u) = ln(W(u)).
(3.10)
A homomorphic Wiener filtering operation produces the estimate

J(x) = F- 1 {exp [ln(G(u))

+ W(u)]},

(3 .11)

of the true image. Homomorphic filtering has been successful in a wide range of applications, including the separation of multiplied signals as well as convolved signals [Oppenheim
et al., 1968). A particularly common application of homomorphic deconvolution is in speech
processing when it is often of interest to isolate the effects of the glottal pulse excitation and
the vocal tract impulse response [Kopec et al., 1977).
The properties of the cepstrum and the power cepstrum (the Fourier transform of the
logarithm of the power spectrum) have also been used advantageously to solve particular
examples of the blind and ensemble deconvolution problems (see section 3.3.1) [Stockham
et al., 1975; Cannon, 1976].

3.1.4

The Constrained Least Squares Filter

Another linear filter that has been designed to surpass the shortcomings of the inverse filter (see
section 3.1.1) is the constrained least squares filter [Hunt, 1973]. As mentioned in section 3.1 .1,
the inverse filter does not take into account the contribution of the contamination to G(u)
and thereby produces an estimate J(x) which is consistent with the recorded image, that is
F( u)/D( u) ~ G ( u) . When contamination is significant, applying this approximate equality
will produce severely distorted reconstructions. In contrast, the constrained least squares
approach considers the contamination and requires that the reconstructed image satisfies the
condition
(3.12)
IIG(u) - H(u).F(u)II ~ IIC(u)II,
where II· II denotes the Euclidean norm . It is possible to obtain an estimate of II C (u)II from
a smooth part of the recorded image g(x) [Biemond et al., 1990]. Several reconstructed
images will satisfy equation (3.12) and the optimal one is specified to be the reconstruction that
minimises some predefined nonsmootlmess criterion [Biemond et al., 1990], i.e. the quantity
F( u) minimises the expression
'
(3 .13)
IIR(u).F(u)II,
where R( u) is the Fourier transform of a function which measures the lack of smootlmess
of tl1e restored image estimate. The solution to this minimisation problem is known as tl1e
constrained least squares filter [Andrews and Hunt, 1977, Chap.8] and is given by

H *(u)

0(u)

=

IH(u)l2 + ,IR(u)l2 '

(3.14)

where I is a constant selected such that equation (3.12) is satisfied [Biemond et al., 1990].
The constrained least squares filter was first derived by employing an image-space algebraic
approach [Hunt, 1973] and while this type of approach is not discussed in this thesis, the
reader should be reminded of tl1e existence of the large and expanding volume of literature that
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describes image degradation in tenns of a matrix-vector fonnulation [Andrews and Hunt, 1977;
Katsaggelos, 1989; Biemond et al., 1990]. An advantage of such a fonnulation is that it can be
used to describe cases of both spatially-invariant and spatially-variant image blurring. Once
the deconvolution problem is expressed in tenns of matrices and vectors, it is solved by using
the method of least squares to minimise some measure of the image characteristics.

3.1.5

Subtractive Deconvolution

The conventional deconvolution techniques outlined in sections 3.1.l - 3.1.4 can be described
as multiplicative techniques since deconvolution is accomplished through a multiplication operation in Fourier space. In contrast to these techniques, the CLEAN algorithm [Hogbom, 1974]
is a subtractive image~space deconvolution technique.
The subtractive deconvolution approach considers each pixel of the true image f(x) as
an impulse function existing only at that particular sample point. Consequently, when f(x)
is convolved with a point spread function , h(x), the infonnation contained within each pixel
of f(x) is spread out and the blurred image comprises a set of broadened impulses. By
successively subtracting out each spread impulse from the blurred image and placing an
appropriately scaled true impulse at the corresponding position in a new image frame, an
estimate }(x) of the true image is gradually assembled. The blurred image g(x) from which
the spread impulses are subtracted is known as the dfrty map and the estimate }(x) is the clean
map.
The CLEAN algorithm was originally developed to solve the deconvolution problem which
arises in synthesis radio astronomy [Hogbom, 1974]. It is known that stars emit radiation at
frequencies spanning the entire electromagnetic spectrum. However, depending on the star's
position and the region of space between it and the earth, certain frequencies are more strongly
attenuated than others. In particular, while dust clouds in space scatter radiation of optical
wavelengths, radio frequency radiation is not significantly perturbed because of its much larger
wavelengths. Therefore, increased infonnation can be obtained by imaging objects using
several different frequency bands. However, since the extent of the smallest detail that can
be resolved by a telescope is proportional to the wavelength of the collected radiation and
inversely proportional to the diameter of the telescope aperture, very large aperture radio
telescopes are required to obtain resolution limits comparable to those of far smaller optical
telescopes. It is not feasible to construct radio telescopes of the required size, however a
technique based on interferometry and known as aperture synthesis has been developed and
successfully employed to obtain very high resolution images of radio sources [Christiansen
and Hogbom, 1985, Chapter 7].
In synthesis radio astronomy several widely spaced radio telescopes, herein referred to as
antennas, are used collectively to synthesise a single very large aperture [Napier et al., 1983;
Christiansen and Hogbom, 1985, Chap.7]. Each individual antenna provides a single point
measurement in the synthesised aperture. These aperture samples are related to the radio
frequency image of the astronomical object being imaged by the Fourier transfonn . The very
large diameter of a synthesised aperture, compared with those of the component antennas,
means that a vastly improved resolving ability is now obtainable. However, the synthesised
aperture is sampled at a very small number of points and, therefore, the resulting images are
severely blurred.
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Consider that the measured aperture distribution G( u) is the product of the true aperture
distribution F( u) and a sampling function H ( u ). The synthetic image is thus given by

g(x)

F- 1 {F(u)H(u)}

f(x) ~) h(x) ,

(3.15)

where f(x) is the true image and h(x) is the point spread function representing the aperture
sampling. In practice, as a result of the incomplete sampling of the visibility, h(x) exhibits
large sidelobes which may extend over the entire image support and consequently blurs the
components of f(x). Due to the fact that IH(u)I is effectively either zero or unity, it is not
appropriate to use the Wiener filter to unravel the convolution of equation (3.15) in the radio
astronomy context. Instead, the CLEAN algorithm is employed to deconvolve the sidelobed
point spread function from g(x) and to replace it with a smooth Gaussian function to give an
enhanced estimate of the true image resolved to the maximum expected limit.
The CLEAN technique has also been successfully applied in a number of other fields.
Bates et al. [1982b] present results demonstrating the application of CLEAN to data from the
fields of astronomical speckle imaging, radio engineering, biochemical analysis, biological and
medical signal analysis. The CLEAN algorithm has also been used in the context of speech
analysis [Thorpe, 1990].
A mathematical description of the CLEAN algorithm is most clearly given by the equations
of the following set of steps. Note that all the pixels of the initial clean map fo(x) are set
to zero, the initial dirty map go(x) is equal to g(x), and an estimate li(x) of the point spread
function is required. These steps describe the ith iteration of the algorithm.
1. Locate the point Xk which is the brightest point in the dirty map gi( x ), that is
(3.16)
2. Multiply gi(xk)8(x - xk) by some real, positive constant a, known as the loop gain.
A necessary condition for convergence is that O < a < 2. Convergence is more
likely for a smaller a, however this is at the expense of a larger number of iterations
[Fright, 1984, §2.2.3). In practice, a is typically chosen to be less than unity [Bates and
McDonnell, 1989, §17). agi(xk)8(x - xk) is considered to be a fraction of the true
impulse f(x)8(x - xk) and, subsequently, this component is added to the clean map
fi(x), that is
(3.17)
fi+I (x) = fi(x) + o:gi(x)8(x - xk)·
3. Since agi(xk)8(x - xk) is a fraction of the intensity of the true image at the position
Xk, a!Ji(xk)!i(x - xk) is the corresponding fraction of the spread impulse and is thus
subtracted from the dirty map. The modified dirty map is given by

- (X ) = g;- (X ) 9i+I

Ct

,-i (X

-

(Xk)
Xk )-9i--·

h(O)

(3.18)

4. Steps 1 - 3 are repeated until the pixel values of the modified dirty map are satisfactorily
small compared with some previously estimated value of the contamination level of
g(x). At this stage it is assumed that the algorithm has converged.
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5. The final step of the CLEAN algorithm involves enhancing the clean map. This is
implemented by convolving the clean map with an ideal point spread function. In radio
astronomy the point spread function estimate li(x) of the actual system is most often a
narrow Gaussian beam with the addition of significant sidelobes, thus convolving the
clean map with a true Gaussian beam will provide an enhanced reconstruction of the true
image.
The CLEAN algorithm described by the above steps has some shortcomings. The faithfulness of the reconstructed image is dependent upon the choice of value for the loop gain
parameter a. Also there is no way by which the accuracy of a CLEAN reconstruction can be
estimated. A further failing of the CLEAN algorithm is that the clean beam used to enhance
the reconstruction (see step 5 above) is chosen arbitrarily, thus the resulting estimate of the
true image is not consistent with the measured aperture distribution (i.e. F(u)H(u) # G(u),
where F( u) is the Fourier transform of the reconstruction) [Roddier, 1988, §5.2.2).
Despite the shortcomings of the simple CLEAN algorithm, it does have the attractive
feature of allowing images that have been blurred by nonisoplanatic point spread functions to
be restored [Bates et al., 1982a]. Furthermore, CLEAN can be applied when the Fourier-space
samples are not arranged in a regular grid [Fright, 1984, §2.2.3) and, thus, can be thought of as
a method of Fourier-space interpolation. However, since CLEAN is an image-space technique
it is not useful when the Fourier phase is not available.
The subtractive approach to deconvolution adopted by the CLEAN algorithm is most
appropriate when the object being imaged comprises a collection of separated, unresolvable
components. If a is chosen to be small, CLEAN may successfully restore objects with wider
extents [Roddier, 1988, §5.2.2), however the iterative procedure is inefficient, many more
iterations are required and a useful result cannot be guaranteed. Subtractive reblurring is a
technique closely related to CLEAN that has been developed and successfully used to restore
extended objects [Bates et al., 1982a; Bates and McDonnell, 1989, §17).

3.1.6

Iterative Deconvolution

Iterative techniques, which are based on the method of successive approximations, have
emerged as popular image restoration methods in recent years [Katsaggelos, 1989). Therefore,
although iterative image restoration is not directly related to the deconvolution work described
in this thesis, a brief outline of the fundamental aspects of iterative algorithms is presented here
for the sake of completeness. For more thorough reviews of indirect or iterative deconvolution
techniques the interested reader should consult the works of Katsaggelos [ 1989) and Biemond
et al. [1990).
The popularity of iterative techniques may well be due to the several advantages that they
present over the more traditional multiplicative filter-type techniques (e.g. the inverse and
Wiener filters). The first advantage is that iterative techniques do not require that an inversion
filter of any form be implemented to remove the effects of the blurring. Secondly, the progress
of the solution can be observed as the iterations continue and any a priori knowledge of
the true image can be incorporated into the process. Thirdly, iterative techniques of image
deblurring can be applied to nonisoplanatically blurred images as well as those that have
been isoplanatically blurred. Finally, constraints can be applied to minimise the effects of
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contamination.
The earliest and most basic iterative restoration algorithm, developed by Van Cittert,
neglects the inevitable presence of contamination and is consequently very simple [Katsaggelos, 1989; Biemond et al., 1990]. From the ideal isoplanatic model (see equation ( 1.4)) the
following identity can be written for all values of parameter /3

f(x)

= f(x) + /3(b(x) -

f(x) (:) h(x)) ,

(3.19)

where b( x) is the blurred but uncontaminated image. The method of successive approximations
can be applied to this identity to yield an iterative scheme. The scheme is initialised by setting
} 0 (x) = /3b(x) and the ·ith iteration is written as

i(x) + f3(b(x)- Ji(x) 0 ii(x))
/3b(x) + (c5(x) - (J ii(x)) (:) Ji(x) ,

(3 .20)

where c5(x) is a two-dimensional impulse function and h(x) is the available estimate of the
point spread function. As the number of iterations tends towards infinity, Van Cittert's method
(for which /3 = 1) approaches the inverse filter solution [Biemond et al. , 1990]. Consequently,
if the number of iterations becomes too large, Van Cittert's method suffers from the same noise
amplification problem that plagues direct inverse filtering. Unfortunately, the optimal number
of iterations is generally unknown. However, the iterative solution can be monitored visually
and the algorithm can thus be halted at some point at which the blurring has been sufficiently
removed and the noise amplification has not yet severely degraded the reconstruction.
It has been shown [Katsaggelos, 1989] that in order for Van Cittert's iterative scheme to
converge, the real part of the Fourier transform of the point spread function h(x) must be
positive for all frequencies, however two common blurring functions (linear motion blur and
defocus blur) do not satisfy this condition. Therefore, several researchers have developed
modified versions of equation (3 .20) that overcome the noise amplification and convergence
problems. Their modifications include schemes to relax the convergence condition and to
apply constraints that incorporate a priori information of the solution (e.g. knowledge that the
original image is band-limited, has a finite support and energy, and is positive), thus reducing
the set of feasible solutions to the reconstruction problem. Recent efforts have concentrated
on improving convergence of iterative methods with some notable success. The method of
conjugate gradients [Prost and Goutte, 1984] has been shown to produce a faster convergence
that the method of steepest descent that has previously been invoked in iterative restoration
algorithms to realise the required minimisation [Biemond et al., 1990].

3.2

BLIND DECONVOLUTION

In many situations a single blurred image is recorded and exact details of the nature of the
blurring are unknown. The problem of deblurring the recorded image now becomes one of
blind deconvolution and can be stated as :
'Given only g(x), recover } (x), an estimate of f(x).'
This is the most general form of the deconvolution problem and, therefore, the most difficult
to solve.
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Given the difficulty of the blind deconvolution problem, algorithms to solve the problem are not as numerous as those that solve the conventional deconvolution problem (see
section 3.1). The first algorithm to implement blind deconvolution was proposed by Ayers
and Dainty [ 1988]. They demonstrated the ability of their iterative algorithm to successfully
deconvolve uncontaminated positive images. The Ayers-Dainty algorithm is described in
section 3.2.1. A similar iterative algorithm, based upon adaptations of the scheme of Ayers
and Dainty, was introduced by Davey et al. [1989a]. This algorithm, which successfully
deconvolves contaminated complex images, is outlined in section 3.2.2.
As well as the iterative methods mentioned above, the blind deconvolution problem has also
been solved in some instances by the principle of maximum entropy [Gull and Skilling, 1984].
Maximum entropy is not so much a method of deconvolution as a method by which the most
likely of many feasible image reconstructions can be found. For this reason and because it can
be applied to solve both the blind and conventional deconvolution problems, the concept of
maximum entropy is discussed separately in section 3.4.

3.2.1

Ayers-Dainty Algorithm

An iterative solution to the blind deconvolution problem was first proposed by Ayers and
Dainty [ 1988]. Their algorithm is based on the general iterative image-processing loop that had
previous! y been employed in the context of the Fourier phase-retrieval problem [Fienup, 1982]
(see section 4.5.1.1). Ayers and Dainty [1988] adapted the iterative processing loop to simultaneously recover estimates of both the image components of a single convolution; their
algorithm is depicted in figure 3.2. Each iteration involves a complete circuit of the loop
and comprises two Fourier transforms, two inverse Fourier transforms, and the application of
various constraints to encourage the algorithm to converge to the correct solution.
The steps of the Ayers-Dainty algorithm are as follows:
1. Compute an initial pseudo-random estimate ] 0 ( x) off ( x) for input to the iterative loop.
2. Apply the image-space positivity constraint to ] 0 (x) to construct h(x).
3. Compute the Fourier transform i\(u) of };(x).
4. Construct an estimate H;( u) of H ( u) using G( u), F;( u) and

H;-1 ( u).

5. Inverse Fourier transform H; (u) to obtain fi;(x).
6. Apply the image-space positivity constraint to fi;( x) to construct li;( x).
7. Fourier transform li;(x) to obtain H;( u).
8. Construct an estimate Fi( u) of F( u) using G( u), Hi( u) and Fi-I ( u).
9. Inverse Fourier transform Fi ( u) to obtain ]1( x).
10. Apply the image-space positivity constraint to };(x) to construct fi(x).
11. Stop if both h( x) and Ii;( x) satisfy some faithfulness criterion, otherwise continue from
step 3.
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Figure 3.2 The iterative blind deconvolution loop proposed by Ayers and Dainty [1988)

The image-space constraint of the algorithm of Ayers and Dainty [ 1988] requires that the
image and point spread function estimates have positive-valued pixels. This is a common constraint of iterative algorithms that are applied to optical images and it arises from the knowledge
that optical intensity distributions are necessarily positive. The image-space positivity constraint, applied to estimates lii(x) and Ji(x) at steps 6 and 10 to produce the modified estimates
li;(x) and h(x), respectively, has two stages. Firstly, any negative-valued pixel of an estimate
is set to zero. This positivity constraint can be described by

-( )

j;

X

={

f;(x) , if f;(x) 2 0,
0,

otherwise.

(3.21)

Secondly, the energy lost in setting any negative-valued pixel equal to zero is redistributed in
the image. Ayers and Dainty [ 1988] employ a somewhat ad hoc scheme for this redistribution.
They claim increased convergence of their algorithm if this scheme of energy redistribution is
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employed rather than a simple renormalisation of the spectrum.
Steps 4 and 8 of the Ayers-Dainty algorithm can be considered as the impositions of
the Fourier-domain constraint. This constraint requires that the product of the two spectral
estimates is equal to the spectrum of the convolution, that is F'i(u)Hi( u) = G(u). Thus, at
steps 4 and 8, a new estimate of either F( u) or H ( u) is generated using G( u) and previous
estimates of the component spectra. The simplest approach to generating a new estimate of
either F( u) or H ( u) is to invoke an inverse filter (see section 3.1 .1) and multiply G( u) by either
1/ ft(u) or 1/ F'i(u), respectively. However, as discussed in section 3.1.1, several processing
difficulties arise when attempts are made to implement an inverse filter and these are identified
by Ayers and Dainty [ 1988]. Firstly, if the function to be inverted contains regions with low
values, the inverse filter may be difficult to realise and will produce inaccurate results in those
regions. Secondly, if either F( u) or H ( u) have zero value at some particular spatial frequency,
G( u) will contain no information at that spatial frequency. Ayers and Dainty [ 1988] thus take
advantage of the fact that at the ith iteration two estimates of each spectrum are available. For
example, an estimate of the image spectrum, Fi (u), is generated at step 3 and a second estimate
F'i( u) is produced at step 8 (in the simplest case this estimate is given by G( u) / Hi( u)). Ayers
and Dainty proposed that some form of combination of the two estimates of each spectrum
will produce a final estimate that is devoid of the problems of noise amplification and the loss
of frequency information in small regions. Their Fourier-domain constraints are described by
the following set of conditions and equations:

Fi (u)
Fi(u)

= (1
1

= F'i-1 (u)

- /3)F'i-1(u)
1- /3

+ /3 q(u)

Hi (u)

iii (u)

+ /3-G(
)
Fi-1(u)
:r u

-, - = Fi(u)

if JG(u)I < noise level,

.

if

if JJt(u)l 2". IG(u)I,

-

IHi( u)I < IG(u)I ,

(3.22)
(3.23)
(3.24 )

where the constant /3 has a value between zero and one and is set before the iterative algorithm
is started.
Ayers and Dainty [1988] present two examples of reconstructions generated by their algorithm when applied to uncontaminated convolutions of positive component images. They
report that, with a suitable value of (3 and after a few hundred iterations, their algorithm
produces very faithful estimates of the true component images.

3.2.2

Davey et al. Algorithm

Shortly after Ayers and Dainty reported their iterative blind deconvolution algorithm (see
previous section), Davey et al. [1989a] proposed a set of modifications. While the AyersDainty algorithm was shown to successfully deconvolve an uncontaminated convolution of
two real images, the adaptations introduced by Davey et al. [1989a] allowed for the iterative
blind deconvolution of contaminated convolutions and have been shown to restore both real
and complex images [Davey, 1989, §7.4.2]. Davey et al. proposed that up to three image-space
constraints may be applied at steps 6 and 10 (refer to the stepwise description of the Ayers and
Dainty algorithm in section 3.2.1). These constraints are positivity, realness and support. The
positivity constraint forces all negative pixels to zero. If it is known that the image is real, the
realness constraint can be applied by setting to zero the imaginary part of all pixels. Finally, a
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support constraint can be imposed upon an image when an estimate of its support is available.
Any non-zero valued pixel existing outside the suppo1t estimate is said to violate the support
constraint. Often the supports of the object and the point spread function are not known a
priori and must therefore be estimated. The following procedure is proposed for estimating
the supports [Davey, 1989, §7.4.1.l]. Firstly, the support of the convolution, S[g(x)) (see
section 2.8.1), can be found by thresholding g( x ). In estimating the supports off ( x) and h( x ),
S[f(x )] and S[h(x)] respectively, any partial a priori infonnation should be incorporated into
the choice of support sizes . Most importantly, S[f (x )] and S[h( x)] must be estimated such that
they satisfy the extent of convolution theorem (see equation 2.96). Despite the requirement
that must be met by the support estimates, there are several feasible values of S[f(x)) and
S[h(x)). Therefore, the iterative algorithm is repeated for all feasible values of S[f(x)) and
S[h(x)] and the reconstructions that are most faithful according to some error measure is taken
to be the best estimates of f(x) and h(x).
The rather intricate Fourier-domain constraint of Ayers and Dainty [ I988] is detailed by
equations (3.22) - (3.24). In contrast, Davey et al. [1989a] propose a more simple Fourierdomain constraint in their modified algorithm . At steps 4 and 8 of the iterative scheme detailed
in section 3.2.1, the modified algorithm obtains updated estimates of the Fourier spectra by
invoking a modified Wiener filter. If Fi ( u) is to be estimated (step 8) the Wiener-type filtering
operation is [Davey, 1989, §7.4.1.2]

i,_( ) _
I'i

u -

G( u)Ht( u)
'
IHi( u)l2 + IH;(u)I

(3 .25)

where a, is a positive real constant (the equivalent of the Wiener filter constant introduced in
equation (3.7)) that is selected according to the contamination level. The equivalent filter to
equation (3.25) is employed at step 4 to estimate Hi(u) from Fi(u) and G(u).
On comparison with equation (3 .6), it can be seen that the modification to the Wiener filter
is manifested in the scaling of the filter constant by the quantity 1/IHi( u)I. When IHi(u)I is
small, the denominator of the modified filter is large and, therefore, the filter is more effective
and less sensitive to contamination than either the inverse or Wiener filter (see sections 3.1.1
and 3.1.2). In contrast, when IHi(u) I is large, the predominant tenn of the denominator of
equation (3.25) is IHi( u)l2 and, consequently, the modified Wiener filter approximates the
inverse filter.
Results have been reported [Davey, 1989, §7.4.2] that demonstrate the ability of this
modified blind deconvolution algorithm to restore the component images of contaminated convolutions when the images are either real and positive or complex. Recent work has extended
the use of the algorithm to three-dimensional deconvolution problems [Millane et al., 1994].
However, in both the two-dimensional and three-dimensional cases, the success of the algorithm is strongly dependent on the accuracy of the support estimates and the choice of the
Wiener filter constant [Davey, 1989, §7.4.3; Bates et al., 1990a].

3.3
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The third fonn of deconvolution problem introduced in section 1.3 is the ensemble blind
deconvolution problem which is posed:
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'Given the ensemble gm(x) = J(x) O hm(x) + cm(x); m = 1, . . . , M , of
differently blurred and contaminated versions of the san1e object, recover ](x),
an estimate of J(x)'.
The ensemble blind deconvolution problem has been solved in two well-known practical contexts, namely astronomical imaging [Bates, 1982b] and the restoration of gramophone
recordings made on wax disks [Stockham et al., 1975]. The astronomy application has attracted large amounts of research attention ever since Labeyrie [ 1970] realised that the severe
degradation of astronomical images caused by the earth's turbulent atmosphere could be overcome by obtaining a sequence of short-exposure images and subsequently applying ensemble
deconvolution techniques.
Aside from the two classical applications of ensemble deconvolution mentioned above,
there are at least two other fields within which an ensemble blind deconvolution technique,
namely shift-and-add (see section 4.5.5), has been applied with some success. One of these
fields is ultrasonic imaging [Abbott and Thurstone, 1979; Bates, 1982b, §12.2, §12.3]. In
contrast to the astronomical and gramophone recording applications where the ensemble of
images is a result of temporal variations of the point spread function h(x), the point spread
function representing an ultrasonic imaging system is a strong function of frequency [Bates
and Minard, 1984]. Thus, an ensemble of isoplanatically blurred ultrasonic images is formed
by recording images in different narrow frequency bands. A second less well-known field
in which ensemble blind deconvolution techniques have been invoked is speech processing.
Voiced speech can be conveniently described as the convolution of a train of pulses produced
by the glottis and a function representing the shape of the vocal tract. For a particular speaker,
the basic shape and frequency of the glottal pulses remains constant over time, however, the
vocal tract shape varies with changing utterances [Brieseman et al., 1987]. Thus, if a speech
waveform is subdivided to form an ensemble of segments of speech, the average shape of
the glottal pulse can be .extracted by employing an ensemble blind deconvolution technique
[Elder, 1992].
The following section outlines the ensemble blind deconvolution technique developed
by Stockham et al. [ 1975] to restore old acoustic recordings. Although this technique was
originally derived in the context of one-dimensional signals, it is equally applicable to twodimensional images.
The astronomical deconvolution problem and some of the many techniques developed to
solve this problem are described in detail in Chapter 4. A new technique designed to solve the
ensemble blind deconvolution problem is introduced in Chapter 7.

3.3.1

Homomorphic Ensemble Deconvolution

While investigating possible solutions to the ensemble blind deconvolution problem, Stockham
et al. [1975] explored practical examples of the problem. The particular practical situation upon
which they chose to base their research was the blind deconvolution of old musical recordings
made in the early 1900s using the acoustic method. The goal of their work was to remove the
effects of the resonant characteristics of the acoustic recording equipment.
When the recordings onto wax disks were originally made, the voice of the singer was
linearly distorted by the horn recording system. Therefore, the resonances of the system can be
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usefully modelled as a linear transfer function and, consequently, the one-dimensional recorded
signal g( x) can be thought of as the convolution of the singing waveform f (x) and the impulse
response of the recording mechanism h( x ). If the transfer function of the equipment at the
time of the acoustic recording were known, the deconvolution could be realised by way of
one of the conventional deconvolution techniques described in section 3.1. However, no such
knowledge of the transfer function is available and, furthermore, the early recording equipment
was constantly adjusted for maximum efficiency, so the distortion introduced by the equipment
varied between recordings. Of course, there is the usual presence of additive contamination
when the recorded signal is played back and in this context that noise is due to the scratches and
surface noise of the disk. Note that the remainder of this subsection deals with one-dimensional
signals and their spectra.
Unlike most ensemble blind deconvolution problems, where the image is assumed to be
the same in each recording while the point spread function differs from recording to recording,
the acoustic recording is the result of the convolution of a time-varying singing waveform with
a temporally-invariant point spread function . Stockham et al. [ 1975] considered the singing as
nonstationary and partitioned the recorded signal g( x) into a series gm ( x ); m = 1, . . . , M, of
different singing waveforms denoted fm ( x ), each distorted by the same h( x ). The ensemble
of degraded one-dimensional signals is then written

gm(x)

= fm(x)

(?)

h(x)

+ cm(x);

m

= 1, ... , M,

(3.26)

where cm ( :z;) is the contamination of the mth portion of the degraded signal. To ensure that the
convolution relationship holds it is necessary to assume that the temporal extent of each gm ( :z;)
is large compared to that of h( x) [Hildebrandt, 1987] and to slightly modify each gm ( x) by
multiplying it with a smooth window function [Stockham et al., 1975]. Stockham et al. [1975]
proposed that an estimate of the point spread function could be obtained from this ensemble
and the singing waveform could then be reconstructed using a conventional deconvolution
technique.
To obtain an estimate of h( x ), Stockham et al. [ 1975] used an approach based upon the ~omomorphic deconvolution technique pioneered by Oppenheim et al. [ 1968] (see section 3.1.3).
The first step of the method is to calculate the average complex logarithm of the Fourier transforms of the members of gm ( x ); m = 1, ... , M . Assuming the contamination is negligible,
this ensemble average can be written
I

I

M

M

Lin (Gi(u))

;:::j

i =l

M

M

Lin (Fi(u)) + In (H(u)) ,

(3 .27)

i =l

since the point spread function h( x) is not dependent on m. In terms of magnitude and phase,
this average can be written as
l M
l M
M I:::InlGi(u)I ~ M I:::InlFi(u)I +lnlH(u)\,
i=I

(3.28)

i=I

and

1 M
ML P[Gi( u)]
t=l

;::j

I M
M ~ P[Fi( u)]

+ P[H( u)],

(3.29)

t=I

where the notation P[Gi(u)] indicates the phase of Gi(u). If the term 1/M Lf'!i In IF;(u)I
of equation (3.28) were to converge to zero for large M, an estimate of In IH ( u) I, and thus
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IH ( u) I, would be immediately available. However, due to the bandlimited nature of musical
signals this convergence unfortunately does not occur, therefore the term l / M
1 In IFi( u) I
must be removed before an estimate of h( x) can be obtained. Stockham et al. [ 1975] achieved
this by repeating the above averaging process for a modem recording, known as the prototype,
of a singer performing the same song. Modem recording equipment introduces negligible
distortion and thus the point spread function of the modem recording, hp( x ), is approximately
a delta function. After partitioning and averaging the signal recorded by the modem equipment,
the quantity

I:f!

(3 .30)
where the subscripted p denotes the prototype recording, is obtained since In IHp( u) I ~ 0.
Assuming that the averages of the early and modem singing waveforms are approximately
equal, equation (3.30) can be subtracted from equation (3.28) to produce an estimate of the
magnitude of the Fourier transform of the point spread function on the early equipment. Since
the ear is not sensitive to phase distortions [Wang and Lim, 1982], it was not necessary for
Stockham et al. [1975] to reconstruct the phase of the spectrum at this stage. Thus, subtracting
the estimate In IfI (u) I from In IG ( u) I yields the estimate In I.F( u) I from which an estimate of
the original singing waveform can be reconstructed. Stockham et al. [1975] reported that the
distortion produced by the resonances of the equipment was significantly reduced when they
applied their techniques to recordings made in 1907.
While Stockham et al. [1975] made no attempt to restore the phase of the spectrum in the
case of one-dimensional signals, if their technique is to be extended to two-dimensional images
it is usually essential that an estimate of the phase is reconstructed in order to obtain a faithful
estimate of the original image [Oppenheim and Lim, 1981]. However, using equation (3.29) to
obtain an estimate of the spectral phase of the point spread function poses a problem because
of the modulo 21r nature of phase. To evaluate the phase estimates faithfully some complicated
phase unwrapping process would be required [Tribolet, 1977].
To avoid the problems of phase reconstruction, Stockham et al. [ 1975] applied their method
to images blurred by certain point spread functions, namely motion blur and defocus, for which
the exact phase distortion is known. Assuming that the spatial extent of the point spread
function is much smaller than that of the original image, an appropriately blurred image can
be partitioned into several subimages and deconvolved using a two-dimensional version of the
ensemble deconvolution method described above [Cannon, 1976] .
Although the method of Stockham et al. [1975] is capable of ensemble deconvolution and
the point spread function is not known a priori, it cannot strictly be called an ensemble blind
deconvolution technique because of the requirement for the prototype signal or image which
is used to form the average estimate in equation (3 .30).

3.4

MAXIMUM ENTROPY

The previous sections of this chapter have each described a deconvolution technique that is
suitable for solving one particular form of the deconvolution problem (i.e. conventional , blind
or ensemble). In contrast, this section introduces a method of image recovery which cannot
strictly be labelled as a deconvolution technique and which is equally applicable to both the
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conventional and blind deconvolution problems considered in this thesis. This method is based
on the principle of maximum entropy and is herein referred to as the maximum entropy method
[Ables, 1974; Nityananda and Narayan, 1982; Gull and Skilling, 1984].
Rather than providing a technique by which a blurred image can be deconvolved, tl1e
maximum entropy method presents a statistical model for the most likely reconstruction of
the true image. In the problem of image reconstruction there is often insufficient information
available a priori to guarantee a single optimal solution. Usually a solution must be selected to
represent the reconstructed image from a set of feasible solutions on fue basis of some optimising
criterion. It is in this situation fuat the metl10d of maximum entropy becomes useful. The
solution image selected by fue maximum entropy method is assured to be consistent with the
information available and to be maximally noncommittal with respect to any information that
is missing.
The principle of entropy is widely used in many scientific fields (e.g. information and
communication theory, probability theory and fuermodynamics). Although a formalism based
upon a communications model has been devised by [Frieden, 1972], the application of the maximum entropy principle to image processing and restoration remains somewhat unclear. This
may possibly be for two reasons; firstly, the properties of maximum entropy reconstructions
cannot be clearly specified and, secondly, it is necessary to define an entropy measure that is
meaningful in the imaging context. The fonn of such an entropy function is the topic of ongoing
discussion. Several functions have been proposed but there are just two that have attracted tl1e
most attention. Some researchers [Frieden, 1972; Newman and Hildebrandt, 1987] adopt the
entropy measure

E1

=-

while otl1ers [Ables, 1974] use
E2

j f(x) In [f (x)] dx,

=j

In

[f (x)] dx .

(3.31)

(3.32)

Botl1 of tl1ese definitions of image entropy can be thought of as measures of image roughness.
The choice of tl1e entropy measure is generally governed by fue physics of the measurement
process invoked in a particular application [Wernecke and D'addario, 1977] . The aim of tl1e
maximum entropy metl1od is to maximise the entropy measure, be it either E, or E2, while
constraining tl1e proposed reconstruction to comply with any a priori knowledge.

If an estimate of tl1e point spread function , li(x), is known a priori the deconvolution
problem is of tl1e conventional type and the entropy of the image estimate is maximised subject
to some constraint. This constraint is of the form of a chi-squared statistic and is given by

(3 .33)
where

x2 (i(x)) = J (g(x) ~ g(x))2
a

(3.34)

The simulated blurred image, g(x), is given by convolving the image estimate }(x) witl1 the
point spread function estimate li(x), g(x) is tl1e blurred and noisy image that was recorded
initially and a 2 is tl1e standard deviation of the noise. The term X6 of equation (3 .33) is
tl1e expected chi-squared value as determined from the image extent and noise level [Hildebrandt, 1987]. Often the value of X
6is set to the total number of pixels in tl1e image [Gull
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and Skilling, 1984]. Only estimates of f(x) whose chi-squared values, x2 (i(x)), are less than
or equal to
are considered as feasible solutions of the deconvolution problem. The set of
feasible images forms an ellipsoid in the space spanning all images [Bryan and Skilling, 1980].

xl

Given some estimate }(x) that satisfies the chi-squared constraint (i.e. equation (3.33))
and that has been obtained through the use of some deconvolution method, the maximum
entropy method proceeds iteratively. At each step a new estimate of f(x) is obtained subject
to the restrictions that its entropy will be greater than that of the previous estimate and that
the chi-squared constraint is upheld. Each new estimate is found by conducting a directional
search for a maximum on a subspace [Newman and Hildebrandt, 1987].
When the deconvolution problem is blind, the maximum entropy method maximises a
combination of the entropies of the image and point spread function estimates [Gull and
Skilling, 1984]. The combination is known as the joint entropy and is given by

EJ(f(x), li(x))

= 0E1 (i(x)) + (1 -

0)E1 (li(x)),

(3.35)

where E1 (f (x)) and E1 ( Ii( x)) are the separate entropies of the image and point spread function
estimates, respectively, and 0 is a parameter that determines the relative contributions of
these entropies to the joint entropy. The value of 0 is chosen to lie between zero and one
[Hildebrandt, 1987]. A value of 0 close to unity will produce a joint entropy dominated by
the image entropy. Therefore, there is little opportunity to maximise the entropy of the point
spread function and, consequently, little suppression of the noise in the point spread function
will occur. Conversely, if 0 is close to zero, it is the image estimate that lacks smoothing and
noise suppression.
As in solving the conventional problem, the maximum entropy method proceeds iteratively
with new estimates of f(x) and h(x) being found with the use of a directional search [Hildebrandt, 1987]. Each set of new estimates is subject to the restrictions that the joint entropy
will increase and that the chi-squared constraint holds. Note that the chi-squared constraint of
equations (3.33) and (3.34) is a function of both }(x) and li(x) when blind deconvolution is
being implemented.
The utility of the method of maximum entropy has been demonstrated in several practical
applications. Gull and Skilling [ 1984] present an illustrative set of conventional deconvolution
results showing that maximum entropy can be applied in the contexts of optical imaging, tomography, radio astronomical interferometry and spectroscopy. Wernecke and D'addario [1977]
and Gull and Daniell [ 1978] have also applied maximum entropy reconstruction to the imaging
problem of radio astronomy, thereby demonstrating its usefulness in applications where the
data is irregularly spaced and incomplete. Gull and Skilling [1984] suggest a method of using
maximum entropy to blindly deconvolve optical images, and Newman and Hildebrandt [ 1987]
has invoked this scheme to blindly deconvolve contaminated images with reasonable success.
Finally, it is worth noting that the maximum entropy method has also been successfully applied to the phase-retrieval problem [Bryan and Skilling, 1980; Gull and Skilling, 1984] (the
phase-retrieval problem is briefly described in section 4.5.1.1 ).
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A particular case of the deconvolution problem arises when, although specific details of the
blurring are not available, it is known that the image is blurred because an object with stationary
properties has been viewed through a turbulent medium. A series of independently blurred
and contaminated images of the same object may often be obtained by forming images at
successive time intervals. This temporal sequence of images then constitutes the information
available to solve the ensemble blind deconvolution problem which is thus posed:

'Given only 9m(x) = f(x) O hm(x)
](x), an estimate of f(x)'.

+ cm(x), form =

I, ... , M, recover

In the above, 9m(x) is the mth recorded image and f(x) is the true image. The point spread
function for each image, hm (x ), is assumed to be statistically independent of that of every
other image. This independence can be achieved in practice by ensuring a sufficient interval
between exposures. The term Cm ( x) represents the contamination in the mth recorded image.
The most common occurrence of the ensemble blind deconvolution problem is in the field
of astronomical imaging. Images captured by earth-based telescopes are severely limited in
resolution because the radiation emitted from the sources of interest must propagate through
the earth 's ever changing atmosphere. For nearly a century optical astronomers knew how to
calculate the theoretical resolution limit of a telescope, but in practice were unable to achieve
such fine spatial detail due to the turbulent medium through which astronomical objects must
be viewed. The limitation of resolution imposed by the atmosphere is widely known as the
astronomical seeing problem. In 1970, however, Antoine Labeyrie realised that if a shortexposure astronomical image is captured, the motion of the atmosphere can be assumed to be
frozen [Labeyrie, 1970]. Although this short-exposure image is still blurred, Labeyrie [1970]
argued that its spectrum retains information out to the diffraction limit of the telescope. A
short-exposure astronomical image is termed a speckle image, speckle pattern or specklegram.
Labeyrie proposed a technique for processing a temporal series of these short-exposure images,
each differently blurred, to recover a high resolution estimate of the object of interest. This
technique is known as speckle inte,ferometry and was the first attempt to solve the ensemble
blind deconvolution problem in the astronomical sense. Since 1970 many groups have studied
astronomical speckle imaging and have consequently produced further algorithms that use
ensembles of short exposure images to solve the problem of limited resolution due to the
atmosphere.

76

CHAPTER 4

ASTRONOMICAL SPECKLE IMAGING

Section 4.1 introduces the reader to the fundamental aspects of earth-based astronomical
imaging and section 4.2 describes the astronomical seeing problem in detail. The formation
and characteristics of speckle images are outlined in section 4.3 and in section 4.4 a procedure
for generating computer simulations of two-dimensional speckle images is described .
All astronomical speckle processing techniques obtain an estimate of the object by conducting some fonn of averaging over the ensemble of speckle images. Several algorithms involve
averaging quantities related to the spectra of the speckle images and are therefore known as
Fourier-space techniques. The speckle interferometry method, described in section 4.5. l, averages the squared magnitudes (or powers) of the speckle spectra [Labeyrie, 1970]. Through this
process the Fourier-space phase is discarded, with the consequence that only the autocorrelation of the object is directly recoverable. Speckle interferometry must therefore be combined
with a Fourier-phase retrieval algorithm in order to solve the ensemble deconvolution problem.
A well known phase-retrieval technique is briefly outlined in section 4.5 .1.1. For a particular
type of object, speckle holography can be used to extract the object from the autocorrelation.
Speckle holography is described in section 4.5.1.2.
More sophisticated Fourier-space techniques which preserve the Fourier phase have subsequently been devised . Three of these techniques, Knox-Thompson processing [Knox and
Thompson, 1974], direct phase gradient estimation [Aitken et al., 1985], and speckle masking
[Lohmann et al., 1983], are described in sections 4.5.2, 4.5.3 and 4.5.4, respectively.
In contrast to the Fourier-space techniques which consider the speckle spectra, imagespace algorithms operate directly on the speckle images. A simple and popular image-space
technique, shift-and-add [Bates, 1976], is presented in section4.5.5 . More recently, the iterative
blind deconvolution scheme introduced by Ayers and Dainty [1988] (see section 3.2.1) has been
used to deconvolve speckle images. Sections 4.5.6 and 4.5.7 describe two variations of the
application of Ayers and Dainty's algorithm to ensembles of astronomical images [Miura and
Baba, 1992; Lane, 1992; Jefferies and Christou, 1993].

4.1

THE ASTRONOMICAL IMAGING SYSTEM

In astronomical imaging the objects of interest are celestial bodies such as planets and moons,
which reflect radiation, or stars, galaxies and nebulae, which emit radiation. Optical telescopes
form two-dimensional images of these objects by gathering the emitted or reflected radiation
and integrating it over some exposure time. In conventional astronomy, images of some objects
must be fonned by collecting the incident radiation over an exposure time of several minutes
or sometimes hours, depending on the brightness of the object and the aperture size of the
telescope.
Astronomical sources exist at distances from the telescope which are enormous compared
with the finite extents of the sources themselves. These distances are effectively infinite and
cannot be inferred from the images formed by a single telescope, only the angular positions
of the sources can be obtained. It is therefore convenient to replace astronomical sources with
two-dimensional equivalent sources positioned on a celestial sphere centred on the telescope
[Bates, 1982b, §2.2]. If the radius of the celestial sphere is chosen to be just less than the
distance to the nearest source, then all the objects under observation lie beyond the celestial
sphere and Huygens' principle can be invoked to represent the actual sources with equivalent
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sources on the celestial sphere (see section 2.5).
All astronomical objects are spatially incoherent sources at optical frequencies, implying
that they radiate randomly with uncorrelated emissions from adjacent molecules within the
source. The radius of the celestial sphere is so great compared to the dimensions of the
telescope aperture that the equivalent sources on the celestial sphere can be assumed to also be
spatially incoherent [Bates, 1982b, §2.3]. A Fourier transform relationship exists between the
intensity of an equivalent source distribution on the celestial sphere and its far-field radiation
pattern incident at the aperture plane of the telescope (see section 2.5). The optical arrangement
of the telescope inverts the Fourier transform relationship and forms an image of the object in
the telescope's focal plane (see section 2.6). The image is the intensity of the field in the focal
plane.
The wavefronts emitted or reflected by a celestial body travel unaffected through space for
many millions of kilometres, and can therefore be assumed to be planar when incident on the
earth 's atmosphere. However, as the radiation passes through the earth 's atmosphere, a mere
10 kilometres or so, the planar wavefronts are perturbed. This distortion is due to turbulence in
the atmosphere and results in severe image degradation. The turbulence of the atmosphere is
principally a result of temperature fluctuations which cause the densities of atmospheric water
vapour and gases to vary continuously [Roddier, 1981 , §2]. Thus, the refractive index of the
atmosphere varies randomly in space and time, and the optical wavefronts are distorted as
they propagate through this inhomogeneous medium . The magnitudes of the wavefronts are
only slightly distorted, and these variations, or scintillations, are responsible for the twinkling
appearance of stars [Roddier, 1981, §7]. The phase variations of the wavefronts are more
significant. As the radiation propagates through regions of varying refractive index, the
wavefronts become unpredictably curved. Consequently, different parts of each wavefront
arrive at the aperture of the telescope with different delays. The field in the aperture plane
therefore contains appreciable phase variations which produce interference in the focal plane
of the telescope. Figure 4.1 schematically illustrates an optical astronomical imaging system.

4.2

THE ASTRONOMICAL SEEING PROBLEM

To assess the distorting effects of the earth's atmosphere it is necessary to firstly inspect the
limitations introduced by the telescope alone. Consider an idealised situation where there is
no distorting medium and the telescope has no imperfections. The circular aperture of the
telescope has finite dimensions and is described by the aperture function A(:i: 0 , y 0 ), where
( :i: 0 , y0 ) are the Cartesian coordinates specifying position in the aperture and, as previously
defined in equation (2.58),
1
A(:i:o,
Yo) = { O

inside the aperture
outside the aperture.

(4.1)

The coordinates ( x 0 , y0 ) are related to the spatial frequencies ( u , v) of the incident field by
('u = :i:o / >-ft, v = y 0 / >-ft) (cf. equation (2.82)), where>. is the mid-bandwidth wavelength of
the incident quasi-monochromatic radiation and the image is formed in the back focal plane
of the telescope Ut is the back focal length of the telescope). If the instantaneous complex
amplitude of the incident light from a stellar equivalent source distribution is 11' 0 ( x 0 , y 0 ), then
this function is truncated by the telescope's aperture function. For simplicity of notation and
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Figure 4.1 An idealised optical astronomical imaging system.

to emphasise the relationship between spatial frequency and position in the aperture plane,
throughout the following discussion the aperture plane position will be denoted by the twodimensional spatial frequency vector u = (u, v) and A(x 0 , y0 ) and \J! 0 (x 0 , y0 ) will be rewritten
as

A(xo, Yo)

A(u)

(4.2)

Since vector notation is to be employed in the remainder of this chapter, it is convenient to
define the following notation to specify two-dimensional integration

1-:

Q(u)du

=

1-: 1-:

Q(u,v)dudv,

(4.3)

where u is a two-dimensional vector, Q ( u) is some arbitrary two-dimensional function and du
is the two-dimensional volume element.

In section 2.6 the Fourier transform relationship between the radiation distributions of the
aperture and image planes was described (see equation (2.60)). Making use of this relationship
shows that the ideal instantaneous complex field on the imaging plane of the ideal telescope is

fo(x)

F- 1 {\Jl 0 (u)A(u)}

'i/J 0 (x) (:) a(x),

(4.4)

where xis the image-plane coordinate vector, '¢ 0 (x) \Jl 0 (u) and a(x) A(u) form
Fourier transform pairs, and where the convolution theorem has been invoked. Since the
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source is spatially incoherent, the ideal instantaneous measurable quantity is the intensity of
the illumination, that is

f(x)

= lfo(x)l 2

1:
1:

l1/10 (x) (:) a(x)l 2
I

1/Jo(x')a(x - x')dx'l 2

1/!o(x')v!~(x')a(x - x')a*(x - x')dx'

l1/Jo(x)l 2 (:) la(x)l 2 -

(4.5)

Now la(x)l2 ..---+ A(u) 0 A(u), so given an aberration-free imaging system and no turbulent
propagation mediwn, the obtainable image is limited by the extent of the autocorrelation of the
aperture function.
Since considerations in this thesis are with respect to measurable quantities, it is convenient
to restrict attention to the intensity of the source object (rather than the complex amplitude)
and denote it o(x') . The coordinate vector x' is directly related to the image-space vector x by
some appropriate scaling. Combining the above considerations leads to an expression for the
image formed by an ideal telescope,

f(x)

= o(x) 0 hideat(x) ,

(4.6)

where hideat(x) = F- 1 { A( u) 0 A( u)} is the ideal incoherent point spread function, o(x) =
l1/J 0 (x)l2, and f(~) is henceforth considered as the true astronomical image.

4.2.1

Diffraction-Limited Imaging

The ability of a telescope to separate images of two neighbouring objects is known as its
resolving power [Born and Wolf, 1970, §8.6] and is an important descriptor in specifying
the performance of the telescope. Provided that the optical system contains no spherical
aberrations [Jenkins and White, 1957, Chap. 9], the principle of geometrical optics predicts
that the image of a point source object should also be a sharp point (see section 2. 7). However, as
a consequence of the wave nature of light, the finite extent of the aperture and the phenomenon
of diffraction, a point source object will always form a finite sized image [Born and Wolf, 1970,
Chap VIII] .
As mentioned above, the aperture function A( u) truncates the incident field and, consequently, acts as a low pass filter of spatial frequencies. Therefore, the inverse Fourier transform
of A(u), the function a(x), exhibits sidelobes. From equation (4.6) it then transpires that the
image of a point source (i.e. o(x) = b(x)) is a central bright spot of light surrounded by fainter
concentric rings [Born and Wolf, 1970, §8.5]. This image, which only contains the low spatial
frequency components permissible by the passband of A( u), is known as an Airy pattern. The
central lobe of this diffraction pattern is the Airy disc. A technique called apodisation [Born
and Wolf, 1970, §8.6] involves shaping the aperture to taper A( u) at high spatial frequencies
and, consequently, reduce the amplitude of the Airy rings (i.e the sidelobes of a( x )). However,
apodisation also affects the effective diameter of the aperture and therefore, as will soon be
seen, reduces the resolving power of the telescope.
Mathematically, the Airy pattern can be characterised in tenns of a Bessel function of
order unity [Born and Wolf, 1970, §8.5]. Setting the Bessel function to zero and solving for
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successive minima yields the radii of the dark, zero intensity rings surrounding the central Airy
disc. The angular radius, 0, of the first dark ring is expressed by the Rayleigh criterion,
(4 .7)
where >. is the wavelength of the radiation incident upon the aperture and D is• the diameter
of the aperture. 0 is expressed in radians, while D and >. are in metres. Therefore, provided
there are no other distorting effects apart from that caused by the aperture function, the image
of a point source is a bright spot (the Airy disc) of approximate diameter >./ D surrounded by
fainter rings and is said to be diffraction limited (see figure 4.2(a)). Any details having spatial
frequencies greater than the diffraction limit, D / >., are lost and are described as unresolvable.
If the object o(x) has an angular diameter less than the smallest angular detail that can be
resolved by the telescope, it is known as an unresolvable object and can be thought of as a
point source.
Now consider an object that comprises two point sources. Upon imaging with a telescope
limited only by diffraction, each point source will form an Airy pattern in the image plane. If
the central lobe or Airy disc of one pattern falls upon the first dark ring of the other or further
out, the point sources are said to be resolvable [Jenkins and White, 1957, §15.9]. Thus, the
minimum angular separation of two sources that are resolvable is given by equation (4.7). For
example, for green light(>. = 500 nm) the angular resolution of a perfectly configured optical
telescope of diameter 4 m is limited by diffraction to approximately 0.03 arc seconds.

In reality, however, the atmosphere lies between the object and a terrestrial telescope and
the obtainable spatial resolution is determined not by the aperture size but by the distortion
resulting from atmospheric inhomogeneities (see figure 4.2(b)). Whereas the resolution limit
of the largest telescopes should theoretically be approximately 0.03 arc seconds (as given by
equation (4.7)), in practice the best resolving power is closer to 1 arc second due to atmospheric
image degradation. Furthermore, atmospheric conditions can vary unpredictably over a time
scale of hours or even minutes and therefore the extent of the image degradation is never
constant.

4.2.2

Imaging through the Turbulent Atmosphere

The preceding discussion of the resolving power of a telescope considers the ideal situation
in which no degradation is introduced by the combined system of the atmosphere and the
telescope. It is now appropriate to discuss the more practical case of inevitable distortion. In
the realistic imaging situation, the ideal aperture function A( u) described by equation (4.1)
must be multiplied by an aberration function P( u) characterising the distortions introduced by
both the telescope and the medium through which the object is viewed. Simple observations
indicate that the aberrations are so severe for a terrestial telescope that an actual recorded image
is significantly blurred compared to the ideal diffraction-limited image, implying that the point
spread function has a much larger extent in the imaging plane than >./ D and, equivalently,
that the extent of the autocorrelation of P( u) is much less than that of the autocorrelation of
A(u). On the assumption that A(u) is not significantly different from a uniform disk and
thus its autocorrelation is relatively featureless, the point spread function h( x) of the non-ideal
telescope/atmosphere system is given approximately by the inverse Fourier transform of the
normalised autocorrelation of the aberration function [Bates et al., 1981; Roddier, 1981, §4;
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Figure 4.2 Earth-based optical imaging. (a) In the absence of a turbulent propagation medium the telescope
fonns an Airy disc of approximate size >-./ D. (b) In reality the propagation medium is turbulent and the
telescope forms speck.le patterns which are larger than the Airy disc.

Zhang and Dainty, 1992], that is

H(u)

= s- 1

1-:

P*(u')P(u' + u)du' ,

(4.8)

where S is the area of the aperture (see section 2.7.2). To emphasise that the best possible
image of the telescope is always diffraction limited, the realistic performance of the telescope,
assuming isoplanicism, can be expressed as

s(x)

= f(x) (~l h(x),

(4 .9)

where f(x) is the diffraction-limited or true image of the object intensity as defined in equation (4.6) and h(x) H ( u). The aberration function may be written as [Bates et al., 1981]

P(u)

= P (u)R(u) ,

(4.10)

0

where P0 ( u) represents the aberrations of the telescope and R( u) is tl1e random aberration due
to the atmosphere. The aberrations described by P0 ( u) are fixed for any observation of any
object, however, as the atmosphere is in constant fluctuation, R( u) changes continually during
an observation interval and characterises the various propagation paths taken by the radiation
travelling through the atmosphere. It is assumed that R( u) is a stationary random process (i.e.
its mean and autocorrelation are not dependent on u) [Dainty, 1984, §7.2].
In tl1e absence of a turbulent medium it can be assumed that R( u)
transfer fun ction of the telescope alone is

Hr(u)

= s- 1

1-:

P; (u')P0 (u'

+ u)du'.

=

1, so tl1e optical

(4.11)
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When turbulence is present, the instantaneous transfer function is given by substituting equation (4.10) into equation (4.8) yielding

H(u)

= s- 1

1-:

P;(u')P (u'
0

+ u)R*(u')R(u' + u)du'.

(4.12)

Averaging this expression over time gives the long-exposure or average optical transfer function of the system

(H(u))

= s- 1

1-:

r;(u')P0 (u'

+ u) (R*(u')R(u' + u)) du' ,

(4.13)

where (·)denotes a temporal average and the term (R*( u')R( u' + u)) is the coherence function
[Born and Wolf, 1970, §10.3] describing the turbulence of the atmosphere. As it has been
assumed that the random process R( u) is statistically stationary, this coherence function
depends only on u [Roddier, 1981, §4] and can therefore be denoted by T(u). It then follows
that equation (4.13) can be rewritten as

(H(u))

= Hr(u)T(u),

(4.14)

showing that the long-exposure optical transfer function of the complete system is equal to the
product of the transfer function of the telescope, Hr( u ), and the atmospheric transfer function
T( u) [Dainty, 1984, §7.2]. The spectrum of a long-exposure image is thus given by

(S(u))

= F(u) (H(u)).

(4.15)

Due to the time average of the random fluctuations within R( u ), the function T( u) has a
much narrower extent than Hr( u ). Therefore, the resolution of the system is limited by the
atmospheric conditions rather than by the aperture size. The long-exposure image, (s(x)), has
lost much of the spatial detail of the object. If the object is a point source, the long-exposure
image is known as the seeing disc. For large telescopes, the size of the seeing disc is typically
several times greater than that of the Airy disc. ·
The properties of propagation in turbulent media and the atmospheric transfer function have
been studied extensively and for detailed discussions the reader is referred to Roddier (1981]
and Consortini [1991]. In general, it is accepted that the motion of the atmosphere can be
described by Kolmogorov's theory of turbulence [Consortini, 1991; McKechnie, 1992] and that
the atmospheric transfer function is given by [Roddier, 1981, §4.3; Dainty, 1984, §7.2.2]

T(u)

= exp

{-3.44 (>-!.~

1

513
)

},

(4.16)

where >- is the average wavelength of the radiation and r O is Fried's seeing parameter. This
seeing parameter, first defined by Fried [1966], is the effective diameter of a telescope whose
Airy disc is the same size as the seeing disc and is therefore useful in characterising the
atmospheric imaging or seeing conditions. In his review Roddier [1988] shows that
(4.17)
where 'lj1 is the zenith angle. Under exceptionally good seeing conditions the diameter, D,
of a small telescope may be less than r O resulting in a resolving power that is limited only
by diffraction. However, for large telescopes, D is virtually always greater than r 0 and,
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consequently, the resolving power of the telescope is limited by the seeing conditions. Thus,
increasing D beyond r 0 does not improve the resolution of long-exposure astronomical images
(although it does increase the quantity of the light collected). From the definitions above, the
angular diameter, w, of the seeing disc is given approximately by (cf. equation (4.7))
.\
w~-,

(4.18)

1' o

which limits the detail of the long-exposure image to spatial frequencies less than r 0 / .\ .
Typically, for radiation in the visible range, r 0 has values between 5 and 20 cm. For example,
the long-exposure resolution of a 4 m telescope imaging through atmospheric seeing conditions
for which r 0 = IO cm is approximately I arc second, dramatically less than the theoretical
diffraction-limited resolution.
Now consider the case of an ensemble of M instantaneous astronomical imag es, each
described by equation (4.9), of the same object captured using the same telescope at different
instants of time. The tenn 'instantaneous image' implies that the average values of the image
intensity distribution have been evaluated over an interval which is long enough to ensure the
spatial incoherence of the source is established, but short enough to assume that the atmosphere
has not moved during the exposure [Bates, 1982b, §2.3] . The average energy spectrum of these
instantaneous astronomical images is then given by

(IS(u)\2) M

= IF(u)\2 · (1H(u)l 2) M,

( 4.19)

where ( •) M denotes an average over M images. The ensemble averaged transfer function
( I

H ( u) 12 )

M

is the energy spectrum of the image of a point source. This transfer function is

of special significance as, unlike the long-exposure transfer function ( H ( u) ), it has frequency
components extending up to the cut-off frequency of the aperture. From equation (4.13)

(1H(u)l2) M can be written as
(1H(u)l 2 )

Substituting in u'

M

= s- 2

j_:j_:

+ u)P; (u2)Po(u2 + u)
· (R*(u1)R(u1 + u)R*(u2)R(u2 + u))M du1duz.

= uz -

u1 gives

(1H(u)l 2 )

M

= s- 2

P; (u1)Po(u1

i:

P(u , u')R(u , u')du' ,

(4.20)

( 4.21)

where
(4.22 )

describes the contribution of the telescope to ( I H ( u) 12 )

R(u, u')

M'

and

= (R*(u1)R(u1 + u)R*(u' + u1)R(u' + u1 + u)\11

(4.23)

is the part that is due to the atmosphere. For poor seeing conditions it can be assumed that R( u)
is a zero-mean complex Gaussian process (i.e. both the real and imaginary parts of R( u) have
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zero mean and are Gaussian distributed) [Haykin, 1983, Chap.5]. For a complex Gaussian
process, equation (4.23) becomes [Dainty, 1973]

R(u, u')

= (R*(u1)R(u1 + u)) · (R*(u1 + u')R(u1 + u + u'))

+ (R*(u1)R(u1 + u')) · (R*(u1 + u)R(u1 + u' + u))
IT(u)l 2 + IT(u')l 2 Substitution of this expression into equation (4.21) yields

(1H(u)l 2 )

M

= s- 2

1-:

P(u, u')IT(u)l 2 du' + s- 2

1-:

P(u , u')IT(u')l 2 du'.

(4.24)

(4.25)

With reference to equations (4.11), (4.14) and (4.22), the first term of the right hand side of
equation (4.25) reduces as follows

s- 2

1-:

P(u, u')IT(u)l 2 du'

= 1Hr(u)l 2 IT(u)l 2 = (H(u))2,

(4.26)

which is the long-exposure energy spectrum (cf equation (4.14)). Therefore, this term
contains no spatial detail any finer than the resolution limit imposed by the atmospheric seeing
conditions. In contrast, the second term of the right hand side of equation (4.25) contains
sufficient information to yield an approximately diffraction-limited image [Dainty, 1984, §7.2].
Assuming that D ~ r 0 , the extent of IT(u')l 2 is of the order of r 0 / >., whereas P(u, u') is
approximately constant for all frequencies up to the diffraction limit (i.e. for lul < D />.)and
is essentially independent of u'. Therefore, this term can be rewritten as

s- 2

1-:

P(u, u')IT(u')l 2

'.:::'.s- 2

1-: 1-:
1-:
IT(u')l 2 du'

IPo(u)l 2 IPo(u + u1)1 2 du, (4.27)

which is the product of a constant term and a diffraction-limited transfer function. The constant,
a, is given by
a=

IT(u')l 2 du'

(4.28)

and is a measure of the area over which the wavefront distortions due to the atmosphere, and
characterised by R(u), are correlated. The value of er can be evaluated using equation (4.16).
The second term of the product of equation (4.27) is
(4.29)
which is the diffraction-limited optical transfer function of an unapodised aperture. Collecting
together the approximations and definitions described by equations (4.26), (4.27), (4.28) and
(4.29) and rewriting equation (4.25) gives

(1H(u)l 2 ) M

= (H(u))2 + iHv(u).

(4.30)

Thus, the ensemble average transfer function is the sum of the long-exposure enerf.y spectrum
and a term proportional to the diffraction-limited transfer function. Therefore, \ I H ( u) 12 ) M
transfers spatial frequency components up to approximately the diffraction limit of D / >.,
indicating that image resolution approaching the diffraction limit can be obtained when imaging
through the turbulent atmosphere. This important result, which has lead to the development
of a wide variety of techniques to solve the astronomical seeing problem, was first realised
by Antoine Labeyrie [ 1970]. In conjunction with this result, Labeyrie [ 1970] invented the
first technique to obtain diffraction-limited resolution with a single earth-bound telescope.
Labeyrie's technique, known as speckle interferometry, is outlined in section 4.5.1.
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Long- and Short-Exposure Images

Equation (4.30) illustrates that a diffraction-limited resolution image of a celestial object can
be obtained if a series of instantaneous images of the object are available. In practice, all
observations must be captured over a finite duration and, if the intensity of the incident light is
low, longer exposure times are required to achieve adequate signal-to-noise levels. Fortunately,
the motion of the atmosphere can be considered to be effectively motionless for a finite time
interval, t s, During an exposure of duration T, for which T < ts, the coherence function of
the atmospheric turbulence is roughly constant and, therefore, the turbulence can be asswned
to be 'frozen'. Conversely, after a time tr, where tr ~ ts, the turbulence is no longer
correlated; t,. is known as the redistribution time of the atmosphere [Bates, 1982b, §2.4]. In the
following discussion images formed over durations of length less than ts shall be referred to as
short-exposure images and the term long-exposure will describe images formed over several
durations of tr.
As shown by equation (4.15), a long-exposure image of an unresolvable astronomical object
is the smooth seeing disc of diameter >-/r 0 • In contrast, a short-exposure image of the same
object has a granular or speckled appearance and contains spatial frequency components up to
the diffraction limit of the telescope. Images of sufficiently short exposure (T < t s) are known
as speckle images due to their granular structure. Before, however, the formation and nature
of speckle images is described, it is necessary to discuss the formation of the long-exposure
seeing disc.
The Fried seeing parameter, r 0 , introduced in equation (4.16) can be thought of as the
diameterof a vertical 'cylinder' of the atmosphere throughout which the refractive index of the
atmosphere is roughly constant. This section of the atmosphere is known as a seeing cell. Thus,
the instantaneous state of the atmospheric fluctuations can be usefully modelled by a collection
of seeing cells of average diameter 1· 0 • At any instant, the distortion introduced to the light
passing through a particular seeing cell is approximately constant across the region of the cell,
but unrelated to the distortion introduced by all other cells. The distortion is in the form of a
random change in the amplitude and phase of the wavefronts arriving at the cell's interface with
the aperture with respect to the amplitude and phase of the planar wavefronts incident upon
the atmosphere. The wavefronts are also randomly tilted due to the nett refraction through the
seeing cell [Bates, 1982b, §4]. The amplitude change and phase delay is of little consequence
in the resulting image formed by the cell alone because that part of the distortion is constant for
all radiation passing through the cell. The random wavefront tilt, however, results in a random
displacement of the image in the image plane [Goodman, 1985, Chap.5]. Thus, the radiation
passing through a single seeing cell forms a randomly displaced image with a spatial resolution
limit of r 0 / A.
For good seeing conditions, all the radiation impinging at any instant on the aperture of
telescope so small that D < r 0 can be considered to have travelled through the same seeing cell.
The resulting short-exposure image will therefore be randomly displaced due to the wavefront
tilt, but will be fully resolved out to the (albeit unimpressive) diffraction limit of the telescope
(scintillation is observed because of the amplitude changes). If the telescope is large, that is
D ~ r 0 , the radiation incident upon the aperture will have passed through several seeing cells
and will consequently be the sum of several randomly phased and tilted wavefronts. The image
formed in the focal plane is the result of the interference that occurs between these randomly
tilted wavefronts. If the exposure duration is long, the seeing cells will change drastically
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during the capture time and the image formed is the integration over time of many randomly
varying interference patterns. The resulting image is a smooth disc of larger angular diameter
than >../r 0 due to the random tilts of the incident wavefronts [Bates, 1982a, §4]. If, however, the
exposure time is short, the interference of the randomly tilted wavefronts is constructive and
forms an image of bright spots, or speckles, which are the interference maxima. Scintillation is
unlikely to be observed since the amplitude changes are expected to be uncorrelated between
the (many) seeing cells.
The speckle image comprises many versions of the object randomly scattered over an area
the size of the seeing disc. If the object is a single unresolvable star then, because the entire
aperture of the telescope has collected the interfering wavefronts, the size of each speckle, or
version of the object, is approximately the same as that of the Airy disc. Similarly, if the object
is resolvable, each speckle is approximately the same size as the diffraction-limited image that
would be obtained in the absence of the atmosphere. Thus, the speckle image contains features
resolved to a diffraction limit of D / >... Note that for short exposures the random wavefront
tilt of each cell does not reduce the quality of the image but simply modifies the speckle
pattern. The nett effect of the wavefront tilts is to shift the centre of the speckle pattern on the
image plane. The following section discusses some characteristics of speckle images and the
conditions under which they are most successfully formed .

4.3
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To overcome the constraints imposed by the atmosphere on the spatial resolution of long
exposure images, Labeyrie [ 1970] proposed that an image should be exposed for a time no
longer than ts, the interval during which the atmospheric turbulence is effectively frozen (see
section 4.2.3). Such a short-exposure image retains spatial frequencies up to the diffraction
resolution limit of the telescope (i.e. D / >..).
The objects viewed in astronomical imaging situations are often very faint, therefore it is
desirable to set the short exposure time, ts, of a speckle image as long as possible without
introducing blurring and loss of contrast due to atmospheric fluctuations. At low light levels
the signal-to-noise ratio is typically at a maximum for exposure times of the order of a few
milliseconds to a few tens of milliseconds for visible light [Roddier, 1988, § 2.3.1]. Speckle
images are formed with narrow bandwidth light because, like any interference phenomena,
the random speckle pattern produced in the image plane varies with optical wavelength. For
visible light, speckle images are generally formed by restricting the bandwidth of the incoming
radiation to approximately 10 - 20 nm. The speckles of a wide bandwidth speckle image
are noticeably smeared due to the combined effects of wavelength-dependent atmospheric
refraction and magnification [Bates and Cady, 1980]. However, as a wide bandwidth will
improve the signal-to-noise ratio, a compromise between bandwidth and minimal distortion
must be used in practice. Roddier (1988, § 2.3.2] suggests that the effects of wavelengthdependent distortion are negligible provided
,6.)..

1°-;:-

1' o

~ D'

(4.31)

where ,6.).. is the bandwidth of the recorded radiation and Ac is the wavelength at the centre of
the band. For example, for a 4 m telescope, r 0 = 100 mm and Ac = 600 nm, the bandwidth is
required to be small compared to 15 nm.
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In section 4.2.3 the formation of speckle was described by considering the radiation passing
through several atmospheric seeing cells. Equivalently, it is useful to consider the aperture of
the telescope, throughout the duration of a short exposure, as consisting of a random collection
of adjacent sub-apertures of average diameter r 0 • The size of the circular telescope aperture is
1r D2 /4 and the average size of the fictional sub-apertures is 1rr~/4, therefore there are roughly
NA sub-apertures [Bates, 1982a, §4] where
(4.32)
Because the speckle image comprises randomly positioned speckles of angular diameter approximately equal to that of the Airy disc of the full aperture (i.e. >../ D) within a seeing disc
of approximate angular diameter >../r 0 , the number of speckles within a speckle image is also
of the order of NA [Korff et al., 1972; Bates, 1982a, §4; Dainty, 1984, §7.2.3]. This has been
confirmed by experiment.
The speckle image is essentially a collection of randomly positioned and scaled versions
of the object. Therefore, by appealing to the sifting property of the delta function (see
equation (2.5)) the point spread function characterising the atmosphere during the exposure
time of a speckle image can be usefully thought of as a collection of randomly positioned and
scaled two-dimensional impulse functions.
The image convolution expression described by equation (4.9) is valid only because it has
been assumed that the blurring introduced by the atmospheric seeing conditions is isoplanatic
(see section 1.2). This assumption is satisfied provided the size of the object is smaller than
the celestial isoplanatic patch size. The celestial isoplanatic patch size is the largest area of
sky that can be occupied by an object while the image of that object remains isoplanatically
blurred and is therefore a useful descriptor of seeing conditions. Roddier et al. [ 1982] predict
that the angular size of the isoplanatic patch is proportional to the diameter of an average
sized seeing cell and inversely proportional to the thickness of the turbulent atmosphere.
Several experiments have been conducted to investigate the effects of non-isoplanicity and to
obtain estimates of isoplanatic patch sizes [Nisenson and Stachnik, 1978; Schneiderman and
Karo, 1978]. If an object of angular extent greater than the isoplanatic patch size is imaged,
the main effect of the non-isoplanatic component of the blurring is a reduction in the signalto-noise ratio of the image. However, many of the techniques designed to process speckle
images are able to compensate for any noise-like distortions introduced by non-isoplanicity
with averaging processes [Liu and Lohmann, 1973]. Typical sizes of the effective diameter of
the isoplanatic patch are between 1.5 and 5 seconds of arc [Roddier, 1988, §2.3.4]. However,
some experimental work has shown that, in some seeing conditions anyway, the isoplanatic
patch size may be much greater than this. Lohmann and Weigelt [1979] show that the field of
view with partial, but sufficient, isoplanicity was 10 arc seconds during their stellar observations
and Ebersberger and Weigelt [1985] report results that suggest that there may be significant
isoplanicity for angular distances up to about 8 arc seconds.
Table 4.1 presents typical values of the speckle and atmospheric seeing parameters that are
mentioned in this chapter. It should be noted that these parameters are highly variable due to
the wide range of seeing conditions that can occur.
Any non-isoplanatic contributions to the blurring are often random and when averaged over
an exposure time these contributions appear as a featureless 'fog' in the image. It is therefore
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Parameter

Symbol

Typical value

Fried seeing parameter

To

10 cm

Time when atmosphere

ts

lOms

Redistribution time

tr

500ms

Seeing disc size

>./ro

1 arc second

Airy disc size

>./ D

0.025 arc seconds

is frozen

(5 m telescope)
Isoplanatic patch size

5 arc seconds

Table 4.1 Typical values of parameters describing the atmospheric seeing conditions for mid-band visible
light (>. ~ 500 nm).

practical and useful to assume that the blurring is isoplanatic and to treat any non-isoplanatic
imperfections as contamination. The short-exposure astronomical image s(x) formed in the
focal plane of the telescope can then be written as a convolution:

s(x)

= f(x) C:l h(x) + c(x),

(4.33)

where the contamination term, c(x), encompasses all distortions due to non-isoplanicity and
measurement and recording noise. A typical speckle image of a bright star is displayed in
figure 4.3.
Although a single speckle image contains frequency information out to the diffraction limit,
the very brief exposure time means that little light is collected and the signal-to-noise ratio of
the speckle image is low. Therefore, in practice it is necessary to record a sequence of speckle
images and retrieve the high frequency detail through invoking one of the many techniques that
combine information from the entire sequence and consequently improve the signal-to-noise
ratio. Some of these astronomical speckle processing techniques are outlined in section 4.5.
Provided the recording instants of consecutive images in the sequence are separated by at least
tr, ·the speckle images are statistically independent [Bates, 1982b, § 2.4] . Thus, an ensemble
of M differently blurred and contaminated speckle images may be denoted

sm(x) = f(x) (:) hm(x)

+ cm(x);

m = 1, ... , M,

(4.34)

where sm (x) is the mth speckle image, hm (x) is the isoplanatic point spread function of the
atmosphere above the aperture during the recording of the mth speckle image and Cm ( x) is the
contamination at that time. The Fourier transforms of the ensemble members are thus

Sm(u)

= F(u)Hm(u) + Cm(u);

m

= 1, . . . , M.

(4.35)
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Figure 4.3 A speckle image of the multiple star 9 f3 Lep (HR 1829) (brightness magnitude of largest
component 2.8). This image was captured using the University of Canterbury telescope at Mt. John
Observatory. The important parameters characterising the formation of this image are: D = 1 m; Ac = 600
nm; fl). = 10 nm; and exposure duration= 10 ms. Image courtesy of Dr. P. J. Bones and D. M. Ward.

If the average of this ensemble were to be calculated, the spatial frequencies above r al>. would
cancel due to their random phases, and the result would be the same as the spectrum of a long
exposure image. Thus, there exists the problem of retrieving an estimate of the diffraction
limited image f(x) from the ensemble of speckle images sm(x); m = 1, . .. , M.

The contamination term cm(x) encompasses all departures from the convolution model,
including noise induced by the recording apparatus and thermal noise, however obeying the
constraints of narrow bandwidth and short duration exposure means that very little light is
collected for each speckle and thus photon noise becomes the significant form of contamination [Dainty, 1984, §7.3; Roddier, 1988, §2.5]. At low light levels and for a given telescope, the signal-to-noise ratio is proportional to the number of photons collected per speckle
[Dainty, 1974]. However, despite the deleterious effects of violating the bandwidth and exposure duration constraints, it is important in practice to attempt to obtain speckle images with
the optimal signal-to-noise ratios, particularly if the object is very faint. During the recording
of speckle images some steps can be taken to reduce the dominance of photon noise. The
most obvious approach to increase the signal-to-noise ratio is to make ts as long as possible
without blurring details in sm(x). Furthermore, it has been shown that, even with wideband
radiation, the speckles close to the centre of a speckle image remain usefully undistorted [Bates
and Cady, 1980]. Finally, recording more speckle images can improve the signal-to-noise
ratio. If an ensemble of speckle images are recorded over an observation time Ta during which
the seeing conditions remain basically stationary, only approximately Ta/tr images can be
recorded when the time between detections is t,.. Since tr is much greater than the exposure
time ts, the recording technique seems rather wasteful, especially if T 0 is limited. Therefore,
by making the time between exposures shorter than t,., more speckle images can be recorded.
Of course, the resulting speckle images would become pa,tially conelated, however more light
is collected and, since many speckle processing techniques invoke averaging procedures, the

90

CHAPTER 4

ASTRONOMICAL SPECKLE IMAGING

signal-to-noise ratio is improved without loss of image fidelity [Bates, 1982b]. Note that the
nUll1ber of statistically independent images remains approximately T 0 /tr,

4.4

SIMULATION OF TWO-DIMENSIONAL SPECKLE IMAGES

Throughout this thesis many two-dimensional computer simulated images are presented, including some examples of simulated astronomical speckle images. The primary reason for
presenting simulated rather than actual astronomical images is that the algorithm described
in Chapter 7 is so far restricted to impractically small speckle images (15 x 15-pixel extent)
with unrealistically low levels of additive contamination. The method employed to compute
an ensemble of two-dimensional N x N-pixel images, 9m ( x, y ); m = 1, ... , M, simulating
astronomical speckle is the same as that described by Sinton et al. [1986] and Davey [1989].
The steps of the speckle simulation technique are as follows:
1. Firstly, an N x N array of complex pixels is generated. The magnitude of every pixel
is set to unity and the phase is a pseudo-random nllll1ber which is uncorrelated with the
phases of other pixels and unifo1mly distributed between -1r and 1r.
2. The array is then inverse Fourier transfo1med and the value of each pixel is replaced by
its squared magnitude.
3. The array is then multiplied by an image characterising the shape of the seeing disc to
yield a speckle point spread function. The form of the image simulating the seeing disc,
denoted .rl(x), has been computed as

.rl(x)

= A exp (-

rS/3)
a
2

2

,

(4.36)

where r is the radial distance of a given pixel from the origin, A is an arbitrary constant and
a is a positive constant. This approximated expression for the structure of the seeing disc
follows from the turbulence theory that determines the form of the atmospheric transfer
function [Roddier, 1981]. Equation (4.36) is similar in form to a Gaussian function
[Haykin, 1983, §5.9]. After Davey [1989], a = 8 was selected for the simulations
presented in this thesis.
4. An uncontaminated speckle image is generated by convolving the speckle point spread
function with the object.
5. Finally, contamination is introduced by adding a uniformly distributed pseudo-random
number to each pixel of the uncontaminated speckle image. Section 2.1 describes
the calculation of the signal-to-noise ratios, contamination levels and reconstruction
accuracies used in this thesis.
6. Steps 1-5 are repeated M times to generate an ensemble of M independent speckle
images.
Figure 4.4(c) shows a typical computer simulated speckle image that has been generated
by convolving the object displayed in figure 4.4(a) and the speckle point spread function of
figure 4.4(b).
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(a)

(b)

(c)

Figure 4.4 A computer simulation of a two-dimensional speckle image. (a) A simulated astronomical object
f (x , y ); (b) a typical speckle point spread function hm (x, y ); (c) the speckle image sm( x , y) produced by
convolving f( x, y) and hm(x, y) .

4.5 ASTRONOMICAL SPECKLE PROCESSING TECHNIQUES
The ultimate aim of any astronomical speckle processing technique is to retrieve from an
ensemble of speckle images, as described by equation (4.34), an estimate of the astronomical
object, therefore these techniques must implement ensemble blind deconvolution (see section 1.3). Since Labeyrie first demonstrated that high resolution information is retained in
short-exposure speckle images, several astronomical speckle imaging algorithms have been
developed. These are here reviewed to provide a point of comparison for the new method
presented in Chapter 7.
Labeyrie's original technique [Labeyrie, 1970], known as speckle inte1feromet1y, is dis-
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cussed in section 4.5 .1. Speckle interferometry is a very simplistic approach, but has been
widely employed to solve the resolution problem and has been inspirational to the development
of many later and more sophisticated techniques. In particular, the Knox-Thompson [Knox and
Thompson, 1974), direct phase gradient [Aitken et al., 1985) and triple correlation [Lohmann
et al., 1983) techniques are extensions of Labeyrie's idea of averaging the speckle spectra.
These are described in sections 4.5.2, 4.5.3 and 4.5.4 respectively.
Instead of operating on the speckle spectra, image-space astronomical image processing
techniques operate on the speckle images themselves. The most popular image-space technique, shift-and-add [Bates, 1976), is presented in section 4.5.5. Sections 4.5.6 and 4.5.7
describe two relatively new speckle processing techniques that are based upon the iterative
blind deconvolution scheme introduced by Ayers and Dainty [1988) (see section 3.2.1). One
of these techniques [Miura and Baba, 1992] sequentially applies iterations of the blind deconvolution loop (see figure 3.2) to each speckle image of the ensemble. The other technique
[Lane, 1992; Jefferies and Christou, 1993) invokes Labeyrie's speckle inte1ferometry method
(see section 4.5.1) and imposes the resulting estimate of the spectral magnitude of the true
image as a Fourier-space constraint in the blind deconvolution algorithm. With this new constraint incorporated, the iterative blind deconvolution algorithm is applied in such a way that
a predefined error metric is minimised. Lane [1992) applies his version of the algorithm to a
single member of the speckle ensemble, while Jefferies and Christou [1993) make full use of
the entire ensemble.

4.5.1

Speckle Interferometry

Following his proposal that a speckle image retains spatial frequency information out to the
diffraction limit (see section 4.2.2), Labeyrie [1970) devised a technique to retrieve this information from an ensemble of speckle images [Stachnik, 1985). Recognising that simple
averaging of the spectra described by equation (4.35) irretrievably destroys the spatial information for lul > r 0 / >.., Labeyrie proposed that only the energy spectra be averaged over the
ensemble. As discussed in section 4.2.2, this type of averaging retains spatial components out
to the diffraction limit of the telescope. Averaging over the squared spectral magnitudes of the
M members of the ensemble yields

\IF(u)Hm(u) + Cm(u)l2\4
IF(u)l 2 \IHm(u)l2) M

+ E(u),

(4.37)

where ( ·) M denotes the process of averaging over an ensemble of M speckle images. The te1m
E( u) incorporates all the cross products that involve the contamination terms and is given by

E(u)

= F(u) (Hm(u)C~(u))M + F*(u) (H~(u)Cm(u))M + \ICm(u)l2) M.

(4.38)

Bates [1982b] notes that, due to the random nature of the contamination, E( u) tends to contribute a 'featureless background fog' to (1Sm(u)l2) Mand that only the term (1Cm(u)l2) M
of E( u) has significant value for spatial frequencies greater than r 0 / >.. since each H m ( u) and
Cm ( u) are statistically independent. As explained in section 4.2.2, the average \ I H m( u) 12 ) M
allows the transmission of spatial frequencies up to the a cutoff frequency of D / >.., thus
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(I Sm( u)l 2) M contains diffraction-limited spatial information of the image f(x). (IHm( u)l 2) M
is known as the speckle transfer function.
An estimate of IF( u) 12 cannot be directly obtained from equation (4.37). However if an estimate of (IHm( u)l2) Mis available, an estimate of IF( u)l 2 can be obtained from ( ISm( u)l2) M

by filtering, provided the cross products term does not dominate in equation (4.37). It may be
possible to obtain a usefully accurate estimate of ( IHm( u)l2) M by using the same telescope
to collect an ensemble of speckle images of an unresolvable object under statistically similar
seeing conditions. Averaging this ensemble gives
(IS~(u)l2) M

= IF

0

(u)l 2 (1HiJu)l 2) M

+ (1E~(u)l2) M,

(4.39)

where the superscript O indicates that an unresolvable object is being imaged. From equation
(4.6) it can be seen that for an unresolvable object (essentially an impulse function) 1F0 ( u) 12 =
IA( u) 0 A( u)l 2. Since A( u) is smooth and virtually equal to unity for all values of u out to the
diffraction limit D / A, its autocorrelation is relatively featureless and broad compared to the
speckle transfer function, thus IA(u) 0 A(u)l2 (1H~(u)l2) M

~ (1H~(u)l2) M. Therefore,

provided the seeing conditions are good and the contamination term

(IE~ (u )12) M

is very

small, (IS~(u)l2) Mis a useful estimate of (1Hm(u)l 2) M . An estimate IF(u)l 2 of IF(u)l 2

)12)

can be obtained from equation (4.37) by using ( IsiJ u
M and employing an inverse filter
(see section 3.1.1) or a Wiener filter (see section 3.1.2). When contamination is neglected, this
can be written
(1Sm(u)l2)M

1P(u)l2

(IS1~Ju)l2)M

~

IF(u)l2.

(4.40)

As the spectral magnitude of the aperture function, IA( u) I, is incorporated in ( Isii (u)

12) M'

forming an estimate of ( IHm ( u) 12) M by imaging a point source with the same telescope has
the advantage that the effects of the aperture, as well as the atmospheric distortion, are corrected
for in the estimate IF( u) 12. By the autocorrelation theorem (see section 2.4), an inverse Fourier
transform of IF( u) 12 produces a diffraction-limited estimate, ff (x ), of the autocorrelation of
f(x). Thus, although speckle interferometry retrieves the high resolution detail of the true
image, it only produces an estimate of the autocorrelation of the true image. Figure 4.5
demonstrates the application of speckle interferometry to an ensemble of two-dimensional
simulated speckle images. The true image f (x, y ), shown in figure 4.5(a), was convolved with
40 speckle point spread functions of the same form as the h( x, y) shown in figure 4.4(b) to create
the uncontaminated ensemble sm(x, y) = f(x, y) 0 hm(x, y); m = 1, ... ,40. Figure 4.5(b)
is the squared magnitude of the spectrum of f(x, y) and figure 4.5(c) is the average of the
squared magnitudes ISm ( u, v) 12. Forty further point spread functions were convolved with
a two-dimensional impulse function to model the imaging of an unresolvable object. The
spectral magnitudes of these images were squared and averaged to produce an estimate of the
speckle transfer function. Figure 4.5(d) shows an estimate of the autocorrelation of f( x, y)
that is obtained by inverse filtering the average (ISm(u, v)l2) 40 (shown in figure 4.5(c)) with
the speckle transfer function estimate and then performing an inverse Fourier transform.
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(a)

(b)

(c)

(d)

Figure 4.5 A simulated example of speckle interferometry. (a) The true image f( x, y) of a simulated
astronomical object; (b) the squared spectral magnitude IF( u, v )12 of the true image f (x, y); (c) the average
squared spectral magnitude, (!Sm(u, v)!2 ) 40 , of 40 speckle images of f(x, y); and (d) the autocorrelation

estimate

Jf(x , y).

The information contained within the autocorrelation is sufficient to measure the separations
and magnitude differences of an extended astronomical object, such as a binary star, but is
insufficient to investigate other types of objects such as planets or satellites. However, it has
been shown that a two-dimensional image can almost always be unambiguously related to its
spectral magnitude or, equivalently, its autocorrelation [Bates, 1982a]. The process of deriving
the phase from knowledge of only the spectral magnitude is known as phase retrieval and
occurs in a wide range of applications. Therefore, given thatLabeyrie's technique can provide
the estimate I.F( u)I, it is possible to obtain an estimate of the true image, ](x), by combining
speckle interferometry with an algorithm implementing phase retrieval.
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Although phase retrieval is outside the scope of the research presented in this thesis, it
is necessary to mention it in the next section as results are presented in a later chapter that
are derived from the combination of speckle interferometry and phase retrieval. Therefore,
the following section briefly introduces the Fourier phase problem and outlines a well known
strategy to solve it.

4.5.1.1

Phase Retrieval

In many practical image recording situations (e.g. astronomy, microscopy, radio engineering
and crystallography) the intensity of the Fourier transfonn of the quantity of interest can be
accurately measured, but measuring the phase is difficult or even impossible. To reconstruct
an image of the source it is necessary to know the phase, thus exists the general Fourier phase
problem, which is posed as :

'Given only IF(u)I, recover P[F(u)].'
Provided that IF(u)I is sufficiently sampled, this problem is uniquely solvable for compact
images of more than one dimension [Bates, 1984].
In general, there are four major causes of the phase problem and they can be summarised
as follows (after Fright [1984]):

• the phase is discarded for increased storage and/or transmission efficiency (e.g. communications, speech processing);
• the receivers are not sufficiently sensitive to high frequency phase infonnation (e.g.
electron microscopy, crystallography);
• the phase infonnation is distorted during propagation through a inhomogeneous medium
(e.g. astronomical speckle imaging, ultrasonics, acoustics);
• the phase infonnation is distorted due to imperfections of the measurement instrument
(e.g. radio engineering).
All phase problems can be further classified as one of two types:
• the pure phase problem occurs when no phase infonnation is available;
• the partial phase problem occurs when partial measurements of the phase are available.
As the phase infonnation of speckle images is severely distorted, all astronomical speckle
imaging techniques which recover an estimate of the object must inherently invoke some
fonn of phase retrieval [Millane, 1990]. Labeyrie's technique effectively discards all phase
infonnation and, consequently, must be followed by an algorithm to solve the pure phase
problem. Other astronomical speckle imaging techniques salvage whatever phase information,
albeit distorted, may be available in the speckle images and use it to assist the phase retrieval
procedures. Hence, these algorithms (see sections 4.5 .2, 4.5.3, 4.5.4, 4.5 .5) solve the partial
phase problem.
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Many practical algorithms been been successfully implemented for recovering the spectral
phase from the spectral magnitude. These algorithms originate from the work ofGerchberg and
Saxton [1972] and have been extensively reviewed and compared in the literature [Fienup, 1982;
Bates, 1982b, Chap.IV; Fright, 1984; Bates and Mnyama, 1986; Lane, 1988]. The most
effective phase retrieval algorithms are iterative and take the approach of gradually urging
an initially random estimate of P[F(u)] towards the true value. During each iteration these
methods transform the estimate between the image and Fourier spaces, applying appropriate
constraints in each space. The general form of the iterative phase retrieval algorithm is depicted
by the loop shown in figure 4.6.

J(x)

F(u)

Fourier
transform

-

Fo(u)

Fourier-space
constraints

Image-space
constraints

fo(x)

f'(x)

Inverse
Fourier
transform

-

F'(u)

Figure 4.6 The general iterative phase retrieval loop .

Depending on the situation, the initial estimate can be provided in either image-space or
Fourier-space, and is denoted by Jo = fo(x) or Fo = Fo(u) respectively. Similarly, the ith
image and spectrum estimates are fi(x) and Fi(u). The Fourier-space constraint is based
on the known magnitude of the spectrum, i.e. IF(u)J. Thus, at each iteration the phase of
the estimate Fi(u) is combined with JF(u)I to give Ff(u). Inverse transformation of Ff(u)
yields ff (x). Image-space constraints are then applied to ff (x). These constraints reflect what
is known a priori about the form of the image and may constrain Jf(x) to be (a) real, (b)
positive, (c) to lie within a certain support or (d) some combination of (a), (b) and/or (c). Any
points of ff (x) which violate the image-space constraints are modified in some way to generate
the constrained image fi+l (x). fi+1 (x) is Fourier transformed to produce Fi+! ( u), the next
spectral estimate, and the iterative loop is repeated. After each iteration, some error measure is
calculated [Davey, 1989] and once this measure becomes sufficiently small the iterative process
is halted. In some situations, the error measure will not reduce beyond some value or falls
only very slowly. This is known as stagnation, and adjustments to algorithm parameters may
need to be applied if stagnation occurs. Innovative zero-based techniques have been proposed
which, if applied to a stagnated iterative phase retrieval process, may significantly reduce the
error further [Parker and Bones, 1992a; Parker, 1994; Watson, 1994].
Possibly the best known iterative phase retrieval schemes are due to Fienup [ 1978]. Several
algorithms to solve the pure phase problem have been devised by Fienup [1982], but only the
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error reduction and the hybrid-input-output algorithms are described here. Both the error
reduction and hybrid-input-output algorithms are adaptations of the general iterative algorithm
described above (see figure 4.6). In error reduction the image-space constraints are applied
such that
ff (X) if X E Y
( )

fi+I

={

X

(4.41)

0

otherwise,

where Y denotes the set of points in image-space at which ff (x) satisfies the image-space
constraints. In some cases the error reduction algorithm is slow to converge or may even
stagnate, however hybrid-input-output has been designed to overcome this problem. Hybridinput-output has the fastest convergence rate of all the iterative phase retrieval algorithms
proposed by Fienup [ 1982]. In tl1e case of hybrid-input-output fi+I (x) is calculated such that

fi+I (X )

={

Jf(x)
Ji (x) -

ifx

/3 Jf (x)

EY

(4.42)

otherwise,

where /J is a positive constant known as the loop gain. Therefore, tl1e next input is formed from
the present output, at points where it satisfies the constraints, and from the previous input less
some po1tion of tl1e present output at points where the constraints are violated. Fienup's phase
retrieval algoritllffis have been successfully applied to spectral magnitude estimates obtained
with speckle interferometry [Fienup, 1979; Fienup and Feldkamp, 1980].

4.5.1.2

Speckle Holography

In general, Labeyrie's speckle interferometry technique can be followed by a phase retrieval
algorithm to reconstruct ](x). However, iterative phase retrieval is computationally expensive
and can be avoided if f(x) satisfies certain conditions. In particular, if f(x) comprises two
separate parts, that is

J(x)

= r(x) + i(x),

(4.43)

and certain separation requirements are met, a technique known as speckle holography can be
invoked [Bates and McDonnell, 1989, §36]. The separation conditions require that tl1e supports
of r(x) and i(x) do not overlap, and that the smallest distance, Sri, between the supports is
greater tlrnn both Lrxk and Lixk, the extents of r( x) and i( x) along the axis through the centres
of both images, that is Sri

> max ( Lixk, LrxJ.

Assuming tlrnt I.F(u)l 2 is provided by successful speckle interferometry, equation (4.43)
and tl1e autocorrelation theorem (see equation (2.24)) give

f(x) ® f(x)

r(x) 0 r(x) + i(x) ® i(x) + r(x) ® i(x) + i(x) ® r(x), (4.44)
where 0 is the correlation operator. One of the components of f(x), say r(x), serves as a
holographic reference and the otl1er component, i( x ), is the object of interest.
The first two terms of the right hand side of equation (4.44) are the autocorrelations ff(x)
and ii(x) which superimpose as tl1ey are botl1 centred at tl1e origin in image space. However,
provided the separation conditions hold, the regions occupied by the cross-correlation terms,
r( x) cx:i i( x) and i( x) ® r( x ), are separated from the autocorrelation terms and, therefore, can be
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isolated. If r(x) is an unresolvable object, then r(x) ® i(x) is simply a shifted version of i(x),
since the cross-correlation of any particular function with a delta function results in a mere
shifting of that particular function, and the phase problem is instantly solved [Bates et al., 1973;
Gough and Bates, 1974]. If r(x) is resolvable, then it must be deconvolved from r(x) ® i(x)
to retrieve the object estimate -I(x). When r(x) is known this is reasonably straightforward, as
inspection of equations (2.11), (2.12) and (2.13) shows that, for real images,

r(x) ® i(x)

= r(-x) (~) i(x).

(4.45)

Note, however, that r(x) ® i(x) is not distinguishable from i(x) Q<) r(x), so equation (4.45)
must be deconvolved firstly with r(-x) and then with r(x). The result which is most compact
is necessarily the estimate of the image i(x). When r(x) is unknown, the deconvolution step
is not straightforward and more sophisticated processing is necessary [Bates et al., 1976].

4.5.2

Knox-Thompson Processing

The original speckle processing technique devised by Labeyrie (see section 4.5 .1) discards
the Fourier-space phase information, however extensions to Labeyrie 's technique have been
suggested which preserve the phase. Therefore, these extended methods directly reconstruct
the image, rather than its autocorrelation. The first phase-preserving extension was suggested
by Knox and Thompson [1974] and is now widely known as the Knox-Thompson method; like
speckle interferometry, it is a Fourier-space technique.
In speckle interferometry the phase information is lost by the action of averaging the
spectral magnitudes. To avoid this loss of information, the Knox-Thompson method multiplies
the complex conjugate of the spectrum of each speckle image with a shifted version of that
same spectrum. An ensemble average of these products is then calculated and can be described
by

(S,~Ju)Sm(u + a))M

F*(u)F(u

=

+ ex) (H,~(u)Hm(u + a))M + (E,~i(u)Em(u + a))M,

(4.46)

+

where a is a displacement frequency vector and ( E;i ( u) Em ( u ex)) M includes all the contamination terms. It is critical to choose ex sufficiently large in magnitude that the ensemble
average (.S',~i(u)S111 (u + a))M is significantly different from (S,~Ju)Sm(u))M. However, it
is equally important that the magnitude of ex is sufficiently small that the phase correlation is
preserved on the average between Sm ( u) and S 111 ( u + ex) [Bates, 1982b, §8.4]. Therefore,
I al is chosen to be a fraction of the speckle correlation length r 0 / >- in the visibility space.
When a = 0, the Knox-Thompson technique is equivalent to speckle interferometry and the
ensemble average reduces to (S,~i ( u)S111 ( u)) M· This is real and non-negative and has no phase
information. When a -:j:. 0, equation (4.46) conveys infonnation about the phase of F( u).
The phase of F( u), denoted P[F( u)], can be extracted from equation (4.46) by considering
that

as the phase of the last term on the right hand side of equation (4.46) is insignificantly different
from zero due to the randomness of the contamination. Furthermore, for sufficiently large
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M, the tenn P[(H1:,(u)Hm(u + a)h1 ] is negligible [Knox, 1976] and equation (4.47) thus
reduces to

P[(.S\~,(u).5\,,(u + a))M] ~ P[F(u

+ a)] -

P[F(u)].

(4.48)

As the left hand side of equation (4.48) is known, the spectral phase of the true image, P[F( u)],
can be estimated at discrete points in Fourier space by summing together phase differences
along outward going paths from the origin. Because f (x) is real, the phase at the Fourier-space
origin is zero, therefore

P[ (S7~1 (o)Sm( a)) !vJ l

P[F(a)] - P[F(O)]
(4.49)

P[F(a)],
and P[ F( a )] is immediately given. It then follows that at u

P[(.S\~,(a).5\n(2a ))M]

= P[F(2a)] -

=a
P[F(a)],

allowing P[F(2a)] to be found. So, in general, the phase at any point u
calculated recursively and is given by

(4.50)

Na can be

N-1

P[F(Na)]

=

L P[(S ~,(na)S\n((n + l)a))Ml•
1

(4.51)

n=O

This recursive process is known as phase unwrapping. Setting lal to be small compared with
r 0 / >- ensures that only small errors occur in each phase difference. However, when N is
appreciable, a substantial error can accumulate from the summation in equation (4.51). Thus,
Ia Imust be selected to be as large as possible while still maintaining sufficient phase correlation
between Sm ( u) and Sm ( u + a). The phase estimate is inevitably less reliable at high spatial
frequencies than near the origin of Fourier space. In general, successful Knox-Thompson
processing requires that a
0.2 to 0.5 r 0 / A [Roddier, 1988, §4.7]. The dependence of phase
errors on the choice of a has been investigated by von der Lilhe [1988] and it has been shown
that the conditions for the magnitude of a may be relaxed and a value of a within the range of
0.2 to 0.8 r 0 / D ensures reasonably small phase errors.

~

In two dimensions the phase at any point u = (u, v) in Fourier-space can be found by
integrating the phase gradient along an arbitrary curve from the origin to the point ( u, v ).
Since, in the image processing situation, the phase differences are known at discrete points, the
phase at one such point ( u , v) can be recovered by summing over any path made up of steps
of length la I between the origin and ( u, v ). Variations in P[ F( u, v )] calculated for different
paths are a result of errors due to contamination and inaccuracies inherent in the method. These
errors can be reduced by estimating P[F( u, v)] over multiple distinct paths and averaging the
results [Knox , 1976]. Once the phase estimate has been calculated via equation (4.51) for
all u, P[F(u)] is combined with the magnitude estimate, IF(u)I, formed using Labeyrie's
method (section 4.5.1). An inverse Fourier transform then yields the estimate, J(x), of the
diffraction-limited image.

4.5.3

Direct Phase Gradient Processing

Direct phase gradient processing, proposed by Aitken et al. [1985], is similar to KnoxThompson processing. As described in section 4.5.2, the Knox-Thompson technique evaluates
THf: LIRfl/.\RY
UNIVEflGITY or- CA'HrnBURV
CHfllSTCliUnc: •, N.Z.
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an array of phase differences between adjacent Fourier-space samples by comparing Sm(u)
with Sm(u + a) (see equation (4.46)). However, constructing an array of phase differences
of F( u) is equivalent to sampling an approximation of the gradient of the spectral phase, i.e.
v7P[.F(u)]. The method described by Aitken et al. [1985] also estimates the spectral phase
gradient but does so directly from an ensemble of speckle images and thereby avoids the large
amounts of digital processing required by the Knox-Thompson technique.
Direct phase gradient measurement involves multiplying each two-dimensional speckle
image Sm ( x, y) by a linear transmission filter described by

t(x,y)=ax+b.

(4.52)

Denoting the output of the filter as

dim(x, y)

= sm(x, y)(ax + b) ,

(4.53)

the differentiation theorem of the Fourier transform [Bracewell, 1978] is then invoked to give

d1m(x)

f-----+

(d.S\n(u))
Dim ( U ) = i. (a)
du
2 7r

+ bSm(u) ,

(4.54)

where two-dimensional images are implied but the vector notation x = ( x, y) and u = ( u , v)
has been retained for simplicity. The intensity distribution of D1 m ( u) is

2 ld.5'm(u)l 2 b2IS ( )12-. (ab)
ID Im ( u )12 = (_!!___)
21r
du
+ m u i 21r

[sm(u )ds;Ju)
- S* ( )dSm(u)]
du
mu
du
.

(4.55)
Rotating the filter by 180° and repeating the same processing yields the intensity distribution

2 1d.5'm(u)l 2 b2lo ( )l2 ·(ab) [o ( )dS1~i(u) _S*( )dSm(u)]
ID2m ( u )l2= (_!!___)
21r
du
+ •Jm u +i 21r •Jm u du
m u
du
,
(4.56)
and

ID 2m ( U )12 - ID 1m ( U )l2 -_ i. (ab)
7r

[s ( )dS,~du(u) _ S* dSm(u)]
du
·
1

m U

(4.57)

m

The expression within the square brackets is purely imaginary so equation (4.57) can be
rewritten
(4.58)
ID2m(u)I 2 - ID1m(u ) I2 = -;;:- Im Sm* ( U ) dSm
du(
·

(2ab) [

u)]

The derivative of the Fourier transform of the uncontaminated speckle image

dSm(u) = F( )dHm(u)
du
u
du

+

H ( )dF(u)
m u
du '

Sm (

x) is
(4.59)

so

(s,~Ju)dS;~u)) M

= F*(u)d:~u) \1Hm(u)i 2)M + IF(u)i 2 \ H,~Ju)dH;~u)) M.

(4.60)
Aitken et al. [1985] show that for an aberration-free telescope the second term on the right
hand side of equation (4.60) is real and, consequently, the ensemble average of equation (4.58)
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simplifies to
Im/ S* (u)d.S'in(u))
\

m

clu

M

(1Hm(u)l2) M Im [F*(u) d:~u)]
(1Hm(u)l2) M IF(u)l 2 dP[:u(u)]
\ISm(u)l2) M dP[:u(u)]

(4.61)

Thus, computing the ensemble average of the differences of the measured intensity distributions
shown on the left hand side of equation (4.58) and dividing by the speckle image average power
spectrum, yields the derivative of P[F(u)] along the u-direction of the true image spectral
phase. The spectral phase gradient in the v-direction is obtained by rotating the filter by 90° and
repeating the process. An estimate of P[F( u)] is then derived by employing the same recursive
phase unwrapping procedure used by the Knox-Thompson algorithm (see equation (4.51)).
Aitken et al. [1985] and Aitken et al. [1986] report successful computer simulations of
their direct phase gradient estimation algorithm and propose optical implementation. Aitken
and Johnson [1987] and Johnson and Aitken [1989] compare the performances of the direct phase gradient and Knox-Thompson algorithms when applied to photon-limited stellar
speckle images. They claim that the direct phase gradient approach is easier to implement,
computationally faster and requires only half as much computer memory compared to the
Knox-Thompson technique, as well as leading to slightly superior reconstructions.

4.5.4

Speckle Masking or Triple Correlation Processing

Speckle masking, also widely known as triple correlation or bispectral processing, is another
Fourier-space speckle technique which preserves phase information and consequently yields a
true image of the diffraction-limited object. Like speckle interferometry and Knox-Thompson
processing, the speckle masking method takes the approach of averaging some representation
of each speckle image over the entire ensemble of speckle images. In the case of speckle
masking it is the triple correlations [Lohmann and Wimitzer, 1984], or equivalently the Fourierspace bispectra, which are averaged [Weigelt, 1977; Weigelt and Wirnitzer, 1983; Lohmann
et al., 1983].
The triple correlation of the
Wimitzer, 1984]
J( 3 l(x1, xz)

J( -dimensional

= j(K) j

image

f(x)f(x

f (x)

is defined as [Lohmann and

+ x1)f(x + xz)dx.

(4.62)

Note that if the terms on the right hand side of equation (4.62) were three different images,
then equation (4.62) becomes a cross-triple correlation. However, the following description
deals solely with (auto)-triple correlations. The Fourier transform of J(3l(x 1 , x 2 ) is known as
a bispectrwn and is defined by [Lohmaim a11d Wimitzer, 1984]

j (K) j J(3l(x1, xz) exp(-i21r(u1x1 + uzx2))dx1dx2
F(u1)F(u2)F(-u1 - uz),

(4.63)
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where F(u1), F(uz), and F(-u1 - u2) are Fourier transforms of f(x) expressed in the
variables u1, uz and -u1 - uz, respectively. The bispectrum exhibits several symmetry
relationships, namely

F( 3l(u1, u2)

F(3)(u2, u1)

F(3l(u1 , u2)

F(3)(-u1 - uz, uz).

and
(4.64)

Furthermore, if f(x) is real, as is the case in astronomical imaging, then F(u; is conjugatesymmetric and the bispectrum has the additional symmetry
(4.65)
When processing bispectra, useful reductions in computational expense can be achieved by
appealing to these symmetries. Equations (4.62) and (4.63) show that the triple correlation and
the bispectrum of a K-dimensional function are 21( -dimensional functions.
The speckle masking technique involves multiplying each two -dimensional speckle image
sm(x) with a shifted version, sm(x + x') , of that same speckle image. The product is a mask
which acts as an approximation to the speckle point spread function hrn(x), provided x', the
masking vector, is chosen carefully [Weigelt and Wirnitzer, 1983). A suitable masking vector
will produce very small overlaps between the object replications of Sm (x) and sm (x + x'). If
the object is a double star, x' is chosen to be the angular separation of the two component stars
[Roddier, 1988, §4.9). This separation can first be estimated from the autocorrelation of the
image resulting from speckle interferometric processing. Cross-correlating the product mask
with sm (x) subsequently yields an estimate of a true image of the object. Averaging this result
over M speckle images gives an improved estimate of the true image. The speckle masking
method can be mathematically described by

([sm(x)sm(x + x')] 0 sm(x))M

\f

sm(x")sm(x" + x')sm(x" + x)dx") M

( s}~l(x, x')) M,

(4.66)

which is an average of M triple correlations. Averaging the triple correlations is a natural
extension of Labeyrie's method of averaging the autocorrelations (see section 4.5.1). Fourier
transformation of the ensemble average triple correlation yields the ensemble average bispectrum which, by the convolution theorem, is given by
(4.67)
where .S\\~\u1 , uz), F(3l(u1, u2), and H,\~)(u1 , u2) are the bispectra of sm(x), f(x) , and
hm ( x ), respectively. ( H,\: l ( u 1 , u 2 )) M is known as the generalised speckle masking transfer

function and it has been shown [Lohmann et al., 1983] that (H,\~\u1,u2))M is real and
positive for all frequencies up to the diffraction limit of the telescope, provided M is large
[Bates, 1987). An estimate of the speckle masking transfer function can either be derived from
speckle images of an unresolvable star or it can be calculated theoretically by making assump tions about the statistics of the atmospheric conditions [Korff, 1973; Lohmann et al., 1983;
von der Luhe, 1985). Dividing equation (4.67) by this estimate yields an estimate of the object
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bispectrum, _t(3)( u1, u2 ). However, since I H,\~)( u 1 , u 2 ))
\

the bispectra of equation (4.67) can be written as

M

is real, the phase relationsh.ip of

(4.68)
Thus, the phase of the bispectrum of the image is approximately equal to the phase of the
average bispectrum of the ensemble of speckle images and, therefore, the bispectral phase
estimate P[_F(3l(u1, u2)] can be obtained without requiring an inverse filtering operation.
Furthennore, infonnation of the phase of F( u) can be obtained directly from
since

F( 3) ( u1,

(s,\~) (u1, u2)) M

u2) is complex and thus contains complete information about the object.

The magn.itude estimate IF( u) I can be obtained by the technique of speckle interferometry.
The ensemble power spectrum average is produced by setting either u1 = 0, u2 = 0 or
u 1 = -u 2. Substituting u1 = 0 into equation (4.63) and making use of the fact that F( u) is
conjugate-symmetric gives

_t( 3)(0, u2)

=

F(O)F(u2)F(-u2)

= F(O)F(u2)F*(u2)
= CIF(u2)12,

(4.69)

where C is some real constant.
The phase estimate P[F( u)] can be determined from P[F( 3)( u1 , u2 )] by way of a recursive
scheme [Lohmann et al., 1983; Bartelt et al., 1984]. Equation (4.63) leads to the the phase
relation

(4.70)
where P[F(-u 1 - u 2 )] = -P[F(u 1 + u 2 )]. Equation (4.70) is called a closure phase
relationship and, since P[i'(3l(u 1 , u 2)] is known, can be used to calculate P[F(u1 + u2)]
provided that P[F(u1)] and P[F(u2)] are known. Since F(u) is conjugate-symmetric for
real f(x), P[F(0)] is zero. Setting u1 = pAu, u2 = qAu, and p, q = -L, . . . , +L, where
Au is a suitable sample spacing in the bi spectral domain and L is related to the extent of the
image, gives

P[F(3l(pA u, qA u)]

= P[F(pA u)] + P[F( qA u)] -

P[F(pA u + qA u)].

(4.71)

The first step of the recursive algorithm involves setting p = 1 and q = 0, thus yielding

P[F(Au)]

= P[F(Au)] + P[F(O)] -

P[F(3l(Au,O)].

(4.72)

Since J(x) and J(3l(x, x') are both real, both P[F(0)] and P[F( 3l(Au, O)] are zero. Consequently, P[F(A u)] cannot be determined from equation (4.72). The recursion steps continue
as

P[F(2Au)]

=

P[F(3Au)]

= 3P[F(Au)] - P[F( 3l(Au, Au)] - P[F( 3 l(2Au, Au)]

P[F(pAu)]

=

2P[F(Au)] - P[F( 3 l(Au, Au)]

pP[F(Au)]-P[F(3l(Au,Au)]- P[i'( 3l(2Au,Au)]-

. · · - P[F(3l((p- l)Au, Au)].

(4.73)
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Thus, each of the Fourier phase terms P[ F(pA u)]; p = - L, . .. , +L, can be evaluated except
for the linear term pP[F(Au)]. However, the bispectrum has the useful property of being
invariant to a shift of f(x) or, equivalently in the Fourier domain, a multiplication of F(u)
with a linear phase term. Therefore, the linear phase term apparent in the recursive algorithm
described by equation (4.73) can be set to zero, that is P[F(Au)] = 0 [Bartelt et al., 1984).
The fact that P[F(pAu)] = -P[F(-pAu)] allows computation to be reduced because it is
sufficient to evaluate the phase for p > 1 only.
Equation (4.73) employs only the phase information along the line q = 1 of the bispectral estimate f'( 3 l(pAu, qAu) in determining P[F(u)]. However, more information can be
extracted from the bispectrum by setting q = 2, ... , L in equation (4.73). Thus, each phase
estimate P[ F(pA u)] has several independent representations. The signal-to-noise ratio of the
reconstruction can be improved by averaging these different representations of P[F(pA u)].
Due to the symmetries described by equations (4.64) and (4.65) the bispectrum of a real function is completely specified by a single octant of the bispectral plane. Thus, the large amount
of redundant information contained in a bispectrum can be using advantageously to improve
the signal-to-noise ratio when reconstructing from a bispectral estimate. Finally, the phase
estimate P[F(u)], as determined by the recursive algorithm, is combined with the magnitude
estimate IF(u)I. An inverse Fourier transform will subsequently produce an estimate, J(x),
of the true image.
The above description of the speckle masking algorithm has assumed that there are no
sources of image degradation other than the atmospheric distortions. However, in reality there
is also additive contamination due to photon and measurement noise. The influence of additive
contamination on the triple correlations has been carefully investigated. Lohmann et al. [ 1983)
have shown that, provided the noise has zero mean, its effect on an ensemble averaged
triple correlation is negligible. However, if the additive contamination has a nonzero mean
(as does photon noise), the averaged triple correlation contains undesirable noise bias terms
[Wimitzer, 1985). These terms cause a frequency-dependent photon bias on the corresponding
bispectrum and Wirnitzer [ 1985) has suggested additional preprocessing to overcome the
photon bias. Some form of this preprocessing is routinely included in practical implementations
of speckle masking for photon limited data [Lawrence et al., 1992). By calculating the
signal-to-noise ratio of the bispectrum and comparing it to the signal-to-noise ratio of speckle
interferometry, Wimitzer [1985) has also shown that image reconstruction through bispectral
analysis is possible whenever speckle interferometry is successful and provided that the average
number of photons per speckle image is greater than four. Hofmann and Weigelt [1987) have
proposed a modified speckle masking method based on triple cross-correlations which avoids
the photon bias problem altogether.
The Knox-Thompson and triple correlation methods have been shown to be closely related
in both a mathematical and implementation sense [Ayers et al., 1988). On comparing the reconstruction accuracies of the two methods, Ayers et al. [ 1988] have shown that by allowing the
Knox-Thompson displacement frequency vector a (see section 4.5.2) to assume a wide range
of values, Knox-Thompson processing can provide the same redundancy of phase information
as triple correlation. Under this condition, the signal-to-noise ratios of the Knox-Thompson
and triple correlation methods are equivalent. The highest signal-to-noise ratios occur when
the frequency difference vectors a and u2, as used in Knox-Thompson and triple correlation
processing respectively, have magnitudes less than or equal to the order of r 0 / A. At low light
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levels the signal-to-noise ratios of both teclmiques are linearly dependent on the number of
photons per speckle [Ayers et al., 1988].
Speckle masking has desirable features: it yields a true image rather than an autocorrelation;
it does not require an unresolvable star in the isoplanatic neighbourhood of the object; it remains relatively robust under severely photon-limited conditions; and it has a low sensitivity to
telescope aberrations. However, a major disadvantage of the speckle masking technique is the
large computation time required to calculate and store the four-dimensional triple correlations
and bi spectra. Lohmann et al. [ 1983] suggest that if the calculation of the four-dimensional bispectra exceeds equipment limitations, then one-dimensional projections of the two-dimensional
speckle images can be processed by the speckle masking technique. The results will be a set
of one-dimensional projections of the object from which an inverse projection procedure will
produce a two-dimensional estimate of the object. Northcott et al. [ 1988] compare practical
algorithms for implementing speckle masking for severely photon-limited data. They describe
a reconstruction teclmique based on the projection theorem which, although giving slightly less
faithful reconstructions than the direct algorithm, is simple to implement and requires small
amounts of computer memory. Granrath et al. [1987] has reported investigations of the feasibility of implementing a fast version of the triple correlation algorithm on a massively parallel
computer. They expect that their proposed method will perform speckle masking processing
at video rates.
The speckle masking method is growing in popularity and has been used successfully in a
number a practical applications. Using the speckle masking technique, Weigelt et al. [ 1986] reported the first diffraction-limited reconstructions of a cluster consisting of four stars. Lawrence
et al. [ 1992] have demonstrated the successful reconstruction of several binary stars, some with
separations close to the diffraction limit of their telescope. However, more impressively, they
have also used the speckle masking method to reconstruct images of the Hubble Space Telescope as it orbits the earth from recordings made with a terrestrial telescope.

4.5.5

Shift-and-Add

The shift-and-add (SAA) algorithm is a widely used image-space astronomical speckle imaging
technique [Bates, 1976]. Its popularity is due to both its ability to produce faithful reconstructions of a certain type of object and its conceptual and computational simplicity. Unlike some
of the Fourier-space techniques, SAA is intuitively straightforward and can be easily described
without the need for detailed mathematics. Furthermore, the inherent nature of SAA ensures
that the phase of the object, as present in the original speckle images, is retained. Section 4.5 .5 .1
introduces the basic SAA algorithm and two practical variations of the basic approach. These
techniques, however, only provide a faithful image reconstruction if the object of interest is
dominated by a single bright pixel. If speckle images of an object which does not satisfy
this condition are processed by a SAA algorithm, the resulting image exhibits artifacts known
as ghosts. Section 4.5.5.2 discusses the formation of these ghosts and section 4.5.5.3 briefly
outlines several extensions to the basic SAA algorithm which remove the ghosts and thus
broaden the range of objects for which SAA processing is successful.
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The Basic Shift-and-Add Approach

The SAA algorithm relies heavily on the assumption that a blurred image is likely to suffer
least distortion in the region where it has the greatest magnitude or brightness. Furthennore, as
a speckle image comprises of a number of randomly weighted and positioned versions of the
object (see section 4.3), the brightest point in each image can be expected to be the brightest
part of the least distorted version of the object. Taking these assumptions into consideration,
the SAA algorithm involves the following steps. For each speckle image in the ensemble the
brightest pixel is found and the image is shifted, without rotation, so the brightest pixel lies in
the centre of the image. The members of the ensemble of shifted images are then summed and
each pixel of the summation is divided by M to fonn the SAA image fsAA,M(x). The SAA
process can be described by

fsAA ,M(x)

(sm (x + Xm)) l'vf
(f(x) (:) hm(x + Xm)) M + c(x)
f(x) 0 (hm(x + Xm)) M

+ c(x)

f(x) <~l hsAA(x) + c(x),

(4.74)

where Xm is the position of the brightest pixel of the mth speckle image and is referred to as the
SAA reference, the tenn c( x) incorporates all contamination effects and hsAA (x) is the SAA
point spread function. Thus, fsAA,M(x) contains the average of the brightest versions of the
object. This average lies on a background fog which is the result of averaging the less bright
versions of the object. As M is increased the background fog becomes smoother until, when
M is sufficiently large, the fog resembles the fonn of the seeing disc. Thus, if the process is
successful, f sAA ,M(x) comprises a diffraction-limited estimate of the object superimposed on
a smooth background fog.
It is possible to remove the background fog from fsAA ,M(x) with the assistance of a SAA
image, f.sAA,M(x), of an unresolvable object generated under seeing conditions statistically
similar to those present when the speckle images were recorded. The generation of f.~AA ,M(x)
can be described by

fsAA ,M(x)

( 8~, ( X

+ Xm)) M

(f 0 (x) (:) hm(x + Xm)) M
C (hm (X + Xm)) M

+ c(x)

+ c( X)

C hsAA(x) + c(x),

(4.75)

where the superscript O indicates that a reference object is being observed and C is some real
constant. A Wiener filter (see section 3.1.2) can be derived from fsAA M(x) and used to
'

deconvolve an estimate of the true image, J(x), from the 'foggy' f sAA,M(x), that is

l(x)

= f s AA ,M(x) 0 - 1 f s AA,M(x),

(4.76)

where the symbol (:) - 1 implies that deconvolution is achieved by Wiener filtering f sAA ,M(x)
with a filter constructed from f.s AA ,M (X).
The SAA technique defined in equation (4.74) is known as basic SAA and is derived from
an original concept due to Lynds et al. [1976]. The technique described by Lynds et al. [ 1976],
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herein referred to as tJ1e Lynds-Worden-Harvey (LWH) meiliod, involves averaging all tl1e
speckles witl1 brightnesses above some tJ1reshold. Typically, this ilireshold is set to include
tJ1e brightest 10% of ilie speckles. To achieve tl1is, a mask of weighted impulse functions
representing ilie positions and brightnesses of ilie brightest speckles of Sm ( x) is generated for
each speckle image. Thus, ilie mask of ilie mtl1 speckle image is defined by
Nm

mm(x)

=L

!sm(Xm,n)l8(x - Xm,n),

(4.77)

n=I

where Nm is ilie number of significantly bright speckles in ilie mtl1 speckle image and Xm,n
is ilie position of ilie ntl1 brightest speckle in iliat image. An ensemble of modified speckle
images is ilien formed by cross-correlating each mask witl1 its corresponding speckle image,
tl1at is
(4.78)
s:n ( X) = mm (X) (X) Sm ( X) '
where s;n ( x) is tl1e modified image. This cross-correlation superimposes all Nm of ilie brightest
speckle of Sm ( x ), ilierefore on comparison wiili Sm ( x ), s;n ( x) contains a version of ilie object
witl1 an improved signal-to-noise ratio. The modified speckle images are ilien averaged to
obtain ilie LWH image
(4.79)
Inspection of equations (4.77), (4.78) and (4.79) shows iliat when Nm = I tJ1e LWH image,
hwH,1v1(x), reduces to ilie SAA image, fsA A,M (x) [Bates and McDonnell, 1989, §38).
Aliliough it was proposed earlier ilian SAA, ilie LWH meiliod is considerably more complicated ,
botl1 conceptually and practically, tl1an basic SAA. Since ilie LWH meiliod utilises much more
of ilie infonnation recorded in each speckle image tlrnn does SAA, hwH,M(x) often has
a higher signal-to-noise ratio ilian f SAA,M (x). However, since SAA only includes in its
averaging operation tl1e least distorted version of tJ1e object from each speckle image, SAA is
likely to yield a more faiiliful reconstruction of ilie object ilian is ilie LWH meiliod [Bates and
McDonnell, 1989, §38].
As noted is ilie preceding discussions, boili ilie SAA and LWH metl1ods produce images
iliat contain an estimate of ilie diffraction-limited object superimposed on a seeing-dependent
background fog. An appropriate Wiener filter can be employed to extract ilie object, but ilie
faiilifulness of ilie resulting diffraction-limited image remains dependent upon ilie seeing and
removing tl1e fog becomes increasingly difficult if ilie extent of ilie object approaches that of
tl1e seeing disc. Consequently, Christou et al. [1986a] have devised a modified SAA technique
which produces an estimate of ilie diffraction-limited object whilst simultaneously removing
tJ1e background fog [Christou et al., 1986b]. Their technique is known as weighted shift-andadd (WSAA) and is closely related to ilie LWH meiliod. WSAA requires iliat a distribution
of delta functions be generated for each speckle image. These weighted impulse distributions,
denoted wm(x); m = 1, ... , M, are fanned in ilie same way as tl1e LWH masks described
by equation (4.77) wiili ilie exception iliat all speckles above a background noise level are
considered for tl1e WSAA impulse distributions. The weighted SAA image, fw SAA,M ( x ),
ilien results from a weighted deconvolution procedure described by

FwsAA,M(u)

=

S'm(u) IW (u)l2J
( W;;;-fti)"
m
M

(1Wm(u)l 2 )M
(Sm( u) w,~i( u)) M
(Wm ( u) W,;i ( u)) M

(4.80)
'
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Wm(u). Inverse Fourler transform-

(4.81)
Reference to equations (4.78) and (4.79) reveals that the right hand side of equation (4.81)
is very similar to hwH,M(x), the LWH image. The second term on the left hand side is
an estimate of the background fog, therefore the deconvolution described by equation (4.80)
results in an image, fwsAA,M(x), from which the background fog has already been removed.
Christou et al. [ 1986b] report the successful application of weighted SAA to an ensemble
of speckle images of the resolvable star Alpha Orionis. Their results demonstrate the efficacy
of weighted SAA in removing the seeing-dependent background fog.

4.5.5.2

Limitations of Basic Shift-and-add

A major shortcoming of the basic SAA algorithm and its close relatives, LWH and WSAA
processing, is that they are only able to successfully recover the true image when the object
contains a single pixel which is significantly brighter than all other pixels in the image. This
shortcoming arises due to the assumption made by the SAA, LWH, and WSAA methods that
each significantly bright pixel within the speckle image corresponds to the position of one
speckle. However, the form of the object, the seeing conditions and any additive noise often
combine to render this assumption invalid. In particular, if the object has multiple unresolvable
bright features, the aforementioned SAA techniques are more likely to produce a result which
has a closer resemblance to the autocorrelation of the image rather than the image itself. For
simplicity the following discussion of this inherent limitation of SAA techniques is restricted to
the basic SAA algorithm, however it is straightforward to visualise how the LWH and WSAA
techniques are similarly affected.
Consider the speckle images 8m ( x ); m = 1, ... , M, of an object that is dominated by
one bright pixel. When these images are individually shifted, the SAA references x 771 ; m =
1, ... , Mall correspond to the same point in the object. However, if the object is not dominated
by one particularly bright pixel, the same feature of the object may not always be chosen as
the SAA reference. When this occurs, the least distorted version of the object is not always
shifted so that its features are correctly positioned relative to the centre of the image space.
Consequently, the basic SAA method produces an estimate of the true image which exhibits
artifacts known as ghosts [Bates and Cady, 1980]. These ghosts result from the constructive
superposition of misaligned versions of the object. The occurrence and magnitudes of the
ghosts depend on the form of the object and the relative magnitudes of the bright pixels of the
object.
Even when ghosting occurs, the SAA image, fsAA ,M(x), is still the contaminated convolution of the true image and the SAA point spread function (see equation (4.74)). Therefore,
the ghosting effect must be described by the SAA point spread function. Because the ghosting
is dependent on the object form, it is convenient to separate the SAA point spread function
hsAA(x) into the two components hsAA,a(x) and hsAA,s(x), which are dependent on the
object and the seeing conditions respectively. Thus hsAA ( x) can be described by
hsAA (x) ~ hsAA,a (x) 0 hsAA,s (x),

(4.82)
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and equation (4.74) can be rewritten as

fsAA,M(x)

= f(x) 0

hsAA,o(x) 0 hsAA,s(x) + c(x).

(4.83)

As described by equation (4.75), applying SAA to speckle images of an unresolvable star
produces an estimate of the background fog or, equivalently, the seeing-dependent blurring
hsAA ,s(x). Thus, Wiener filtering equation (4.83) with the estimate of the fog produces an
estimate of the true image ]( x) which is the convolution of the true image and the objectdependent component of the SAA point spread function.
A variety of techniques have been proposed which, through use of equations (4.82) and
(4.83), remove ghosting and improve the faithfulness of the SAA image [Davey, 1989, Chap.7].
While these extensions, some of which are discussed in the following section, dramatically
widen the range of objects for which SAA processing is successful, they also significantly
increase the computational requirements and detract from the simplicity of basic SAA.
4.5.5.3

Overcoming the Limitations of Basic Shift-and-add

An extension of SAA which is suitable for objects made up of several unresolvable parts
of comparable brightness is correlation shift-and-add (CSAA) [Bates et al., 1985; Minard
et al., 1985]. For such objects, the estimate resulting from basic SAA exhibits ghosts, however
CSAA processing can reduce these ghosts appreciably. Having already calculated the ghost
infested fsAA,M (x ), the CSAA method begins by passing a window of the same extent as f (x)
over fsAA,M(x). At each position the integral of the magnitudes of the window contents is
calculated. When this integral is a maximum, the contents of the window are said to be the best
estimate, ](x), of f(x) that is available from fsAA,M(x). An ensemble of modified speckle
images is generated by cross-correlating ](x) with each speckle image. The nith modified
speckle image is
(4.84)
Reference to equation (4.34) and recalling the associative nature of correlation and convolution
shows that s;n(x) is the contaminated convolution of hm(x) with an estimate, ff(x), of the
autocorrelation of f(x). The brightest pixels of the s:n(x) are located and are taken to be the
SAA reference points of the corresponding speckle images of the original ensemble. Thus, tJ1e
correlation SAA image, fcsAA,M (x), is formed through the SAA operation

fcsAA,M(x)

= (sm(x + x'm))M,

(4.85)

where x'm is tJ1e position of the brightest pixel of the modified speckle image s;n (x).
The reasoning behind the use of x'm as the SAA reference is tlrnt the autocorrelation of
f(x) is a more peaked function than f(x) itself and, consequently, the magnitude differences
of tJ1e bright features of the object are emphasised. Therefore, it is more likely tlrnt x'm
corresponds to the brightest pixel of ff(x), than it is that Xm corresponds to the brightest pixel
of f(x). Consequently, passing a window in the aforesaid fashion over fcsAA,M (x) yields a
more faitJ1ful estimate of f(x). This estimate can be furtJ1er improved by repeating the steps
described by equations (4.84) and (4.85) in an iterative manner. The updated version of the
estimate off (x) produced at an iteration is used in the correlation step of the next iteration. The
CSA.A process can be continued iteratively until successive versions of ](x) have insignificant
differences.
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The final correlation SAA image is significantly less affected by ghosts than a basic SAA
image derived from the same ensemble of speckle images. The background fog can be removed
from the correlation SAA image using a Wiener filter derived from fsAA,M ( x) (see equation
(4.75)).
Another extension to the basic SAA algorithm is differential shift-and-add (DSAA) [Bates
et al., 1985; Minard, 1985, §9.2]. This extension is useful in the case of an object with
one or more peaks of resolvable extents and, therefore, with several very localised pixels of
comparable brightness within each speckle. The DSAA extension advocates differentiating
the Sm (x) to generate an ensemble of modified images containing the derivative off (x). This
derivative is a more peaked function than f(x) itself and so the SAA references may be more
accurately extracted from the ensemble of modified images. The DSAA procedure can be
included in an iterative processing loop in the same manner as the aforementioned CSAA.
The problem of ghosting has also been addressed by Ribak et al. [1985]. They have
devised a matched filter speckle-finding algorithm which only locates a single maximum
for each speckle. Hence their technique is particularly applicable to the LWH and WSAA
methods which depend upon locating several maxima each pertaining to a different speckle. A
matched-filter,
(4.86)
g(x) = ]*(-x),
is obtained from speckle interferometric processing (see section 4.5.1) and is convolved with
each speckle image of the ensemble. The resulting modified speckle images exhibit peaks
which represent the speckle locations. In the case of basic SAA, the brightest pixel of the
modified image becomes the SAA reference for the corresponding original speckle image. For
LWH and WSAA processing, the peaks of the modified images are appropriately thresholded
to provide the positions and amplitudes of the impulse functions of the masks mm(x) and
wm(x). The SAA references, the mm(x) or the wm(x) obtained from the modified images
are then used to invoke the relevant SAA method and a new estimate of the matched filter is
obtained from the result. This process is continued iteratively with the speckle images being
modified by the new matched filter estimate. Christou et al. [1986b] have combined WSAA
and the matched filter approach to demonstrate the improved location of speckles for multiple
feature objects and thereby reduce ghosting.
Baba et al. [1987] have described a technique, based on the basic SAA method, for
estimating the magnitude difference of the components of a binary star. The SAA image of a
binary object contains three peaks: the primary, secondary and ghost peaks. Baba et al. [1987]
base their approach on the knowledge that the ghost peak results from incorrect shifting of
some of the speckle images and, as a result, the magnitude of the primary peak is reduced. It
is convenient to designate the values of the primary, secondary and ghost peaks of the SAA
image as Ip, ls and lg, respectively. In the absence of ghosting, lg = 0, the brightness ratio,
R, of the components of the binary star can be estimated by
R

= ls.
Ip

(4.87)

If ghosting does occur, the relationship between Ip, ls and lg may be described by
ls
Ip= R

+ Rlg,

(4.88)

from which R can be estimated. Thus Baba et al. [1987] calculate an estimate of R by
applying equation (4.88) to a basic SAA image of a binary object. Each of the original speckle
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images is then cross-correlated with a matched filter based on an estimate of the portion of
the point spread function characterising the imaging system. This matched filter, which also
compensates for the brightness of the ghost peak, is defined by

g = ha(x) + Rfia(x -

s) ,

(4 .89)

where fia ( x) is an estimate of the point spread function describing the recording apparatus.
The brightest point in each modified image is found and then used as the SAA reference for the
unmodified speckle image in a second SAA operation. A new estimate of R can be calculated
from the new SAA image and the matched filter is subsequently adjusted. This process is
repeated iteratively until consecutive estimates of R vary by less than some previously defined
value. Baba et al. (1987] have applied their method to speckle images of the binary star 'a
And' and have thereby demonstrated that their method estimates R more accurately than does
basic SAA.
More recently, the reliability of the SAA method has been improved by using it in conjunction with a technique known as zero-and-add [Bates et al. , 1985; Sinton et al., 1986; Davey
et al., 1986; Davey, 1989, Chap.6; Davey et al. , 1989b]. Initially zero-and-add was proposed
as a one-dimensional technique, but extensions have been devised which allow for the processing of two-dimensional images [Sinton et al. , 1986; Lane and Bates, 1987; Lane, 1988;
Davey, 1989; Satherley and Bones, 1994]. Because the zero-and-add algorithm is the central
focus of the research described in this thesis, Chapter 7 is devoted to describing the zeroand -add technique and presents a new variation of the zero-and-add theme that is applicable
to two-dimensional images. Consequently, zero-and-add is not discussed any further in this
chapter.

4.5.6

Sequential Iterative Blind Deconvolution

Miura and Baba (1992] have recently developed an algorithm for speckle imaging based
upon the iterative loop that is the essence of the blind deconvolution schemes described in
sections 3.2.1 [Ayers and Dainty, 1988] and 3.2.2 [Davey et al., 1989a]. At first it may appear
that an estimate of an astronomical object could be obtained from a single speckle image
by invoking one of these iterative blind deconvolution methods. However, such processing
is unlikely to succeed because of the extremely low levels of light recorded for interesting
astronomical objects. Therefore, Miura and Baba [1992] have designed their technique to use
both the iterative blind deconvolution loop and an ensemble of speckle images. In using a blind
deconvolution technique as tJ1e basis of their algorithm, Miura and Baba (1992] have avoided
the requirement for an ensemble of speckle images of a reference star.
Consider an ensemble of M speckle images 9m (x ); n i = 1, . . . , M. The approach
proposed by Miura and Baba (1992] begins by generating an initial pseudorandom estimate
Jo( x) off ( x) to be used as the input to the algorithm. One iteration of the blind deconvolution
loop (see figure 3.2) is then performed upon 91 (x) to produce a modified estimate f1 (x).
Note tJ1at as in section 3.2.1 the superscript tilde denotes tJ1e modified estimate after tJ1e
application of tJ1e image-space constraints. The modified estimate ] 1 (x) then becomes the
initial input for one iteration of the blind deconvolution loop performed upon g2 (x). This
process continues until a single iteration of the blind deconvolution loop (steps 3 to 10 as
detailed in section 3.2.1) have been completed for each of the M speckle images. A set of M
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estimates, { J, (x), ]2(x) , .. . , JM(x) }, is thereby produced . Averaging these estimates yields
-

1 M

fctve(x) = M

L fm(x)
,

(4 .90)

m=l

which becomes the output of the first iteration of Miura and Baba's algorithm. The sequential
application of single iterations of the blind deconvolution loop is then repeated with Jctve(x)
being used as the initial input of the iteration performed upon g, ( x ). Thus, the input of the ith
iteration is given by
-· I

J~-;;e (x)

=

1

M

M

L

-·

I

f,~-: (x)

-·

= fo(x) .

(4.91)

m=l

In order to determine when iterations of their algorithm should cease, Miura and Baba [ 1992]
calculate an evaluation function Q ( i) given by

Q( i)

= min { C [Jj(x), Jf(x)] , ... , C

[ft_, (x), JA1(x)]} ,

(4.92)

where min { ·} indicates the minimum value and C [ ·] denotes the maximum value of the
normalised cross-correlation of the two enclosed functions. When Q ( i) is greater than some
preset threshold, the average f1 ve(x) is taken to be the reconstructed image.
When applying iterations of the blind deconvolution loop to the speckle images, Miura and
Baba [1992] impose the image-space positivity constraint (see section 3.2.1) and the modified
Wiener filter constraint of Davey et al. [1989a] (see section 3.2.2) in the frequency domain.
Furthermore, by using the output J,~i (x) as the input to the following blind deconvolution loop
iteration upon gm+I (x), this algorithm is effectively imposing an additional constraint derived
from the knowledge that the true image f (x) is constant in each speckle image.
Miura and Baba [1992] have reported results of simulations that demonstrate the successful
reconstruction of extended objects from small ensembles of contaminated speckle images.

4.5.7

Combined Iterative Blind Deconvolution and Speckle Interferometry

Another deconvolution technique tailored for astronomical speckle imaging and based upon
the iterative blind deconvolution scheme of Ayers and Dainty [ 1988] (see section 3.2.1) has
been proposed by Lane [1992].
The Ayers-Dainty deconvolution loop discussed in section 3.2.1 does not have stable
convergence properties and, therefore, new estimates of the image and the point spread function
may be less accurate than those produced by the previous iteration. Lane [ 1992] has modified the
details of the Ayers-Dainty loop to avoid the possibility of divergence of successive estimates.
He introduces an error measure that must be minimised at each iteration. This error measure
represents both the Fourier-space and image-space constraints and is given by
(4.93)
where Eim and E f are image-space and Fourier-space error measures, respectively. For the
ith iteration, Eim is calculated as

Eim

=

1"

lfi(x)I 2 dx +

'Y f

1"

lhi(x)I 2 dx,

'Yh

(4.94)
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where ,J and th denote the pixels at which Ji(x) and hi(x), respectively, violate the imagespace constraints. E f measures the deviation of the spectral estimates from the known Fourierspace constraint and for the ith iteration is given by

E1

=

j IG(u) - F'i(u)Jt(u)l du.
2

(4.95)

The combined error, Ee, is minimised using a conjugate gradient routine [Fletcher and
Reeves, 1964] and once the value of Ee has reached a local minimum the iterative algorithm
is deemed to have converged [Lane, 1992].
Lane [1992] has applied this modified blind deconvolution scheme to a single blurred and
contaminated image with notable success. However, it is the application of Lane's algorithm
to an ensemble of astronomical speckle images that is of most interest here. As mentioned
previously (see section 4.5.6), the basic iterative blind deconvolution algorithm is unlikely to
provide accurate results when applied to a single astronomical speckle image. Lane [ 1992]
proposed that his modified version of the blind deconvolution algorithm be performed on a
single speckle image, but that the estimate of the spectral magnitude of f(x), IF( u)I, derived
from an ensemble of M speckle images of the object and an ensemble of M images of a
reference star by invoking speckle interferometry (see section 4.5.1), is also incorporated into
the algorithm. This information is included by setting the magnitude of the spectral estimate
F; (u) to IF'( u) I at each iteration.
Lane [ 1992] has demonstrated that this combination of iterative blind deconvolution and
speckle interferometry can successfully reconstruct a simple astronomical object given an
ensemble of noisy speckle images of that object.
Jefferies and Christou [1993] have recently reported an algorithm based upon the scheme
proposed by Lane (1992] and described immediately above. They have modified Lane's
algorithm so to include the maximum possible a priori knowledge into the the error measure. In
addition to the positivity, support and Fourier modulus constraints, Jefferies and Christou [ 1993]
propose imposing a multiple image constraint which ensures that speckle images of a common
object all yield an estimate of the same object.
As in Lane's algorithm, the deconvolution is effected by minimising an error function
that measures the extent to which the estimates of J(x) and h(x) violate the constraints.
However, unlike Lane (1992], who minimises the error measure for a single speckle image,
Jefferies and Christou [1993] minimise their error metric over an ensemble of speckle images,
thereby invoking the multiple image constraint. Furthermore, while Lane's combined error
measure (see equation (4.93)) considers image-space and Fourier-space errors only, Jefferies
and Christou [1993] have extended theirs to also include error measures for the bandlimiting
and Fourier modulus constraints. The bandlimit constraint imposes a restriction on the high
spatial frequency content of the point spread function estimate, thereby ensuring that the trivial
solution of a speckle image and a delta function is avoided. The extended error measure
proposed by Jefferies and Christou [1993], EJc, is given by
(4.96)
where E1 and EF are the image-space and Fourier-space error measures, respectively, EaL
is the error measure corresponding to the point spread function bandlimit constraint and EFM
is that of the Fourier modulus constraint. For the ith iteration, the image-space error (cf.

114

CHAPTER 4

equation (4.94)) is defined as
E1

=j

lf;(x) I2
A

+
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M
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lh;m( x)I 2 dx ,
A

(4 .97)

'Yh

where the subscript m denotes the point spread function estimate for the mth speckle image.
The Fourier-space error is also calculated over all M members of the speckle ensemble and is
given by (cf equation (4.95))
(4.98)
The point spread function bandlimit error is given by
EBL

=

LI j

IH;m (u)l 2 · Bm(u),

(4.99)

where Em ( u) is a masking function which is unity for spatial frequencies greater than some
predetermined cut-off frequency [Jefferies and Christou, 1993]. Finally, the Fourier modulus
error is defined as
(4.100)
Epf\1 = (IF(u)I - IF'( u)l)2 du,

J

where IF' ( u) Iis the Fourier modulus estimate obtained from speckle interferometric processing
(see section 4.5.1).
As proposed by Lane [1992], Jefferies and Christou [1993] also use a conjugate gradient
routine to minimise EJc [Fletcher and Reeves, 1964]. Jefferies and Christou [1993] have
demonstrated the successful deconvolution of both simulated and actual speckle data.

4.6

SUMMARY

Theoretically, the resolving power of an imaging system is determined by the size of the
system's aperture. However, when a stellar object is viewed with a earth-bound optical
telescope, the intervening atmosphere imposes a resolution limit which is far less powerful
than the theoretical limit of the telescope. The atmospherically imposed resolution limit is
irrespective of the size of the telescope's aperture and depends only on parameters characterising
the fluctuating nature of the atmosphere.
Although this problem oflimited resolution, known as the astronomical seeing problem, has
been recognised for over a century, it was not until 1970 that Labeyrie discovered that a shortexposure astronomical image, known as a speckle image, retains information that is resolved
to the theoretical diffraction limit of the telescope. Labeyrie's breakthrough launched a flurry
of research in the field of astronomical speckle imaging and since that time many techniques
have been devised to solve the astronomical seeing problem . Table 4.2 briefly summarises
the features of the astronomical speckle imaging techniques that have been described in this
chapter. The first five techniques listed in this table (i.e. speckle interferometry, KnoxThompson processing, direct phase gradient measurement, speckle masking and shift-and-add)
were developed during the 1970s and the early 1980s and have, in general, been widely applied
and their relative performances thoroughly investigated. The last two techniques, based on the
iterative blind deconvolution algorithm, are relatively recent developments and comprehensive
investigations of these methods are yet to be reported. This then completes the review of
techniques leading to the development of a new algorithm outlined in Chapter 7.
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Technique

Operating

Relative

space

computational

Blind ?

Strengths

Weaknesses

intensity
Speck.le

Fourier

interfer.

Less

No -

Computationally simple,

Provides only an estimate of

intensive

reference

provides accurate estiniates

the autocorrelation of the

(SI)

than KT.

ensemble

of object sizes and

true image

(sec. 4.5.1)

2M FFTs

required .

separations of

- i.e. discards the phase.

More

No -

Retains phase information,

Thompson

intensive

reference

so yields estimate of image.

(KT)

than SI.

ensemble

errors. choice of O'

(sec. 4.5 .2)

3M FFTs

required .

Lower SNR than TC, unless

component stars.
Knox-

Fourier

Recursive phase estimation
leads to accumulated

a assumes wide range of
values - increases computation.
Direct

Image/

Less

No-

Measures the phase

phase

Fourier

intensive

reference

gradient directly

gradient

than KT.

ensemble

from the speckle images.

(DPG)

Can be

required

Less sensitive to distortions

(sec. 4.5.3)

implemented

Not yet fully evaluated .

than KT.

optically
Retains phase information.

Very computationally

reference

Redundancy of information

expensive

ensemble

increases SNR of estimate.

Most

No -

masking/

intensive.

Triple

4M FFTs

Speck.le

Fourier

required.

correlation
(TC)
(sec. 4.5.4)
Basic

Yes -

Conceptually and

Not suitable for

intensive.

but best

computationally simple.

extended objects -

No FFTs

suited for

Retains phase information.

ghosting occurs

required.

'peaky'

Application of constraints

Tested only o n

No reference needed .

simulated data.

No -

Stable convergence properties

Requires further validation

reference

Tested on noisy speckle

ensemble

images. Can include a priori

required.

infonnation.

Least

Image

SAA
(sec. 4.5.5)

images.
Iterations

Sequential

Image/

I(

iterative

Fourier

2MKFFTs

Combined

Image/

K Iterations

iterative &

Fourier

Yes

(sec. 4.5 .6)

SI
(sec. 4.5 .7)

(2M
FFTs

+ 2K)

Table 4.2 A summary of astronomical speck.le imaging techniques

CHAPTER 5

ZEROS

Chapters 3 and 4 have discussed a wide variety of techniques that have been developed to
solve some form of either the deconvolution problem or the Fourier phase retrieval problem.
All of these techniques consider the information contained within either the Fourier transform
of the image or the image itself in order to achieve deconvolution or phase retrieval. This
chapter introduces an alternative method of representing the information contained within a
compact image and describes how deconvolution and phase retrieval can be applied to this
representation.
The alternative representation stems from the analytic properties of the spectrum of a Kdimensional image having finite extent. Such a spectrum can be modelled by an entire function
of exponential type (EFET) and is necessarily equal to zero on a (21( - 2 )-dimensional surface
in a 2K-dimensional space. The properties of EFETs show that this (2K - 2 )-dimensional
surface uniquely defines the K-dimensional image. Thus it is possible to represent an image in
terms of the points at which its spectrum vanishes to zero and this representation can be used
as a platform for deconvolution and phase retrieval.
Section 5.1 introduces the theory of entire functions and explains that the Fourier transform
of any compact image can be accurately modelled by an EFET. An important property of
EFETs is that they can be uniquely defined, apart from an arbitrary complex scaling constant,
by the positions of their zeros and, hence, the aforementioned representation of images by their
spectral zeros is possible. Section 5.2 discusses the spectral zeros of one-dimensional images
and explains how the zero concept can be used to demonstrate the lack of uniqueness of the
one-dimensional Fourier phase retrieval problem and the one-dimensional blind deconvolution problem. The continuous Fourier transform of any one:dimensional image has a finite
number of complex zeros and a denumerable infinity of real zeros. However, digital computer
processing of images requires that an image be pixellated (see section 2.8.3) and, therefore,
the spectrum of the image is expressed in the form of the discrete Fourier transform (OFT).
As explained in section 2.9, the OFT is periodic throughout Fourier space and, therefore, although each period of the OFT has a finite number of complex zeros, these zeros are repeated
throughout Fourier space. The z-transform introduced in section 2.10 maps a single period
of the OFT onto the entire z-plane. Thus, the z-transform of an image has a finite number of
complex zeros which can be directly related to those of the OFT and, hence, the complex zeros
of the continuous Fourier transfonn. For this reason, it is computationally easier to consider the
finite number of complex zeros of the z-transform of an image. Section 5.3 considers the zeros
of one-dimensional z-transform polynomials and shows how they relate to the zeros of the
Fourier transform. For one-dimensional images (i.e. I( = 1), the z-transform zeros are simply
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isolated points lying on a two-dimensional plane and can be straightforwardly calculated and
displayed.
The spectral zeros of two-dimensional images are discussed in section 5.4. Unlike the
one-dimensional case, a two-dimensional EFET is equal to zero at an infinite number of interdependent points that lie on an analytic two-dimensional surface in a four-dimensional space.
The connectivity and smoothness properties of this surface can be utilised to demonstrate the
uniqueness of the two-dimensional Fourier phase retrieval and blind deconvolution problems.
Again it is more convenient to consider the zeros of a two-dimensional z-transform rather than
those of a Fourier spectrum and, consequently, section 5.5 introduces the concept of the zero
sheet. The zero sheet is the two-dimensional surface embedded in four-dimensional space
upon which a two-dimensional z-transform is equal to zero.
Although it is straightforward to compute the four-dimensional z-space coordinates of any
of the points that comprise a zero sheet, it is not easy to present readily comprehensive pictorial
representations of a zero sheet. Section 5.6 discusses some of the difficulties encountered in
displaying and manipulating zero sheets and describes the approaches that have been employed
with some success to overcome these difficulties. Most often, zero sheets are displayed as
projections onto a two-dimensional plane; the calculation of these projections, which are known
as zero tracks, is described in section 5.6.1. Section 5.6.2 discusses some useful symmetrical
properties of the zero sheets derived from images that exhibit some form of symmetry and in
section 5.6.3 methods of reconstructing images from zero sheets are described. The application
of the zero-sheet concept to the problem of two-dimensional deconvolution is discussed in
section 5.6.4 and, finally, section 5.6.5 investigates the effects of contamination upon the zero
sheet representing the convolution of a true image and a point spread function.

5.1

ENTffiE FUNCTIONS

This section briefly introduces the concept of an entire function and reviews the properties of
entire functions that render them extremely useful in the work that follows. A one-dimensional
function q( z ) of the complex variable z is said to be entire if it is analytic everywhere in the
finite complex plane [Requicha, 1980). To possess the property of analyticity at the point
z = z 0 , q( z ) is required to be defined and differentiable at that point [Kreysig, 1983, p.573] or,
equivalently, q(z) must be 'well-behaved' in the neighbourhood of z 0 • For q(z) to be analytic
at z 0 , it is necessary and sufficient that the Cauchy-Riemann conditions given by
8Re[q]
8Re[z]

8Im[q]

8Im[z]

8Im[q]

8Re[q]

8Re[z]

- 8Im[z]'

(5.1)

are satisfied throughout some small region around z0 [Titchmarsh, 1939, pp. 67-69] . The
analysis of entire functions is of much interest in many scientific fields as whenever one
member of a Fourier-transform pair has a finite extent, the other member is an entire function.
For example, the spectrum of a strictly bandlimited signal necessarily has finite extent and,
therefore, the signal is an entire function [Requicha, 1980].
Assuming that q( z) is indeed entire, it can be further defined as an entire function of
exponential type (EFET) if, as lzl tends towards infinity, the behaviour of q( z ) is of the order of
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exp(Cl z l), where C is a positive constant [Titchmarsh, 1939, Chap.SJ (cf. Requicha [1980)).
Algebraic and trigonometric polynomials are EFETs and, consequently, EFETs are an important
class of entire functions and can be used to accurately model physical phenomena in several
engineering applications [Requicha, 1980).
A property of EFETs, fundamental to the remainder of this chapter and the original work
presented in Chapters 6 and 7, is that they are characterised to within an arbitrary complex
scaling constant by the positions of their zeros [Levin, 1964, p.8]. This property follows from
the theorem of Weierstrauss [Titchmarsh, 1939, §8.11) which states that for a given set of N
complex numbers there is an entire function which has exactly N zeros corresponding to the
given set. Thus, knowledge of the zeros of an EFET is equivalent to knowledge of the function
itself. The following section describes how the theory of entire functions of exponential type
can be directly related to the representation of images.

5.2

SPECTRAL ZEROS OF ONE-DIMENSIONAL IMAGES

As explained in Chapter 2, all real-world images are of finite extent. Therefore, according to
the definitions presented in section 5 .1, the analytically continued spectrum of any real-world
image can be accurately modelled as an EFET [Paley and Wiener, 1934, p.13).
The relationship between a compact one-dimensional image J( x) and its analytically
continued Fourier transform F( w) was given in section 2.10 as

f(x) =
and

F(w)

=

1-:
J

(5.2)

F(u)exp(-i27ru:i:)du,

LJ/2

f(x)exp(i27rwx)dx,

(5.3)

-LJ/2

where w = u + it, L f is the extent off ( x ), and f ( x) is centred about the origin of image space.
Because F( w) is an EFET, it is characterised, apart from a complex multiplicative constant,
by the set of values { wi} for which
(5.4)
F( Wi) = 0.
The members of the set { Wi} are known as the zeros of F( w) or as the spectral zeros of f (x ).
Since the Fourier transform relationship is uniquely invertible, the zeros { w;} are sufficient to
specify the image f(:i: ) to within a complex scaling factor. Note that if the image f( x) is real,
this multiplicative complex constant has a zero imaginary part (i.e. is also real).
Provided F(w) is an entire function, its Hadamard representation can be written as [Morse
and Feshbach, 1953, p.385)

w

F'(O) ) II
OO
F(w)=F(O)exp ( F(O)w i= 1(1-Wi)exp

( w)

Wi,

(5.5)

where the infinite set of complex numbers { wi} is the set of zeros of F( w) mentioned above.
From this expression it can be seen that if F(0) is known, along with the zeros {wi}, F(w)
can be fully specified (i.e. there is no undeterminable complex scaling factor).
By appealing to Fourier theory and the sampling theorem, the finite extent image f( :i:)
can be represented within its image frame by the trigonometric Fourier series [Bates and
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McDonnell, 1989, §10], that is

I
f(:r)=y-

P

I:

F[p]exp(-i21rpx/L1),

(5.6)

p=-P

f

where the F[p] are the Fourier samples given by equation (2.106) and the integer P, although
theoretically infinite, is taken to be finite but large enough to provide an accurate representation
off ( x ). As the number of terms in the Fourier series increases, the accuracy of the representation off( x) also increases. Substituting the above expression for f( x) into equation (5.3)
yields
p

F( w)

=

I:

F[p]sinc( wL J - p ),

(5.7)

p=-P
where the function sine(•) is defined as [Bracewell, 1978, p.62]
.
smcx

sin( 1rx)
= ---.
1rX

(5.8)

The expression of equation (5.7) is an approximation of the continuous expressions for F( w)
given in equation (5.3) and (5.5). Expanding the sine term of equation (5.7) gives the following
modified approximation of F( w );

F(w)

t

= sin(1r111L1)
1r LJ

--P
P-

(-l)PF[p]_

(5.9)

(w - _E_)
L1

Following Bates [ 1969], F( w) can be further rewritten as a product of two polynomials in w,
that is
(5.10)
F(w) = P(w)Q(w),
where

P(w)

=

t

q=-P,q#p

and

Q(w)

IT (w - {),

(-l)PF[p]

p=-P

= sin(1rwL1) /
1rL1

IT

(5.11)

f

(w _

p=-P

_E__).

(5.12)

LJ

The fundamental theorem of algebra states that every polynomial of one complex vaiiable
and with a degree greater than zero has at least one complex zero [Kelly, 1972, §9.6] and
can therefore be expressed as a product of linear factors. With this is mind, inspection of
equation (5.11) shows that P( w) can be factored into 2P factors, that is
2P

P(w)

=CIT (w -

wp),

(5.13)

p=I
where C is a constant, { wp} is the set of 2P complex zeros of P( w) and wp = up + itp, In
contrast, all the zeros of Q( w) are real and can be found by writing the term sin( 1rwL) in the
form of the infinite product expansion given by [Abramowitz and Stegun, 1964, p.75]

sin(1r111L1)

= 1rwL1

IT (1 - (wLf )2),

p=I

p

(5 .14)
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and cancelling tenns ofthis expansion with those of the denominator of equation (5 .12). This
manipulation leads to the simplified expression for Q( w) given by

Q(w)

= (~ 1)P
f

IT~ IT

p=l p

(p-wL1)(p+wL1),

(5.15)

p=P+l

Thus, the zeros of Q (w) are real and are equally spaced along the real axis at the points given
by u = p/ L1 where u = Re[w] and p > P [Bates and McDonnell, 1989, §13]. The integer p
has an infinite limit and so provides an infinity of real zeros. However, as the zeros are equally
spaced, they are theoretically countable, thus Bates [1969] describes the number of real zeros
of F( w) as a denumerable infinity.
The complete set of zeros { Wi} of the Hadamard representation of F( w) is approximated
by the union of the infinite set of real zeros of Q( w) and the finite set of complex zeros { wp}
of P( w ). The set of zeros { wp} is known as the complex zeros of F( w) or, equivalently, as the
complex spectral zeros off( x ). Note that while the zeros of Q( w) are necessarily real, those
of P( w) are, in general, complex.
In section 2.9 it was shown that to satisfy the sampling theorem and obtain the same number
of Fourier-space samples as image-space samples, the sampling interval in Fourier space has
to be equal to the inverse of the extent of the image. Thus, since the extent of f (x) is L f, the
real zeros of Q( w) occur at those sample positions of F( w) which lie outside the range of the
2P Fourier-domain samples required to represent f (x) within a given accuracy.

Equation (5.9) shows that F( w) is completely specified by the values F[p] at its sample
points. Thus, the complex zeros of P( w) contain all the information about the 2P samples of
F(w) or, equivalently, F(u) [Scivier and Fiddy, 1985b]. Meanwhile, the real zeros of Q(w)
simply ensure that F( w ), or F( u ), is zero at all sample points for which IJJI > P. Therefore,
while the total number of zeros within the set { wi} is infinite, only the subset, { wp}, of { wi}
containing the complex zeros of F( w) is required to represent f (x ).
In practice, it is not feasible to calculate the complex zeros of F( w) as expressed by
equation (5.7), especially for large values of P. However, as discussed in section 2.9 the
discrete Fourier transform can be employed to model F( w) over the primary strip of width
27./D, where D, = 27'.~x- Thus, the complex zeros of F(w), {w p}, can be approximated by
the complex zeros of the DFT which lie inside the primary strip. Theoretically, the DFT is
periodic and, consequently, has an infinite number of zeros consisting of repetitions of the set
of zeros within the primary strip.

Since the width of the primary strip is given by 1/ ~ x , it increases with a decrease in
the image-space sampling interval . Thus, the number of Fourier-space samples required to
accurately represent f (x) increases and, as a result, there are more complex zeros within the
primary strip of the DFT. The extra zeros are approximations of the higher frequency zeros of
the Hadamard representation of F( w ).
The set of zeros { wP} which approximates the complex zeros of the set { 'U 'i } will henceforth
itself be approximated by the set of complex zeros of the DFT within the primary strip. Thus,
it will be herein understood that the zeros {wp} are actually those of the DFT representation
of F(w).
If the form of the compact image

f (:z;)

belongs to a set of certain types, the zeros of
the entire function F( w) exhibit useful properties. In particular, if f (x) is real (as for any
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incoherent imaging system, see section 2.7 .2), F( w) is conjugate symmetric, that is

f( x ) = f*( a: ) -

F(w)

= F*(-w*).

(5.16)

As a consequence of this symmetry, the zeros of F( w) occur in pairs, the members of which
are reflections of each other in the imaginary axis. Therefore, if Wp = up + itp is a member
of the set { wp} of the zeros of F( w ), then -w; = -up + itP is also a member of that set. If
f (x) is real, equation (5.13) can be rewritten as
p

P(w)

= C IJ (w -

wp)(w + w;),

(5.17)

p=I

and only the P zeros of the right hand half-plane of w-space are required to characterise all the
zeros of F( w ).
Another useful property of the zeros of EFETs arises when f (x) is even-symmetric, but
not necessarily real. The spectrum of an even image is also even, that is

f(x)

= J(- :z:) -

F(w)

= F(-w),

(5.18)

and, therefore, the zeros of F( w) occur in pairs which show even symmetry. Thus, if 'Wp =
up+ itp is a zero of F( w ), then so is -wp = -up - itp. The pair ( wp, -wp) is point symmetric
about the origin of the complex w-plane.
Combining the properties of the zeros of even and real images shows that if f (x) is both
real and even, the zeros of F( w) are symmetrically positioned about the imaginary axis and are
also point symmetric about the origin. Thus, the spectral zeros of a real and even-symmetric
image occur in groups of four described by ( wp , w;, -wp, -w; ). A common example of a real
and even function is the autocorrelation of a real image.
Figure 5.1 illustrates typical distributions in w-space of the complex zeros representing
various types of one-dimensional images. For each example, the image f (x) spans 9 samples,
thus P = 4 and there are 2P = 8 complex zeros of F( w ). The diagrams in the right hand
column of this figure are referred to as w-plane zero maps. Figure 5.1 (a) shows that if f (x) is
real, the zeros of F( w) are positioned symmetrically about the imaginary axis. Because both
the magnitude and phase of the image shown in figure 5.l(b) are even-symmetric, the zeros
of the corresponding zero map are point symmetric about the origin. Figure 5.l(c) shows an
image that is both even and real and, consequently, the zeros are symmetric about both the
imaginary axis and the origin. Finally, if f (x) is complex (figure 5. l(d)), the zeros obey no
properties of symmetry.

5.2.1

Zeros and One-Dimensional Phase Retrieval

The symmetrical properties of spectral zeros described above are of particular value when
investigating aspects of the Fourier phase retrieval problem. Recall from section 4.5.1.1 that
the phase retrieval problem arises in many situations where it is possible to only measure
the spectral magnitude IF( u) I of an aperture distribution. The spectral intensity IF( u) 12 can
subsequently be obtained which, from the autocorrelation theorem, is the Fourier transform of
ff( x ). Thus, IF(u)l 2 is the Fourier transform of a real and even function and is itself real,
even and positive. Analytically continuing IF( u) 12 to the complex variable w gives

ff( x ) = f( x ) 0 f*(- x ) -

IF(w)l 2

= F(w)F*(w*),

(5.19)

5.2
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Figure 5.1 Four different one-dimensional images and the maps of their w-space zeros displaying the relevant
symmetries. The positions of the zeros are identified by the dots. (a) f(x) real; (b) f(x) even-symmetric and
complex; (c) f(x) even-symmetric and real; (d) f(x) complex.
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which from equation (5.10) can be rewritten as
IP( w)l 2 IQ( w) l2

IF(w)l2

P( w)P*( w*)Q( w)Q *(w* ).

(5.20)

Equation (5 .17) gives the complex spectral zeros of the real function ff( x) as
p

IP(w)l 2

= C*C IT (w -

wp)(w

+ w; )(w -

w;)(w + wp)-

(5 .21)

p=I

Thus, the zeros of IP( w) 12 are the union of the zero sets { wp} and { w; } which are the zeros of
P( w) and P*(w*) respectively. It is convenient to group the 4P zeros into the P quadruplets
( wp , w;, -wp, -w; ), where one pair of zeros, either ( wp, -w;) or its complex conjugate pair
( -wp , w; ), within the foursome pertains to P( w) and the other pair to P*( w*). If one of these
pairs of zeros is chosen from every quadruplet, the 2P chosen zeros can be used to reconstruct
a spectrum F( w) which will be one solution of the Fourier phase problem. Obviously, there
are several, actually 2P , different ways of combining one pair of zeros from each of the P
quadruplets of zeros. Consequently, there are 2P different images
:i:) that all possess the
same JF(u)I. Each of these images is distinct and has a different configuration of complex
spectral zeros.

J(

This ambiguity can, however, be reduced if any of the complex zeros are in fact real. If some
particular zero has a zero imaginary component, say wp = up, then it belongs to :the quadruplet
( up, -up, up , -up)- Thus, there is no ambiguity in choosing the conjugate symmetric pair
( up, -up) from its conjugate pair. For R quadruplets of real zeros within the complete set of
complex zeros of IF( w )1 2 , there are 2P-R different solutions to the one-dimensional phase
problem.
Assuming the zero pair( wp, -w; ) has been selected from the quadruplet ( wp , w;, -wp , -w; ),
which is just one of the P quadruplets specifying the complex zeros of IF( w)l 2 , a different
solution to the phase problem can be generated by simply choosing the zero pair ( -wp , w; )
instead of ( wp , -w;) from the quadruplet. This process of complex conjugating the zeros is
known as zero flipping [Lane, 1988, §3.2]. Flipping a zero does not change its magnitude or
affect the intensity spectrum IF( u )12 [Sci vier and Fiddy, 1985b].

It is extremely likely that some of the

2P-R estimates

J( x) produced by an exhaustive

zero-flipping procedure will not be everywhere positive [Bates, 1969]. Thus, if it is known
that f ( x) is strictly positive, any estimates containing negative values can be discarded. In the
rare situation where only one of the different estimates is entirely positive, the one-dimensional
Fourier phase retrieval problem is unique. Otherwise, except for two special cases, the problem
does not have a unique solution and is, therefore, described as non-unique.
Scivier and Fiddy [1985b] have identified two special cases which lead to a unique solution
to the one-dimensional phase problem . Firstly, if f (x) is conjugate-symmetric, that is f (x) =
f*(-x), F(w) is a real function and, consequently, all its zeros are real. The number of
solutions to the phase problem is then given by 2P-P = 1 (i.e. there is a unique solution).
Secondly, if a priori information includes knowledge that f (x ) is either a minimum or a
maximum phase function [Rabiner and Schafer, 1978, p.361 ], then the complex zeros of F(w)
are contained entirely within either the upper or lower half, respectively, of the complex w-plane
and again the solution is unique [Scivier and Fiddy, 1985b].
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Zeros and One-Dimensional Blind Deconvolution

The analytically continued Fourier transform of the isoplanatically blurred one-dimensional
image b( x) can be written as the product

B(w)

= F(w)H(w) ,

(5.22)

where F( w) and H ( w) are the Fourier transforms of the image f (x) and the point spread
function h( x) respectively. In blind deconvolution an estimate]( :z;) of the true image f (x) is
sought from b( x ). With reference to equation (5.13) , B( w) can be factored and written in the
form
2P

B(w)

= C IJ(w p=I

2Q

wt) IJ(w - w~1 ),

(5.23)

q=I

where the sets { w£} and { w~1 } are the complex zeros of F( w) and H ( w) respectively and any
contamination has been assumed to be negligible. Thus, the set of complex zeros of B( w ),
denoted by the set {w~n}, where m = 1, ... , 2(P Q), is the union of the zeros of F(w)
and H ( w ). If the set { w~n} can be subdivided into its two nonintersecting subsets { w£} and
{w~'}, then the spectra F( w) and H (w) can be reconstructed and blind deconvolution of b( x)
has effectively been implemented . However, each zero of either F( w) or H (w) is an isolated
point in the w-plane, thus in the absence of a priori information it is impossible to decide how
to partition the zeros of B( w) into a group which contains the zeros of F( w) and another that
contains those of H ( w ).

+

Comparison of equation (5.22) with equation (5.19) shows that the phase retrieval problem is a special case of the general blind deconvolution problem, with the term f ( x ) of
equation (5 .19) assuming the role of the true image and the term f* ( - x) playing the part of
the point spread function. Inherent to the phase retrieval problem is the knowledge that the
two convolution components (i.e. f ( x) and f*( -x )) are of equal extents and that a symmetry
(see section 5.2.1) exists between their zero maps. This information is useful in reducing the
ambiguity of the one-dimensional phase retrieval problem. However, in the one-dimensional
blind deconvolution problem no such information is available and the solution is completely
ambiguous. Indeed, given the zero map of B( w) it is impossible to determine whether b( x ) is
in fact fanned by the convolution of two component images. Thus, this interpretation of the
one-dimensional blind deconvolution problem in terms of the complex spectral zeros of the
components images demonstrates that, in general, the problem has no unique solution.

5.3

Z-TRANSFORM ZEROS OF ONE-DIMENSIONAL IMAGES

The previous section describes the representation of one-dimensional images by their spectral
zeros in the complex w-space. An equivalent, but simpler to calculate and more manageable
[Lane and Bates, 1987], representation of one-dimensional images is given by considering
their zeros in the complex z-space introduced in section 2.10. The complex zeros of z-space
correspond to the complex zeros of F( w ). The z-transform is a representation of the pixellated
version of the image and, therefore, is charactetised by a finite number of z-space point zeros.
Consider the one-dimensional finite extent image introduced in equation (5.2). A sampled
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version of this image can be described by (see equation (2.103))
2P

f(x)

=

L

f[m]o(x - 1nllx),

(5.24)

m=O

where, for simplicity, the origin of image space is now considered to correspond with the
leftmost sample of the image, /[ m,] are the image-space sample values, and llx is the imagespace sampling interval. The analytically continued Fourier transform off( x) is given by (cf.
equation (2.115))

1=L
2P

F{f(x)}

= F(w)

f[m]o(x - mllx) exp( i21rwx )dx

- oo m=O

2P

L

/[m]exp(i21rmllxw).

(5.25)

m=O

From the definition of the complex z-space variable ( given in equation (2.124 ), the z-transform
off ( x) is written as
2P

F(() =

L

/[m](m.

(5.26)

As F( () is simply a transformation of F( w) onto the z-plane, F( () is also an EFET. Therefore,
the zeros of F( (), that is the points at which F( () = 0, specify F( () (and subsequently f( x ))
to within a complex scaling factor. According to the fundamental theorem of algebra, F( ()
has exactly 2P zeros although some of these may be repeated. F( () can thus be written in the
factorised form of
2P

F(() = C

II (( - (n),

(5.27)

n=l

where C is a constant and { (1, (2, ... , (2P} is the set of z-space zeros of F( (). These z-space
zeros are directly related to the complex zeros { wp} described in the previous section by the
transformation (cf. equation (2.124))
(5.28)
Inverting this expression yields the zero

Wp,

In( (p)

i21rllx
P[(p]

ilnl(pl

21fLlx

21fLlx '

---

(5.29)

where In( (p) = In l(pl + iP[ (p] is the complex natural logarithm of (p- Like thew-space zeros,
those of the z-plane exhibit symmetries if f (x) is real and/or even-symmetric. The z-space
symmetries can be straightforwardly inferred from the relationship of equation (5.28) and with
the assistance of thew-plane to z-plane mapping relationship illustrated in figure 2.12.
As described in section 5.2, the complex spectral zeros of the real image f( x) occur in pairs
reflected about the imaginary axis, that is pairs of the form ( wp , -w;). Thus, if the w-plane
zero wp maps onto the z-plane zero (p by the relationship
exp(i21rllx(up

+ itp))

exp( -27f Llxtp) exp( i21r Llxup),

(5.30)
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-w; maps to(;, that is
exp(-i21r6x( up -itp))
exp(-21r 6 xtp) exp( -i21r 6 xup)

c;.

(5.31)

Therefore, if f (x) is real, the zeros of :F( () are distributed symmetrically about the real axis
of the z-plane.
If f (:i:) is even-symmetric and complex, the w-plane zeros are point symmetric about the
origin of w-space, that is they occur in pairs reflected consecutively through the real axis and
then through the imaginary axis. The conformal mapping illustrated in figure 2.12 shows that
the real axis of the w-plane maps onto the unit circle in z-space and that the origin maps
to ( = 1.0. Thus, the z-space zeros representing an even-symmetric image are reflected in
both the unit circle and the real axis. If ( wp, -wp) are a pair of w-plane spectral zeros of the
even image f( x) and wp again maps onto (p, as given by equation (5.30), the z-plane zero
corresponding to -wp is given by

exp(i21r6x( -up - itp))
exp(21r 6xtp) exp( -i21r 6 xup)

1
(p.

(5 .32)

Therefore, if the z-transform :F( () of an even-symmetric complex image is zero at ( 7,, it is also
zero at 1/ (p.
A combination of these symmetries described for real and even-symmetric complex images
shows that if J( x ) is both real and even-symmetric, the zeros of :F( () occur in quadruplets
of the form ((p , 1/(p, (; , 1/(;). Thus, the z-plane zeros of an autocorrelation are symmetric
about the real axis and are reflections in the unit circle.
Figure 5.2 illustrates the z-plane zero maps of the same one-dimensional images shown in
figure 5 .1. Positions of the z-plane are defined by the complex variable ( which can be written

as
(5 .33)
where f and 17 are real variables. The zeros displayed in figure 5.2(a) occur in pairs distributed
symmetrically about the real axis of z-space because the corresponding f( x) is real. Figure 5.2(b) shows that the z-plane zeros of an even-symmetric image occur in pairs reflected in
the unit circle and then in the real axis. If f (:i:) is real and even, the zeros of :F( () occur in
quadruplets that are reflections of each other through the unit circle and across the real axis.
This two-fold symmetry is shown in figure 5.2(c). Finally, if f (x) is complex the zero-map of
:F( () exhibits no symmetries as shown in figure 5.2(d).
The ambiguity of the one-dimensional blind deconvolution problem discussed in section 5.2.2 is demonstrated in terms of the of z-transform zeros by figure 5.3. Consider
the complex-valued one-dimensional 17-pixel convolution obtained by convolving the evensymmetric complex image of figure 5. l(b) and the complex image of figure 5. l(d). The z-plane
zero map of this convolution is shown in figure 5 .3(a) which, from inspection of figures 5 .2(b)
and 5.2(d), is the union of the zero maps derived from its component images. At first glance,
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(a)

(b)

•

•
•

(c)

(d)

Figure 5.2 The z-plane zero maps corresponding to the four different one-dimensional images shown in
figure 5.1. (a) f(x) real; (b) f(x) even-symmetric and complex; (c) f(x) even-symmetric and real; (d) f(x)
complex. The unit circle is displayed for reference and the zero positions are indicated with dots .

it appears difficult to determine which of the point zeros pertain to which of the component
images. However, since one of the components demonstrates a symmetry, careful inspection
of the zero map can lead to the correct partitioning of the point zeros. However, this is a special
case, and if two asymmetric complex or real images are the components of the convolution,
determining how to group the point zeros is impossible. For example, figure 5.3(b) shows the
zero map of the convolution of the complex image of figure 5. l(d) and another asymmetric
9-pixel complex image. Thus, the situation is the same as for the complex spectral zeros; there
is no unique way of partitioning the z-transform zeros to achieve blind deconvolution.
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17

17

•

•

•

(a)

(b)

Figure 5.3 The ambiguity of the one-dimensional blind deconvolution problem . (a) the z-plane zero map of
the convolution of the even-symmetric complex image shown in figure 5.1 (b) and the asymmetric complex
image of figure 5.l(d); (b) the zero map of the convolution of the asymmetric image shown in figure 5 .l(d)
and a second asymmetric complex image of 9-pixel extent. The zero positions are indicated by the dots and
the unit circle is shown for reference.

5.4

SPECTRAL ZEROS OF TWO-DIMENSIONAL IMAGES

The previous two sections have examined the characteristics of the complex zeros of the
analytically continued Fourier transform and the z-transform of compact one-dimensional
images. This section now examines the relationship between two-dimensional images and their
spectral and z-plane zeros. While all the points considered in this section can be generalised
to images of higher dimensions, the discussion here is limited to two-dimensional images as
they are the focus of this thesis.
From the definitions presented in section 5.1 it follows that the analytically continued
Fourier transform of a compact two-dimensional image is an EFET. This Fourier transform
can be written as
Lfy

F( w, r)

Lf:,:

= J_ :fy J_ L2fx
2

J(:i:, y) exp( i21r( w:i: + ry))dxdy,

(5.34)

2

where w = u + it, r = v + is, and L1x and LJy are the extents of f(x, y) in the :i:- and
y-directions respectively. As in the one-dimensional case, F( w, r) can be represented by the
points at which its value is zero. However, the zeros of a two-dimensional entire function are
not isolated points and, unlike the one-dimensional case, F( w, r) cannot be easily factorised.
There is no two-dimensional analogue for the Hadamard product (see equation (5.5)). Instead,
provided F( w, r) is not constant, it can be uniquely represented by the Osgood product
[Manolitsakis, 1982; Scivier and Fiddy, 1985a]. This representation is written as
N

F(w,r)

= IT {Fj(w,r)exp(,j(w,r))} 1

J,

j==I

N :S oo,

(5.35)
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which is the product of a set of factors F1(w , r) which are each multiplied by a convergence
factor exp (,1( w, r )). The convergence factors are polynomials of the complex variables
(w,r). The values lj are integers and all the terms Fj(w,r) and exp (11 (w,r)) are entire
functions. An important feature of the Osgood product is that the factors Fj( w , r) cannot be
further factorised and are thus described as irreducible or prime [Scivier and Fiddy, 1985a].
The number of factors, N, of the Osgood product may be finite or infinite and is unknown
unless F( w, r) is itself irreducible and then N = 1 [Scivier and Fiddy, 1985a]. While the
factors of the Hadamard product are of the first order (see equation (5.5)), the form of those of
the Osgood product is generally unknown [Manolitsakis, 1982].
Each irreducible factor of the Osgood product has complex zeros that cannot be separated
and that cover a two-dimensional surface in the four-dimensional space spanned by the complex
variables w = u + it and r = v + i8 [Kiedron, 1981]. Since F( w, r) is analytic, these surfaces
are also analytic [Manolitsakis, 1982] and, therefore, are continuous and smooth. If F( w, r) is
irreducible, it is described, apart from a complex scaling factor, by the single fully-connected
surface upon which it vanishes to zero. This feature of the complex spectral zeros of twodimensional images has important implications for the two -dimensional Fourier phase problem.
In section 5 .2.1 it was shown that the one-dimensional phase retrieval problem does not
necessarily have a unique solution and the number of different solutions is, in general, 2P ,
where 2P complex zeros have been used to model the spectrum F( w ). In the two-dimensional
case, the extent of the ambiguity of the solution is reduced considerably. To examine this
feature, consider that F( w, r) can be decomposed, as given by the Osgood product, into Q
irreducible factors. Thus, the power spectrum IF( w , r )1 2 can be written as
Q

IF(w , r)l 2

= F(w,r)F*(w*,r*) = II F;(w,r)F;*(w* ,r*),

(5.36)

i =l

and contains 2Q factors which occur in complex-conjugate pairs. Each of these factors is zero
on an analytic surface and, therefore, the surfaces can be unambiguously separated. Thus,
the number of different solutions to the two-dimensional phase problem is 2Q. Since, in
general, multi-dimensional functions cannot be factored [Hayes and McCellan, 1982], Q is
usually much smaller than P and, consequently, the ambiguity of the phase problem is vastly
reduced for two-dimensional intensities compared to those of one dimension. In the special
case of F(w,r) being irreducible, P[F(u , v)] can be uniquely determined from IF(u, 1,)1 2
[Sanz et al., 1983].
Since the two-dimensional phase retrieval problem is special case of the two-dimensional
blind deconvolution problem, an argument similar to the above discussion can be used to
show that the two-dimensional blind deconvolution problem also has a unique solution. This
uniqueness is discussed in section 5.6.4 in terms of the zeros of two-dimensional z-transfonns.
While the above discussion of complex zeros of spectra of two-dimensional images and the
uniqueness of the two-dimensional phase problem is reasonably straightforward theoretically,
implementation of a technique that takes advantage of the analytic nature of the zero surfaces
in complex Fourier space is far from simple. The difficulties arise for a combination of reasons.
Firstly, the set of points forming the zero surface of an EFET is infinite and, therefore, cannot be
represented to full accuracy. Secondly, the task of determining whether F( w, r) is irreducible
is extremely difficult. There is no established condition for multi-dimensional irreducibility,
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although a sufficient condition that implies F( w , r) is irreducible has been proposed [Dainty
and Fiddy, 1984).
Napier and Bates [1974] reported the first application of complex zero theory to the twodimensional phase problem . To avoid the complications mentioned above, they employed
a technique that reduced the two-dimensional complex spectral magnitude IF( w , r) I to a
set of one-dimensional magnitude spectra that could be processed in the one-dimensional
fashion described by Bates [1969] and Bates and Napier [1972]. Zeros were flipped until
the complex zeros of adjacent one-dimensional spectra were matched so that they formed
curves that varied continuously and thus could be expected to lie on the same analytic zero
surface. Reconstructions using appropriate samples of the partially determined zero surface
(see section 5.6.3) produced solutions that were unique to within complex scaling factors of
the known true image. Thus, Napier and Bates [1974] confirmed, through the use of complex
spectral zeros, that the solution to the two-dimensional phase problem is almost always unique.
The immediate consequence of this outcome was confirmation that the phase problems arising
in speckle interferometry (see section 4.5.1) and radio interferometry could now be solved
unambiguously. However, as with the one-dimensional situation, it soon became apparent that
the calculation and manipulation of the complex zeros of the two-dimensional spectra was
considerably easier if the process was considered in terms of the two-dimensional z-transform
of the pixellated image comprising a finite number of pixels.
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Consider the finite-extent two-dimensional image f (x, y) which can be represented by a set of
samples positioned on a rectangular array, this is written as
N-IN-1

f(x, y)

=L

L

J[m, n]8(:i: - ml:::., y - n!::::.),

(5.37)

m=O n =O

where f[m , n] are the image-space samples, 8( :i:, y) is a two-dimensional delta function,
!::::. is the image-space sampling interval in both the x- and y-directions and the origin of
image space coincides with the bottom leftmost sample of the image. The Fourier transform
of equation (5.37) is formed through substitution into equation (2.19) and is given by (cf.
equation (2.115))
N -1 N -1

F(u,v)

=LL J[ni, n]exp(i27r!::::.(mu+ nv)),

(5.38)

m=O n=O

which is the Fourier series representation of the spectrum off ( x, y ). Following the analytic
continuation of the real Fourier-domain variables ( u, v) to the complex variables ( w, r ), the
z-transform of the two-dimensional image is given by equation (2.126), which is repeated here
for convenience:
N-IN-1

F(( ,,)=

LL f[m , n](m,n,

(5.39)

m=Om=O

where ( = exp( i27rwf::::.) and, = exp( i2n!::::.) and, as previously defined, w = u + it and
r = 1J + is. Equation (5 .39) is a polynomial function of the complex variables ( and , and the
order of the polynomial is 2( N - 1). The lack of a multi-dimensional fundamental theorem
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of algebra means that, like the complex Fourier spectrum F( w, r), the z-transform polynomial
F( (, 1 ) can almost never be factorised [Hayes and McCellan, 1982). As F( (, 1 ) is analytic, the
zeros of the polynomial also form a two-dimensional analytic surface in the four-dimensional
z-space defined by the complex variables ( and 1 . The set of all points in z-space which satisfy

F(( ,,)=0,

(5.40)

are known collectively as the zero sheet of the z-transform F( (, 1 ) and are herein denoted
by Z[F((,,)] [Lane and Bates, 1987; Lane et al., 1987; Lane, 1988; Davey, 1989; Bates
et al., 1990b]. Generalised to higher dimensions, the zero sheet of a/( -dimensional z-transform
vanishes to zero on a (2K - 2 )-dimensional surface embedded in 2K-dimensional z-space
[Lane and Bates, 1987; Bates et al., 1990b]. This is consistent with the one-dimensional case,
where the zero map comprises discrete (zero-dimensional) points on a two-dimensional plane
in z-space.
The zero sheet is the primary player in the image reconstruction and restoration algorithms
described in Chapters 6 and 7 and the visualisation scheme introduced in Chapter 8, so the
following section describes in detail many features and properties of this rather fascinating
aspect of two-dimensional image processing.

5.6

ZERO SHEETS

The concept of the zero sheet is a potentially powerful tool in solving the two-dimensional
deconvolution and phase retrieval problems. Although much insight into these problems has
been afforded by the zero sheet, practical techniques that employ the properties of zero sheets
remain in their infancy. The further development of these techniques is inhibited by the several
difficulties associated with dealing with zero sheets. In particular it is difficult to:
• determine exactly how to utilise the infinite amount of information contained within a
zero sheet;
• accurately calculate, manipulate and display the two-dimensional data set that resides in
a four-dimensional space;
• determine which portion of the zero sheet is most useful for the application at hand;
• determine if F( ( , 1 ) is irreducible or, if it is reducible, exactly how many factors it has;
• handle the volume of data related to the zero sheet of a large image;
• anticipate the effect of contamination on the zero sheet.
In short, the practical implementation of the zero-sheet concept is fraught with difficulties.
However, despite this, during approximately a decade of image processing research many
procedures, conventions, and techniques have been established to quite adequately deal with
zero sheets. The following subsections discuss many features of zero sheets and describe
the methods that have been employed to overcome the problems involved with the practical
realisation of techniques employing the zero-sheet concept.
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5.6.1

The Calculation and Display of Zero Sheets

As stated in the previous section, the zero sheet, Z[F( (, 1 )], of the irreducible polynomial
F( ( , 1 ) of the complex variables ( and I is a two-dimensional analytic surface embedded in
the four-dimensional space spanned by t, 17, O' and /3, where

'

O'+i/3.

(5.41)

This section introduces the methods and terminology that have been adopted to facilitate the
use of zero sheets in practical image processing algorithms. A description of the zero sheet
Z[F( (, 1 )] is most conveniently presented by setting one of the variables ( or I to a constant
value and thereby reducing F( (, 1 ) to an ( N - 1)th order polynomial in one complex variable.
By fixing ( to the constant value (c, equation (5 .39) can be rewritten in a factorised form as
N-1

F((c, 1 ) = A((c)exp(i'I/J((c))

IJ (,- ,1((c)),

(5 .42)

l=l

where A( ( c) is positive, 1/J(( c) is real, and the ,1( ( c); l = 1, . .. , N - 1, are the point zeros
corresponding to the particular value ( c of the variable(. In terms of the zero sheet Z[F( ( , 1 )],
the set of point zeros {,1( ( c)} are the points at which Z[F( (, 1 )] intersects the complex ,plane corresponding to the fixed value ( c of (. Now choose a new fixed value of (, say
(~ = ( c + c, where c is a complex number of very small magnitude. The complex zeros
, 1( (;); l = 1, ... , N - 1, corresponding to ( = C can then be calculated. Because F( (, 1 ) is
continuous and smooth, its zero sheet is also continuous and smooth and on varying ( from ( c to
(;, the point zeros must each vary by a small amount, i.e. the distances between corresponding
zeros 1 1( ( c) and ,1( (;); l = 1, . .. , N - 1, are small.
As ( is progressively varied over the entire (-plane, the point zeros trace out the zero sheet
of F( (, 1 ). Note that as there are no finite limit to the value that ( may assume, so the zero
sheet Z [F ( ( , 1 )] also extends to infinity and does so continuous) y.
·
Due to its infinite extent, only a finite portion of a zero sheet can ever be displayed.
However, the choice of which portion to consider is made simpler by the fact that as 1(1
approaches either zero or infinity the zero sheet tapers asymptotically towards point zeros
[Scivier and Fiddy, 1985a; Lane, 1988, §4.6]. A new technique that involves displaying
a portion of a zero sheet as pseudo three-dimensional surfaces is described in Chapter 8.
However, the simplest and most manageable approach to dealing with the display problem
involves displaying two-dimensional projections of the zero sheet.
Consider that ( c is specified in polar coordinates as
( c = pexp(i¢),

(5.43)

where p and ¢ are the magnitude and phase respectively of ( c, Fixing p to a constant and
varying </> continuously from O to 21r radians describes a circular contour in the (-plane.
If, as ¢ is varied, the ,-plane point zeros are calculated and plotted, the (-plane contour
must give rise to continuous contours in the ,-plane. In practice ¢ must be altered in small
discrete steps. Provided these are sufficiently small, the point zeros calculated before and after
each ¢ step can be unambiguously matched . By joining these with straight line segments,
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approximately smooth continuous trajectories will be traced out in the ,-plane. These , -plane
contours are known as zero tracks. Each of the ( N - 1) point zeros of the one-dimensional
polynomial F( (c, ,) traces out its own unique zero track. The varied (-plane polar coordinate
¢ is parameterised along each zero track. If ( is varied around a closed circular contour, the
resulting , -plane zero tracks also fonn closed contours. However, depending on the value of
p, some of the individual ( N - 1) zero tracks may link up to collectively fonn a single closed
contour or, alternatively, may fonn up to ( N - 1) separate closed contours. If for some value
of p the zero tracks do fonn separated contours it appears that the zero sheet is disjoint. This is
not so, however, for at some other p value the apparently disjoint contours will together fonn
a closed contour and, thus confinn that the zero sheet is a fully-connected surface.
The phenomena of the changing number of closed contours fanned by the zero tracks as p
is varied is a result of the multi-valued nature of the zero sheet. To demonstrate this, Z[F( (,, )]
can be described by a multi-valued function of the fonn [Lane et al. , 1987; Lane, 1988, §4.5]

D(()

= ,,

(5.44)

where for any value of ( the function D( () has multiple values. D( () can be represented as
a single-valued function by introducing branch cuts and branch points in the ( -plane [Titchmarsh, 1939, §4.16]. If a (-plane contour crosses no branch cuts of equation (5 .44), then each
zero in the , -plane traces out a continuous closed zero track. However, if ( is varied along a
contour that does cross a branch cut, each zero of the ,-plane follows a path that may not be
closed. The end of the open contour of a particular zero will coincide with the start of the open
contour of another zero. The significance of the above is to demonstrate that the zero tracks
traced out by the individual point zeros of the one-dimensional polynomial F( ( c,,) as ( c is
varied are not independent [Lane et al., 1987] and, therefore, cannot be 'flipped' as is possible
with the point zeros of a one-dimensional z-transfonn.
Figure 5.5 presents examples of the ,-plane zero tracks of the 5 x 5-pixel image shown
in figure 5.4 (i.e. N = 5). The image is real and has random pixel values that are unifonnly
distributed between O and 1. Figure 5.5(a) shows the open (-plane contour fanned by setting
p = 1.2 and varying </> between O and 1r / 2 radians. The corresponding ,-plane zero tracks of
the image shown in figure 5.4 are displayed in figure 5.5(b). Note that because the (-plane
contour is open, the , -plane zero tracks must necessarily also be open. Figures 5.5(c) and
5.5(e) show complete (-plane contours for which p = 0 .6 and p = 0.95, respectively, and
where ¢ is varied from Oto 21r radians in both cases. The respective zero tracks are displayed
in figures 5.5(d) and 5.5(f). Note that while the tracks for p = 0.6 (figure 5.5(d)) fonn (N - 1)
individual closed contours, those corresponding top = 0.95 (figure 5.5(f)) fonn a single closed
contour. The infonnation presented in figure 5.5(f) shows that F( ( ,,) is irreducible, however
this cannot be inferred from the infonnation presented in figure 5.5(d) alone.
It is necessary to emphasise an extremely important point arising from the use of zero tracks
to represent zero sheets. Note that in the ,-plane plot of figure 5.5(f) the zero tracks often
intersect each other. However, these intersections are misleading as they seldom correspond
to intersections of the zero sheet in four-dimensional space. This apparent anomaly arises
because the zero tracks are drawn as parametric functions of the variable ¢. For a zero track
intersection to be an intersection in four-dimensional space, the value of ¢ for both tracks must
be identical at the meeting point, and this is extremely unlikely to occur when observing the
zero tracks corresponding to some arbitrary (-plane contour. Thus the apparent intersections
of the ,-plane zero tracks have no particular significance.
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Figure 5.4 The real-valued 5 x 5-pixel image from which the zero tracks shown in figure 5.5 have been
calculated. The pixel values are uniformly distributed between O and I.

It was mentioned previously that as p either tends towards infinity or becomes very small,
the zero sheet contracts asymptotically towards points [Scivier and Fiddy, 1985a; Lane, 1988,
§4.6]. To investigate this asymptotic nature of the zero sheet it is useful to write the z-transform
polynomial of the N x N image f( x, y) in the expanded fonn of
(f[0,0] + /[0, ll, + . .. + /[0, N - ll,N-l)(O

F(( , 1 )
+

(f[l,0] + /[l, ll, + ... + /[l, N - ll,N- 1)( 1 + ...

+

(f[N-l,0]+/[N-l,ll,+ ... +/[N-l,N-ll,N-l)(N-l.(5.45)

As p (i.e. !(!) approaches zero, the above polynomial becomes dominated by the term in ( 0
and in the limit reduces to the expression
F(l(I--+ 0 , ,)

= f[0, O] +

/[0, ll, + ... + f[0, N - 11,N-I.

(5 .46)

Thus, irrespective of the phase of(, the zero sheet contracts towards the (N - 1) point zeros
of this one-dimensional polynomial which is the z-transform of the row of pixels along one
particular edge of the image /( x, y) [Sci vier and Fiddy, 1985a; Lane et al., 1987]. In contrast,
as p --+ oo the two-dimensional polynomial of equation (5.45) is dominated by the term in
(N-l and thus reduces to
F(l(I--+ oo, 1 )

= (f[N -1,0] + J[N -1, ll,+ ... +f[N -

l,N - ll,N-l)(N-I _ (5.47)

Therefore, for a very large value of p (i.e. I( I --+ oo) the zero sheet shrinks towards the ( N - 1)
point zeros detennined by the pixels f[N - 1, 0], /[ N - 1, 1], ... , /[ N - 2, N - l] which are
the pixel values along the edge of tl1e image which is opposite to the edge whose pixels featured
in equation (5.46). Of course, if a value of I witl1 a very small or very large magnitude is
substituted into equation (5.45), the contracting behaviour of the zero sheet is observed in the
(-plane zero tracks and I, I-based arguments equivalent to those above hold. To illustrate the
asymptotic behaviour of the zero sheet for extreme values of p, figure 5.6 displays the ,-plane
zero tracks for values of p progressing from very small to very large. The zero tracks of each
diagram have been generated by holding p to some constant and varying </> from Oto 27r radians
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Figure 5.5 The -y-plane zero tracks describing the image shown in figure 5 .4. The tracks have been generated
by holding p constant and varying ¢, so that a circular contour is traced out in the (-plane. (a) A (-plane
contour for which p = 1.2 and ¢, ranges from O to 1r /2 radians; (b) the corresponding open -y-plane zero

=

tracks; (c) a (-plane contour with p
0.6 and¢, varied from Oto 21r radians in 500 equally spaced increments;
(d) the corresponding zero tracks form 4 distinct closed contours; (e) a (-plane contour with p = 0.95 and ¢,
again varied from Oto 21r radians in 500 equally spaced increments; (f) the corresponding -y-plane zero tracks
fonn a single closed contour. Both axes of the diagrams in the left hand column of this figure extend from -2
to 2 and those of the diagrams in the right hand column extend from -6 to 6.
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in 500 equally spaced increments (this arbitrary number of increments has been arrived at by
expeiience). The image from which these zero tracks were produced is the 3 x 3-pixel complex
image whose pixel values are listed in table 5.1. Since the extent of this image is 3 pixels in
each direction, N = 3 in equation (5.42) and, according to equations (5.46) and (5.47), the
corresponding zero sheet contracts towards two point zeros. Figure 5.6(a) clearly illustrates
that for p = 0 .05 the two zero tracks form very small and separate contours and, thus, the zero
sheet is contracting towards two points. At p = 0.25, figure 5.6(b), the zero tracks are still
separate and distinct. However, between p = 0.8 and p = 20.0, figures 5.6(b) to 5.6(h), the
two zero tracks join to form a single contour. As p is increased to 100.0, the zero tracks are
again separate and the zero sheet can be observed to be shiinking towards to point zeros.

X

0
0
y

0.55

+ i0.64

1

2

0 .11 - i0 .58

0.50 - i0.58

+ i0.72

1

-0 .99 - i0.18

-0.19 - i0.6

-0.58

2

-0 .55

+ i0 .55

-0.23 - i0 .01

0.14 - i0 .23

Table 5.1 The pixel values of the complex 3 x 3 image from which th e zero tracks displayed in fi gure 5.6
were calculated

Each plot of zero tracks shown in figure 5.6 can be thought of as a cross-sectional slice
through the zero sheet as projected onto a three-dimensional space defined by the coordinates a ,
/3 and p [Lane et al., 1987] . If the slices are stacked together in this space, a three-dimensional
representation of the zero sheet is obtained. Figure 5.7 illustrates the basic idea of stacking
zero track slices to produce a surface representation of the zero sheet. The surface shown
here is the three-dimensional projection of a hypothetical zero sheet which corresponds to a
4 x 4-pixel image. For an actual image, a representation of the zero sheet in this format would
be considerably more complicated. Note that the fourth parameter, </), defining the space in
which a zero sheet actually lies, is parameteiised along lines of constant p around the surface
of the three-dimensional projection of the zero sheet. The idea of representing zero sheet
in three-dimensional space has been pursued further and a visualisation process to do this is
desciibed in detail in Chapter 8.
The zero tracks discussed so far has been generated by setting p to a constant and varying
</). Alternatively, it is possible to generate tracks by setting <P to a constant and varying p.
Tracks of this type, henceforth referred to as p-varying zero tracks, also follow paths along the
surface of the hypothetical zero sheet shown in figure 5.7. However, these paths are defined
by a constant value of the parameter q> and a varying p value. Figure 5.8(a) shows the (-plane
contour specified by setting <P = 1r /4 and by varying p from 0.5 to 2.0. The corresponding
p-varying , -plane tracks are shown in figure 5.8(b). Note that these tracks have components
in the a , /3 and p directions and, therefore, the plot shown in figure. 5.8(b) is a projection of
( a, /3 , p )-space onto the ( a, /3 )-plane. Although the p-varying tracks are continuous, they are
not closed.
It is possible to trace out the boundary of a region of the zero sheet by calculating the zero
tracks due to a composite (-plane contour that is generated by alternatively varying ¢) and p
until a closed (-plane contour has been defined . Figure 5.9(a) shows a closed (-plane contour
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Figure 5.6 Zero tracks displaying the contracting behaviour of zero sheets. The tracks were generated from
the 3 x 3-pixel complex image whose actual pixel values are listed in table 5.1 . To produce each set of tracks
¢, was varied between 0 and 21r radians in 500 equally spaced increments and p was fixed at (a) 0.05; (b)
0.25; (c) 0 .8; (d) 1.0; (e) 1.25; (f) 5.0; (g) 10.0; (h) 20.0; (i) 100.0. For all of the plots of this figure, both axes
extend between -3 and 3.

which is drawn by varying ¢ from 1r /4 to 31r /4 radians while p = 0.5, varying p from 0.5
to 2.0 while ¢ = 31r /4 radians, decreasing ¢ from 31r /4 to 1r /4 radians while p = 2.0 and,
finally, decreasing p from 2.0 to 0.5 while¢ is fixed to 1r /4 radians. The resulting ,-plane zero
tracks are shown in figure 5.9(b). Once again, these tracks pertain to the 5 x 5-pixel real image
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p

Figure 5.7 A hypothetical zero sheet projected onto the three-dimensional space spanned by a:, f3 and p.
Note that, for a constant p, <pis parameterised around the surface of the sheet.

/3

17

_}

\
0.5

(a)

2.0

(b)

Figure 5.8 p-varying zero tracks generated from the real 5 x 5-pixel image which is shown in figure 5.4. (a)
The (-plane contour; (b) the corresponding ,-plane zero tracks . Both axes of these plots extend from -3 to 3.

displayed in figure 5.4 and both axes of the plots extend between -3 and 3.
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Figure 5.9 The production of zero tracks that circumscribe a region of the zero sheet surface . (a) The
composite (-plane contour; (b) the corresponding -y-plane zero tracks.

In practice, one of the major problems of employing zero sheets is the increasingly intricate
nature of the zero sheets of larger sized images. The examples shown previously in this section
have been based upon tiny images unlikely to be of practical use and the calculation and display
of their zero tracks has not required excessive amounts of computation. For these images it
has been sufficient to vary ¢ over approximately 500 equal .increments between O and 21r
radians in order to produce smooth and continuous zero tracks. However, as the size of an
image increases beyond approximately 8 x 8 pixels, the structure of the corresponding zero
sheet rapidly becomes very complicated. Therefore, for some constant value of p, the point
zeros at many more values of ¢ need to be calculated to produce zero tracks that faithfully
and unambiguously represent the zero sheet. This increase in the required number of pointzero calculations along with the increased difficulty of calculating the point zeros of higher
order polynomials, soon renders the zero-track calculation procedure very computationally
expensive.
To demonstrate the increasing intricacy of zero sheets with image size, figure 5.10 shows
examples of the , -plane zero tracks generated from N x N-pixel images with complex randomly
chosen values and with N = 2, 4, 8 and 16. Note that the sharp, non-analytic comers which
appear in the zero tracks of the 16 x 16-pixel image (see figure 5.lO(d)) are a direct result of
insufficient sampling of the zero tracks. If ¢ was varied from Oto 21r radians in significantly
more than the 500 increments used here, the zero tracks of figure 5 .10(d) would appear
smoother.
It is obvious from these plots that the processing of the zero sheets or zero tracks of
images that are of a size which is of practical interest in engineering and sci en ti fie applications
would require enormous amounts of computing power and storage. However, computational
limitations are receding every year and, therefore, although it may not presently be feasible to
calculate the zero sheet of a 256 x 256-pixel image, it is certainly worthwhile investigating the
theoretical aspects and implications of zero sheets in anticipation that sometime in the future
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(a)

(b)

']

'3

(c)

(d)

Figure 5.10 The increasing intricacy of the ,'-plane zero tracks as the sizes of images increase. The zero
tracks are all formed from complex-valued images with p = 1.0 and ,p varied between O and 2ir radians in
500 equally spaced increments . The image sizes are: (a) 2 x 2-pixel; (b) 4 x 4-pixel; (c) 8 x 8-pixel; and (d)
16 x 16-pixel. Both axes of all of these plots extend from -4 to 4.

the facility to do so will be readily available.

5.6.1.1

The Calculation of the Zeros of Polynomials

Throughout this thesis, zeros, whether they be the point zeros of one-dimensional z-transforms
or just single samples of the zero sheet of a two-dimensional z-transform, are calculated with
the use of the CPOLY algorithm [Jenkins and Traub, 1972].
Implemented in Fortran, the CPOLY algorithm calculates the zeros of a one-dimensional
complex polynomial P( z) in roughly increasing order of magnitude. As each zero Zi is found ,
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the polynomial is deflated (i.e. divided through by a factor ( z - Zi )) to produce a polynomial of
one less degree. The zero finding process is then repeated for this lower order polynomial. The
zeros are found in order of increasing magnitude to avoid instability in the deflation process.
Zeros of the polynomial with a multiplicity of m are calculated m times. The algorithm
converges for any distribution of zeros and, for images of N x N pixels, its computational
speed is independent of the zero distribution [Jenkins and Traub, 1970]. For a one-dimensional
polynomial with N coefficients (hence a degree of N - 1) the number of computations required
to evaluate its (N - 1) zeros is approximately O((N - 1)2) [Jenkins and Traub, 1970]. In
practice, the algorithm provides accurate estimates for images up to 64 x 64 pixels. For images
larger than this, the performance of the CPOLY algorithm cannot be confidently guaranteed to
be accurate.

5.6.2

Zero Sheet Symmetries

In sections 5.2 and 5.3 the symmetry properties of the complex zeros of one-dimensional
Fourier spectra and z-transforms were described. Similar symmetries are also exhibited by the
zero sheets of z-transforms of those two-dimensional images which themselves have some form
of symmetry. While these symmetries do of course occur in the zero sheet, for simplicity the
following discussion presents the symmetries as they appear in the two-dimensional zero-track
projections of the zero sheet.
If a two-dimensional image is strictly real-valued, that is f( :i;, y) = f*(x, y), then inspection of the two-dimensional z-transform polynomial in the complex variables ( and , shows
that
F((,,)= F*((*,,*).
(5.48)

Thus, if F( (i, ii) = 0 then F*( (!, 17) = 0. Reducing equation (5.48) to a one-dimensional
polynomial yields
(5.49)
F((c, 1) = F*(G,,*),
showing that the ,-plane point zeros calculated for ( = ( c are the complex conjugates of those
calculated for ( = (; and, consequently, points on the zero sheet occur in the positional pairs
given by ( (,,) and ( (* , , *). Therefore, provided the (-plane contour is symmetric about the
real axis (i.e. for every point ( c on the contour, its complex conjugate (; is also present), the
resulting zero tracks are also symmetric about the real axis of the ,-plane. This symmetry can
be observed in the zero tracks displayed in figures 5.5(e) and 5.5(g) which were derived from
a real-valued image. If the complete set of constant ( values comprising the (-plane contour
is not the union of a set of points { (c} and the set of their complex conjugate points {(;},the
,-plane tracks will not display a symmetry about the real axis. This effect is demonstrated by
the , -plane tracks of figure 5.5(c) which, although derived from a real image, were calculated
from an asymmetric (-plane contour (see figure 5.5(b)).
For an even-symmetric complex image, that is f (x, y) = f (-x, -y ), the Fourier spectrum
is also complex and even-symmetric. Transfonning this symmetry into z-space shows that the
z-transfonn of an even-symmetric complex image satisfies
(5.50)
This expression implies that, if the points on the zero sheet calculated for ( = ( c are denoted
,1( (c); l = I, . .. , N -1, then the point zeros calculated for ( = 1/(care given by l / ,1( ( c); l =
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1, ... , N - l. Thus, if the four-dimensional point ( (i , 1 ;) lies on the zero sheet, so does the point
(1/(i, 1/,;). In terms ofzero tracks, this symmetry implies that the zero tracks calculated for
the circular contourof radius Pc are the reflections through firstly the w1it circle and secondly the
real axis of the zero tracks corresponding to a (-plane contour of radius 1/ Pc· This symmetry
is illustrated by the zero tracks displayed in figure 5.11. Once again, the overall symmetry
of the ,-plane zero tracks is only apparent once the symmetric (-plane contours have been
completely traversed.

X

y

0

1

2

0

0.6 - i0.5

0.1 + i0.1

0.2 + i0.6

1

-0.5 + i0.2

0 .9 - i0.8

-0.5 + i0.2

2

0.2 + i0.6

-0.l+i0.l

0 .6 - i0.5

Table 5.2 The pixel values of the 3 x 3 even-symmetric complex image from which the zero tracks presented
in figure 5.11 have been calculated.

(3

(3

(a)

(b)

Figure 5.11 The symmetries of the zero tracks representing an even-symmetric complex image. The pixel
values of the 3 )f: 3-pixel image are given in table 5 .2. The zero tracks correspond to the (-plane contours
defined by (a) p = Pc = 0.5 and¢, = 0 to 21r radians; (b) p = l / Pc = 2.0 and¢, = 0 to 21r radians. The unit
circle is shown for reference.

The final zero sheet symmetry considered here is that produced by a two-dimensional realvalued even-symmetric image. Because an image of this type exhibits two forms of symmetry,
its z-transform also displays two forms of symmetry. These symmetries are described by

F((, ,)

F*((*, ,*)

F(z,t)
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Figure 5.12 A 5 x 5-pixel real, even-symmetric image. The symmetries of the zero tracks of this image are
demonstrated in figure 5 .13 .

F* ( 1 1 )
( *' (*

0.

(5.51)

Thus, the zero tracks calculated for Pc are symmetric through the unit circle and the real axis
with those calculated for 1/ Pc and both sets of these tracks are within themselves symmetric
across the real axis. This implies that, if ( (;, 1 ;) lies on the zero sheet, so do ( (!, ,;),
(1/(; , 1/,;) and (1/(l , 1/,;). The zero tracks shown in figure 5.13 were generated from an
autocorrelation of two real 3 x 3-pixel images. Consequently, the autocorrelation, which is
shown in figure 5.12, is both even-symmetric and real and the zero tracks corresponding to
p = 0.5 (figure 5.13(a)) are the reflections through both the unit circle and the real axis of
those for p = 2.0 (figure 5. l 3(b)). Both sets of tracks are themselves symmetric through the
real axis.
By taking advantage of the symmetries described above, the number of calculations required
to compute the zero sheets representing symmetrical images can be reduced by at least half.
As expected, however, the zero sheets of complex asymmetrical images exhibit no symmetries
and hence require full evaluation. Figures 5.6 and 5.10 demonstrate the disorderly forms of
the zero tracks representing complex asymmetrical images.
A comprehensive study of the symmetry properties of zero sheets has recently been detailed
by Parker [ 1994, §3.4].

5.6.3

Image Reconstruction from Zero Sheets

The theory of entire functions of the exponential type states that any EFET is uniquely represented by the points at which the value of the function is zero [Levin, 1964, p.8]. Therefore,
given the zeros of a z-transform polynomial, it is possible to reconstruct the corresponding
image. In one dimension, the reconstruction task is straightforward since the point zeros of the
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Figure 5.13 The zero track symmetries of the zero sheet representing a real, even-symmetric image. The
real even-symmetric (autocorrelation) 5 x 5-pixel image from which these tracks were calculated is shown
in figure 5.12. The ; -plane zero tracks calculated for (a) p = Pc = 0 .5 and ¢ = 0 to 21r radians; (b)
p = l / Pc = 2.0 and ¢ = 0 to 21r radians. The unit circle is shown for reference.

one-dimensional polynomial F( () are isolated points that are finite in number. However, the
zero sheet describing a two-dimensional image comprises an infinity of interdependent points
and this considerably complicates the two-dimensional reconstruction process as only a finite
number of these points is required to fonn the image. The following subsections describe three
methods of two-dimensional image reconstruction from zero sheets. Two of these methods
have been invoked to produce the results presented in Chapters 6 and 7. These results and the
accompanying discussions demonstrate that the choice of the set of zero-sheet samples from
which the image is reconstructed has a direct bearing on the accuracy of the reconstruction.
Two major approaches to the reconstruction of an image from a zero sheet have been
fonnerly reported [Lane, 1988, §4.8; Davey, 1989, §5.3.2]. One of these techniques makes
use of the relationship between the zero sheet and the discrete Fourier transfonn of the image
[Lane and Bates, 1987; Lane et al., 1987; Satherley and Bones, 1994]. This approach, herein
referred to as the conventional discrete Fourier transfonn (CDFT) method , is described in
section 5.6.3.1. The second method adopts a linear equations approach [Curtis et al., 1985;
Izraelevitz and Lim, 1987] and is outlined in section 5.6.3.2. Both of these methods of image
reconstruction from zero sheets suffer from restrictions that limit their application to practical
situations.
A new method of reconstruction [Satherley and Parker, 1993], which is a generalisation
of the CDFT method, has been recently developed and is briefly introduced in section 5.6.3.3.
This new technique, herein known as the generalised DFT (GDFT) method, alleviates some of
the constraints of the CDFT method while remaining considerably more efficient than the linear
equations method. Full details of the implementation of the GDFT method and demonstrations
of its advantages and weaknesses are given in Chapter 6.
Finally, it should be noted that another reconstruction technique, which is based on an
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iterative loop, also exists [Curtis et al., 1985]. In general, this technique requires a reasonably
faithful estimate of the image to act as the starting image of the iterations in order to be
successful. Furthermore, convergence to a unique solution cannot be guaranteed if the DFT is
employed in the procedure. This technique is not discussed further here.

5.6.3.1

Conventional Discrete Fourier Transform Reconstruction

Given the direct relationship between the z-transform and the DFT of an image, the conventional
discrete Fourier transform (CDFT) approach to the reconstruction of a two-dimensional image
from the zero sheet of its z-transform is possibly the most intuitive and simplest method
available. However, due to this very simplicity, this method is extremely restrictive in that
there is no choice regarding the set of points on the zero sheet, henceforth described as zerosheet 'samples', that must be used and it is highly sensitive to errors in the locations of these
samples. The following paragraphs describe the CDFT reconstruction method.
The CDFT method involves constructing the Nyquist-spaced samples of the Fourier transform F( u, 11) of the image and then invoking the DFT to obtain an estimate of the image.
The Fourier transform of the two-dimensional image f (:i;, y) lies in the Fourier plane defined
by the real Cartesian coordinates ( u, v ). However, in invoking the concept of the zero sheet,
these real coordinates have been analytically continued to the complex coordinates ( w, r)
where w = u + it and r = v + is. Assuming that f ( x, y) is an N x N-pixel image with a
Nyquist sampling interval of .6., its analytically continued Fourier transform is given by (cf.
equation 5.38)
N-IN-l

F(w , r)

=LL f[m , n]exp(i21r.6.(wm+rn)).

(5.52)

m=O n=O

The DFT (see section 2.9) relates the image-space samples f[ m, n] to the Fourier-space samples
F[p,q] = F(pE,qE), where Eis the Fourier-space sampling interval given by E = 1/N.6.
(cf. equation 2.105). The z-transform of f(x,y) is related to F(w,r) by the mappings
( = exp(i2nu.6.) and,= exp( i2n.6.), and subsequently the zero sheet Z[F((, ,)]represents
the zeros of the analytically continued Fourier transform of f (x, y ). Therefore, to acquire
samples from the zero sheet of F( (,,) that describe the Fourier transform on the real plane,
i.e. F( u, v) rather than F( w, r ), it is necessary to select values for ( and , that map onto real
values of wand rand, therefore, onto u and v. The relationships above show that whenever ( or
, has unit magnitude then w or r, respectively, has a zero imaginary component. It thus follows
that if ( is setto some value ( c = exp( i21ruc.6. ), then the point zeros b1( ( c)}; l =), ... , N -1,
describe the one-dimensional polynomial F( (c,,) which maps to the vertical line defined by
u = Uc in the Fourier domain. Evaluating F( ( c, 1 ) at the point, = exp( i21rvc.6.) yields the
value, apart from a complex scaling factor, of the Fourier transform at the position ( uc, vc).
In order to obtain sufficient samples of the Fourier transform F( u, v) to satisfy the sampling
theorem and to allow for an accurate IDFT operation, the point zeros must be found for the set
of one-dimensional polynomials specified by (p = exp( i21rp/ N); p = 0, l , ... , N - 1, which
from equation (5.42) can be written
N-l

F((p,1)

= kC((p)

IT b- ,,((p)); p = 0, l, . .. ,N -

1,

(5.53)

l=l

where the complex constant A(() exp( i1/;( ()) of equation (5.42) has been rewritten as the
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product of a complex variable C( (p) and a complex constant k. Each polynomial of this
set describes the Fourier transform along one of the lines parallel to the v-axis and passing
through points on the u-axis defined by { u = 0, €, 2E, ... , ( N - I )E} . If each of the onedimensional polynomials :F( (p,, ); p = 0 , I, ... , N - I, is evaluated at the values of ,
given by 1 q = exp( i21rq / N); q = 0, I, . .. , N - 1, which correspond to the points { v =
0, E, 2E, ... , (N - I)€} in the real Fourier-plane, then all the required samples of F[p, q), given
by F(pE, qE ); p, q, = 0, I, ... , N - 1, have been obtained and an IDFf can be performed.
However, as shown by equation (5.53), the zeros ,1((p) only specify the value of the
polynomial :F( (p, 1 ) to within a complex scaling factor. Furthermore, each one-dimensional
polynomial describing a vertical line through Fourier space is evaluated independently of the
others and varies from the actual Fourier transform by a different unknown complex scaling
factor denoted by kC ( (p ). It is thus necessary to adjust these polynomials so that all the
samples of the reconstructed spectrum are related to the true values of F( u, v) by the common
multiplicative constant, k. This is accomplished by calculating the value of the spectrum
at a row of points along a line parallel to the u-axis and, therefore, perpendicular to the
aforementioned set of parallel lines through { u = 0, €, 2E, ... , ( N - I )E}, and registering each
of the vertical lines against this horizontal line. By setting, to a fixed value 'Ye = exp( i21rve6. ),
equation (5.42) can be rewritten as
N-1

:F((,'Yc)

= k(,c) II

((- (1(,c)),

(5.54)

l=l

where k( ,c.) is the unknown complex scaling factor relating the one-dimensional horizontal
function to the true spectrum F( u, v) and is the complex constant introduced in equation (5.53).
The { (1( ,c)}; l = I, 2, ... , N -1, are the points at which the zero sheet intersects the complex
( -plane corresponding to the fixed value 'Ye that lies on the unit circle and that is a member of
the set of, values {1 q }; q = 0, I, ... , N - I. Equation (5.54) is thus the one-dimensional
polynomial that describes F( u, v) along the line defined by v = 'lie.
The reconstructed spectral values along the parallel lines are forced to be consistent with
the values along the single perpendicular line by choosing the unknown constant C((p) for
each member of the set { (p }; p = 0, 1, ... , N - 1, such that the one-dimensional polynomial
:F( (p,,) evaluated at the point 'Ye gives the same value as the one-dimensional polynomial
:F( (, ,c) evaluated at the point (p- This evaluation process can be described by

(5.55)

Once each one-dimensional polynomial :F( (p,,) has been scaled by the respective complex factor C((p) and these polynomials have all been evaluated at the points {,q}; q =
0, 1, ... , N - I, each vertical line of the spectrum is in agreement to within the complex
constant k( 'Ye) with the true spectrum . The complete set of the N x N evaluated z-transform
samples is given by
N-1

C((p)

II (,q -

,1((p))

= k(,c)-l :F((p,1q);

P, q = 0, l, • • ., N - l.

(5.56)

l=l

The z-transform values :F( (p, %); p, q

= 0, I, .. . , N

- I correspond directly to the Fourier
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transform samples F(pE , qE ), thus

k(,c)- 1F((p, 1 q)

= k(,c)- 1 F(pE,qE); p,q=0,l, ... ,N-1
N-IN-1

k(,c)-l

LL f[m,n]exp(i21r(pm+ qn)/N)

m=O n=O

DFf { k( %)- 1 f[m,

n]}

(5.57)

Thus, it follows from equation (5.57) that an IDFf operation can be invoked to obtain the
image l[m, n], where
J[m,n]

k( ,c)- 1 f[m, n]
k(,c)- 1IDFf {F(pE, qE)}.

(5.58)

Therefore, assuming the zero-sheet samples are not perturbed by contamination and neglecting
any numerical errors, the image is reconstructed from the zero sheet to within the multiplicative
complex constant k( , c)- Although k( , c) cannot be determined unless additional information
(e.g. the value of F(0 , 0)) is available, the presence of this scaling factor does not affect
the form of the image (see section 2.8.2). Note that the value of the constant k is dependent
upon the choice of the value
used to generate the horizontal line through the spectrum and
determine the scaling factors C'( (p); p = 0, 1, ... , N - 1. Any member of {,q} can be used
in the role of
each simply results in a reconstruction which is the true image scaled by a
different complex constant.

,c

,c,

In total, the CDFf reconstruction approach requires ( N 2 - 1) samples from the zero sheet.
It is essential that these samples are the point zeros of the set of one-dimensional polynomials
{F((p,,)} where (p = exp(i21rp/N); p = 0,1 , . . . ,N -1, and of the one-dimensional
polynomial F(( , , c), where , c = exp(i21rq/N) and q is a member of the set of integers
{O, 1, .. . , N - 1}. The absence of any choice as to which zero-sheet samples should be used
in the reconstruction process is a major shortcoming of the CDFf method. The consequences
of this lack of choice and the effects of poor estimates of the required zero-sheet samples is
discussed and illustrated by example in section 7.5.2.1.

The advantage of the CDFf reconstruction method is its relatively fast and simple computation. Given the required set of point zeros, the evaluation and scaling of an N x N -sample
discrete Fourier transform followed by an IDFf operation requires approximately O(N 3 )
computations. This is in contrast to the linear equations approach, described in the following
section, which demands approximately O(N 6 ) computations [lzraelevitz and Lim, 1987].

5.6.3.2

Linear Equations Approach

The reconstruction of one-dimensional signals from the positions of their zero crossings
has been the focus of much research, particularly in the fields of communication theory
and speech processing. More recently, this reconstruction technique has been extended to
multi-dimensional signals [Curtis et al., 1985; Rotem and Zeevi, 1986; Curtis and Oppenheim, 1987]. In particular, Izraelevitz and Lim [1987] have applied this algebraic technique to
two-dimensional image reconstruction from the equivalent of what is referred to in this thesis
as a zero track. Lane [1988, §4.8.2, §6.4] included the linear equations approach to image
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reconstruction in a deconvolution algoritlun tl1at considers tl1e point zeros of one-dimensional
projections of two-dimensional images. More recently, Watson et al. [1992] have used this
technique to reconstruct an estimate of a true image from zero-sheet samples obtained directly
from an estimated set of zero tracks derived from contaminated data.
The reconstruction technique involves formulating a set of linear equations witl1 ilie image
pixels as tl1e unknowns. To demonstrate tl1e production of this set of equations, consider the M
point zeros ( (i, ti); i = 1, ... , M, which lie on ilie zero sheet representing ilie image J( x, y ).
Substituting each of tl1ese point zeros into equation (5.39) gives ilie set of equations
N-1 N-1

:F((i,ti)

=

L L

f[m, n](tt?

= 0;

i

= 1, ... , M.

(5.59)

Writing iliese equations in matrix format yields
(1

(z

ti
tZ

(n1

(z,z

(M tM (MtM

(N-1

N-1

tJ
(N-1 N-1
2
tZ
I

(N-1

f[0, l]
f[l,0]
f[l, 1]

l

. (5.60)

f[0, 0]

N-1

M tM

r J[O,: OJ

J[N - 1, N - I]

This set of linear equations can be solved for tl1e vector of ilie ( N 2 - 1) unknown pixel values
(f[0, l], f[l ,0], f[l, I], ... , f[N - 1, N - I]). To avoid ilie trivial solution of f[m, n] = 0for
all m and n, f[0, 0] is assigned a value of unity. Thus, ilie solution of this set of linear equations
is tl1e image J(:r, y) multiplied by some arbitrary, but unimportant, complex scaling factor.
Izraelevitz and Lim [ 1987] solved tl1e system of equations given in equation (5 .60) using tl1e QR
decomposition algoritl1m which produces a least squares solution. The numberof computations
required to solve tl1e equations of (5.60) and tl1ereby produce a reconstruction of an N x N-pixel
image is approximately O(N 6 ) [lzraelevitz and Lim, 1987; Watson et al., 1992]. Therefore,
for images of a practical size (say N ~ 128), this metl1od of reconstruction is computationally
prohibitive.
Two major problems iliat arise when using tl1e linear equations reconstruction approach
involve determining how many samples of ilie zero sheet are required to specify ilie image and
deciding which set of ilie infinity of points forming ilie zero sheet should be used. To ensure
a unique solution to tl1e set of linear equations, Izraelevitz and Lim [ 1987] show iliat, for an
N x N -pixel image, at least 2( N -1 )2 +1 zero-sheet samples must be used . However, if a larger
number of samples is used, tl1e sensitivity of ilie solution to errors can be reduced [Zakhor
and Oppenheim, 1990]. Watson et al. [1992] report iliat (2N 2 + 1) samples give accurate
results. They also report tl1at tl1e accuracy of ilie reconstruction is strongly dependent upon tl1e
locations ofilie zero-sheet samples. Techniques to maximise ilie accuracy of tl1e solution to ti1e
system of equations given in equation (5.60) have been investigated and implemented [Watson
et al., 1992]. Watson [1994, §4.5.2] presents a comprehensive discussion of ilie advantages
and limitations of ilie linear equations meiliod for image reconstruction from zero sheets.

5.6.3.3

Generalised Discrete Fourier Transform Reconstruction

The generalised discrete Fourier transform (GDFT) approach to image reconstruction from
a zero sheet is a recently developed extension of tl1e CDFT meiliod (see section 5 .6.3.1)

150

CHAPTER 5

ZEROS

[Satherley and Parker, 1993; Parker et al. , 1994]. While maintaining the speed advantage of
the CDFf method (i .e. only O(N 3 ) computations compared with the O(N 6 ) required by the
linear equations approach), the GDFf method affords a wide choice of zero-sheet samples that
can be used in the reconstruction. This is in contrast to the CDFf method which allows for
no choice at all. As was described in section 5.6.3.1, the CDFf method requires that the zerosheet samples used in the reconstruction are the intersections of the zero sheet and the complex
,-plane corresponding to values of ( that are spaced according to the sampling theorem around
the unit circle of the complex (-plane. While the GDFf method still requires that the Nyquist
sampling criterion is satisfied, it does not restrict ( (or,) to be of unit magnitude.
The mappings between the analytically continued Fourier space and four-dimensional zspace (i.e ( = exp(i27rw6) and 1' = exp(i2H6)) show that for values of 1(1 or 1
, 1that
are not equal to unity, the samples of the zero sheet map onto positions in four-dimensional
Fourier space defined by the complex variables w and r. If w and r are chosen of the
form w = (p + ia) / N 6 and r = (q + ib) / N 6 , where a and b are real constants, and the
corresponding zero-sheet samples found, the resulting spectrum lies on a hyperplane parallel
to the u - and v-axes.
The details of the GDFf method of reconstruction from zero sheets are presented in
Chapter 6 along with illustrative examples.

5.6.4

Zero Sheets and Deconvolution

The previous sections discuss the form and characteristics of the zero sheet of the irreducible
polynomial :F( (, 1') which is the z-transform of the compact image f( x , y) . It is now appropriate to consider the zero sheet of a z-transform polynomial that can be factored into two
irreducible polynomials. Section 2.10 shows that the z-transform of the convolution, b( x, y ),
of the true image f (:i: , y) and the isoplanatic blurring function h( x , y) is the product

B((, , ) = :F((,, )1t((, , ).

(5 .61)

Consequently, B( ( , 1') is a reducible polynomial and is equal to zero wherever either :F( (, 1' )
or 1t((, ,) is equal to zero. Thus, Z [B((, ,)] is the union of Z[:F((,,)] and Z[1t((, ,)] and
can be described by the union relationship

Z[B((, ,)] = Z[:F((,,)] U Z[1t((,,)].

(5 .62)

In section 5.6.3 it was shown that it is possible to reconstruct an image from its corresponding
zero sheet and, therefore, separating the zero sheet Z[B( ( , 1' )] into its component zero sheets
Z[:F((,,)] and Z[1t((,,)] is equivalent to deconvolving b(x,y) into the two component
images f(x , y) and h( x, y) . Figures 5.14 and 5.15 illustrate the union relationship of the
zero sheet representing a convolution. The two component 4 x 4-pixel images are shown
in figures 5.14(a) and 5.14(b), and figure 5.14(c) shows the 7 x 7-pixel image formed by
convolving these two component images. The zero tracks calculated for the (-plane contour
p = 1.0, </J = 0 to 271" radians derived from these three images are shown in figures 5.15(a),
5.15(b) and 5.15(c) respectively.
The zero tracks representation of Z[B( (, 1' )] shown in figure 5.15(c) clearly demonstrate
that Z[B( (, 1' )] comprises two distinct analytic surfaces and can therefore be unambiguously
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(b)

(a)

(c)

Figure 5.14 Two 4 x 4-pixel component images and their 7 x 7-pixel convolution. (a) f (x, y); (b) h( x, y );
and (c) b(x , y) where b(x, y) = f(x , y) C:J h( x, y). Note that the size of the pixels of (c) has been scaled
down compared with (a) and (b).

/3

O'.

(b)

(a)

(c)

Figure 5.15 The -y-plane zero tracks of the three images shown in figure 5.14. The zero tracks of (a) f ( x, y );
(b) h(x , y) and (c) b( x, y) . The tracks all correspond to the (-plane contour specified by p = 1.0 and rp = 0
to 271" radians . AU axes in the figure extend from -4 to 4 .

partitioned into Z [F( (, 1 )] and Z [H ((, 1 )]. Of course, without a priori infonnation, it is impossible to detennine which zero sheet pertains to the image and which to the point spread function. However, upon fanning reconstructions from both zero sheets, this ambiguity should be
able to be resolved through knowledge of the physical processes involved in recording b( x, y ).
Thus, by invoking the concept of the zero sheet it is shown that the two-dimensional blind
deconvolution problem can be uniquely solved, as first demonstrated by Lane and Bates [ 1987).
The union relationship of equation (5.62) shows that the zero sheet is potentially an
extremely powerful tool in two -dimensional' deconvolution. Although the example shown in
figure 5.15 demonstrates the unio,[(clationship for real positive-valued images, the relationship
is equally valid for complex im/ ges and images with negative-valued pixels. Furthennore, if

the image b' ( X, y) is

re,

convo~tion of m component images, thatrn

~(q(_ Ji (x, y) <) fz(x , y) (j

... (:)

fm(x, y),

(5 .63)
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then the zero sheet Z [B' (( ,,)] will be the union of the m separable zero sheets. Provided an
adequate portion of Z[B'((,,)] is calculated and there is no contamination present, it is not
necessary to have a priori knowledge of the value of m in order to successfully reconstruct the
m component images. Another advantage of using zero sheets to effect deconvolution is that
it is unnecessary to determine the extent of each of the component images. For any fixed value
of(, the number of ,-plane point zeros belonging to each zero sheet dictates the size of the
component image corresponding to that zero sheet. Therefore, unlike other blind deconvolution
methods that require an accurate estimate of the image support size, a deconvolution technique
based on the principle of the zero sheet may be successful without this information.
Lane and Bates [ 1987] report the successful deconvolution of two complex-valued 32 x 32pixel images from a 63 x 63-pixel convolution by the use of zero sheets. They performed
the zero sheet separation by tracing out the ,-plane zero tracks corresponding to the circular
(-plane contour defined by p = 1.0. However, the zero tracks of a 63 x 63-pixel image are
extremely complicated (cf figure 5.10), and therefore Lane and Bates [1987] incorporated
special procedures into their algorithm to ensure correct one-to-one matching between the
point zeros ,1( ( c) and the point zeros ,1( ( c +€),where € is a very small number. By using the
previous two sets of zero positions, they predicted the zero positions for the next increment in
(. The estimated zeros i'1( ( c) were thus given by
(5.64)
These estimates of the zeros were then refined by continually employing the Newton-Raphson
search described by

-n+I _

11

-n

:F((,i't)

- 11 - a:F'(C.i'i') ,

(5.65)

a-y

until the estimated zeros iii( ( c) agreed with the calculated zeros ,1( (c). This method, which
takes advantage of the analytical nature of the zero sheet by ensuring continuity of the first
derivative, helps to avoid confusion between zero samples of different zero tracks which lie
very closely on the ,-plane [Lane, 1988, §4.7]. In this way, Lane and Bates [1987] demonstrated the unique blind deconvolution of two two-dimensional images from an uncontaminated
convolution.
Inspired by the zero-sheet separation approach to blind deconvolution reported by Lane and
Bates [1987], Ghiglia et al. [1993] have recently developed a systematic method for realising
zero-sheet separation. Their algorithm begins by calculating the ,-plane point zeros of the onedimensional polynomial B'( (c = 1.0, 1 ) derived from the z-transform of equation (5.63). An
innovative scheme is then invoked to determine which point zeros belong to each component of
the image convolution. This scheme involves selecting a pair of point zeros and then varying (
over a contour beginning at ( c and ending at a position for which the corresponding zero tracks
traced by the two point zeros are coincident. The analyticity of Z[B'((,,)] is then tested at
this position to determine whether the two point zeros pertain to the same component image.
Once this procedure has been carried out for every pairing of the point zeros of B' ( (c = 1.0,, ),
Ghiglia et al. [1993] are able to determine with certainty which point zeros describe each
component image and how many components were convolved. ( is then varied sequentially
to each point on the (-plane unit circle required by the CDFT reconstruction method (see
section 5.6.3.1) and the corresponding progress of each point zero is carefully monitored using
robust numerical techniques. Finally, the component images are reconstructed by the CDFT
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method. Using this systematic algorithm for zero-sheet separation, Ghiglia et al. [ 1993] have
successfully deconvolved two complex-valued 32 x 32-pixel images from their uncontaminated
63 x 63-pixel convolution. An important feature of their algorithm is that it can cater for
convolutions derived from considerably more than two component images. Unfortunately, it
seems unlikely that this elegant method can be applied in the presence of contamination.
In theory, the technique of implementing blind deconvolution through the separation of
analytical zero sheets is extremely successful. However, the above discussions have only
considered the blind deconvolution of an uncontaminated, isoplanatically blurred image b( x, y ).
As mentioned in Chapter 1, every practical recorded image will suffer degradation due to
contamination as well as isoplanatic blurring and, consequently, the z-transform relationship
shown in equation (5.61) is unrealistic. Therefore, to render the separation of zero sheets a
practical deconvolution technique, it is necessary to consider the behaviour of the zero sheet in
the presence of contamination. The following section investigates this aspect of the theory zero
sheets and presents a pictorial example demonstrating the influence of contamination upon the
component zero sheets of a convolution.

5.6.5

The Effect of Contamination on Zero Sheets

Equation (5.62) shows that the zero sheet describing an isoplanatically blurred image b( x, y) is
the union of the zero sheets corresponding to the true image and the point spread function. This
union relationship arises because the z-transform polynomial, B( ( , ,),of the blurred image is
reducible. As explained in section 2.2, in practice, an exact convolution almost never occurs
and it is more realistic to describe a recorded image as a convolution plus a contamination term.
If the isoplanatically blurred and noise contaminated image is denoted g( :z:, y ), its z-transform
can be written as
(5 .66)
9((,,) = F((,,)1i((,,)+C((,,),
where C( (,,) is the z-transform of the additive contamination term c( x, y ). Due to the
addition of the contamination term, the z-transfonn polynomial of the recorded image, 9 ( ( , , ),
is irreducible. Even if the level of the contamination is low, 9( (,,) cannot be factored.
Because the contaminated z-transform is no longer reducible, the zero sheet Z[9( (,,)]does
not comprise the two separable zero sheets, Z[F((,,)] and Z[Ji((,,)], of the component
images. Instead, since the zero sheet of an irreducible z-transform must be continuous, these
zero sheets link together to form a single analytic zero sheet. The extent of the linkage
between the component zero sheets is governed by the level of the contamination. A small
amount of contamination added to a previously reducible image, results in an equally small
perturbation of the z-transfonn, thus the component zero sheets will be only slightly distorted.
For low levels of contamination, the zero sheet union relationship can be usefully assumed to
be approximately valid, that is

Z[Q((, ,)]

~

Z[F((,,)]u Z[1i((,,)].

(5.67)

If the amount of contamination added to a reducible polynomial is infinitesimally small,
the component zero sheets will only link at the positions in four-dimensional z-space where
they intersect or become extremely close. These intersections only occur where F( ( c, , e) =
Ji( ( c, , e) = 0 and Walker [ 1950, p.40] notes that two M-dimensional surfaces, existing in an
N -dimensional space, intersect in a (2M - N)-dimensional subspace. Following this, two
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zero sheets must intersect at discrete points and it is at these discrete points of intersection that
linkage of the zero sheets will occur even for infinitesimally small contamination. The tem1
bridges has been coined for the links formed between the component zero sheets [Lane and
Bates, 1987; Lane, 1988, §4.9]. As the level of the contamination increases, the number of
bridges between the component zero sheets increases, the bridges become more prominent and
the component zero sheets become less discernible within Z[Q( (,, )]. Lane and Bates [ 1987]
found that the number of bridges of the zero sheet corresponding to a contaminated convolution
is proportional to the size of the image, but that the widths of the bridges depends on the
contamination level and not on the image size.
Figures 5.16 and 5.17 illustrate the effects of contamination upon the zero sheet corresponding to an autocorrelation. Figures 5.16(a) and 5.16(b) show a set of , -plane zero tracks
representing the zero sheets of a real 3 x 3-pixel image f(x, y) and its real even-symmetric
5 x 5-pixel autocorrelation, respectively. These tracks have been calculated for the (-plane
contour defined by p = 1.0 and varying ¢; from Oto 21r radians. Note that in accordance with
the symmetries of the autocorrelation, the zero tracks are symmetric about the a-axis and are
also reflected through the unit circle.

(a)

(b)

Figure 5.16 The -y-plane zero tracks of (a) a real-valued 3 x 3-pixel images f( x, y) and (b) its 5 x 5-pixel
uncontaminated autocorrelation ff ( x , y) . These tracks are calculated for the (-plane contour specified by
setting p = l .O and varyin g rp from Oto 21r radians. All axes of this figure extend from -4 to 4. A pictorial
representation of th e effects of contamination on these zero tracks is presented in figure 5.17 .

Consider what happens when increasingly larger amounts of contamination are added to the
autocorrelation ff ( x, y) represented by the zero tracks of figure 5.16(b). Figure 5.17 depicts
the effect of the increasing levels of contamination on the zero sheet of this autocorrelation.
All the zero tracks of this series of plots are calculated for the circular ( -plane contour defined
by p = 1.0 and only the parts of the zero tracks lying in the small portion of the ,-plane
I
surrounding the origin and extending between -1 B and 1.5 are shown in order to present
greater detail. For reference, figure 5.l 7(a)
the zero tracks of the uncontaminated
autocorrelation. This plot is simply an enlargL_ent of the central region of figure 5.16(b).
Although it is not apparent from the figure, e component zero sheets of the uncontaminated
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autocorrelation intersect at four points on the ,-plane unit circle. Two of these points are
indicated in figure 5. l 7(a) by the dashed circles centred about the intersections. The certainty
that these points are intersections of the component zero sheets comes from the knowledge that
the zero sheet of an autocorrelation must exhibit certain symmetries (see section 5.6.2) [Lane
et al., 1987].
Figures 5.17(b) to 5.l 7(i) display the zero tracks after progressively greater amounts of
contamination have been added to the autocorrelation. The contamination levels of the eight
figures from figure 5. l 7(b) through to figure 5. l 7(i) range from 80 dB to 10 dB in increments
of 10 dB, where the contamination level is expressed as a signal-to-noise ratio as defined in
section 2.1. Observation of figure 5.l 7(b) shows that for a contamination level of 80 dB (i.e.
a SNR of 1/0.0001) the zero tracks corresponding to the p = 1.0 (-plane circular contour
are not noticeably distorted. However, as shown by figure 5. l 7(c), at a contamination level
of just 70 dB (i.e. a SNR of 1/0.0003) bridging occurs at the zero sheet intersections of this
slice. The bridges in the upper half ,-plane are highlighted by the surrounding dashed circles.
Comparison of the zero tracks displayed in this figure with those of figure 5.16(a), clearly
shows that the distortion induced by the contamination makes perfect image reconstruction
from this set of data impossible. The following three figures, 5.l 7(d) to 5. l 7(f), illustrate that
the bridging and the zero track distortion gets dramatically worse as the contamination level
increases. The three plots in the bottom row of figure 5.17, corresponding to contamination
levels of30, 20 and 10 dB, display zero tracks that exhibit no resemblance to the uncontaminated
tracks of figure 5.17(a) and, therefore, indicate that image reconstruction from zero tracks at
contamination levels of this magnitude would be a futile process.
In the study of the effects of contamination upon zero sheets presented above, it is reasonably
easy to predict and identify, at low contamination levels anyway, the formation of the zero
sheet bridges due to the a priori knowledge that the convolution is an autocorrelation of
two real images. However, in the general blind deconvolution situation it is impossible
to predict the effect of contamination upon the zero sheet and, subsequently, to uniquely
separate the component zero sheets to achieve deconvolution. In contrast, if the problem is
one of conventional deconvolution and, therefore, an estimate of the point spread function is
available, it is possible to obtain an estimate of the zero sheet representing the point spread
function and to make use of this estimate in the process of separating the component zero
sheets. Of course, when contamination is present, separation of the component zero sheets
will involve breaking, possibly in several places, the single fully-connected zero sheet of the
contaminated convolution.

Figures 5. l 7(b) to 5. l 7(i) demonstrate that zero sheets are highly sensitive to contamination
and at levels above approximately 30 dB the zero sheet of the contaminated convolution shows
no obvious similarity to the the combination of the zero sheets of the component images. In
practice, contamination levels of recorded images are often as high as 10 dB . Until more is
understood about the effects of contamination on zero sheets it is unlikely that zero sheets will
prove useful in solving the problems of practical deconvolution and Fourier phase retrieval in
the presence of such noise levels.

156

CHAPTER 5

ZEROS

,,,

(a)

(b)

(c)

(3

(g)

(e)

(f)

(h)

(i)

Figure 5.17 Contamination induced distortion of the zero tracks of the autocorrelation of a 3 x 3-pixel
image. (a) The zero tracks of the uncontaminated autocorrelation; the zero tracks of the same autocorrelation
with additive contamination levels of (b) 80 dB ; (c) 70 dB; (d) 60 dB; (e) 50 dB; (f) 40 dB ; (g) 30 dB; (h) 20
dB; and (i) 10 dB . All the tracks have been calculated by setting p = 1.0 and varying ¢, between 0 and 21r
radians in 300 equal increments . The extents of all the axes in this figure are -1.5 and 1.5 .

5.7

SUMMARY

The Fourier transform of a compact image can be accurately modelled as an entire function
I
of exponen1/ial type. Functions of this form have the property that they can be uniquely
representeg{ at least to within a constant scaling factor, by the set of points at which they are
equal toJe'ro. Thus, a compact image can be represented by the zeros of its Fourier transform
or, e\
alently, its z-transform. The discretised nature of computer-based image processing
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means that it is most convenient to consider the image's z-transfonn zeros.
The zeros of the z-transfonn of a one-dimensional image are simply discrete points which
are finite in nwnber and lie on a two-dimensional plane. In contrast, the z-transfonn of a twodimensional image has an infinity of zeros which lie on an analytic two-dimensional surface
embedded in a four-dimensional space. This surface is the zero sheet of the two-dimensional
z-transfonn .
The convolution property of the z-transfonn shows that the zeros of the z-transfonn of
an isoplanatically blurred image are the union of the set of zeros representing the true image
and the set representing the point spread function. Therefore, given only the blurred image,
partitioning the zeros of its z-transfonn into a set of the zeros pertaining to the image and
another set pertaining to the point spread function is equivalent to implementing deconvolution.
Because the zeros describing a one-dimensional blurred image are isolated points, without a
priori infonnation it is impossible to detennine how to conduct the partitioning into sets of
zeros describing the component images. This ambiguity demonstrates the non-uniqueness of
the one-dimensional blind deconvolution and phase retrieval problems. In contrast, because the
z-transfonns of the component images of a two-dimensional convolution are zero on smooth
and continuous surfaces, it is entirely possible to unambiguously separate the zero sheet of a
convolution into two parts where each part is the zero sheet of one of the two-dimensional
component images. Thus, the concept of the zero sheet clearly proves the uniqueness of
solution for the two-dimensional blind deconvolution and Fourier phase retrieval problems.
Because zero sheets comprise an infinite number of points and reside in a four-dimensional
space, it is very difficult to provide a comprehensive display of the data they contain. An
extremely useful approach to displaying a zero sheet is to fonn two-dimensional projections,
known as zero tracks, of the zero sheet. Zero tracks can be usefully employed to demonstrate
many features and characteristics of zero sheets. In particular, they exhibit the symmetries of
the zero sheet of which they are projections and an investigation of the effects of contamination
upon zero tracks provides some insight into the behaviour of zero sheets in the presence of
contamination. Furthennore, an image can be reconstructed from the infonnation contained
within a set of zero tracks and it is possible to achieve deconvolution through the consideration
of the zero tracks representing a blurred image.

CHAPTER 6

GENERALISED DFT RECONSTRUCTION FROM ZERO SHEETS

This ch.apter presents a new method for reconstructing a compact pixellated two-dimensional
image from the zeros of its z-transform. As described in Chapter 5, the z-transform of a twodimensional image falls to zero on a two-dimensional surface embedded in four-dimensional
z-space. This surface, referred to as the zero sheet of the image's z-transform or simply the
zero sheet, uniquely defines the image to within a constant scaling factor. The concept of
the zero sheet has provided insight into the image processing problems of two-dimensional
deconvolution and phase retrieval, particularly in establishing the uniqueness of solutions.
Consequently, various algorithms have been developed that employ the zero-sheet concept in
deconvolution [Lane and Bates, 1987; Lane, 1988; Watson et al., 1992; Ghiglia et al., 1993;
Bones et al., 1993; Watson, 1994; Satherley and Bones, 1994] or in phase retrieval [Lane
et al., 1987; Parker and Bones, 1992a; Parker, 1994]. These algorithms focus upon recovering
portions of the zero sheet describing the true image from the zero sheet(s) calculated from the
available information. Consider, for example, the deconvolution problem of recovering the true
image from a recorded version of it that suffers degradation due to blurring and contamination.
The aim of a zero sheet-based deconvolution algorithm is to extract parts of the zero sheet
that represent the true image from the zero sheet derived from the z-transform of the recorded
image. On the other hand, if the problem is one of phase retrieval, an estimate of the zero sheet
representing the autocorrelation of the true image can be calculated and the task of the zero
sheet-based phase retrieval algorithm is to identify parts of that zero sheet that all represent the
same component of the image autocorrelation.
If contamination is appreciable, both the deconvolution and phase retrieval problems

are extremely difficult to solve due to the sensitivity of zero sheets to contamination (see
section 5.6.5). However, for modest amounts of additive contamination, portions of the zero
sheet, albeit distorted, describing the true image may still be identified within the zero sheet
representing the convolution or autocorrelation. Assuming that estimates of sufficient of the
zero sheet representing the true image have been obtained, it is necessary to invoke some
scheme by which an estimate of the true image can be reconstructed.
Section 5.6.3 describes two well-established methods of two-dimensional image reconstruction from zero sheets and briefly introduces a third, recently developed, method. It is
this new method, a generalisation of one of the established methods, that is the subject of this
chapter.
The motivation for the development and implementation of the new reconstruction scheme
is described in section 6.1 . The mathematical details are given in section 6.2. The notation
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employed in this chapter is consistent with that of section 5.6.3. Section 6.3 presents examples
of image reconstructions formed using the new technique and describes various approaches
that can be employed to alleviate some of its shortcomings. Finally, section 6.4 summarises
the main aspects of the new reconstruction method and discusses its potential application in
zero-based deconvolution and phase retrieval algorithms.

6.1

MOTIVATION

There are two basic approaches to reconstru~ting a compact two-dimensional image from the
zero sheet of its z-transform. One of these schemes effects the reconstruction by solving a
system of linear equations [lzraelevitz and Lim, 1987]. Samples from the zero sheet provide
the coefficients of the system of equations and the image pixel values are the unknowns. This
technique, which is briefly described in section 5.6.3.2, requires that at least 2( N - 1)2 + 1 zerosheet samples are used to form the system of linear equations, however, these required samples
can be distributed arbitrarily over the zero sheet provided the resulting set of linear equations
displays sufficient linear independency [Watson, 1994]. The advantage of the wide choice
of zero-sheet samples afforded by the linear equations method of reconstruction is somewhat
offset by the computational costs of solving large sets of linear equations. To reconstruct an
N x N-pixel image, the linear system of equations method requires approximately O(N 6 )
computations and, consequently, is extremely computationally expensive for images of typical
size.
The second approach to image reconstruction from zero sheets is based upon the relationship between the DFT and the z-transform of the image [Lane and Bates, 1987]. The
conventional implementation of this approach, referred to as the CDFT method, is described
in section 5.6.3.1. While the CDFT has the advantage of requiring only O(N 3 ) computations,
compared to the O ( N 6 ) computations of the linear equations method, it does not provide any
choice as to which set of zero-sheet samples are used to form the reconstruction. This inflexibility severely limits the success of any zero sheet-based deconvolution or phase retrieval
algorithm which employs the CDFT method for reconstruction. The new method presented
here, referred to as the generalised DFT method (GDFT), preserves the computational efficiency advantage of the CDFT method (i.e. O(N 3 ) computations), whilst providing some
flexibility with the choice of samples from the zero sheet.

6.2

DETAILS OF THE GDFT METHOD

The approach generally adopted to calculate samples of the zero sheet of :F( (,,) is to fix
one of the complex z-transform variables to a constant and to calculate the point zeros of the
resulting one-dimensional polynomial in the other variable. If one of the variables, say (, is
varied in very small increments, the point zeros corresponding to consecutive variations of (
can be assembled to form two-dimensional projections (zero tracks) of the zero sheet. The
calculation and display of zero tracks is described in detail in section 5.6.1. However, since
only a set of discrete zero-sheet samples are required for image reconstruction, this chapter
is only concerned with calculating the point zeros corresponding to a well specified set of
evenly spaced values of one of the variables. For convenience, the factorised one-dimensional
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polynomial produced by fixing (

= ( c, first shown in equation (5.53), is rewritten here as
N-1

F((c,1)

= kC'((c)

IT b- 11((c)),

( 6.1)

l=l

where C( ( c) is complex-valued and the set {,1( (c); l = 1, ... , N - 1} are the points at which
Z[F( (, 1 )] intersects the complex ,-plane corresponding to the fixed value ( c of(.
Recall from section 5.6.3.1 that the CDFf method requires that the zero-sheet samples
employed in the reconstruction are the point zeros of F( (p, 1 ) where (p is set equal to (p =
exp(i21rp/N); p = 0, I, ... , N - 1. The mapping relationship ( = exp(i21rub.), where b. is
the image-space sampling interval, shows that the set of ( values { (p; p = 0, I, ... , N - 1}
map to the values of the analytically continued spectrum F( w, r) that lie on the real u-axis, that
is the points defined by the real values { Wp = up = 0, E, 2E, ... , ( N - 1)E} where E = 1 /Nb.
is the Fourier-space sampling interval. Thus, the point zeros of F( (p, 1 ) describe the onedimensional polynomial corresponding to the Fourier transform along a vertical line passing
through the point up on the u-axis. Evaluating the one-dimensional polynomials F( (p, 1 ); p =
0, 1, ... , N - 1, at the values of I given by 1 q = exp(i21rq/N); q = 0, 1, ... , N ...:_ 1, then
detennines the samples of the DFf lying in the Fourier plane defined by the real variables u
and v. As described in section 5.6.3.1, each of the vertical one-dimensional polynomials must
be registered against a common horizontal. one-dimensional polynomial so that the entire set
of reconstructed DFf samples is consistent to within a common multiplicative constant with
the sampled spectrum of the true image.
The GDFf method extends the CDFf method by allowing the reconstructed samples of
the image spectrum to lie on a plane of F( w, r) parallel to the u- and v-axes but not necessarily
incorporating them. In terms of the zero sheet, this corresponds to reconstructing the image
from the point zeros of F((p, 1 ) evaluated for the ( values {(p = exp(i21r(p + ia)/N; p =
0,1, ... ,N - 1}, where a is a real constant. The (N - 1) ,-plane point zeros, denoted
b1((p)}, of each of the one-dimensional polynomials F((p, 1 ); p = 0, I, ... , N - I, now
defines the analytically continued Fourier transform F( w, r) along a line passing through one
of the complex w coordinates belonging to the set { wp = (p + ia )E; p = 0, 1, ... , N - 1}.
To evaluate the Fourier plane samples required for an IDFf operation, for each p the values
of (p and b1( (p)} are substituted into equation (6. 1) and the value of F( (p, 1 ) is computed
at the I values given by 1 q = exp( i21r( q + ib )/ N); q = 0, I , . .. , N - I , where bis a real
constant. These values of I map to the set of complex Fourier-space r coordinates given by
{rq = (q+ib)E; q = 0,1, ... , N- l}. BythisprocesstheplaneF(u+iaE,v+ibE)of
the analytically continued Fourier transform F( w, r) is reconstructed along lines parallel to
the v-axis at points having complex coordinates. Note, however, that the imaginary parts of
the complex coordinates w and r are set constant to aE and bE respectively and that the real
parts of the coordinates are defined by { u, v = 0, E, 2E, .. . , ( N - I )E}. Since the spacings in
the u- and v-directions between adjacent reconstructed samples are equal to the inverse of the
image extent, the sampling theorem is satisfied and the aforementioned set of reconstructed
Fourier-space samples are all that are required for an IDFf operation.
As described in section 5.6.3.1 with respect to the CDFf method, before the IDFf can be
invoked it is necessary to evaluate the scaling factors C( (p); p = 0, 1, ... , N - 1. This is
accomplished in the same way as for the CDFT method, that is by reversing the roles of ( and 1
in equation (6.1). The point zeros { (1bc)}; l = l, 2, ... , N - l, calculated by fixing I equal to
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'Ye, where 'Ye belongs to the set of I values {19 = exp( i21r( q + ib )/ N); q = 0, I , ... , N - I},
describe F( w, r) along a line perpendicular to the v-axis and intersecting the aforementioned
set of parallel spectral lines defined by the point zeros of F( (p , 1 ); p = 0, I , ... , N - 1. Thus
N-1

F( (p, 'Ye)

= k( 'Ye)

II ((p -

(1( 'Ye)) ,

(6.2)

l=l

with the unknown complex constant embodied in k(,e) and its dependence on the choice of
'Ye made explicit. The factor k in equation (6.1) can be chosen to have the same value as in
equation (6.2). Equating then gives
N-1 (
_ f11=1
(p - -(1( 'Ye) ) . _
C((p)- N-1(
_
,p-0,1, ... ,N-1.
. f1t=I 'Ye - 11( (p))

(6.3)

Once the one-dimensional polynomials F( (p, 1 ); p = 0, 1, ... , N - 1, have been scaled
accordingly and the values of the z-transform evaluated at the complete set of N x N samples
corresponding to F( (p , 1 q); p, q = 0, l, ... , N - I, the IDFf operation can be performed.
The values of the z-transform given by F( (p, 1 q); p, q = 0 , 1, . . . , N - I, correspond to
the samples F( (p + ia )E, ( q + ib )E) of the continuous Fourier transform. Thus, with reference
to the two-dimensional DFf as described by equation (2.108), it is possible to write

k(,c)- 1 F((p + ia)t, (q + ib)E); p, q = 0 , I , ... , N - I
k(,e)- 1 F[p + ia, q + ib]
N-IN-1

k(,e)- 1

LL f[m,n]exp(i21r[(p+ia)m+(q+ib)n]/N)

N-lN-1

k( ,c)- 1

=

L L exp(-21r( am+ bn )/ N)f[m, n] exp('i21r(pm + qn )/ N)

DFf { k( ,c)- 1 exp(-21r( am+ bn )/ N)f[m, n]}.

It therefore follows from equation (6.4) that the image

i[m,n]

(6.4)

][m, n] may be reconstructed, where

k( ,e)- 1f[m, n]
k(

,ct 1IDFf { F(pE + iaE, qt+ ibE)}
exp( -21r( am+ bn )/ N)

(6.5)

where ](rnD., nD.)
][m, n]. This expression straightforwardly demonstrates that when
a = b = 0 the GDFf method of image reconstruction from zero sheet samples reduces to the
CDFf method (cf equation 5.58).
Note that in the remainder ofthis chapter the image f (x, y) is frequently described specifically by its samples J[m, n]. This sampled notation is adopted here because, for values of a
and b significantly different from zero, the success of the GDFf method of reconstruction in a
particular region of the image support is strongly dependent upon the pixel indices m and n in
that region.
Equation (6.4) indicates that the continuous Fourier spectrum lying in a plane in the
analytically continued Fourier space described by the complex variables (w = u+it, r = v+is)
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is the Fourier transform of the product of the true image f(x, y) and an exponential function.
This can be confirmed by considering the analytically continued Fourier transform of a twodimensional image as given by equation (5.34). Separating the real and imaginary terms of
that expression for F( w, r) yields

F( u + it, v + is)

jj

f(x,y)exp(i21r((u+it)x+(v+is)y))dxdy

j j f(x, y) exp( i21r( ux + vy)) exp(-21r(tx + sy))dxdy
F {f(x, y) exp(-21r(tx + sy))},

(6.6)

which is equivalent to the pixellated version shown in equation (6.4). The exponential term of
the above expression is a function of position in image space and can easily be removed in the
final step of the reconstruction process by division as shown in equation (6.5).
The implication of the generalised method of DFT reconstruction from zero sheets is that
it is possible to reconstruct an estimate of the true image from samples obtained from portions
of zero sheets or from zero tracks that have been calculated for p -=/= 1.0 and/or 1,1 -=/= 1.0.
This provides a great deal more freedom to zero sheet-based deconvolution and phase retrieval
schemes that have previously been restricted to processing point zeros of zero tracks calculated
for p = 1.0 and 1,1 = 1.0.
The relationship between the (-plane radius p and the real constant a is given by equating
the magnitudes of the following two expressions for (
( = pexp(i</>) = exp(i21r(p+ ia)/N),

(6.7)

therefore, p = 1(1 = exp(-21ra/N). Throughout Chapter 5 a circular (-plane contour was
described by the radial polar coordinate p of(, however in the remainder of this chapter and
also in Chapter 7 the notation 1(1 will be used rather than p. This change in notation is simply to
emphasise the roles of the (-plane and ,-plane contours of fixed radii 1(1 and I, I respectively.

6.3

APPLICATIONS OF THE GDFf METHOD

The theory of the GDFT method suggests that, provided the required zero-sheet samples are
accurately specified, it is possible to reconstruct the image f [m, n] that has exactly the same
image-form as f[m, n],i.e. J[m, n] = k(,c)f[m, n]. For example, thisnewtechniqueofimage
reconstruction was applied to the zero sheet of the 64 x 64-pixel real-valued image shown in
figure 6. l(a), the pixels of which have values between 0 and 1. This figure actually presents the
reconstruction of the true image produced by the GDFT method for values of a = b = 1.073.
The accuracy of this reconstruction, expressed in dB as defined in section 2.1, is Q = 71.32
dB and hence this reconstruction is visually indistinguishable from the true image. However,
for more extreme values of a and b, the accuracy of the reconstructions gradually deteriorates.
To demonstrate the observed decrease in the accuracy of the reconstructions, figures 6.l(b)
and 6.l(c) present the reconstructed images obtained by setting a and b equal to increasingly
larger values. The reconstruction shown in figure 6.l(b) was derived from ,-plane point zeros
calculated for 1(1 = 0.85. Similarly, the (-plane point zeros used to calculate the scaling factors
C( (p); p = 0, 1, ... , 63, were obtained by setting the complex variable% in equation (5.54)
to 0.85. Thus, the real constants a and b were both set to 1.66. The zero-sheet samples used
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to reconstruct figure 6.l(c) were calculated from
a= b = 1.96.

1(1 = 0.825 and ,c = 0.825, consequently,

When invoking the GDFf method of reconstruction it is not necessary to employ equal
values of the real constants a and b. In fact, any combination of values of a and b can
theoretically be used. Figure 6.1 (d) demonstrates the effect of reconstructing from zero tracks
specified by 1(1 = 1.0 and 1,1 = 0.75 which cotTesponds to setting a= 0 and b = 2.93.
Note that all the grayscale images of this thesis are displayed so that the image-space
origin is at the bottom left comer, with m and n the pixel indices in the horizontal and vertical
directions, respectively. The mapping of the image pixel values to the grayscale is such that
pixels of magnitude zero are shown as black and pixels of magnitude unity or greater appear
as white.

(a)

(b)

(c)

(d)

Figure 6.1 Reconstruction of a 64 x 64-pixel real-valued image using the GDFT method. (a) The image
reconstruction obtained by setting a = b = 1.073, the accuracy of this reconstruction is Q = 71.32 dB .
(b), (c) and (d) Reconstructions of the same true image but exhibiting the noise amplification problem of the
GDFT method. These reconstructions were obtained for (b) a = b = 1.66; (c) a = b = 1.96; and (d) a = 0
and b = 2.93.

The cause of the severe, but localised, noise on the reconstructions shown in figure 6.1
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is evident after careful inspection of equation (6.5) . This equation reveals that errors in the
numerator will tend to be amplified in regions of image space for which the denominator is
smallest. This phenomenon can clearly be observed in the presented reconstructions. Since
these images have been reconstructed from zero-sheet samples obtained directly from the zero
sheet representing the unblurred and uncontaminated true image, it would seem reasonable to
expect the reconstructions to be perfect. However, due to the finite, although usually adequate,
accuracy with which the point zeros of a one-dimensional polynomial can be computed and
stored using a digital computer, there will inevitably be some noise on the reconstructed Fourier
samples. It is expected that all the required zero-sheet samples are calculated with the same
accuracy and, thus, noise due to the uncertainty of the zero locations will be uniformly spread
over the image described by the numerator of equation (6.5), i.e. the term IDFT { F(pE +
iaE, qE + ibE)}. To recover an estimate of the true image, this term is divided by the function
exp( -21r( am+ bn) / N). Therefore, the noise on the resulting estimate will be greatest in the
regions of the image support where the function exp(-21r(am + bn)/N) is smallest.
The results presented here demonstrate that, although the GDFT method of reconstruction
is theoretically possible for any values of a and b, arithmetic inaccuracy imposes limitations
on the useful ranges of a and b even in the absence of contamination. Therefore, in practical
situations that are inevitably contaminated, the values of a and b must lie within a range that
remains unaffected by numerical inaccuracies.
The location of the noisy portion of the reconstruction is dependent upon the whether the
real constants a and b are positive or negative and the extent of the noisy region is dependent
on the absolute magnitudes of a and b. If both a and b are positive, the denominator of
equation (6.5) becomes decreasingly small as the pixel indexing integers m and n become
larger. Thus, the reconstruction J[m, n] will exhibit the greatest inaccuracies at the pixel
specified by m = n = N - 1 and will be unaffected by noise amplification in the opposite
comer. This form of noise amplification is clearly demonstrated in the image reconstructions
presented in figures 6.l(b) and 6.l(c) for which a = b = 1.66 and a = b = 1.96, respectively.
Conversely, if a and bare negative, the tetm exp(-21r(am + bn)/N) quickly becomes very
large as the pixel indexing terms increase. Thus, any noise present in the numerator of
equation (6.5) will be attenuated in regions of the image support specified by high values of
m and n. However, for the region indexed by low values of m and n, the noise will not be
attenuated and, thus, J[m, n] will exhibit relatively significant noise in that region while the
opposite comer of the image support will show faithful reconstruction of the true image.
The localised and predictable nature of the relative noise amplification suggests that the
problem may be ameliorated by reconstructing J[m, n] using different combinations of the
real constants a and b and combining the results in some fashion. Consider, for example, two
reconstructed versions of f[m, n], one using the combination ( a, b) and the other (-a, -b ),
where a and b are non-zero. Noise amplification is worse in opposite comers of the image
for each version. Thus, these two images can be combined in such a way that the overall
signal-to-noise ratio of the resultant image is vastly improved compared to those of the two
reconstructed versions.
The most simple and expeditious way of combining the two image versions with noise
amplification in opposite comers is to divide each image in half along the diagonal from
the pixel with index [m = 0, n = N - 1] to the pixel at [m = N - 1, n = O] and then
simply fit together the faithful halves of each version of the reconstruction. This approach
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to alleviating the noise introduced by the GDFf method of reconstruction is illustrated in
figure 6.2 for areal-valued 16 x 16-pixel image with pixel values between Oand 1. Figure 6.2(a)
displays the reconstruction obtained by setting a = b = 0 and, thereby, invoking the CDFf
reconstruction method. The accuracy of this reconstruction is Q = 43 .64 dB and it is virtually
indistinguishable from the true image. Figures 6.2(b)-6.2(e) demonstrate the effect of varying
the real parameters a and b. For each of these reconstructions a = b and the values used
are: (b) 1.77; (c) -1.77; (d) 2.21; and (e) -2.21. All of these reconstructions exhibit excellent
reconstruction in a portion of the image support, but are badly affected by noise amplification
in the remainder. A composite reconstruction, that is dramatically more accurate that any of
the image reconstructions shown in figures 6.2(b)-6.2(e), can be constructed by fitting together
the faithful halves of figures 6.2(d) and 6.2(e). This newly formed reconstruction is shown
in figure 6.2(f) and has a reconstruction accuracy of Q = 37.46 dB. However, it should be
noted that the reconstructions obtained for a = b = 2.21 and a = b = -2.21 are related to
the true image f[m, n] by different multiplicative constants. Therefore, before the composite
reconstruction can be assembled in the absence of prior knowledge of f[m, n], one of the
reconstructed versions must be scaled. For the result presented here, the appropriate scale
factor was calculated by a least squares matching between the pixels along the diagonal from
the bottom left to top right of figure 6.2(d) and those along the same diagonal of figure 6.2(e).

(a)

(b)

(c)

(d)

(e)

(f)

Figure 6.2 Reconstruction of a 16 x 16-pixel real-valued image using the GDFT technique where a = b
is set to (a) 0.0; (b) 1.77; (c) -1.77; (d) 2.21 ; and (e) -2.21. (f) A composite reconstruction formed from the
reconstructions shown in (d) and (e).

A more complicated method of producing a composite reconstruction that does not suffer
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from noise amplification involves combining four different versions of /[m, n], each reconstrncted for one of the pairs of constant ( a, b), (-a, b), ( a, -b) and (-a, -b ), where a and
b are non zero. Assuming that the values of a and b are extreme enough that all four of the
reconstrncted images suffer from noisy amplification, each image will be adversely affected in
a different comer of the image support. If the most accurate quadrant, which will be the comer
for which the exponential term exp(-21r(am + bn)/N) has the greatest value, is extracted
from each of the four images, these quadrants can then be assembled to constrnct a composite
image that shows reduced indications of noise amplification. Again it will be necessary to
adjust the four different reconstrnctions so that they are all related to the trne image by the
same multiplicative constant. This scaling is simplified by noting that the images reconstructed
for ( a, b) and ( -a, b) can employ the same value of to determine the set of scaling constants
C((p); p = 0, 1, ... , N - 1, thus the complex constant k( , c) will necessarily be the same for
these two reconstrncted versions of /[m, n]. Similarly, the same one-dimensional polynomial
can be used to register the independent, parallel spectral lines reconstrncted for the pairs of
constants ( a, -b) and ( -a, -b ), and thus these two reconstrncted versions will be related
to f[m, n] by the same scale factor. Therefore, only one complex constant must be found
in order that the four reconstrncted versions of /[m, n] are related to f[m, n] by a common
multiplicative constant.

,c

An even simpler method of avoiding the noise amplification would be to combine the
better halves of the two reconstrncted versions of /[m, n] generated by using the pairs of
constants (0, b) and (0, -b ), or ( a, 0) and ( -a, 0). This approach will possibly provide a more
accurate result than either of the previously described schemes, since the exponential term
exp(-21r(am + bn)/N) reduces to either exp(-21rbn/N) or exp(-21ram/N) and, consequently, does not take on such extreme values as the corresponding function of both m and
n. Figures 6.3(a) and 6.3(b) display reconstrnctions of the 16 x 16-pixel image shown in
figure 6.2(a). These reconstructions were generated for (0, 2.8) and (0 , -2.8). The composite
reconstrnction formed by simply fitting together the better halves of these images is visually
indistinguishable from the trne image. This approach is further simplified by choosing the
same value of when the C( (p); p = 0, 1, ... , N - 1, are determined for both the (0, b) and
(0, -b) cases; by this device it is not necessary to scale one of the reconstrncted versions of
/[m, n] before the composite reconstrnction is formed.

,c

By setting one of the constants, say b, to zero the range of values of a over which a
reasonable reconstrnction of the trne image can be obtained is increased compared to the
situation where a = b i- 0. Again, this reduced tendency for noise amplification is the result
of the denominator of equation (6.5) reducing to a single exponential function rather than the
product of two exponential functions.
Another somewhat simple-minded, but effective, approach to overcoming the localised
amplification of noise inherent to the GDFT method to is reconstrnct the original image using
values where a = b and then to rotate the image by 180° and reconstrnct a second version of it
using the same values of a and b. Thus, producing a pair of images exhibiting localised noise as
shown in figure 6.4. Figure 6.4(a) is the reconstrnction of the unrotated image for a = b = 2.03
and figure 6.4(b) is the reconstruction of the same trne image rotated by 180° for a= b = 2.03.
The faithful halves of these two reconstructed versions of /[m, n] can be straightforwardly
spliced together to produce a composite reconstrnction that is a vastly improved estimate of the
trne image. As with any scheme that proposes the assembly of a composite reconstrnction, it is
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(b)

Figure 6.3 Reconstructions of the same 16 x 16-pixelirnage shown in figure 6.2(a), but here using (a) a = 0
and b = 2.8; and (b) a = 0 and b = -2 .8. Because the denominator of equation (6.5) is reduced to the
single exponential function exp(-21rbn/ N), the noise amplification phenomenon is independent of m and,
depending on the sign of the constant b, appears in localised regions defined by the values of the index n at
one of its extremes.

necessary to consider the value of the complex scaling factors that relate the two reconstrnctions,
unrotated and rotated, to the trne image. If the trne image is complex-valued, matching the
scaling factor of the two reconstrnctions requires a complicated comparison of the pixels of
these two reconstrnctions that lie in regions of the image supports that are not expected to suffer
excessive distortion due to the noise amplification inherent to the GDF!' method. However, if
the trne image is real-valued it is possible to take advantage of the symmetric properties of the
spectrnm of the image to avoid the need to scale one of the reconstrnctions before forming the
composite image. Considering the relationship between the unrotated true image f [m, n] and
the rotated true image frot[m, n], where frot[m, n] = f[-m+ N - l, -n+N -1], shows that
the spectral magnitudes of the two images are equal, that is IF[p, q]I = IFrot[p, q]I, and that
their phases are related by the combination of conjugation and an additive linear phase tenn.
Since f[m, n] is real-valued, F[p, q] and Frot[p , q] are necessarily conjugate-symmetric (see
section 2.4), therefore at the origin of Fourier space both spectra are real and, subsequently,
exactly equal. Thus, provided the reconstructed images J[m, n] and h ·ot[m, n] are derived for
the same values of a and b, they are related to f[m, n] and frot[m, n], respectively, by the same
real-valued scaling factor. Therefore, if the image shown in figure 6.4(b) is rotated by 180°
so that it has the same orientation as the reconstruction of figure 6.4(a), the faithful halves of
these two reconstructions can be pieced together without scaling and will subsequently provide
a dramatically improved estimate of f[m, n].
The approach described to the previous paragraph to alleviating the noise amplification of
the GDF!' method of reconstruction from zero sheets has been successfully used in the deconvolution of contaminated ensembles of blurred versions of the same true image. Illustrative
results of this implementation are presented in section 7.8.
Finally, it is of interest to consider the form of any noise amplification that may arise for
values of a and b that have opposite signs. For simplicity it is instructive to assume that a = -b.
In this case, the term exp(-27r( am+ bn )/ N) will be equal to unity in the opposite comers of
the image support defined by [m = 0, n = 0] and [m = N - 1, n = N - 1] and noise will not
be relatively any greater in either of these comers. In the two remaining comers specified by
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(a)

(b)

Figure 6.4 Reconstructions of the 16 x 16-pixel image shown in figure 6.2(a). (a) The reconstruction
obtained for a = b = 2.03; (b) the reconstruction obtained after rotating the image by 180° and then using
the values a = b = 2.03 . The faithful halves of these two reconstructions can be straightforwardly combined
to produce an extremely accurate estimate of f[m , n]. Note that setting a = b = 2.03 corresponds to
reconstructing from the zero tracks generated for the circular contours defined by 1(1, 11'1 = 0.45.

[m = 0, n = N - 1] and [m = N - 1, n = 0] , the exponential function will reduce to a function
of just norm. Consequently, it is postulated that the relative noise amplification exhibited in
the image estimate ][m, n] will be lower if the reconstruction is obtained by setting a = -b
rather than a = b for non zero a and b.

6.4

DISCUSSION

This chapter has presented a new method for image reconstruction from zero sheets. The new
GDFf method [Satherley and Parker, 1993; Parker et al., 1994] is a generalisation of the CDFf
method [Lane and Bates, 1987]. The new technique extends the CDFf method by allowing
zero-sheet samples from any two-dimensional projections of the zero sheet to be used in the
reconstruction rather than only those from the projections described by 1(1 , 1,1 = 1.0 as in the
CDFf method (see section 5.6.3.1).
Experience with zero sheet-based deconvolution has indicated that it is often impossible
to faithfully reconstruct images from zero-sheet samples calculated for 1(1 , 1,1 = 1.0 (see
section 7.6). This may be because of the severe contamination-induced distortion in that
region of the zero sheet or because the zero sheet extends to infinity for 1(1 = 1.0 and/or
1,1 = 1.0 and it is therefore impossible to accurately calculate the required zero-sheet samples.
Thus, the flexibility afforded by the new reconstruction method is extremely useful in solving
the deconvolution and phase retrieval problems. By prudent choice of the parameters a and b,
it should be possible to avoid using zero-sheet samples in the reconstruction process that lie in
the most severely distorted regions of the zero sheet.
Bates and Lane [1987] recognised the advantage provided by the linear equations approach
(see section 5.6.3.2) of reconstructing from parts of the zero sheet other than the restricted
set used in the CDFf method. Confirmation that the linear equations method can produce
more faithful reconstructions from parts of the zero sheet other that those defined by I(I, I, I =
1.0 has been reported by Watson et al. [1992] (cf. Watson [1994]). However, the linear
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equations method involves solving a set of overdetermined linear equations and is therefore
very computationally intensive. While the flexibility of the linear equations method is beneficial
in the presence of contamination, this advantage is offset by the high computational costs
required. In contrast, the computational cost of the GDFI' method is extremely low and,
although the new method does not afford the same flexibility as the linear equations approach,
it is significantly more flexible than the CDFI' method. Therefore, it is expected that the
new GDFI' reconstruction method will be of practical significance. Indeed, the incorporation
of the GDFI' reconstruction method into the zero track-based ensemble blind deconvolution
algoiithm desciibed in Chapter 7 increases the potential of the algorithm dramatically.
In general, the GDFI' reconstruction technique is applicable to the original zero-sheet
based deconvolution [Lane and Bates, 1987] and phase retiieval [Lane et al., 1987] algorithms
designed for uncontaminated data. It is also postulated that the new technique could improve
the efficacy of zero-based algoiithms designed to hasten the convergence of iterative phase
retiieval [Parker and Bones, 1992a] and solve the consistent deconvolution problem [Parker
and Bones, 1992b].
Reconstmction using the GDFI' method with any values of a and bis theoretically possible.
However, experience has shown that the finite numeiical accuracy of a digital computer means
that faithful reconstructions of some arbitrary true image can only be obtained for a and b
values of a limited range. Due to the limited computational accuracy, the CPOLY algoiithm
[Jenkins and Traub, 1972] (see section 5 .6.1.1) cannot calculate the zeros of the one-dimensional
polynomials exactly. Thus, the errors in the zero-sheet samples used in a reconstruction are
amplified in the final stage of the GDFI' technique when the result of the IDFI' operation is
divided by an exponential function that has, relatively speaking, very small values for some
pixels and very large values for others (see equation (6.5)). Fortunately, the location of the
amplified noise is directly dependent upon the values of the real constants a and b and can
therefore be predicted. The numerical limitations of the GDFI' method are less restiictive
for smaller images as the exponential function exp(-21r( am+ bn )/ N) assumes less extreme
values.
Several schemes of combining reconstructed versions of the true image obtained from
vaiious combinations of a and b have been proposed. The undesirable noise amplification
characteristic of the GDFI' and these proposed methods of ameliorating it are discussed in
section 6.3. One of these methods has been successfully applied to GDFI' reconstructions
derived from contaminated ensembles of images and these results are presented in section 7.8 .

CHAPTER 7

TOWARDS TWO-DIMENSIONAL ZERO-AND-ADD

A new two-dimensional ensemble blind deconvolution technique is presented in this chapter.
This new algorithm is based on the principle of one-dimensional zero-and-add (ZAA) [Davey
et al., 1986; Sinton et al., 1986], but is directly applicable to ensembles of two-dimensional
images [Satherley and Bones, 1994]. The ZAA principle employs the theory introduced in
Chapter 5 that shows that an image can be represented by the complex zeros of its spectrum
or, equivalently, its z-transform. The basic concepts of the ZAA principle are introduced in
section 7.1.
The ZAA algorithm was originally developed to deconvolve one-dimensional speckle images and the one-dimensional implementation of the ZAA principle is described in section 7.2.
Further details of the one-dimensional ZAA algorithm and reports of applications of this algorithm are given by Bates et al. [ 1985], Sinton et al. [ 1986], Davey et al. [1986], Sinton [1986],
Davey [1989] and Davey et al. [1989b].
Although the ZAA algorithm has been applied successfully in many applications of onedimensional astronomical speckle imaging, in order to be generally applicable the ZAA principle must be capable of processing ensembles of two-dimensional speckle images. Therefore,
generalisations of the ZAA principle to enable the processing of two-dimensional images ha,ve
been of ongoing interest. Two extensions of the one-dimensional ZAA algorithm to two dimensions had been reported prior to the development of the algorithm described in this chapter.
The first of these extensions invokes the projection theorem (see section 2.4.1) to reduce a twodimensional image to a series of one-dimensional images [Sinton et al., 1986]. This approach
is described in section 7.3.l. The second extension considers one-dimensional projections of
the ensemble of zero sheets describing an ensemble of two-dimensional images [Bates and
Lane, 1987]. This technique, which is described in section 7.3.2, is the predecessor of the new
two-dimensional ZAA algorithm introduced in this chapter.
Possibly the most powerful implementation of two-dimensional ZAA would be realised
by direct consideration of the zero sheets of two-dimensional images. The potential of this
approach and the unsurmountable technical problems associated with implementing it are
discussed in section 7.3.3.
The new extension of the ZAA principle to two dimensions is based upon a generalisation
proposed by Bates et al. [1990b]. Bates et al. [1990b] recognised that ensemble deconvolution
might be more easily effected if zero tracks (i.e. two-dimensional projections of zero sheets)
rather than point zeros (i.e. one-dimensional projections of zero sheets) were considered. Thus,
the new algorithm, referred to as zero track-based two-dimensional ZAA, considers the zero
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tracks (see section 5.6.1) representing an ensemble of two-dimensional images. Section 7.4
demonstrates the feasibility of the application of the ZAA principle to ensembles of zero
tracks derived from ensembles of contaminated images. The new algorithm is introduced
in detail in section 7.5, and section 7.6 presents some illustrative results produced by the
application of the new algorithm to contaminated ensembles of images. In section 7.7 the
performance of the new algorithm is compared with that of the classical technique of speckle
interferometry (see section 4.5.1). The results presented in section 7 .8 show that the faithfulness
of the reconstructions produced by the new algorithm can be improved by invoking a scheme
that alleviates the noise amplification characteristic of the GDFT reconstruction method (see
Chapter 6). Finally, section 7.9 discusses several important aspects of the zero track-based
two-dimensional ZAA algorithm.

7.1

THE PRINCIPLE OF ZERO-AND-ADD

Zero-and-add is an ensemble blind deconvolution technique which uses the complex spectral
zeros of the members of an ensemble of images to obtain an estimate of the true image. Recall
from section 1.3 that ensemble blind deconvolution involves recovering an estimate }(x) of
the true image f(x) from an ensemble of M differently blurred and contaminated versions of
this true image. An ensemble of K-dimensional images of this form can be written as

9m(x) = f(x) 0 hm(x)

+ Cm(x);

m = 1, ... , M,

(7 .1)

where 9m(x) is the mth member of the ensemble, and hm(x) and cm(x) are the point spread
function and additive contamination, respectively, giving rise to 9m(x). The success of
ensemble blind deconvolution techniques relies on the fact that while the blurring and the
contamination are different for each image 9m(x) of the ensemble, the true image J(x) is
consistent throughout the ensemble.
For simplicity and because it is more instructive for the purposes of introducing the zeroand-add principle, the following discussion will consider the K-dimensional ensemble blind
deconvolution problem as it arises in the absence of contamination. Thus, consider the situation
in which one is presented with the ensemble bm(x) = f(x) 0 hm(x); m = 1, . .. , M, of
isoplanatically blurred images of the same K-dimensional true image J(x). The z-transforms
of the images of this ensemble can themselves be written as an ensemble:

(7 .2)
It was explained in Chapter 5 that the complex zeros of the z-transform of an image uniquely
represent that image to within a constant scaling factor. For a K -dimensional image, these
zeros lie on a (2K - 2 )-dimensional surface residing in a 2K-dimensional space and for
the z-transform F(() are denoted by Z[F(()]. Thus, given that the zeros of each 8 111 ( ( )
can be calculated, according to the generalised K-dimensional union relationship of the z transform zeros of a convolution (cf equation (5 .62)) the zeros of the ensemble described by
equation (7.2) can also be written as an ensemble, that is

Z[Bm(()] = Z[.F(()] u Z[Hm(()]; m = 1, ... , M.

(7 .3)

The properties of entire functions (see section 5.1) state that the knowledge of the zeros of .F( ()
is basically equivalent to knowledge of f(x). Thus, it is possible to rephrase the ensemble
blind deconvolution problem in terms of the z-transform zeros as follows:

7.2
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'Recover an estimate Z[F(()] from the ensemble Z[Bm(()]; m
defined by equation (7 .2)'.

l , ... ,M,

It is instructive to pose the ensemble blind deconvolution problem in this fashion because, since
f(x) is independent of m, so is Z[F( ()]. Thus, the zeros comprising Z[F( ()] are necessarily
contained within the zero set, Z[Bm(()], describing each blurred image bm(x). Contrary to
this, every point spread function hm (x) is different from every other point spread function
within the ensemble and, consequently, each Z[Hm(()] must also be different. Thus, the
zeros which are common to all the Z[Bm( ()] are necessarily the zeros of F( (). The principle
of ZAA therefore involves identifying these common zeros and using then to reconstruct the
estimate ](x). This principle can be concisely described by

Z[F(()]
where

= Z[B1(()] n Z[B2(()] n . . . n Z[BM(()],

(7.4)

n is the set intersection operator.

In theory, the ZAA principle can be applied in K-dimensions, but as yet practical aspects
of the principle have only been considered in one and two dimensions. Originally the onedimensional ZAA algorithm was developed to complement the shift-and-add algorithm in the
context of astronomical speckle imaging [Bates et al., 1985; Sinton et al., 1986] . However,
the ZAA principle soon proved its usefulness and quickly developed into a one-dimensional
speckle imaging technique in its own right [Davey et al., 1986]. Section 7.2 describes the onedimensional ZAA algorithm and reviews some of its applications. Extending the ZAA principle
to two-dimensions was the next natural progression in the development to the algorithm. Two
somewhat different ways of preprocessing two-dimensional data sets to permit the application
of one-dimensional ZAA have been developed [Sinton et al., 1986; Bates and Lane, 1987].
These techniques are summarised in sections 7.3.1 and 7.3.2 respectively. However, by
reducing a two-dimensional image to a set of one-dimensional data sets before invoking ZAA,
large amounts of information stored within the zero sheet describing an image are discarded.
As discussed in Chapter 5, the analytic zero sheet of a two-dimensional z-transform is far
mo.re likely to lead to a unique solution to the deconvolution problem than is a set of discrete
point zeros of one-dimensional z-transforms. Several authors [Lane, 1988, §7.6; Davey, 1989,
§8.1.2; Bates et al., 1990b] have indicated the potential utility of the zero-sheet concept in
implementing two-dimensional ZAA. Thoughts on this idea, considerations of its practical
implementation and indications of how it has lead to the zero track-based two-dimensional
ZAA algorithm described in the remainder of this chapter are presented in section 7.3.3.

7.2

ONE-DIMENSIONAL ZERO-AND-ADD

This section describes the ZAA ensemble blind deconvolution technique as applicable to onedimensional images and is, therefore, a necessary introduction to the two-dimensional ZAA
algorithms described in the following sections. Consider an ensemble of one-dimensional
images bm ( x) = f (x) (:) hm ( :z: ); m = 1, ... , M, where each member of the ensemble is an
independently blurred version of the same one-dimensional true image f (x ). Again, for ease
of exposition, it is assumed that contamination is negligible. In section 5.2 it was explained that
the complex zeros of the analytically continued Fourier transform of a one-dimensional image
are discrete points on the complex w-plane and that these points can be used to represent the
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image. Note that the complex zeros of the analytically continued Fourier transform Em ( w ),
where w = u + it, are effectively equivalent to the zeros of the z-transform Em ((). While the
preceding section introduced the ZAA approach to ensemble deconvolution in terms of the zeros
of the z-transform, the approach is equally applicable to spectral zeros. Indeed, the concept
of ZAA was first devised in terms of the zeros of the ensemble Em ( w ); m = l, ... , M , and,
thus, in keeping with the early publications introducing one-dimensional ZAA, the following
discussion is based upon spectral zeros.
Assume that the w-plane zero map, denoted Z [Em (w)], is generated for each member, bm( x ); m = l, . . . , M, of the ensemble. In its most basic form, the one-dimensional
ZAA algorithm involves calculating the average of the ensemble of these zero maps. When
using a digital computer to implement ZAA, zero maps are conveniently represented as twodimensional arrays of pixels and, thus, can be subjected to the same mathematical operations
as are applied to pixellated two-dimensional images. Therefore, each zero map is quantified
by setting the pixels of the map which correspond to zeros of Em (w) to unity and every other
pixel to zero, the map averaging can be achieved by superimposing the ensemble of zero maps
and averaging the ensemble of pixel values coincident at each pixel position. The generation
of the averaged zero map, denoted by Z[Em(w)], can thus be described by
-

Z[Em(w)]

1

=M

LM

(7.5)

Z[Em(w)].

m=l

f (x) is independent of m, the point zeros comprising Z [F( w)] persist in every
Z[Em( w)]. Consequently, when the zero maps are averaged the point zeros of F( w) reinforce
and have unity amplitude in Z[Em(w)]. Bates et al. [1985) described these zeros as being
steadfast. Since the point spread function hm ( x) of each image bm ( x) is different from every
other point spread function, the zeros corresponding each Z[Hm(w)] are located effectively
randomly within each corresponding Z[Em(w)]. Thus, in the average zero map Z[Em(w)],
the Z [H m ( w) ]; m = 1, ... , M, tend to form a background fog and thus correspond to pixels
in Z[Em( w)] which have amplitudes significantly less than unity. An exception to this is any
point zeros of the Hm ( w ); m = 1, ... , M , which happen to coincide with the zeros of F( w ).
Because

The steadfast zeros are identified by thresholding the averaged zero map. The thresholded zero
map, denoted by Zy[ Em ( w )] , is defined by

ZT[B,,.(w)]

={

i[B,,.(w)]

if Z[Em( w)]
otheiwise,

2':

E

(7.6)

where E is a positive constant which is set equal to unity in the ideal uncontaminated situation
that is being considered here. It therefore follows that, in the absence of contamination,
the thresholded zero map Z T [ Em( w)] is almost identical to Z [F( w)]. Note that due to the
pixellation of the zero map, the positions of the steadfast zeros can only be specified to within
an accuracy determined by the pixel size. This implies some loss of accuracy and , therefore,
Zy[Em(w)] can never be exactly equal to Z[F(w)] . The zeros remaining in the thresholded
zero map can be straightfoiwardly used to reconstruct an estimate off( x ).
This basic outline of the one-dimensional ZAA algorithm straightfoiwardly demonstrates
that there is a unique solution to the one-dimensional ensemble blind deconvolution problem.
This is quite the opposite to the general one-dimensional blind deconvolution problem for which
there is no unique solution. Therefore, it is worthwhile noting that the collective information
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presented by an ensemble of one-dimensional images provides enough extra knowledge to
overcome the non-wtiqueness of the general one-dimensional blind deconvolution problem.
The above discussion has assumed that the point zeros of a particular Hm (w) are independent of those of every other Hm ( w ). However, when the one-dimensional ZAA algorithm
is applied in the astronomical speckle imaging setting, for certain seeing conditions characterised by particular statistics, some of the point zeros of the Hm ( w ); m = 1, ... , M, tend
to cluster in particular regions of the complex w-plane. Therefore, the average of the zero
maps of the point spread functions, that is Z[ Hm ( w )], may exhlbit apparently steadfast zeros
wltich have been referred to as obdurate zeros [Bates et al., 1985; Davey et al., 1986]. In the
absence of contamination, it is not possible for these obdurate zeros to be as pronounced as
the steadfast zeros in the averaged zero map and, therefore, they are eliminated in Z [H m ( w)].
However, when contamination is appreciable, the obdurate zeros pose a serious problem to the
one-dimensional ZAA algorithm and require additional processing steps to be employed.

7.2.1

Contaminated One-Dimensional Zero-and-Add

In every real-world application contamination is inevitable. Therefore, it is worth considering
the performance of the one-dimensional ZAA algorithm in the presence of contamination.
Since the most common application of one-dimensional ZAA is in solving the astronomical
seeing problem (see section 4.2), it is appropriate here to adopt the notation introduced in
Chapter 4 and thus describe an ensemble of M one-dimensional astronomical speckle images
as
(7 .7)
sm(x)=f(x) C:l hm( x )+cm(x); m= l, ... ,M,
where hm ( x) and Cm ( x) are the atmospheric point spread function and contamination term,
respectively, of the mth speckle image sm ( x ), and J( x) is the true image of the astronomical
object.
The effects of contamination upon the zero sheet representing a two-dimensional isoplanatically blurred image were discussed in section 5.6.5. Contamination influences the zero maps
corresponding to one-dimensional blurred images in a similar fashion: the positions of the zero
points move unpredictably and can no longer be directly associated with the true spectral zeros
of the point spread function and the true image.
Due to the contamination term, the speckle image sm ( x) is no longer an exact convolution
of the two component images. However, the extent of sm ( x) can still be identified and therefore
it can be treated as compact. Subsequently, the analytically continued Fourier transform Sm ( w)
of Sm ( w) is an EFET which can be described by its point zeros. Consider that, for the same
true image and same ensemble of point spread functions, the differences between each 8m ( :i:)
and its corresponding bm ( x ) is an infinitesimal amount of contamination, that is

sm(:i:)

= bm(x) + t:m( x ),

(7.8)

where the pixel values of t:m( x ) are very small compared with those of bm (:c). As a result of
the infutitesimally small amount of additive contamination and because Sm( w) is analytic, the
zero locations of the map Z[Sm( w )] will only be infinitesimally different from the locations
of the zeros in the map Z[Bm( w)]. Therefore, for low levels of contamination, the zeros due
to the true image J( x) within a particular Z[Sm( w )] are roughly coincident with those within
every other Z[Sm(w)]. The averaged zero map Z[Sm(w)] therefore shows some evidence of
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the reinforcement of the zeros of F( w ). However, as the contamination level increases, the
zeros of Sm (w) due to F( w) wander greater distances from their true locations. Consequently,
the task of identifying the zeros of F( w) in the average map Z [Sm ( w)] becomes increasingly
difficult.
To offset the migration of the zeros of F( w ), Davey et al. [ 1986] replaced all the dots
in the ensemble of zero maps Z[Sm( w )]; m = l , ... , M, with Gaussian discs. This is
achieved by convolving each zero map with a two-dimensional Gaussian blurring function
(see figure l.4(d)). For any particular level of contamination the maximum amplitude of the
Gaussian function is set to unity, however the effective width of the Gaussian function is
set according to the contamination level. The resulting ensemble of zero maps, denoted by
Zc;[Sm( w )]; m = 1, ... , M, are superimposed and averaged in the same fashion as described
by equation (7.5) to produce the averaged zero map Zc;[.5\n(w)]. Since the wandering zeros
of F( w) have been replaced by discs, the discs corresponding to any particular zero of F( w)
will tend to overlap in the zero map superposition and can thus be described as quasi-steadfast
zeros [Davey et al., 1986].
Obviously, because of the movement of the zeros, the maximum amplitude in the averaged
zero map of each disc corresponding to a quasi -steadfast zero will be significantly less than
unity. Thus, in the presence of contamination, the threshold parameter, 1:, introduced in
equation (7.6) and used to generate the thresholded zero map Z c:r[Bm(w)], must be chosen
to be significantly less than unity to accommodate for the movement of the zeros of F( w ). In
general, the parameter Eis reduced as the contamination level increases [Davey, 1989, §6.2.3].
While convolving the zero maps with a Gaussian blurring function has the advantageous
effect of enhancing the presence of the quasi -steadfast zeros, it simultaneously has the less
desirable effect of also enhancing any obdurate zeros [Davey et al., 1986]. The enhancement
of the obdurate zeros combined with the necessary decrease of Eto less than unity implies that
obdurate zeros are quite likely to appear in the thresholded zero map Zc:r[Sm( w)].
In the sense of ensemble deconvolution that is strictly blind there is no known method of
identifying and then removing any obdurate zeros within Z GT [ Sm ( w)]. However, because
obdurate zeros are induced by the atmospheric seeing conditions, their deleterious effect may
be significantly reduced through the use of an ensemble of speckle images of an unresolvable
reference object. Of course, as with other astronomical speckle processing techniques, the
ensemble of speckle images of the unresolvable object must be recorded under seeing conditions
that are statistically similar to those existing when the ensemble sm ( x ); m = 1, ... , M, is
recorded. Denote the ensemble of reference speckle images as s~t ( x ); m = I, . .. , M , and
their zero maps as Z[S~Jw)]. If the Z[.S',~t(w)]; m = l , ... ,M, are each convolved with
the aforementioned Gaussian blurring function and averaged to generate the averaged zero
map Zc;[S~t ( w )], this averaged map corresponding to the unresolvable object can be expected
to exhibit obdurate zeros similar to those appearing in Zc;[.S\n(w)]. It is now possible to
effectively remove the obdurate zeros from Z c:[Sm( w )] with the processing step defined by

SZ c; [Sm(w) , S~i(w)]

= Zc:[Sm(w)] -

Zc:[S~Jw)],

(7 .9)

where SZc:[Sm( w ) , S~( w )] is the subtracted averaged zero map. Because the seeing conditions give rise to the obdurate zeros, the zero map SZa[Sm( w ), S~i( w)] should be relatively
free of any signs of obdurate zeros. Appropriate thresholding of SZc:[Sm( w ), .S',~i( w )] should
subsequently lead to the correct identification of the zeros of F( w ).
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The compensation of the obdurate zeros through the use of the average zero map of an
unresolvable object is reminiscent of the other speckle imaging techniques (see Chapter 4)
which invoke a reference ensemble in order to calibrate for the seeing conditions.

7.2.2

Applications of One-Dimensional Zero-and-Add

Bates et al. [1985] initially presented the one-dimensional ZAA algorithm as a generalisation
of the shift-and-add (SAA) principle (see section 4.5.5). As explained in section 4.5.5.2, a
major shortcoming of the basic SAA algoritlun is its inability to reconstruct faithful estimates
of astronomical objects that are not dominated by a single bright unresolvable feature. Unlike
SAA, ZAA is potentially capable of accurately processing images of arbitrary objects. Thus,
Bates et al. [ 1985] proposed and proceeded to demonstrate that ZAA can be invoked in situations
·where basic SAA processing of an ensemble of speckle images produces a reconstruction that
is degraded by ghosting (see section 4.5.5.2).
Bates et al. [1985] and Davey et al. [1986] report the successful reconstruction of onedimensional images from simulated ensembles of contaminated one-dimensional speckle images. Due to tl1e necessity of computing spectral zeros for every member of the speckle
ensemble, ZAA processing is considerably more demanding computationally than SAA. However, for low levels of contamination, the ZAA algorithm may be successful for ensembles of
relatively small size and, thus, the computational requirements can be reduced by minimising
the number of speckle images processed. Davey et al. [ 1986] report successful one-dimensional
ZAA reconstructions from just 100 speckle images at appreciable levels of contamination. Although it is necessary to calculate all the point zeros of any speckle image Sm ( x ), if Sm ( x)
is real it is only necessary to process either the left or right hand half plane of the zero map
Z[Sm( w )]. This reduction of processing is due to the imaginary-axis symmetry of the spectral
zeros of real one-dimensional images (see section 5.2).
Davey et al. [1989b] describe an innovative approach to one-dimensional ensemble blind
deconvolution that incorporates both SAA and ZAA processing [Davey, 1989, §6.3.2]. Their
technique involves assigning each member of an ensemble of one-dimensional infrared speckle
images to one of several classes depending on the seeing conditions at the particular time of
recording for each image. The SAA algorithm is applied to each of the classes of speckle
images and, thus, a set of SAA images eventuates. As described in section 4.5.5.1, the
conventional method of obtaining an image estimate from a SAA image is to invoke a Wiener
filter constructed from the SAA image of a point source. However, it is often difficult to select
optimal parameters for tl1e Wiener filter (see section 3.1.2), therefore, Davey et al. [1989b]
applied one-dimensional ZAA to the set of SAA images. Through this combination of the SAA
and ZAA algorithms, Davey et al. [ 1989b] were able to deduce the separation and brightness
ratio of a binary star to within good agreement of the values computed from the same data
using the triple-correlation method (see section 4.5.4).

7.3

EXTENDING ZERO-AND-ADD TO TWO DIMENSIONS

Prior to the original work detailed in this thesis, the ZAA technique of ensemble blind deconvolution had been applied to two-dimensional images in two different ways. Both of
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these methods involve reducing an ensemble of two-dimensional images to a series of onedimensional ensembles.
The initial approach to this problem generates an ensemble of one-dimensional integral
projections of the ensemble of two-dimensional speckle images at a series of different projection angles (see section 2.4.1). Each ensemble of one-dimensional projections is subsequently
processed in the manner described in section 7.2 and an estimate of the true two-dimensional
image is obtained by invoking the theory of reconstruction from projections [Herman, 1979] .
The integral projection-based approach to two-dimensional ZAA is briefly described in section 7 .3.1.
The second extension of ZAA to two dimensions invokes the principle of the zero sheet
and employs the methods of zero calculation of two-dimensional z-transforms described in
section 5.6.1. Again a series of one-dimensional ensembles are formed, however in this case the
point zeros of these ensembles are samples taken from the ensemble of zero sheets representing
the ensemble of two-dimensional images. The one-dimensional ZAA algorithm is applied to
the point zero ensembles and a reconstruction of the true image is generated through the use of
the linear equations approach described in section 5.6.3.2. Section 7.3.2 discusses this second
method of extending ZAA to two -dimensions.
Perhaps the most effective implementation of two-dimensional ZAA would be realised by
applying the ZAA principle directly to the ensemble of zero sheets representing an ensemble
of two-dimensional images. The potential of this approach is foreshadowed by the discussion
in section 5.6.4 that employs the zero-sheet concept to demonstrate that two-dimensional blind
deconvolution is unambiguous. While at present the 'direct' application of ZAA to zero sheets
is computationally prohibitive, the idea is elegant and has many advantages over the methods
which involve forming one-dimensional projections of two-dimensional images. The potential
of zero sheet-based or 'direct' ZAA is discussed further in section 7.3.3.
Finally, the most recent extension of ZAA to two-dimensions applies the ZAA principle
to the ensemble of zero tracks representing an ensemble of two-dimensional images. This
approach is introduced and described in detail in the remaining sections of this chapter.

7.3.1

One-Dimensional Integral Projections

Sinton et al. [1986] invoked one-dimensional ZAA to overcome the ghosting effects of twodimensional SAA. To apply the one-dimensional ZAA algorithm to an ensemble of twodimensional images, Sinton et al. [ 1986] invoked the projection theorem (see section 2.4. 1).
Their approach involved calculating the one-dimensional speckle integral projection
O at
some constant angle¢ for each member of the speckle image ensemble Sm ( x ); m = 1, ... , M.
Refer to section 2.4.1 for an explanation of the notation employed to express projections and
their Fourier transforms.

Pt, (

The projection theorem states that the projection at an angle ¢ of the image f (x, y) is the
one-dimensional inverse Fourier transform of the function along a line inclined at an angle ¢
with the real axis through the spectrum F( u , v ). The one-dimensional projection pfm(0 is
compact, thus its one-dimensional spectrum, denoted
(a), is an EFET and can consequently
be represented by its zeros. Furthermore, the convolution theorem is valid along any line in
Fourier space and, therefore, the line spectrum
(a) is the product of
a) and
(a),

Pt

Pt

Pt(

Pt,,,
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which are the Fourier transfonns of projections at the angle ¢ of the true image f (:z: , y) and the
point spread function hm ( x , y ), respectively. Thus, the spectral zeros of Pt (a, ) are the union
of those of Pj( a,) and Ptm( O' ) .
Because the true image f (x , y) is a common convolution component of every .~m ( x , y ),
its projection p~ ( 0 persists as a convolution component in every member of the ensemble of

PL(

projections
0- Conversely, since hm ( x, y) changes with m, its projection can also be
expected to change and thus be different in every
0 - The ensemble of projections at the
projection angle ¢ can be written as

Pt (

(7.10)
where pfm (0 is the projection of the contamination tenn c( x , y ). The ensemble of projections
described by the above expression is therefore a candidate for one-dimensional ZAA processing.
After applying the one-dimensional ZAA algorithm to the projection ensemble described
by equation (7.10), an estimate of the projection of the true image at the angle ¢ can be
reconstructed. To obtain a reconstruction of a two-dimensional image from projections it is
necessary to know projections calculated for a sufficiently large number of projection angles
[Lewitt and Bates, 1978] . Therefore, the ZAA algorithm must be invoked for ensembles of
speckle projections for the series of projection angles c/> q; q = 1, .. . , Q. Once estimates of
Q different projections of f (x, y) have been obtained, the back-projection algorithm [Lewitt
et al., 1978; Hennan, 1979; Bates et al., 1983] can be invoked to reconstruct the estimate

J( x ,y).

7.3.2

Zero Sheet Projections

The ZAA principle can also be generalised to two dimensions by invoking the zero-sheet concept introduced in section 5.6. This generalisation was first reported by Bates and Lane [1987]
(c,f. Lane [1988, §6.4]) and is a forerunner to the zero track-based algorithm introduced in
section 7.5.
In two dimensions the ZAA principle can be expressed in tenns of zero sheets as (cf
equation 7.4))

Z[.F( ( , , )] ~ Z [S1 ( (, 'Y )] n Z[S2( (, 1 )] n .. . n Z [SM( (, 1 )],

(7 .11)

where each zero sheet Z[Sm((,,)] corresponds to the member sm( x ,y) of an ensemble of
two-dimensional speckle images. The zero sheet of a two-dimensional z-transfonn comprises
an infinite number of points that together fonn an analytic two-dimensional surface lying in a
four-dimensional space. In section 5.6.1 it was explained that a particular set of these points
can be calculated by fixing one of the z-transfonn variables, either (or,, to a constant and then
computing the zeros of the resulting one-dimensional polynomial. Thus, there is an infinite
number of one-dimensional projections of the zero sheet Z[.F( (, , )] that can be calculated
by fixing either ( or , to a constant in equation (5.42). Bates and Lane [ 1987] therefore
adopted the scheme of setting (or, to a constant and calculating the , - or (-plane point zeros,
respectively, for every z-transfonn of the lvI members of the two-dimensional speckle image
ensemble. The resulting zero maps are then processed in the manner described in section 7 .2.
As mentioned in section 7 .2.1, in the presence of contamination, it is often difficult to
correctly identify all the quasi -steadfast zeros in the averaged and thresholded zero map. This
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difficulty poses a serious problem when ZAA is applied to one-dimensional images or to
integral projections of two-dimensional images as an incorrect or overlooked zero produces
severe degradation on the reconstructed image. However, Bates and Lane [1987] note that if
ZAA is applied to an ensemble of two-dimensiona.l images by considering one-dimensional
projections of zero sheets, only a finite number of zeros need to be discerned from an infinite
number of possible projections. If the linear system of equations approach described in
section 5.6.3.2 is used to reconstruct from the point zeros of the averaged and thresholded
maps identified as pertaining to F( (, 1 ), then the identified zeros may lie at any positions on
the zero sheet and must number at least 2( N - I )2 + 1, where the extent of the image is N x N
pixels [lzraelevitz and Lim, 1987]. The consequence of this is that, if for a particular projection
of the zero sheet defined by ( = (c, less than ( N - I) quasi-steadfast zeros can be confidently
identified, then only those which reinforce most convincingly need to be used in the image
reconstruction process. Thus, it is possible to continue forming projections until as many point
zeros as necessary have been confidently identified [Lane, 1988, §6.4]. Because not every
quasi-steadfast zero of a particular averaged zero map needs to be identified, the threshold
level E applied to generate the thresholded and averaged map can be increased, thus reducing
the possibility of mistakenly identifying obdurate zeros as steadfast zeros and decreasing the
sensitivity of the technique to contamination.
It is worth noting at this point that, if either of the discrete Fourier transform approaches
to image reconstruction from zero sheets were employed in this method of extending ZAA
to two-dimensional, all or some of the advantage gained by invoking zero sheet projections
would be lost. For example, the conventional discrete Fourier transform (CDFT) image
reconstruction algorithm (see section 5.6.3.1) requires that the zero sheet samples lie on the
set of N one-dimensional projections of the zero sheet defined by ( = 1.0 exp( i</> ), where
</> = 21rn/ N; n = 0, ... , N - 1. Therefore, if the CDFT method of reconstruction is adopted,
there is no choice as to which one-dimensional projections of the zero sheet are processed with
the one-dimensional ZAA algorithm. Furthermore, all ( N - 1) zeros representing the image
must be located on every averaged map.
The generalised discrete Fourier transform (GDFT) reconstruction algorithm (see Chapter 6) also requires that the zero-sheet samples corresponding to a well-defined set of N
one-dimensional projections are located, however, it does provide more choice than the CDFT
method. The set of projections required to be processed in order that the GDFT reconstruction technique can be employed is specified by ( = l(Jexp(i</>), where</>= 21rn/N; n =
0, ... , N - l. While the magnitude of(, is not restricted to be unity, 1(1 must be constant
throughout tJ1e set of projections. Again, every zero representing the image must be identified in all N of the averaged zero maps if a faithful reconstruction is to be obtained. Thus,
although tJ1e GDFT approach to image reconstruction would afford some choice as to which
zero maps were processed to find the quasi-steadfast zeros, the choice is not near! y as broad as
that allowed by the linear system of equations reconstruction method. Therefore, employing
a reconstruction technique based on the OFT would greatly increase the susceptibility of zero
sheet projection-based ZAA processing to contamination.
Using the linear equations approach to reconstruction, and thereby providing themselves
with the maximum choice of quasi-steadfast zeros, Bates and Lane [1987] reconstructed a
reasonably faithful estimate of a 5 x 5-pixel image from an ensemble of 100 speckle images
in the presence of contamination with a level of 60 dB.
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Potential of 'Direct' ZAA

The two-dimensional extensions of ZAA described in sections 7.3.1 and 7.3.2 both take the
approach of reducing the dimensionality of the two-dimensional data in such a way that zero
maps containing disjoint point zeros are processed by the one-dimensional ZAA algorithm
described in section 7.2. By adopting this approach, a considerable amount of information is
discarded because, as emphasised by the discussions of the uniqueness of blind deconvolution
in one and two dimensions (see sections 5.2.2 and 5.6.4), a zero sheet is a single continuous
surface rather than a collection of isolated point zeros. Thus, the point zeros appearing in
the zero maps processed by the two techniques of extending ZAA to two dimensions are not
actually independent of each other. If information about the dependency of these point zeros
can be incorporated into a two-dimensional ZAA algorithm it is most likely that the faithfulness
of the reconstructions will be improved.
Ultimately, the most powerful method of implementing two-dimensional ZAA involves
applying the ZAA principle directly to an ensemble of zero sheets as they exist in fourdimensional space. This type of processing would require the generation, superposition and
combining of several zero sheets. Then, after compensating for obdurate zeros, the combined
zero sheet could be thresholded to produce the quasi-steadfast zero sheet.
This direct approach to two-dimensional ZAAhas an inherent advantage over the techniques
that employ one-dimensional projections in that the target of the processing is an ensemble of
smooth and continuous zero sheets rather than a series of ensembles of disjoint point zeros.
Since the point zeros comprising a zero sheet are necessarily connected, it is possible to
determine whether two zeros that appear to be quasi-steadfast represent the same image by
attempting to track along the surface of the zero sheet from one quasi-steadfast zero position
to the other.
The discussion of the effects of contamination upon zero sheets presented in section 5 .6.5 is
useful in predicting the outcome of superimposing and combining an ensemble of zero sheets,
each representing a contaminated two-dimensional speckle image. Because of the inevitable
contamination, the zero sheet representing each speckle image will be a fully connected surface.
However, provided the level of contamination is low, different parts of this zero sheet will very
closely approximate parts of the zero sheets describing the image J( x , y) and the point spread
function hm ( x, y ). Therefore, when the zero sheet ensemble is fanned, the portions of the zero
sheets that correspond to the common convolution component J(x, y) and that are not seriously
distorted by contamination will lie close together. In regions where the effect of contan1ination
has been to seriously distort the image component zero sheet, the combined zero sheet may not
be a faithful representation of Z [F( (,, )] . However, remembering that each speckle image is
blurred and contaminated differently, the distortions of the part of the convolution zero sheet
due to J( :c, y) will vary in size and location. In particular, the bridging effect illustrated in
figure 5.17 will not, in general, occur in the same region of the zero sheet for each ensemble
member 8m ( x, y ). Thus, if a sufficient number of zero sheets are combined to form a single
representative sheet, the effects of contamination will be diminished.
Another advantage of a 'direct' implementation of two-dimensional ZAA is that obdurate
zeros may possibly be more effectively eliminated than in the case of the one-dimensional ZAA
algorithm. Remember that obdurate zeros occur when the ensemble hm(:c, y ); m = 1, ... , M ,
of atmospheric point spread functions all have a few very similar spectral point zeros and these
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zeros appear as quasi-steadfast zeros in the averaged zero map. It seems unlikely that this same
phenomenon will be observed when an ensemble of zero sheets is combined. Although the
zero sheets Z[Hm( ( , 1 )]; m = 1, ... , M, may all appear somewhat similar in some localised
regions of four-dimensional z-space, they will not display this characteristic globally. Thus,
if the zero sheets are compared over an expansive region of z-space, those showing localised
similarity only (corresponding to the atmospheric seeing conditions) can be eliminated easily.
In the presence of appreciable levels of contamination it would seem unreasonable to expect
any form of processing of the zero sheet ensemble to yield a smooth and continuous quasisteadfast zero sheet. The parts of the zero sheets due to F( (, 1 ) may all be so severely distorted
in some particular regions that no amount of processing can usefully recover the representative
zero sheet there. Fortunately, however, it is also unnecessary to identify a complete, fully
connected quasi-steadfast zero sheet. Rather, it is adequate to identify sufficient portions of
the common zero sheet embedded in the ensemble and simply reconstruct an estimate of the
true image from samples taken from these possibly disjoint portions of the quasi -steadfast zero
sheet.
While in theory ' direct' two-dimensional ZAA seems more effective than the one-dimensional
projection approaches, there are many unsurmountable technical difficulties associated with
the implementation of such an algorithm. As with any algorithm employing the concept of
the zero sheet, these problems largely arise because the zero sheet of a two-dimensional image
resides in a four-dimensional space. The visualisations of zero sheets presented in Chapter 8
demonstrate that computing finite sections of a zero sheet is possible. However, calculating,
superimposing and combining the zero sheets of a large number of reasonably large images (i .e.
greater than 8 x 8 pixels in extent) is, at present, computationally prohibitive. Not only would
it be extremely computationally expensive to calculate the zero sheet representing each speckle
image, huge amounts of computer storage would be required to store the four-dimensional data
sets. The zero tracks shown in figure 5 .10 indicate that the point zeros lying on the zero sheet
of a reasonably sized image must be calculated at extremely small spacings in order that they
can be accurately assembled to form a true representation of the analytic zero sheet.
The above discussion suggests that, with the computing facilities currently available,
'direct' two-dimensional ZAA is not practical. However, there are two other ways that twodimensional ZAA can be realised. While these approaches are possibly more advanced that the
one-dimensional projection approaches described in sections 7.3.1 and 7.3 .2, they are unlikely
to be as successful as a 'direct' implementation.
The first of these possible approaches involves selecting a series of disjoint areas of the zero
sheets to which the ZAA principle is applied. The computational requirements of applying
ZAA to only certain regions of the zero sheets would be drastically reduced compared to
the 'direct' approach that proposes processing the fully connected zero sheet. However, for
large ensembles of images of a practical size, a scheme of this form is still expected to be
prohibitively expensive computationally.
The second approach, which is the subject of the remainder .of this chapter, involves
reducing an ensemble of zero sheets to an ensemble of zero tracks (see section 5.6.1) and then
applying the ZAA principle to the zero track ensemble. This zero track-based approach can
be viewed as an advancement of the one-dimensional zero sheet projection algorithm reported
by Bates and Lane [1987) and described here in section 7.3.2. The point zeros processed
by Bates and Lane [1987) are effectively one-dimensional projections of the zero sheet and
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correspond to discrete samples lying on the zero sheet. In contrast, a zero track is effectively
a two-dimensional projection of the zero sheet and represents a continuous contour along the
zero sheet. Thus, by considering zero tracks rather than zero points, the connectivity of the zero
sheet is being used to partial advantage (only a 'direct' implementation of two-dimensional
ZAA would exploit the connectivity of the zero sheet to full advantage). Furthermore, although
generating and processing an ensemble of zero tracks is reasonably computationally expensive,
it is not prohibitive. Thus, it has seemed worthwhile to pursue the implementation of a twodimensional ZAA algorithm based upon zero tracks. Such an algorithm, along with an extensive
set of illustrative results, is presented in the following sections of this chapter.

7.4

ZERO TRACK ENSEMBLES

A new approach to generalising the one-dimensional ZAA algorithm to two dimensions is now
described and illustrated with examples. This approach applies a slightly modified version of
the ZAA principle to ensembles of zero tracks and is henceforth referred to as zero track-based
two-dimensional ZAA .
Introduced in section 5.6.1, a zero track is a two-dimensional projection of a zero sheet
which lies in four-dimensional z-space. Assuming that z-space is defined by the complex
variables ( = pexp(i¢) and 1 = a+ i(J, then a zero track can be formed by varying (
continuously along the zero sheet surface and plotting the corresponding values of I on a plane
defined by the Cartesian coordinates (a , /3). A set of zero tracks, calculated for some circular
(-plane contour defined by a constant value of p, accurately represents some cross-sectional
slice of the zero sheet as projected onto a three-dimensional space defined by the coordinates
( a, /3, p) (see figure 5.7). Therefore, it is valid to assume that ensemble blind deconvolution
can be achieved through appropriate processing of zero tracks. Thus, the zero track-based ZAA
algorithm considers an ensemble of zero tracks which have been calculated from an ensemble
of images and all correspond to the same (-plane contour. From the ensemble of zero tracks the
algorithm attempts to extract the common tracks which have been derived from the true image
J( x, y ). Note that while the magnitude of the complex variable ( is denoted by p throughout
Chapter 5, in this chapter it will herein be more explicitly written as 1(1.
Consider the 8 x 8-pixel image f (x, y) shown in figure 7.1 (a). The pixel values of
this image have been selected using a pseudo-random number generator and are uniformly
distributed between O and 1. Suppose that this image is convolved with an ensemble of M
8 x 8-pixel speckle point spread functions hm ( x, y ); m = 1, ... , M, to create an ensemble
of uncontaminated isoplanatically blurred speckle images denoted bm ( x, y ); m = 1, ... , M.
The speckle point spread functions have been generated using the simulation method described
in section 4.4. A typical point spread function hm ( x, y) is shown in figure 7.1 (b) and the
uncontaminated speckle image bm ( x, y) produced by the convolution of f (x, y) and hm ( :z:, y)
is shown in figure 7.l(c).
The zero sheet union relationship introduced in section 5.6.4 states that the zero sheet
representing bm(x, y) is the union of the zero sheets representing J(x, y) and hm(x, y). Since
zero tracks are simply projections of zero sheets, they also exhibit the union relationship. Figure 7 .2(a) displays the ,-plane zero tracks calculated from the image J( x, y) and corresponding
to the (-plane contour defined by fixing 1(1 equal to unity and varying¢ from Oto 21r radians
in 600 equally spaced increments. Figure 7.2(b) shows the zero tracks representing hm ( x, y)
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Figure 7.1 The convolution of a true image f (x, y) and a simulated speckle point spread function hm ( x, y ).
(a) The true 8 x 8-pixel image, f (x, y); (b) an 8 x 8-pixel speckle point spread function, hm ( x, y); and (c)
the uncontaminated speckle image bm(x, y) which is the 15 x 15-pixel convolution off (x , y) and hm (x, y).
Note that the pixel size in (c) is reduced compared to that in (a) and (b).

for the same (-plane contour and figure 7.2(c) shows the zero tracks which were obtained from
the convolution bm(x, y). Clearly, the zero tracks shown in figure 7.2(c) (i.e. those of the
convolution) are the union of the zero tracks representing the convolution components J( x, y)
and hm(x, y).

/3

(a)

(b)

(c)

Figure 7.2 -y-plane zero tracks of the images shown in figure 7.1. All these tracks have been calculated by
fixing 1(1 = 1.0 and varying</> over the range Oto 211" radians . The extents of all the axes of these plots are
-4 and 4. (a) The zero tracks derived from f (x , y ); (b) those of hm(x, y ); and (c) the zero tracks calculated
from bm (x , y) are clearly the un-ion of those representing f(x , y) and hm (x , y ).

In section 5.6.4 it was described how the single uncontaminated image bm(x, y) can be
unambiguously deconvolved into its component images through consideration of the zero sheet
Z [Bm ((,,)]. However, when contamination is present, deconvolution using zero sheets, or
equivalently zero tracks, and considering just a single degraded version of the true image is not
necessarily unique. Fortunately, despite the presence of additive contamination, the additional
information provided by an ensemble of degraded versions of the same true image increases
the possibility of obtaining a solution that is a faithful estimate of the original true image. Thus,
when the ensemble of images bm ( x, y ); m = 1, ... , M, is available it is useful to superimpose
the zero tracks calculated for each member of the ensemble. This superposition is illustrated
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in figure 7.3(a), where the zero tracks corresponding to the closed circular (-plane contour
defined by 1(1 = 1.0 for each member of an ensemble of ten uncontaminated speckle images
are shown. As there is no contamination, the zero tracks pertaining to the true image f ( x, y)
(shown in figure 7.l(a)), which is common to every convolution bm(x, y); m = 1, ... , 10,
are exactly the same in very set of zero tracks. The ensemble of zero tracks calculated for a
particular (-plane contour are herein denoted Z [Bm ((%', 1 )], where the superscript <p indicates
that the phase of ( is being varied. Before plotting the ensembles of tracks shown in figure 7.3,
a very slight offset was added to the tracks so that the zero tracks within each Z [Bm ((%', 1 )]
due to the true image f (x, y) appear bolder than those pertaining to the point spread functions
hm(x, y); m = 1, ... , 10.
As can be seen from figure 7.3(a), in the absence of contamination, it is extremely
easy to identify and extract the zero tracks Z[F((%',,)] from the ensemble of zero tracks
Z[Bm( (%', 1 )]; m = 1, ... , 10. However, it is already known that the two-dimensional
ensemble blind deconvolution problem is trivial in the absence of contamination, what is
of greater interest is the employment of zero tracks to solve the problem in the presence
of contamination. Therefore, uniformly distributed noise was added to each convolution
bm(x, y); m = 1, ... , 10, to create an ensemble gm(x, y); m = 1, ... , 10, where gm(x, y) =
f( x, y) (:) hm( x, y) +cm( x, y ), of blurred and contaminated speckle images. Contamination of
three different levels was added to each bm ( x, y) and thus three noisy ensembles with contamination levels of 60, 50 and 40 dB were created. The contamination level is expressed in the
manner of a signal-to-noise ratio as described in section 2.1. The zero tracks generated from
the three contaminated ensembles for the (-plane contour defined by ( = 1.0 exp( i<jJ ), with
c/J varied from 0 to 21r radians, are displayed in the remaining three plots of figure 7.3. Figure 7.3(b) shows the zero tracks of the ensemble with a 60 dB level of contamination. Although
the zero tracks pertaining to f (x, y) are no longer exactly identical across the entire ensemble,
they can still be easily discerned from the unruly tangle of tracks that represent the zero sheets
of the point spread functions hm ( :z;, y ); m = l, ... , l 0. Even when the contamination level
is increased to 50 dB, as shown in figure 7.3(c), the tracks due to the f(x, y) component of
each contaminated convolution still tend to align reasonably well throughout the ensemble.
Figure 7.3(d) shows the resulting zero tracks when the ensemble is contaminated to a level of
40 dB. In this plot it is far more difficult, if not impossible, to visually identify a set of similar
tracks that may describe the true image. However, there is a tendency for the zero tracks to
crowd each other, particularly around the boundary of the unit circle. Thus, a plot that zooms in
on the area within the unit circle of the ,-plane will possibly show more evidence of alignment
between the zero tracks describing the true image. Such a plot is presented in figure 7.4 along
with the corresponding plots of the uncontaminated, 60 dB level and 50 dB level contaminated
ensembles. This figure simply shows enlargements of the central regions of the plots shown
in figure 7.3. It is clear from figure 7.4(d) that the tracks representing the image f(:z:, y) show
some alignment even in the presence of 40 dB level contamination.
An interesting feature of zero tracks in the presence of additive contamination can be
observed in the plots of figures 7.3 and 7.4; the perturbation of the zero tracks (or zero sheets)
due to contamination tends to increase with increasing distance from the origin of the ,-plane.
Quite clearly, the parts of the contaminated zero tracks describing f (x, y) that lie close to the
origin align more tidily than those that lie further towards the extents of the plots. A reason
from this behaviour is suggested by the mapping between Fourier space and z-space, described
by equation (2.119) and illustrated in figure 2.12, which shows that half of the four-dimensional
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Figure 7.3 The superimposed zero tracks of an ensemble often differently degraded versions of the true image
f ( x, y) shown in figure 7.l(a). (a) The zero tracks of the uncontaminated ensemble bm ( x, y ); m = 1, ... , 10 ,
calculated for 1(1 = 1.0 and rp = 0 to 21r radians; (b), (c) and (d) the zero tracks of the same ensemble but
with additive contamination levels of 60 dB , 50 dB and 40 dB respectively. All axes in this figure extend
between -4 and 4.

Fourier space defined by the complex variables ( w = u + it , r = v + is) is mapped to the
four-dimensional unit 'sphere' in z-space. Therefore, when considering ,-plane zero tracks,
the parts of the tracks that lie within the unit circle and hence correspond to the spectral zeros
that lie in the upper half of the plane defined by the complex Fourier variable r, exhibit less
absolute distortion than the zero track sections lying beyond the unit circle.
The amount of information presented by each plot of superimposed zero tracks can be
reduced by half by recognising that because the Sm ( x , y ); m = 1, . . . , M, are real, the zero
tracks are symmetrical about the a -axis of the ,-plane (see section 5.6.2). Thus, if the ensemble
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(a)

(b)

(c)

(d)

Figure 7.4 The same ensembles of superimposed zero tracks as shown in figure 7.3 , however the extents
of the axes of these plots have been reduced to -1.5 and 1.5 in order to display more detail of the extremely
intricate zero tracks. (a) The uncontaminated ensemble of zero tracks; (b), (c) and (d) the same zero tracks
with additive contamination of levels 60 dB, 50 dB and 40 dB respectively.

of zero tracks were calculated for the unclosed (-plane contour defined by fixing I( I = 1 .0 and
varying qJ from O to 1r radians, the lengths of the zero tracks that are to be processed will be
halved and the superimposed plots of these tracks will appear considerably less crowded. It is,
of course, unnecessary to process the complete zero tracks due to the redundancy of information
afforded by the symmetry of the zero sheets or zero tracks representing real-valued images.
If, however, a complex image is to be deconvolved, the entire zero tracks would require
processing. Note that while the zero track-based two-dimensional ZAA algorithm is described
and demonstrated in terms of real-valued images, it is equally applicable to ensembles of
complex images.
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To further reduce the amount of information processed collectively, the zero track-based
ZAA algorithm described here considers the zero tracks of the ensembles as divided into two
sections corresponding to (-plane contours of equal length. Thus, one ensemble contains
the zero track sections calculated for ( = 1.0 exp( i </>) with </> varied from O to 1r /2 radians
and the other ensemble contains the zero tracks section for ( = 1.0 exp( i</>) with </> varied
from 1r /2 to 1r radians. To demonstrate the reduction in the amount of information that must
be processed within each superposition of zero tracks, figures 7.5 and 7.6 display the zero
track sections corresponding to varying </> from Oto 1r /2 radians and from 1r /2 and 1r radians
respectively. These ensembles of zero track sections confirm that, even for reasonably high
levels of contamination, it remains possible to visually estimate from the ensemble of noisy
zero track sections an approximation of the zero track sections describing the true image.
Aside from reducing the total amount of information processed simultaneously, partitioning
the zero tracks into sections has another advantage that is related to the different amounts of
absolute distortion apparent in different parts of the tracks. Consider, for example, the long
circular zero track sections of f (x, y) appearing in the upper left quadrant of figure 7.5(a)
that have been calculated for </> = 0 to 1r /2 radians. At a contamination level of 40 dB these
track sections do not align sufficiently well to be recognised as a set of matching tracks (see
figure 7.5(d)). However, the adjoining track sections calculated for </> = 1r /2 to 1r radians
and shown in figure 7 .6 do align well at the 40 dB contamination level. Therefore, while the
excessively distorted part of the zero track (due to </> = 0 to 1r /2 radians) can be discarded, the
less distorted part (due to </> = 1r /2 to 1r radians) can be retained.
Although distinguishing the set of similar zero track sections representing the image f ( x, y)
from the remainder to the zero track sections that pertain to the point spread functions is
reasonably straightfoiward visually, it is not so simple computationally. If the original ZAA
principle is invoked at this stage, each of the plots of figures 7 .5 and 7 .6 would themselves be
treated as pixellated two-dimensional images. The pixel values of these images would reflect
the number of zero tracks passing over each particular pixel. However, to quantify an image
that accurately represents the superposition of the zero tracks the resolution of the image would
need to be very high to show sufficient detail and, therefore, the extents of the images would
be required to be very large. Consequently, a slightly different implementation of the ZAA
principle has been invoked in the zero track-based ZAA algorithm. The next section describes
in detail how this algorithm attempts to locate groups of similar zero track sections within
ensembles of contaminated zero track sections.

7.5

ZERO TRACK-BASED TWO-DIMENSIONAL ZAA ALGORITHM

The approach taken by the zero track-based ZAA algorithm to obtain an estimate of the
zero tracks representing the true image f( x , y) is not an exact implementation of the ZAA
principle described in section 7.1, but a slightly adapted version of it. The underlying theme
of extracting the common zeros, whether they be points, tracks or sheets, from within an
ensemble of superimposed zeros remains unchanged; the modifications arise at the extraction
stage. The original one-dimensional ZAA algorithm forms an image which is based on the
average of the superimposed zero maps. This averaged map is then thresholded to obtain a
set of quasi-steadfast zeros that approximate the true zeros off ( x, y ). In contrast, the zero
track-based ZAA algorithm takes the approach of representing each zero track section within
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(a)

(b)

(c)

(d)

Figure 7.5 To reduce the amount of processing required it is possible to take advantage of the symmetry
of the zero tracks de scribing real-valued images and only process the zero track section calculated from
the unclosed (-plane contour defined by ( = 1(1 exp( irp ) where ¢ is varied from 0 to rr radians. The zero
track-based ZAA algorithm further reduces the total amount of information processed in each application of
the ZAA principle by partitioning the zero track sections into two further subsections . This figure displays
the ensemble of zero track sections calculated for ( = 1.0 exp( irp ) with ¢ varied from Oto rr /2 radians. The
ensembles of zero track sections are shown for (a) the uncontaminated case; (b) 60 dB; (c) 50 dB ; and (d) 40
dB levels of contamination .

the ensemble by a set of characterising parameters. A clustering algorithm is then employed
to locate sets of similar zero track sections in the new space spanned by the characterising
parameters. Once a set of matching track sections, herein referred to as a cluster, has been
identified by some suitable cluster-forming algorithm, a single track representative of all the
members of the cluster is computed and this final track, along with tracks representative of other
clusters, is used in the reconstruction of an estimate of f (x, y ). The following subsections

190

CHAPTER 7

TOWARDS TWO-DIMENSIONAL ZERO-AND-ADD

I
(a)

(b)

(c)

(d)

Figure 7.6 The second ensemble of zero track sections derived from the ensemble of speckle images . These
sections are calculated for the (-plane contour defined by setting 1(1
1.0 and varying </> from 1r/2 to 1r
radians . The zero track sections of (a) the uncontaminated ensemble; ensembles with (b) 60 dB; (c) 50 dB
and (d) 40 dB contamination levels are displayed .

=

describe in detail the various stages of the zero track-based ZAA algorithm. Section 7.5.1
describes the characterisation of a zero track section by a set of parameters. The clustering
algorithm employed in the production of the results demonstrated in this thesis is detailed in
section 7 .5 .2. Section 7 .5 .3 introduces two methods of obtaining a single zero track section that
is representative of a cluster of similar sections and section 7.5.4 describes the reconstruction
of an estimate of the true image from a set of representative tracks.

7.5
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Zero Track Parameters

For the ensembles of 15 x 15-pixel images considered in the production of the results presented
in this chapter, each zero track section was calculated by varying the (-plane angular polar
coordinate </> over a range of 1r /2 radians in 200 equally spaced increments (i.e. spacings of
0.008 radians). Thus, each zero track section comprises a series of 201 complex point zeros.
Th.is number of points was selected after empirical observations showed that varying </> in
increments of 0.008 radians meant that, in general, the ,-plane zero tracks derived from a
15 x 15-pixel image were smooth. Using less </> samples increases the likelihood that the zero
tracks will be incorrectly formed and, while using a larger number of samples may provide
improved representations of the zero tracks, it seemed an wmecessary computational expense
for images of 15 x 15-pixel extent.
Rather than representing each zero track section by 201 data points, it is proposed to
represent each by a moderately sized set of descriptive parameters. This set of parameters is
then to be employed to represent each zero track section in the clustering algorithm described
in section 7.5 .2. Thus, the success of the clustering algorithm relies heavily on a sensible
selection of parameters to represent the zero track sections.
Given a continuous unclosed curve on a two-dimensional plane, there are a large number
of parameters that characterise various aspects of that curve. The task of devising a set of
parameters that concisely and unambiguously represent the curve is not simple. To describe
zero track sections of the form of those shown in figures 7.5 and 7.6, a large set of parameters
was initially proposed. Details of each of these parameters are given in the following list.
• L: the total arc length of a zero track section. Th.is parameter was calculated by summing
the distances between point zeros corresponding to consecutive values of </> along the
entire length of the zero track section.
• S: the length of the chord joining the ends of the zero track section. This parameter
is included to provide a distinguishing feature between a long reasonably straight zero
track section that has well separated end points and a track of equal length that curls back
upon itself and, consequently, has end points that are close together.
• 0: the direction of the chord in the sense of increasing ef1 values. This parameter is taken
to be the angle, it an anticlockwise sense, between a horizontal line drawn through the
first point zero of a zero track section and the chord joining the two end points of the
section.
• r: the radial position of the centre of the zero track section. The value of r is taken to be
the radial polar coordinate of the point zero whose arc length from the start of the zero
track section is closest to L /2. Note that although the (-plane coordinate </> is varied in
equal increments, the corresponding ,-plane point zeros do not progress evenly over the
,-plane. Therefore, the point zero of a particular zero track section corresponding to the
mid-range</> value is unlikely to lie half way along the ,-plane zero track section.
• {): the angular position of the centre of the zero track section. This parameter is the
angular polar coordinate, with respect to the positive a-axis and in an anticlockwise
direction, of the same point zero selected in the calculation of r.
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• z: the radial position of the point zero corresponding to the mid-value of the ¢ range.
Depending on whether the zero track section of interest has been calculated for a range
of ¢ from O to 1r /2 or from 1r /2 to 1r radians, z is the radial distance from the ,-plane
origin to the point zero corresponding to ¢ = 1r /4 or¢ = 31r /4 radians respectively.
• <p: the angular position of the point zero corresponding to the mid value of the ¢ range.

This parameter is the angular polar coordinate of the same point zero from which the
parameter z is obtained. Note that, in general, the parameter pairs (r , '!?) and (z, <p ) are
not equal.
• A: the integral between the zero track section and the chord joining its end points. This
integral is calculated with respect to the axis formed by extension of the chord and by
assigning the area bounded by the track to be positive 'above' the axis and negative
'below'. Thus, if the zero track section is a single cycle of an in-phase sine wave, the
integral A would be exactly zero.

• B: the absolute area between the zero track section and the chord joining its end points.
The parameter B is calculated in the same way as A except that all areas are assumed to
be positive.
To investigate the usefulness of the nine parameters described above an experiment using
the statistical technique of discriminant analysis was conducted [Klecka, 1980]. Discriminant
analysis allows for the investigation of the differences between two or more groups of objects
with respect to several variables simultaneously. Suppose that each member of a given set of
objects can be classified onto one of a number of groups of similar objects. If each object
is represented by a set of P parameters, the technique of discriminant analysis is employed
to determine the ability of each of the parameters to discriminate between groups of similar
objects. Thus, the aim of the discriminant analysis experiment performed here was to discover
which combination of the nine parameters described above best emphasises the differences
between groups of similar zero track sections.
Most classification schemes, when presented with a collection of objects, aim to classify
every one of those objects. However, in contrast to this general trend, the zero track section
classification problem only requires that the image zero tracks (i.e. the Z[F( (f., 1' )]) be
clustered and not those of the point spread functions (i.e. the Z[Hm ((f., 1' )]). Therefore, it
has been necessary to adapt the zero track section data in order to apply discriminant analysis
techniques.
To obtain a set of zero tracks of which all should be classified, the zero tracks of the point
spread functions were removed by simply considering the ensemble dm( x, y ); m = 1, .. . , M ,
of contaminated images described by

dm( x , y)

= f( x, y) + cm( x, y);

m

= 1, ... , M.

(7.12)

This ensemble of images produces a set of zero tracks similar to those representing f (x, y) but
distorted due to the additive contamination. Obviously, no bridging between component zero
sheets will be observed in the zero sheets Z [Dm( (, 1' )]; m = 1, ... , M. To ensure that the
discriminating task was not trivial, the level of the additive contamination was set high at 20
dB. The complete set of the nine parameters listed above were calculated for each zero track
section and each zero track section was labelled according to the cluster of similar tracks to
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which it belonged. This initial classification was perfonned visually by comparing the noisy
zero track sections calculated from each dm ( :z;, y) with the uncontaminated zero track sections
describing f (x, y ). The input data for the analysis was derived from two real-valued 8 x 8-pixel
images and each image was contaminated with twenty independent noise functions of a 20
dB level. Discriminant analysis was then applied using the SAS statistical analysis package
[SAS, 1985].
As described in section 7.4, zero track sections for each ensemble of images dm ( x, y ); m =
1, ... , 20, were calculated by fixing 1(1 = 1.0 and varying¢ between 0 and 1r /2 radians and then
also varying ¢ from 1r /2 to 1r radians. Thus, in total four separate sets of data were processed
by the statistical package. Each of these sets of data comprised 140 zero track sections. There
were slight variations in the results and from this small experiment it was not possible to prove
conclusively which of the nine parameters was the most discriminating. However, useful
general trends appeared in the results. It was always the positional parameters (r, {), z and cp)
that provided the most discrimination between clusters of zero track sections. A useful amount
of discrimination was provided by the length and direction parameters (L, S and 0). Finally,
the integral and area parameters (A and B) contributed least to the discrimination between
clusters of track sections. Therefore, the first seven parameters listed above (i.e. r, {), z , c.p, L,
S and 0) were adopted as the characterising parameters to be used by the clustering algorithm
in its attempt to identify clusters of similar zero track section. These seven parameters are
illustrated for a hypothetical zero track section in figure 7.7.
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Figure 7.7 The seven parameters employed to characterise the zero track sections. See text for definitions
of the parameters.
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Clustering Algorithm

The problem of separating a set of objects onto groups or clusters showing similar properties
arises in such diverse fields as biology, botany, psychology, zoology, sociology, artificial
intelligence and information retrieval. Formally, this classification problem can be posed as
[Everitt, 1980]:
'Given a number of unclassified objects or individuals, each of which is described
by a set of numerical measures, devise a classification scheme for grouping the
objects into a number of classes such that objects within classes are similar in
some respect and unlike those of other classes'.
This type of problem is often referred to as a cluster analysis problem and, because for
real-world data sets the problem is not always simple to solve, a large number of clustering
techniques has been devised. Some of these techniques are specific to certain types of data
and others have more general application. Assume that each member of a set of Q objects that
is subjected to cluster analysis is described by a set of P measurements or parameters. Thus,
the raw data input to the clustering technique consists of an ( Q x P) matrix, X, of parameters
where

X=

and

Xi p

XJ I

x1 2

X jp

X2J

x22

Xzp

XQ!

XQ2

XQP

(7 .13)

is the value of the pth parameter for the ith object of the set under investigation.

In general, the measurements describing each individual object may be quantitative (e.g.
length, age, weight, etc.), qualitative (e.g. colour) or binary (e.g. the presence or absence
of some property). Thus, the first stage of the majority of clustering techniques is to convert
the raw data of matrix X to a matrix D of inter-object similarity or distance measures. The
clustering algorithm then proceeds to cluster the objects according to the values within the
matrix D. Obviously, the result of the clustering technique is only as meaningful as the
measures of similarity or distance between the objects and, therefore, careful consideration
must be given to the way in which the P parameters are selected and defined and the process
by which the similarity or distance measures are calculated.
A similarity measure or coefficient is one way of describing the relationship between two
objects given the values of a set of P parameters common to both. A similarity coefficient can
incorporate binary, qualitative and quantitative measures and is therefore extremely useful in
many natural science applications of cluster analysis. In general, similarity coefficients take
on values in the range of 0 to 1. Gower [ 1971] proposed a similarity coefficient defined as
(7 .14)
where Sij is the similarity coefficient describing the relationship between the ith and jth objects
of the set, 8ijp is the score of the pth parameter with respect to the ith and jth objects, and
11\jp is the weight of that same parameter. The weight Wijp is set equal to 1 or O depending on
whether the comparison between objects i and j is valid for parameter p. This weight is only
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set to O when the parameter p is unknown for one or both of the objects. Obviously, if Wijp
is equal to zero for all P parameters, Sij is undefined. The scores Sijp are defined differently
depending on whether the respective parameter is a binary, qualitative or quantitative. For
binary data, Sijp = 1 if the parameter pis 'true' for both objects i and j, otherwise it is set to
zero. In the case of qualitative data, Sijp = l if the two objects i and j are identical for the
pth parameter, and Si jp = 0 if they differ. If the parameter p is quantitative, the score Sijp is
defined as
.. - 1 lx ip - Xjpl
(7 .15)
Si]p R
'
p

where Xip and x jp are the values of parameter p for the objects i and j, respectively, and Rp is
the range of parameter p.
Several distance measures or metrics have been proposed in the literature. By definition,
a distance measure d( x, y) between points x and y must satisfy the following conditions
[Everitt, 1980]:
1. d(x, y) ~ 0; d(x, y)

= 0 if x = y;

2. d(x, y)

= d(y, :r );

3. d(x, z)

+ d(y, z) ~ d(x, y).

The most well-known and widely used distance measure in clustering applications is the
Euclidean metric. This metric defines the distance, dij, between objects i and j as

(7.16)
where again Xip and Xjp are the values of the pth parameter for objects i and j. Calculating
dij from raw parameter values is unsatisfactory since the result is erroneously affected by the
differing scales across the parameters. In the case of the zero track-based ZAA algorithm,
this problem was further complicated by the inclusion of three angular parameters. The linear
parameters (L, S, rand z) selected to characterise each zero track section (see section 7.5.1)
can be straightforwardly standardised to have zero mean and unity variance. However, the
remaining three characterising parameters (0, {) and r.p) are angular variables and, consequently,
pose two difficulties that require special consideration.
The first of these difficulties is the apparent discontinuity between O and 21r when the range
of each angular parameter is specified from O radians in the positive a-direction of the ,-plane
to 21r radians anticlockwise. According to the distance measure defined by equation (7.16),
a zero track section with a direction parameter value, 0, of slightly more than zero radians
will incorrectly appear to be very different to a zero track section with a direction 0 of just
less than 21r radians. Therefore, when calculating the difference between two values of an
angular parameter, the absolute angular differences in both the clockwise and anticlockwise
directions are calculated and the minimum of these is taken to be the actual difference. The
second difficulty that the angular parameters 0, {) and <p pose is concerned with the scaling of
the parameters. Since the angular parameters are likely to be uniformly distributed throughout
the range of Oto 21r radians, it is clearly illogical to standardise them in the same fashion as the
linear parameters. Instead, the range of O to 21r radians is normalised by mapping it onto the
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range from -1 to +1. Thus, if the values of an angular parameter for two objects are separated
by 1r radians, in terms of this angular parameter only, these objects will have the maximum
possible difference of 1. Therefore, in calculating the Euclidean distance d ij as defined by
equation (7 .16), each parameter value Xi p is replaced by either a standardised or normalised
quantity, depending on the parameter type.
A preliminary experiment compared the relative performances of the similarity measure
and the Euclidean distance measure described above by incorporating then into appropriate
clustering algorithms which were applied to the zero track data. The results clearly indicated
that the Euclidean distance provided the best measure of the relationship between individual
sections within the ensemble of zero track sections. The similarity measure did not appear to
be appropriate for the zero track clustering problem, particularly as this measure is specifically
designed to accommodate binary and qualitative data and the zero track data is entirely quanti tative. Therefore, the Euclidean distance measure was adopted for use in the zero track-based
ZAA algorithm . Other forms of distance and similarity measures are available but these were
not considered in the development of this algorithm .
A great proliferation of clustering techniques are available [Cormack, 1971 ], however only
one particular type of technique, which is relatively simple and appears most appropriate for
the classification of zero track section, is discussed here. Clustering techniques of this type
are described as hierarchical agglomerative methods and all have a similar basic procedure
[Everitt, 1980]. The first stage of these techniques is the computation of a distance (or
similarity) matrix as described in the previous paragraphs. A hierarchical agglomerative
clustering technique initially considers each object as an individual cluster. Thus, if an ensemble
of M images is created by convolving the ( N f x N f )-pixel true image f (x, y) with M
point spread functions hm ( x, y ); m = 1, ... , M , each of extent ( Nh x Nh )-pixels, there are
(NJ+ Nh - 2)M zero track sections or objects in the input data set. Consequently, at the
onset of the clustering procedure, the distance matrix D has (NJ+ Nh - 2) 2 M 2 entries and
there are ( N f + Nh - 2 )M clusters. Note that D is symmetric about its leading diagonal. The
clustering algorithm proceeds by successively fusing objects into clusters and, if allowed to,
culminates at the stage where all the objects are combined in the same cluster. At each step the
technique joins the clusters which are separated by the least distance.
Several slightly different variations of hierarchical agglomerative clustering exist. The
differences of these techniques lie mainly with the way that they define the distances between
clusters. Some of the techniques are especially designed to operate upon matrices of distance
measures while others are more suited for matrices of similarity measures. Hierarchical
agglomerative clustering procedures can be represented by dendrograms which are diagrams
that illustrate with inverted tree structures the fusions of clusters at each stage of the clustering
process [Everitt, 1980].
Two hierarchical agglomerative clustering techniques were investigated in the earlier stages
of the development of the zero track-based ZAA algorithm. These techniques are related in
that one algorithm is the opposite of the other.
The single linkage (or nearest neighbour) clustering algorithm is suitable for use with
both similarity and distance measures, although it will only be described in terms of distance
measures in this discussion. Like other hierarchical agglomerative clustering methods, the
single linkage method initially considers clusters consisting of single objects. Thus, in the
application of this technique to the ensembles of zero track sections described in section 7.4,
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there are initially (NJ+ Nh - 2)M clusters. The distance matrix Dis then searched for the
smallest non-zero entry, say dij, which is the distance between the parameters of the two zero
track sections i and j which are closest to each other. These, the ith and jth track sections,
are fused to form a cluster containing two track sections. The distance between this newly
formed cluster of two track sections and each remaining individual track cluster is defined
as the distance between their closest members. Thereby, a new distance matrix D', with
((NJ+ N1i - 2)M - 1) 2 entries, is derived from D according to the rule

(7.17)
where k is any individual zero track section cluster. D' now becomes the input distance matrix
to the next clustering step where two more clusters are combined and the distance matrix is
recalculated accordingly. Thus, with each fusion of clusters, the number of clusters decreases
by one and the size of the distance matrix is reduced by one row and one column. Figure 7.8
illustrates the basic principle of the single linkage clustering technique.

ith step

(i + I )th step

Figure 7.8 Single linkage clustering . At the ith step the smallest distance separating any two clusters is d;j.
Thus, at the ( i + 1)th step clusters i and j are fused together and the distance between this new cluster and
cluster/,; is given as d(ij)k = d;k ,

The complete linkage clustering method (or furthest neighbour) is the opposite of the
single linkage clustering method in that the distance between two clusters is now defined as the
distance between their most remote pair of objects. If, as before, the clusters i and j are fused
because dij is the smallest non-zero entry of D, the updated distance matrix D' is obtained
from D according to the rule

(7 .18)
The complete linkage algorithm is also suited for both similarity and distance measures. Thus,
the only difference between these two methods of hierarchical agglomerative clustering is that
while the single linkage method defines the distance between clusters as the distance between
their closest members, the complete linkage method defines the same quantity as the distance
between the most separated members.
If allowed to continue to completion, both the single linkage and complete linkage clustering techniques result in a single cluster containing the complete set of objects. This result
is quite appropriate in biological applications, for which hierarchical clustering techniques
were originally developed, where the dendrogram diagrams describing the clustering process
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resemble the structure of Linnaen taxonomy [Everitt, 1980]. However, in other applications
the hierarchical structures shown by the dendrograms may not be of interest and it may not be
desired that the clustering continue to completion. The zero track clustering problem is such
an application. Various informal schemes have been proposed to halt the clustering process at
some optimal stage, however these approaches are most often dependent upon the particular
application.
When a hierarchical agglomerative clustering technique is applied to an ensemble of zero
track sections, ( N f - 1) clusters, each containing M tracks sections describing the true image
but no track sections due to the point spread functions, are required in principle. Therefore,
criteria to halt the clustering process must be incorporated into the algorithm. Several forms
of stopping conditions have been imposed on the clustering algorithm with varying success.
The task of developing a suitable 'stopping rule' is further complicated by the presence of
contamination. Although in principle, there are M versions of each of the ( N f - 1) zero track
sections describing J( x, y) in the ensemble, it is unreasonable to expect that, in the presence
of contamination, all M versions of each image zero track section are reasonable estimates of
the corresponding zero track section describing the true image. Therefore, in the interests of
forming clusters of zero track sections that do not contain excessively distorted track sections,
the anticipated number of members of the final clusters should be less than M.
The 'stopping rules' that have been investigated in the development of the zero track-based
ZAA algorithm include: A, monitoring the volumes of the clusters as they lie in the 7-coordinate
parameter space and watching for sudden increases in volume that may indicate the addition
to a cluster of a zero track section derived from a point spread function; B, allowing every
track to be clustered but imposing a limit on the maximum size of any cluster; and C, halting
the clustering after a certain percentage of the tracks have been clustered and simultaneously
restricting the sizes of the clusters that are formed.
It was found empirically that 'C', the last of these three 'stopping rules', consistently
provided the clusters which yielded the best estimates of the zero track sections describing
the true image. This stopping condition sets the maximum size of any cluster to CM, where
CM < M, and allows clustering to continue until the stage at which are are CR clusters. CR
is some number, less than (N1i - l)M, the total number of point spread function tracks in
the ensemble, beyond which further clustering would most likely be detrimental to the final
outcome. The values of the integers CM and CR must be specified before the clustering
algorithm is applied to the zero track data. Although the values of these parameters remain
somewhat arbitrary, it is recommended that CM should be decreased for an increased level
of contamination and CR should perhaps be increased. A balance must be achieved between
continuing to cluster until all the desired clusters are formed and not clustering for so long
that significant numbers of the zero track sections describing the point spread functions or
excessively noisy image zero track sections are included in the cluster.
Once the size of a particular cluster has reached CM members, that cluster is removed from
the distance matrix and is thus no longer a candidate for further additions. The application of
this 'stopping rule' implies that the clustering algorithm produces several clusters with CM
members and still more with less than CM members. The clusters are stored in the order
in which they are formed. Assuming that the clusters containing the zero track sections that
are due to the true image J( x, y) are the largest clusters, the ( N f - 1) clusters with the most
members are ideally taken to be those representing the zero track sections describing J(x, y ). If
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the situation arises where there are not ( N f - l) distinct largest clusters, the order of formation
of the clusters is considered and the ( N f - l) largest clusters formed first are taken to represent
the true image.
When the clustering technique is applied to the uncontaminated data, the clustering problem
is extremely simple and the ( N f - l) resulting clusters match exactly with the ( N f - l) zero
track sections representing the true image f(x, y).
The above discussion of the application of clustering techniques to ensembles of zero
track sections has assumed that information of the extent of the true image is available a priori.
Therefore, since f (x, y) is known to be ( N f x N f )-pixels in extent, it is also known that ( N 1- l)
clusters of similar zero track sections must be found to obtain a reconstruction that shows any
possible resemblance to f (x, y ). However, in practice, accurate knowledge of the extent, L f,
off ( x, y) or the corresponding number of pixels, N f, is generally not available, thus the effect
upon the zero track-based ZAA algorithm of an unknown true image size must be considered.
At low levels of contamination, the extent of the true image can be straightforwardly inferred
from inspection of the superimposed ensembles of zero track sections representing the M
images or, equivalently, from the number of clusters formed that contain obviously matching
zero track sections. This approach to determining the extent of f ('J:, y) is likely to be more
successful with increased values of M, but will be less accurate as the level of contamination
increases and the performance of the clustering algorithm deteriorates.
In some applications, particularly astronomical speckle imaging, the form of the true image
may be anticipated and its extent estimated prior to the processing. Thus, if the estimated extent
off ( x, y) is Lf, the number of pixels Nfin each direction off ( x, y) can be estimated as

(7.19)

where ~x is the image-space sampling interval and the estimated number of clusters that
should be found is ( Nf - 1 ). Also, since in astronomy J( x, y) is real and non-negative, the
extent off ( 'J:, y) is necessarily half that of its autocorrelation [Bates and McDonnell, 1989, §8].
Thus, if an ensemble of speckle images of a point source (as well as the ensemble of speckle
images of the object) is available, the technique of speckle interferometry (see section 4.5.1)
can be invoked to produce an estimate of the autocorrelation of f (x, y) and, thereby, L 1 can
be estimated. The consequences of incorrectly estimating the extent off ( x, y) are expected
to be severe. The zero track-based ZAA algorithm is based upon locating the positions of all
the zero track sections of the image, and if a single cluster is not identified extreme distortion
results.
Early comparisons of the single linkage and complete linkage clustering techniques demonstrated that the single linkage technique was superior in the correct clustering of the zero track
sections. The complete linkage procedure showed a greater tendency to include undesirable
point spread function zero track sections in the resultant clusters. Although at times the single
linkage clustering method performs far from ideally, all the results presented in this chapter
have been produced through use of this clustering technique. The performance of the single
linkage clustering algorithm is discussed in the following section.
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Performance of Single Linkage Clustering Algorithm

The performance of the single linkage clustering algorithm is demonstrated with reference to
two clusters of zero track sections that occur in the ensemble of zero track sections displayed
in figure 7 .5. While figure 7.5 only shows the zero track sections of an ensemble of twenty
degraded images, the experiments described in this chapter consider ensembles of size forty.
Therefore, herein the integer M is known to be equal to 40 and, as the number of pixels in both
the x- and y-directions is equal to 8 for the true image and each of the M speckle point spread
functions, there are 560 objects in every ensemble of zero track sections considered.
The 'stopping rule ' detailed above ('C') was incorporated into the single linkage algorithm.
The maximum size of each cluster was set to CM = 28 and the clustering was halted at the step
at which the total number of clusters had reduced to 240 (i.e. CR = 240). These values of CM
and CR were chosen after assessing the performances of the single linkage algorithm/'stopping
rule' combination when applied to ensembles of just ten images. The value of CR = 240 was
selected intuitively as a halting point which would allow a large portion of the image track
sections to be clustered while also preventing many point spread function zero track sections
being included in the clusters. Limiting the cluster size to CM = 28 indicates a compromise
between full sized clusters of 40 track sections which may contain excessively distorted tracks
and clusters with too few members to form accurate representative track sections.
Once the clustering algorithm has been halted, the seven largest, first formed clusters are
evaluated. In general, these clusters contain mostly zero track sections that are due to the image
component f( x, y) in the ensemble of contaminated zero tracks Z[S111 ( Ct, ,)]; rn = 1, ... , 40.
However, despite the restrictions of the 'stopping rule', they are also observed, especially at
higher levels of contamination, to contain extremely distorted versions of the zero track sections
pertaining to f (x , y) and/or zero track sections Z[S111 ( Cf. ,,)]; m = 1, ... , 40 , that represent
the hm ( x, y ); m = 1, ... , 40. Therefore, before representative tracks are calculated from
the (NJ - 1) selected clusters, a certain number of zero track sections are removed from the
clusters. It is assumed that the zero track sections added to a particular cluster during the latter
stages of the clustering process are more distorted versions of the corresponding zero track
section representing the true image than the tracks fused to the cluster in the earlier stages of
the processing. -Therefore, the track sections which are removed from each cluster are always
the ones which were last to be added to that cluster. These tracks are easily identified as
the clustering algorithm has been implemented in such a way that it retains a history of the
clusters fused at each step of the algorithm. The number of track sections removed depends
on the actual size of the cluster at the cessation of the clustering process. At low levels of
contamination (i.e. 60 dB and 50 dB) the selected clusters are often all of the maximum size
(i.e. they contain 28 members). However, at 40 dB level contamination, and in some cases of
50 dB level contamination, some of the largest ( N 1 - 1) clusters will have less than CM = 28
members. Therefore, it has been necessary to define exactly how many zero track sections are
removed from a cluster of a particular size. These numbers are fixed throughout the results
presented in this chapter and are specified in table 7.1.
The numbers presented in the bottom row of table 7.1 were intuitively chosen based upon
observations of the proportions of excessively wayward zero track sections included in the
clusters. At higher contamination levels it may be advisable to increase the number of tracks
pruned from the selected clusters. Thus, the clustering scheme employed in the zero trackbased ZAA algorithm involves applying the single linkage algorithm with the 'stopping rule'
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Number of zero
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8

selected cluster.
Number of zero
track sections
removed from cluster
Table 7.1 The number of zero track sections that are removed from selected clusters of certain sizes.

specified by CM = 28 and CR= 240 incorporated and then removing a number, as specified
in table 7.1, of zero track sections from the clusters selected to represent the track section
describing the true image J(x, y).
Figure 7.9 illustrates the nature of the clusters formed after applying the single linkage
clustering technique to the three contaminated ensembles of zero track sections shown in
figures 7.5(b) - 7.5(d) . Only two of the total of seven (i.e. (NJ - 1)) clusters selected as
representative of the true image are shown and these particular clusters are illustrated for the
ensembles with 60, 50 and 40 dB levels of contamination. The uncontaminated zero track
sections that these clusters represent can be observed in the uncontaminated ensemble of zero
track sections shown in figure 7.5(a). Figures 7.9(a) and 7.9(b) show two of the clusters
fanned from the 60 dB data set shown in figure 7.5(b). Immediately after the clustering
process stopped, both of these clusters contained the maximum of 28 members. Subsequently,
the last eight track sections to be added to these clusters were removed, leaving two clusters of
20 members each. Note that, unlike figures 7.3, 7.4, 7.5 and 7.6, no offset has been added to
these track sections before plotting. This is the reason why the clusters shown in figures 7.9(a)
and 7 .9(b) appear more compact than the corresponding groups of matching zero track sections
in figure 7.5(a). Figures 7.9(c) and 7.9(d) display the same two clusters as obtained from
the 50 dB data set. Again, these two clusters were initially of the maximum size and have
subsequently been reduced to have 20 members. Note the inclusion of one comparatively
noisy track section in the cluster depicted in figure 7.9(d). Finally, figures 7.9(e) and 7.9(f)
show the corresponding clusters derived from the 40 dB ensemble of zero track sections . In
this situation, the clustering was halted before several of the clusters containing the zero track
sections representative of the image reached maximum size. However, · for the two clusters
shown, sufficient tracks were clustered to form reasonable estimates of the image zero tracks.
The cluster shown in figure 7.9(e) initially contained 24 track sections and was, therefore,
pruned to leave 16 members. The membership of the cluster shown in figure 7.9(f) was
reduced from 22 to 14. While the tracks of the cluster of figure 7.9(f) all show a similar form,
the tracks of the cluster of figure 7.9(e) are quite noisy. However, the reconstructions obtained
from this data set suggest that these clusters are sufficiently well-formed to produce reasonably
faitllful estimates of J( x , y ).
The scheme of taking the seven largest, first formed clusters as those representative of the
image zero track sections is successful in almost every application of the algorithm to ensembles
of zero track sections derived from degraded image ensembles with contamination levels of
60 dB. However, in a few applications to 50 dB data sets and in several cases of 40 dB data
sets, the seven largest clusters did not correspond to the clusters that represent the image zero

202

CHAPTER 7

TOWARDS TWO-DIMENSIONAL ZERO-AND-ADD

/3

/3

(a)

(b)

/3

/3

(c)

(d)

/3

/3

(e)

(f)

Figure 7.9 Examples of two of the clusters formed when the clustering scheme employed in the zero trackbased ZAA algorithm is applied to the contaminated zero track section ensembles shown in figure 7.5. (a)
and (b) The clusters obtained from the 60 dB data set; (c) and (d) the clusters formed from the 50 dB data set;
and (e) and (f) those derived from the 40 dB ensemble.
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track sections. This result indicates the need for more sophisticated constrai_nts to be placed on
the clustering for ensembles with higher levels of contamination. Identifying only six (or less)
correct zero track clusters has a markedly adverse effect on the image reconstructions.
Figure 7 .10 illustrates the clusters that are formed to represent the zero track section of

Z[F( (, , )]that appears in the upper left quadrant of figure 7.5(a). Because this track section
extends further from the , -plane origin than the other image zero track sections shown in
figure 7.5(a), the corresponding track sections in the ensembles depicted in figures 7.5(b) 7.5(d) are considerably more distorted than those tracks that lie closer to the origin. For this
reason, fanning a cluster of these track sections is quite difficult at high contamination levels.
Figures 7.IO(a), 7.l0(b) and 7.lO(c) show the clusters representing this track section obtained
from the 60, 50 and 40 dB data sets respectively. The clusters formed in the 60 dB and 50 dB
cases are sufficiently large in size (26 and 21 members before pruning) to be selected in the
seven largest clusters. However, in the 40 dB situation, the track sections of interest are so
noisy that only two sufficiently similar tracks are clustered together. Therefore, this cluster is
not identified as one of the seven largest resultant clusters. As a consequence, some of the point
zeros from which the estimate f(x , y) is reconstructed are grossly incorrect and this produces
an extremely poor estimate.

O'.

(a)

(b)

(c)

Figure 7.10 An example of a cluster that does not form well when the algorithm is applied to the 40 dB
ensemble of zero track sections . The cluster as it results from (a) the 60 dB; (b) the 50 dB; and (c) the 40 dB
data sets.

When the seven clusters containing the zero track sections approximating those of the true
image are not correctly identified, the zero track-based ZAA algorithm is greatly assisted by
manual intervention. Visual inspection of zero track ensembles similar to those displayed
in figures 7.5(d) and 7.6(d), but containing the tracks from an image ensemble of size 40,
often suggests exactly how the desired clusters should appear. Thus, by searching through
the total number of clusters formed by the algorithm, it is usually possible to identify those
that contain zero track sections derived from the image J( x , y ). For example, if the cluster
shown in figure 7.l0(c) is identified manually, the final reconstruction f( x, y) is a dramatic
improvement on the result obtained through the automated cluster selection process.
To illustrate the performance of the automated algorithm and the improvement afforded
by the intervention of manual selection of the clusters, figure 7 .11 displays reconstructions of
f( x, y) obtained from three contaminated ensembles each containing 40 images. Note that the
zero track sections of a subset of twenty of these degraded images are depicted in figures 7.5
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and 7.6. The reconstructions were obtained using the CDFf method of reconstruction from
zero tracks (see section 5.6.3.1 and Chapter 6). To obtain estimates of sufficient zero sheet
samples in order that the CDFf method can be invoked, it is necessary to process the ensembles
of zero track sections specified by fixing 1(1 = 1.0 and varying 1> from Oto 1r /2 radians and
from 1r /2 to 1r radians (as shown in figures 7.5 and 7.6). In addition, it is also necessary
to process an ensemble of (-plane zero track sections that have been calculated by setting
1,1 = 1.0 and varying P[,] from Oto 1r /2 radians. This set of data provides the values of a
horizontal line through the spectral estimate F( u, v) against which all the vertical lines through
F( u, v) reconstructed from the ,-plane zero tracks can be registered. Thus, to obtain each
reconstructed estimate of J(x , y ), three ensembles of 560 zero track sections must be processed
by the clustering scheme.
Figure 7.1 l(a), 7.1 l(b) and 7.1 l(c) show the reconstructions after automated selection of
clusters from the 60, 50 and 40 dB ensembles respectively. The reconstructions from the
60 dB and 50 dB data sets show good agreement with the true image which is shown in
figure 7.l(a). The reconstruction accuracies of these images (as defined in section 2.1) are
39.51 dB and 20.11 dB respectively. The reconstruction shown in figure 7.1 l(c), obtained
from automated selection of the track section clusters derived from the 40 dB ensemble, has a
reconstruction accuracy of only 5.29 dB. This is primarily due to the inclusion of a cluster that
does not represent f( x, y) instead of the correct cluster shown in figure 7.lO(c). In contrast,
figure 7.11 (d) displays the estimate x, y) obtained from the 40 dB ensemble after the correct
clusters were manually selected. The improvement of this image compared to that shown in
figure 7.1 l(c) is dramatic. The reconstruction accuracy of this estimate is 14.46 dB.

J(

The reconstruction accuracies presented in the remainder of this chapter all describe situations in which all seven of the desired zero track section clusters have been correctly identified,
this identification may be automatic or may be the result of manual intervention. If the clusters
have been visually scrutinized and selected by hand, the reconstruction accuracy Q is superscripted with an asterisk. In total, throughout a large set of results that concentrated upon
deconvolving three different 8 x 8-pixel true images from ensembles of forty degraded images,
the clustering scheme described above was applied to 465 different ensembles of zero track
sections. These ensembles correspond to the zero track sections calculated for ensembles of the
three different images of a range of 1(1 values. The 1(1 values that were considered ranged from
1(1 = 0.5 through to 1(1 = 2 .0 in increments of 0.1. Approximately a third of the processed
ensembles were contaminated to a 60 dB level, another third to a 50 dB level, and the remaining
ensembles of track sections described images with 40 dB levels of contamination.

It is impractical to describe the performance of the clustering scheme when applied to
all 465 of the ensembles of zero track sections, thus only general trends of the results are
mentioned here. The clustering scheme has simply been judged according to whether the
automated zero track selection process was successful or whether manual intervention was
required . In a total of 147 applications of the scheme to 60 dB ensembles of track sections,
the automated algorithm was successful in 93 % of the applications. For the 50 dB data sets,
of 144 applications of the scheme 78% were successful automatically. The zero track section
ensembles with contamination levels to 40 dB were considerably less successful and after
attempting to cluster the track sections of 174 ensembles, an automated algorithm success rate
of only 39% was obtained.
To be judged unsuccessful, the automated clustering scheme needs only to incorrectly
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(a)

(b)

(c)

(d)

Figure 7.11 Reconstructed estimates of the true image f (x, y) shown in figure 7.l(a). The reconstructions
obtained after applying the clustering scheme and automated cluster selection to the (a) 60 dB ensemble
(Q = 39.51 dB); (b) 50 dB ensemble (Q = 20.11 dB); and (c) the 40 dB ensemble (Q = 5.29 dB). (d) The
reconstruction derived from the 40 dB data set with manual selection of the final seven clusters (Q* = 14.46
dB). The superscript* denotes that the zero track-based ZAA algorithm has been manually assisted. All of
these estimates of f(x, y) have been derived from ensembles of track sections produced by fixing 1(1 and 1-rl
to 1.0. Consequently, the CDFT method of image reconstruction was invoked to recover the above images.

identify a single cluster. This was the case in many of the applications that required manual
assistance: a single cluster was misidentified by the automated scheme. As demonstrated by
the poor reconstruction accuracy of the image estimate shown in figure 7. ll(c), identifying
even a single cluster causes serious errors in the reconstruction.
Despite the low success rate of the automated clustering scheme at the higher contamination
level, the algorithm may still be useful. In all the cases for which the automated cluster selection
failed, after manual intervention reasonable reconstruction accuracies were obtained. From
the experience gained throughout the production of these results, it is believed that, at least up
to a 40 dB level of contamination, it is generally possibly to identify the correct clusters after
visual comparison of the complete set of clusters with a plot showing the superposition of all
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the track sections comprising the ensemble.
On those occasions for which the automated selection procedure was successful at a 40
dB level of contamination, most often the zero track sections describing the image f (x, y)
were short in length and lay within, or close to, the ,-plane unit circle. Therefore, within
the ensemble, these track sections were less adversely affected by the contamination (see
figures 7.3 and 7.4) and, consequently, it was easier to cluster them. Thus, when attempting to
reconstruct from an ensemble with significant contamination, it is recommended that a value
of 1(1 is selected for which the zero tracks lie close to the origin of the ,-plane. However, at the
same time, it must be remembered that when reconstructing from zero tracks derived for 1(1
values that are distant from unity, the GDFf reconstruction method introduces reconstruction
distortions (see Chapter 6).

7.5.3

Obtaining Representative Zero Track Sections from Clusters

The previous section has described the process of identifying the ( N f - 1) clusters of zero track
sections required from each of the three ensembles of zero track sections that must be processed
before an image estimate can be reconstructed. The final selected clusters may contain, after
removal of an appropriate number, up to approximately M /2 individual zero track sections.
Therefore, to obtain an image reconstruction, a single track section representative of all those in
a particular cluster must be found. Zero sheet samples obtained directly from this representative
track section are then used in the reconstruction process.
Obviously, there are many methods of deriving a single track section from a set of several.
The problem arises in ensuring that the final representative zero track section accurately reflects
the form of the majority of the sections in the cluster. Two methods of deriving a representative
track section are discussed here. In the first method, the representative track of each cluster
is the mean of the track sections within that cluster. Deriving the mean track section involves
calculating the mean point zero for each value of ¢> along the track. Thus, the resultant
representative track section is a newly created zero track section and not a member of the
original ensemble of noisy track sections. Calculating the mean zero track section as the track
which is representative of a cluster is the approach that was employed in the production of the
reconstruction results presented in figure 7 .11.
The second method proposed involves selecting an actual zero track section from those
comprising the cluster. By this scheme the track section representative of a cluster is the
median track of that cluster with respect to all seven parameters used to describe each zero
track section (see section 7.5.1). To calculate the median track section of a cluster, the median
value of each parameter describing the track sections in the cluster is found. Thus, a set of
seven median parameter values is obtained. The track section within the cluster that is the
least distance, as defined by equation (7 .16), from the set of median parameter values is then
selected as the overall median zero track section of the cluster.
In general, the reconstructions obtained using the mean calculation to derive the representative zero tracks have been more accurate than those obtained using the median representative
tracks. However, this comparison is far from conclusive and there are a significant number of
cases, particularly at the 40 dB level of contamination, where the median representative track
sections yield more accurate estimates of the true image than the mean representative track
sections.
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Reconstruction from Representative Zero Track Sections

Once a set of 3( N1 - l) representative zero track sections (that is ( N 1 - 1) sections from each
of the three ensembles of track sections that must be processed to reconstruct an image) has
been obtained, an estimate of the true image is reconstructed using the GDFf method described
in Chapter 6. Note that when the processed ensembles of track sections have been derived by
fixing I( I = 1.0 to generate the ,-plane track sections and I, I = 1.0 to calculate the horizontal
line of the spectrum for registration, the reconstruction method reduces to the CDFf method.
As described in sections 5.6.3.1 and 5.6.3.3 and in Chapter 6, the discrete Fourier transform
methods of image reconstruction require samples from the zero sheet that are spaced according
of the Nyquist sampling theorem. Thus, from the representative ,-plane zero track sections,
point zeros must be taken from values of</> specified by </> = 21rn/ N 1; n = 0, ... , N 1 - 1.
Remember that, due to the symmetries of the zero tracks representing a real-valued image, only zero track sections spanning the range of </> from O to 1r radians are processed.
Therefore, for N 1 = 8, only the point zeros corresponding to ¢ = 0, 1r /4, 1r /2, 31r /4 and 1r
radians can be obtained directly from the representative zero track sections. However, the
discus's ion of zero track symmetries presented in section 5.6.2 shows that the point zeros
corresponding to ( = 1(1 exp( i</>) are the complex conjugates of those calculated by setting
( = 1(1 exp( -i</J ). Applying this symmetry property to the problem of image reconstruction
from the representative zero track sections shows that the additional required point zeros evaluated for</> = 51r /4, 31r /2 and 71r /2 radians can be found be simply calculating the complex
conjugates of the point zeros taken from the representative track sections and corresponding to
the</> values of¢ = 31r /4, 1r /2 and 1r /4 radians, respectively.
Furthermore, also because of the a-axis symmetry of the zero tracks representing realvalued images, the point zeros obtained from the representative track sections for the values
of ¢ = 0 and ¢ = 1r radians must be considered carefully. In order to satisfy the symmetry
property, the set of ( N 1 - l) point zeros calculated for each of these¢ values must within themselves be symmetric about the real axis of the ,-plane. Unfortunately, after applying the zero
track-based ZAA algorithm to a contaminated ensemble, the point zeros of the representative
track sections corresponding to ¢ = 0 and </J = 1r radians are seldom exactly symmetric about
the real axis. Reconstruction incorporating these asymmetric point zeros leads to estimates of
f(:c, y) that are not strictly real-valued. To avoid a complex-valued reconstructed image, the
( N 1 - 1) point zeros for¢ = 0 and for¢ = 1r radians are therefore adjusted so that they exhibit
the required symmetry. This adjustment is made by matching the approximately conjugate
pairs of point zeros, conjugating one member of the pair, averaging their values, and then
fanning a new pair of point zeros consisting the average point zero and the complex conjugate
of that average. Obviously, if the pixel extent N 1 of the image is even, one of the ( N 1 - I)
point zeros corresponding to each of the </> values of O and 1r radians must lie on the real axis.
To provide the horizontal spectral function against which · the independent! y calculated
vertical spectral lines are scaled, the ( N 1 - l) point zeros corresponding to P[,] = 0 are read
from the ( N 1 - l) representative track sections derived from the one ensemble of (-plane
zero track sections. These point zeros correspond to the horizontal spectral function through
v = 0. However, it is equally correct to use the point zeros calculated for any one of the values
P[,] = 21rn/ N 1; n = 0, ... , N 1 - l, and thus register the vertical lines against a slice through
the corresponding value of v which belongs to the set { v = 0, E, 2E , ... , ( N 1 - l )E} where Eis
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the Fourier-space sampling interval. Again, if the (-plane point zeros correspond to P[,] = 0
or P[,] = 1r radians, they must be adjusted slightly to ensure that the reconstructed image is
strictly real-valued.
Thus, given the set of N1(N1 - 1) symmetric point zeros obtained froin the ,-plane
representative zero track sections and the additional set of ( N f - 1) point zeros derived
frm the (-plane track sections, it is possible to reconstruct a scaled estimate of the image
using the GDFI' (or, if appropriate, the CDFI') method. The reconstructed image, denoted
J(x, y) = k(,c)](x, y), is an estimate to within a multiplicative complex constant of the
true image f(x, y). The functional dependence upon
of the scaling constant k is shown
to indicate that the value of the constant is dependent on which horizontal line through the
spectral estimate is used to adjust the scaling constants C( (p); p = 0, ... , N 1-1,·of the vertical
spectral lines. Note that for real-valued images, the scaling constant k( , c) is necessarily real.
The scaling constant simply acts to make the image brighter or fainter and is, therefore, of
little consequence when assessing the accuracy of the estimate since f (x, y) and k( ,c)]( x, y)
have the same image-form (see section 2.8.2). However, for the purposes of investigating
the performance of the proposed algorithm it is necessary to calculate the scaling constant
before the reconstruction accuracy, Q, as defined in section 2.1, can be calculated. In the
cases presented here, complete knowledge of the true image is available, therefore the constant
scaling factor can be calculated by finding a least squares fit between the true image and the
reconstructed estimate. Thus, the constant k( , c) is given by

,c

N -I

k(,c)=

,

Lm'.n=O lf[m,n]llf[m,n]I
Nrl
,
2
,
Lm,n=O lf[m, n]I

(7.20)

J(

where the images are expressed in their sampled forms. Once
x, y) has been divided by
k( , c), it is possible to directly compare the reconstructed and true images and calculate Q.

7.6

RESULTS OF THE STANDARD ZERO TRACK-BASED ALGORITHM

Sections 7.5.1 - 7.5.4 have described the fundamental steps of the zero track-based twodimensional ZAA algorithm. There are many possible variations that could be employed,
however this section presents results obtained from the standard algorithm as described in
these sections.
The reconstructions displayed in figure 7 .11 demonstrate the performance of the standard
algorithm when applied to the ensembles ofzero track sections derived by fixing firstly l(I = 1.0
and then I, I = 1.0, and when the mean track section of each cluster is selected as representative
of the collection of track sections forming the cluster. However, the zero track section ensembles
calculated for 1(1 , 1,1 = 1.0 do not necessarily cluster optimally and since it is possible to
reconstruct an estimate ](x, y) from the tracks calculated for a range of values of 1(1 and 1,1
through the use of the GDFI' reconstruction method, it is useful to compare the performance
of the standard algorithm for a range of values of 1(1 and 1,1. Thus, table 7.2 presents
the reconstruction accuracies when the algorithm was applied to ensembles of forty blurred
and contaminated versions of the true image shown in figure 7.l(a) and zero tracks derived
for a range of 1(1 and \,I values were considered. This table also compares the accuracies
of the reconstructions obtained for the mean representative track sections and the median
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representative track sections. Note that a superscripted asterisk coupled to a reconstruction
accuracy denotes that the algorithm required manual assistance in selecting the final seven
clusters when applied to one or more of the three ensembles that were processed to produce
each of the results tabulated. The parenthesised number accompanying the asterisk indicates
how many of the three ensembles required manual assistance for the algorithm.

Reconstruction accuracies obtained from ensembles of 40 degraded versions
of the random-valued true image shown in figure 7.l(a).
Radii

60dB SNR
QdB

1(1 ,1, 1

QdB

50dB SNR
QdB

QdB

40dB SNR
QdB

QdB

Mean

Median

Mean

Median

Mean

Median

tracks

tracks

tracks

tracks

tracks

tracks

0.5

17.75

14.37

12.71 *(2 )

11.11 *(2 )

2.76*(3 )

2.83 *(3 )

0.6

18.77

21.89

9.45 *(2 )

10.57*(2 )

3.26*(3 )

3.08*( 3 )

0.7

31.06

27.89

20.76*(l)

21.61 *(l)

12.74*(1)

10.25 *(l)

0.8

39.35

24.91 *(l)

25.56*(l)

16.01 *( 3 )

19.48*(3 )

0.9

41.77
29.78*(!)

20.95*(l)

24.22*( 1)

23.11 *(l)

11.75 *(2 )

16.60*(2 )

1.0

39.51

35 .24

30.62

14.46*(2 )

16.27*(2 )

1.1

31.74

20.08

20.11
21.64*(l)

21.95 *(1)

2.97*( 3 )

3.26*(3 )

1.2

38.34

31.94

26.40*(2 )

13.68*(2 )

9.36*(2 )

11.19*(2 )

1.3

44.48

37.16

21.16

20.84*(l)

15.90*(l)

1.4

38.23

36.16

33.79
30.00*(l)

26.70*(!)

14.83*(2 )

10.89*(2 )

1.5

31.48*(1)

25.51 *(1)

28.48*( 1)

21.34*(1)

9.25 *(1)

9.61 *(!)

1.6

28.54

26.41

10.38

12.81

6.89*(2 )

9.83 *(2 )

1.7

22.91

20.80

19.79

13.88

1.92*(3 )

2.14*(3 )

1.8

26.84

22.95

14.42

12.23

2.46*(2 )

1.57*(2 )

1.9

26.45

19.40

11.89*(1)

8.79*(l)

2.83*(2 )

2.71 *(2 )

2.0

19.13

13.11

11.13

9.63

1.94*(l)

2 .or(l)

Table 7.2 Reconstructions accuracies of the zero track-based two-dimensionalZAA algorithm on applicatio n
to ensembles of 40 degraded versions of the true image shown in figure 7 .l(a) with contamination levels of 60,
50 and 40 dB. The superscripted asterisk indicates that the algorithm was manually assisted . The parenthesised
number shows how many of the three track section ensembles the algorithm required manual assistance for.

Inspection of table 7 .2 shows that the best reconstructions obtained from all three ensembles
of contaminated images were produced by the zero track sections calculated for 1(1,1
, 1= 1.3.
This reflects the fact that for 1(1 , 1,1 . = 1.3 the zero tracks representing the true image f( x, y)
are localised to a region of the ,-plane close to the unit circle and, therefore, are not too
seriously distorted by the presence of the contamination. It is of interest to note that, for all
contamination levels, the reconstruction accuracies tend to decrease as the values of 1(1 and
1, 1approach 0.5 and 2.0. Although at these extreme values the representative track sections,
whether the clusters be automatically or manually selected, are in general reasonable estimates
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Figure 7.12 An 8 x 8-pixel image created to represent an astronomical-style object.

of the zero track sections of Z [F((, 1 )], as described in section 6.3 the GDFf reconstruction
method amplifies any noise on the representative zero track sections and thereby produces poor
estimates off ( x , y ).
The results presented in table 7.2 illustrate that at low levels of contamination the zero
track-based ZAA algorithm can reconstruct an image of arbitrary form . This is in contrast
to the SAA speckle imaging method (see section 4.5.5) which is only successful if the true
image comprises a few bright unextended features on a featureless background. Thus, the SAA
approach could not be successfully applied to a degraded ensemble of the random-valued true
image shown in figure 7. l(a). However, since the ensemble blind deconvolution problem most
often arises in the field of astronomical imaging, it is worthwhile considering the performance
of the zero track-based ZAA algorithm when applied to degraded image ensembles of an
astronomical-like object.
Figure 7.12 presents a simple simulated astronomical-like 8 x 8-pixel true image. This
image comprises two bright pixels of different values positioned on a background of uniform
value. An interesting feature of this image is that the zero tracks derived from it for the circular
(-plane contour defined by \(\ = 1.0 apparently extend to infinity. Therefore, if the CDFf
method of reconstruction must be employed, processing of an ensemble of degraded versions
of this image would be impossible. Fortunately, however, the choice of the values of\(\ and
\, \ afforded by the GDFf reconstruction method enables this image to be processed despite
the nature of its zero tracks corresponding to 1(1 = 1.0. Indeed, inspection to the zero tracks
derived from this image for a range of values of 1(1 suggests that it should be possible to
deconvolve this image successfully from a contaminated ensemble using the zero track-based
ZAA algorithm. Figure 7.13 illustrates the ,-plane zero tracks of the astronomical-like image
shown in figure 7.12 for a range of values of 1(1. Clearly, on inspection of figure 7.13(e), it
is not feasible to successfully process ensembles of zero track sections derived for \(I = 1.0.
However, the remaining eight plots of figure 7.13 depict zero tracks that lie close to the , plane origin and, consequently, should allow for successful clustering even in the presence of
contamination.
Although reconstruction is not possible for 1(1, I, I = 1.0, very encouraging results are
obtained for a range of I(\ and I,\ values from 0.5 through to 2.0. The reconstruction accuracies
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Figure 7.13 -y-plane zero tracks of the astronomical-like true image shown in figure 7.12. The zero tracks
are generated for the circular (-plane contour specified by fixing I(I to (a) 0.6; (b) 0.7; (c) 0.8; (d) 0 .9; (e) 1.0;
(f) 1.1; (g) 1.2; (h) 1.3; and (i) 1.4. The extents of all axes range from -4 to 4.

of the resulting estimates of the true image are listed in table 7.3. Ensembles of 40 images
blurred by simulated 8 x 8-pixel speckle point spread functions and contaminated to levels of
60, 50 and 40 dB were processed. Again, the superscripted asterisk and parenthesised number
indicates manual selection of some of the final 21 clusters of zero track sections required to
produce a valid reconstruction.
Comparison of tables 7.2 and 7.3 shows that, in general, the algorithm produced more
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Reconstruction accuracies obtained from ensembles of 40 degraded versions
of the astronomical-like true image shown in figure 7.12.
Radii

60 dB SNR
QdB

1(1, 1,1

QdB

50dB SNR
QdB

QdB

Mean

Median

Mean

Median

tracks

tracks

tracks

40dB SNR
QdB

QdB

Mean

Median

tracks

tracks

tracks
4.17*(l)

0.5

26.91

15.85

15.18

10.51

7.54*(l)

0.6

36.09

29.39

22.94

17.12

13.72

7.19

0.7

41.64

30.33

30.35

24.33

14.92

15.57
14.15*(1)

0.8

40.52

36.15

27.29

27.93

16.92*( 1)

0.9

26.00*(l)

36.22*(l)

19.98*(1)

17.70*(I)

10.15*(3 )

14.19*(3 )

1.05

41.93

36.67

20.02*(3 )

23.86*( 3 )

l l .88*(3 )

12 .93 *(3 )

1.1

49.40

38.67

33.49

25.82

17.98*(3 )

19.63*(3 )

1.2

50.07

43.88

34.44

28.24

17.71 *(l)

18 .82*(1)

1.3

45.57

40.05

33.88

26.98

17.65 *(2 )

16.34*(3 )

1.4

43.67

35.90

33.17

26.18

9.72*(3 )

10.96*(2 )

1.5

39.82

32.36

27.05

23.27

16.44*(2 )

13 .28 *(2 )

1.6

33.56

31.74

22.55

17.78

l l.56*(l)

9.57*(l)

1.7

20.46

22.96

17 .76*(l)

17.94*(I)

9.58 *(l)

8.32*(1)

1.8

30.66

25.46

18.48

16.74

9.80*(I)

6.42*(!)

1.9

22.50

16.44

18.45

14.68

9.43 *(l)

5.86*(l)

2.0

21.45

14.18

16.28

11.11

6.88*(l)

2.76*(l)

Table 7.3 Reconstructions accuracies of the zero track-based two-dimensional ZAA algorithm on application
to ensembles of 40 degraded versions of the true image shown in figure 7.l 2(a) with contamination levels
of 60, 50 and 40 dB . The superscripted asterisk indicates that the algorithm was manually assisted. The
superscripted parenthesised number shows for how many of the three track section ensembles the algorithm
required manual assistance.

accurate estimates of the astronomical-like image than the random-valued image shown in
figure 7.l(a). The better performance of the algorithm when applied to the astronomicallike image is most likely due to the fact that the zero tracks describing that image are well
contained within the region of the unit circle and, therefore, they are less inclined to be distorted
by contamination and can, consequently, be clustered more successfully. It is also worth
noting that the reconstructions obtained for the extreme values of I( I and I, I are more faithful
estimates of the true astronomical-like image than the reconstructions of the random-valued
image obtained for those 1(1 and 1
, 1values. Figure 7.14 shows the reconstructed estimates
of the true astronomical-like image obtained from the zero track sections derived by fixing
1(1, l,I = 0.5 and 1(1, 1,1 = 2.0. Reconstructions are shown for the three of the contamination
levels investigated; for all six images shown, the point zeros required for reconstructions were
obtained from mean representative zero track sections. Although some of these estimates of the
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trne image exhibit inaccuracies, the contamination is reasonably well localised and the features
of the astronomical-like object can be readily discerned in all the reconstrnctions. Note that
the noise amplification characteristics of the GDFf method of reconstrnction (see section 6.3)
contribute significantly to the inaccuracies of the image estimates presented in figure 7.14.

(a)

(b)

(c)

(d)

(e)

(t)

Figure 7 .14 A selection of the reconstructed images described by the accuracies presented in table 7.3. (a),
(b) and (c) show the estimates of the true image obtained from ensembles with contamination levels of 60, 50
and 40 dB, respectively, and using zero track sections generated by setting 1(1, h'I = 0.5. The reconstruction
accuracies of these true image estimates are (a) Q = 26 .91 dB; (b) Q = 15 .18 dB; and (c) Q = 7 .54 •<1 )
dB. (d), (e) and (f) present the reconstructions derived from the same three ensembles but from the zero track
sections obtained by fixing 1(1, I-YI = 2.0. The reconstruction accuracies of these true image estimates are (d)
Q = 21.45 dB; (e) Q = 16 .28 dB; and (f) Q = 6.ss •{ l) dB .

7.7

COMPARATIVE PERFORMANCE OF THE NEW ALGORITHM

To fully evaluate the performance of the new algorithm it is necessary to make a comparative
study with other well-established methods of solving the ensemble deconvolution problem.
Although full qualitative comparative studies are yet to be conducted, the perfo1mance of the
new technique has been compared with that of Labeyrie's speckle interferometry approach
to astronomical speckle imaging (see section 4.5.1). To effect this comparison, Labeyrie's
technique and the zero track-based ZAA algotithm were applied to the same ensembles of
forty bluITed and contaminated versions of some trne image.
The zero track-based ZAA algorithm requires no estimate of the point spread functions rep-
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Figure 7.15 The true real-valued 8 x 8-pixel image that is the subject of the comparative study of the
performance of the zero track-based ZAA algorithm.

resenting the seeing conditions, however speckle interferometry requires that an ensemble of
speckle images of a point source is collected so that an estimate of the speckle transfer function
can be found. In practice, this estimate is obtained from an ensembles~ ( x, y ); m = 1, . . . , M,
of speckle images of a point source recorded with the same telescope as the ensemble
sm(x,y); m = 1, . .. ,M, and under statistically similar seeing conditions. To simulate
the imaging of a reference object, forty new speckle point spread functions, statistically similar
to those convolved with the true image f( x , y), were generated and from these speckle point
spread functions an estimate, (1S~(u, v)l2) 40 , of the speckle transfer function was formed.
Thus, on dividing the average of the power spectra of the speckle images (i.e. \ I Sm ( u, v) 12 ) 40 )
2 of the power spectrum of the
by the speckle transfer function estimate, an estimate IF( u, v) 1
true image was obtained (see equation (4.40)). This directly leads only to an estimate of the
autocorrelation off ( x, y ), therefore the iterative phase retrieval algorithm due to Fienup (see
section 4.5 .1.1) was used to construct an estimate of the phase of F( u, v) and thereby to obtain
the image estimate x , y ). The implementation ofFienup 's iterative scheme used to generate
the results presented here involved performing 800 iterations of the hybrid-input-output algorithm (see equation (4.42)) followed by 200 iterations of the error reduction algorithm (see
equation (4.41)).

J(

The real-valued true image f (x , y) upon which the comparative study of the two techniques
was based is shown in figure 7 .15. Again, degraded ensembles were created by convolving this
8 x 8-pixel image featuring geometrical shapes with an ensemble of forty simulated 8 x 8-pixel
speckle point spread functions and then adding contamination to produce three ensembles with
signal-to-noise ratios of 60, 50 and 40 dB .
The results of the comparative investigation are presented in table 7.4. The first column of
this table presents the best reconstruction accuracies that were obtained when the zero trackbased ZAA algorithm was applied to the forty image ensembles with contamination levels
of 60, 50 and 40 dB. All these reconstruction accuracies were obtained from the zero track
sections calculated after setting 1(1 , 1,1 = 1.3. The Q values produced by the zero trackbased ZAA algorithm compare favourably with the reconstruction accuracies obtained through
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applying the combination of Labeyrie's speckle interferometry technique and Fienup 's phase
retrieval algorithm (consisting of 800 hybrid-input-output iterations and 200 error reduction
iterations) to the same ensembles. The reconstruction accuracies of the Labeyrie-Fienup
technique are listed in the second column of table 7.4. However, when the Labeyrie-Fienup
technique was applied, more appropriately, to an ensemble of 1000 simulated speckle images
the reconstruction accuracies were vastly improved and these are listed for reference in the third
column of table 7 .4. Visually, the estimates produced by the application of the Labeyrie-Fienup
technique to 1000 images appear no different to the true image shown in figure 7 .15. However,
to illustrate the faithfulness of the estimates obtained from just forty images, figure 7.16
presents the reconstructions due to both the techniques, old and new, for the three different
contamination levels.

Comparison of the performances of the new zero track-based ZAA
algorithm and the speckle interferometry technique.
Zero track-based

Speckle inte1ferometry-

Speckle interferometry-

Contamination

ZAA algorithm

phase retrieval

phase retrieval interferometry

level

M=40

M=40

QdB

QdB

60dB SNR

42.20

12.94

33.67

50dB SNR

30.08
20.11 *(2)

10.75

34.47

5.56

31.21

40dB SNR

M

= 1000
QdB

Table 7.4 The perfonnance of the new zero track-based ZAA algorithm compared with that of the classical
technique of speckle interferometry invented by Labeyrie (see section 4.5.1).

Evaluation of the results presented in table 7.4 indicates that if only a small number of
speckle images are available (i.e. M is of the order of tens rather than hundreds) the new
algorithm performs significantly better than the traditional speckle interferometry method.
however, this comparison is somewhat invalid as the success of speckle interferometry relies
upon averaging the power spectra of several hundred speckle images. This is demonstrated
by the results produced when the combination of speckle interferometry and phase retrieval
is applied to ensembles of 1000 speckle images. Even at a contamination level of 40 dB,
the traditional method can produce excellent estimates of the true image from 1000 degraded
versions of it. However, the results presented here are certain to be flattering to the speckle
interferometry method, since it is difficult, if not impossible, to collect both the ensemble of
speckle images and the ensemble of reference images under exactly statistically stationary seeing conditions. The zero track-based algorithm has the advantage of not requiring the separate
collection of data leading to an estimate of the atmospheric transfer function. Furthermore,
only a modestly sized ensemble is required to achieve reasonably successful ensemble blind
deconvolution with the new algotithm, therefore there is increased likelihood that the seeing
conditions are statistically stationary throughout the entire observation period required for the
recording of a small ensemble of speckle images.
Due to the sensitivity of zero sheets to contamination (see section 5.6.5), the performance of
the zero track-based ZAA algorithm declines rapidly with increased levels of contamination.
In contrast, when applied to large ensembles, Labeyrie's technique has been shown to be
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 7.16 Comparison of the reconstructed estimates obtained by applying the zero track-based ZAA
algorithm and the combination of Labeyrie's speckle interferometry and phase retrieval to three ensembles
of 40 images contaminated to levels of 60, 50 and 40 dB. The 8 x 8-pixel true image f(x, y) is shown in
figure 7.15. The 40 simulated speckle point spread functions were also 8 x 8-pixels in size. (a), (b) and (c)
The reconstructions obtained by applying the zero track-based algorithm to the ensembles of 60, 50 and 40 dB
SNR respectively. The true image estimates shown in (a) and (b) were derived from mean representative track
sections while that shown in (c) was obtained from median sections. The reconstruction accuracies of these
estimates are listed in the first column of table 7 .4. (d), (e) and (f) The reconstructions produced by applying
speckle interferometry followed by phase retrieval to 40 degraded versions of f (x, y) with contamination
levels of 60, 50 and 40 dB respectively. The reconstruction accuracies of these estimates are listed in the
second column of table 7.4.

extremely robust in the presence of increasing levels of contamination. However, it is expected
that the efficacy of the zero track-based ZAA algorithm will improve with increasing ensemble
size and that this improvement will be most apparent at higher levels of contamination. It
is certainly not infeasible to deconvolve ensembles as large as 1000 images using the new
algorithm, although the computational expense may be considered prohibitive.

7.8

COMPOSITE IMAGE RECONSTRUCTION WITH GDFf

As described in section 6.3, the GDFT method provides a means of selecting zero samples
other than those for which 1(1 = 1.0 or 1,I = 1.0 to fonn an image reconstmction. With
the GDFT method applied as in section 7.6, any uncertainty in the zero-sheet samples used
in the reconstmction will be amplified in some regions of the image support relative to the

7.8

COMPOSITE IMAGE RECONSTRUCTION WITH GDFT

217

noise present in other regions. Thus straightforward application of the GDFT method limits
the performance of the zero track-based two-dimensional ZAA algorithm for values of 1(1 and
1,1 that are not close to unity. This is particularly discouraging as, due to the contracting
nature of zero sheets as values of 1(1 and/or 1,1 tend towards zero or infinity (see section 5.6.1),
it is usually possible to form clusters that provide good estimates of the zero track sections
of the true image if the ensembles are calculated for 1(1 and 1,1 values that are significantly
different to unity. However, the location within the image support of the inaccuracies induced
by the GDFT reconstruction method is predictable for any particular values of 1(1 and 1,1 and
composite reconstructions are possible. Several schemes for forming composites are advanced
in section 6.3; this section describes the application of one of those schemes to reconstructions
produced by the zero track-based ZAA algorithm.
To form a composite by the GDFT method, the following is implemented: the ensemble
of degraded images are first processed for particular values of 1(1 and 1,1; each member of the
·e nsemble is then rotated by 180° and processed using the same values of 1(1 and 1,1. In practice
equal values of 1(1 and I, I (i.e. a = b, cf. section 6.3) are used so that one comer of each
reconstructed image is most affected by noise amplification. Thus, two reconstructed estimates
are obtained which exhibit noise amplification in the same comer, but one reconstruction is
rotated. The better halves of the two reconstructions are combined to form a composite which
is an improved estimate of the true image. The principle of the scheme is illustrated by the pair
of images shown in figure 6.4.
As described in section 6.3, both reconstructions (rotated and unrotated) are related to
the true real-valued image by the same scaling factor which is necessarily real. Thus, the two
reconstructions can be straightforwardly 'spliced' together. The splicing is conducted by firstly
rotating the second of the reconstructions and secondly forming a composite image which has
pixel values only from the clean half of each reconstruction.
The composite GDFT method has been applied to blurred and contaminated ensembles
of the true image f(x, y) shown in figure 7.15. Again, three ensembles with contamination
levels of 60, 50 and 40 dB and each with forty members were processed. In almost every
application of the noise-removal procedure, the composite reconstruction was a more faithful
estimate of the true image than either of the two reconstructions form which it was derived.
Tables 7.5 - 7.7 present the reconstruction accuracies of the estimates derived from both the
original ensembles and the ensembles that have undergone a rotation by 180° as well as the
accuracies of the composite reconstructions. Note that in the cases of the 60 dB and 50 dB
contamination levels only the results obtained for the more extreme values of 1(1 and 1,1
are shown as it is on these reconstructions that the noise amplification is most serious and,
subsequently, the procedure of forming a composite is the most effective. As in previous
sections, the asterisk and parenthesised number denotes that the clustering algorithm received
manual assistance. For each value of 1(1 and 1,1, composite reconstructions were formed from
both the pair of reconstructions obtained using the mean track sections and from the pair that
used median representative track sections. Also note that the scaling factor of each composite
reconstruction was calculated after that reconstruction was assembled.
The entries of tables 7.5 and 7.6 indicate that a significant improvement in reconstruction
accuracy can be obtained from the 60 dB and 50 dB SNR ensembles with the use of composite
GDFT reconstruction. The quality of the composite reconstructions derived for the more
extreme values of 1(1 and I, I (i.e. 0.5, 0.6, 1.9 and 2.0) investigated here is comparable
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Combining unrotated and rotated reconstructions
60 dB SNR
Unrotated

Rotated

Composite

Radii

Representative

reconstruction

reconstruction

reconstruction

1(1, 1,1

tracks

QdB

Qd.B

QdB

0.5
0.6
1.9
2.0

Mean

16.13

20.97

29.36

Median

14.18

18.74

29.09

Mean

10.39

29.23

19.68

Median

21.03

27.15

36.30

Mean

27.10

24.87

39.30

Median

17.31

16.82

35.34

Mean

25.19

24.62

35.38

Median

17.77

18.58

34.62

Table 7.5 Reconstruction accuracies on application of the zero track-based ZAA algorithm to an ensemble
of 40 degraded versions of the true image shown in figure 7.15 with 60 dB SNR . The accuracies are shown
for the original ensemble, the ensemble rotated by 180° and for the composite reconstruction formed from
the rotated and unrotated reconstructions .

Combining unrotated and rotated reconstructions
50 dB SNR
Unrotated

Rotated

Composite

Radii

Representative

reconstruction

reconstruction

reconstruction

1(1 , 1,1

tracks

Qd.B

QdB

Qd.B

10.64

9.51•( 1)

22.97

Median

7.23

10.42•( 1)

19.09

Mean

13.15

21.21

24.21

Median

16.34

13.53

22.50

Mean

9.84

11.56

23.34

Median

12.19

19.69

Mean

7.95
17 .31 •(l)

9.18

22.93

Median

6 .76*(l)

9.45

24.89

0.5
0.6
1.9
2.0

Mean

Table 7.6 Reconstruction accuracies on application of the zero track-based ZAA algorithm to an ensemble
of 40 degraded versions of the true image shown in figure 7.15 with 50 dB SNR . The accuracies are shown
for the original ensemble, the ensemble rotated by 180° and for the composite reconstruction formed from
the rotated and unrotated reconstructions .

with the quality of the standard reconstructions obtained for values of 1(1 and 1,1 close to
unity. Note that of the sixteen sets of results presented in tables 7.5 and 7.6, in only one
case (i.e. 60 dB SNR, 1(1, 1,1 = 0.6 and mean representative tracks) was the quality of the
composite reconstruction inferior to that of one of the standard reconstructions from which
the composite was formed. This result is the effect of combining a poor reconstruction with
a reconstruction that is already reasonably accurate. This suggests that if either the rotated or
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Combining unrotated and rotated reconstructions
40dB SNR
Radii

1(1,1-yJ
0.5
0.6
0.7
0.8
1.3
1.4
1.5
1.6
1.7
1.9
2.0

Unrotated
reconstruction
QdB

Rotated
reconstruction
QdB

Composite
reconstruction
QdB

Mean
Median

3.23 *(3 )

4.04*( 2 )

12.99

3.36*(2 )

3 .87*(2 )

13.06

Mean
Median

5 .64*( 3 )

6.44 *(2 )

11.60

5 .06*(3 )

3.68*(2 )

11.11

Mean
Median
Mean
Median

11.07*(2 )

13 .55*(1)

18.15

7 .66*(2 )

12.52*(1)

13.05

12.26*(3 )

17 .80*(2 )

17.20

15 .90*(3 )

15 .45*(2 )

17.19

Mean
Median

18.88*(2 )

17 .34 *(2 )

21.15

20.11*(2 )

15.43*(2 )

20.51

9.09*(2 )

15 .54 *(2 )

16.57

10.47*(2 )

10.71 *(2 )

13.46

Mean
Median

15 .79*(3 )

14.90*(l)

20.67

11.54 *(3 )

10.75*(l)

15.52

Mean
Median

11.56*(2 )

10.93

15.83

13.70*(2 )

Mean
Median

8.57
10.96*( 1 )

14.49

5.32*(l)
8.35*(l)

7 .65*(l)

11.78

1.03*( 1 )

7 .09•(2 )

5.78

l.04*(l)

3 .91 *(2 )

4.52

4.63

4 .72*(3 )

10.27

2.95

3.10*(3 )

14.62

Representative
tracks

Mean
Median

Mean
Median
Mean
Median

15.66

Table 7.7 Reconstruction accuracies on application of the zero track-based ZAA algorithm to an ensemble
of 40 degraded versions of the true image shown in figure 7 .15 with 40 dB SNR. The accuracies are shown
for the original ensemble, the ensemble rotated by 180° and for the composite reconstruction formed from
the rotated and unrotated reconstructions.

unrotated reconstruction appears significantly less accurate than the other, it is of no advantage
to form a composite reconstruction (other choices for a and b may still lead to an improved
composite).
Table 7.7 presents the reconstruction accuracies of the w1rotated, rotated and composite
estimates of the true image derived from the 40 dB SNR ensemble. Compared to tables 7 .5 and
7.6, this table displays accuracies for a greater range of 1(1 and h·Ivalues since, due to the greater
uncertainties in the estimates of the required zero-sheet samples at this higher contamination
level, the noise amplification characteristic of the GDFf method has a significant effect even
on those reconstructions formed for 1(1 and 1,1 values relatively close to unity. The formation
of a composite reconstruction improves the quality of the final image estimate in all but two
of the cases listed in table 7.7. In general, the improved results indicate that it is worthwhile
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perf01ming the extra processing required to produce a composite reconstrnction.
The qualitative reconstrnction improvement afforded by the composite image is illustrated
by the reconstrnctions presented in figure 7.17. Figures 7.17(a) and 7.17(b) show the reconstrncted images obtained from the unrotated and rotated 40 dB SNR ensembles respectively.
These estimates of the trne image were formed by setting 1(1, 1,1 = 0.7 and were derived
from mean representative track sections. Figure 7.17(c) exhibits the composite reconstruction
formed with the reconstructions shown in figures 7.17(a) and 7.17(b). The accuracy of the
composite reconstruction is 18.15 dB, and those of the estimates from which is was constructed
are 10.07 dB and 13.55 dB.

(a)

(b)

(c)

Figure 7.17 Forming a composite reconstruction from the 40 dB SNR ensemble with 1(1, I-YI = 0.7. (a)
The reconstruction derived from the original ensemble, Q = 11.07 dB; (b) the reconstruction obtained for
the ensemble after each image sm(x , y); m = 1, . .. , 40 , has been rotated by 180°, Q = 13.55 dB; (c) the
composite reconstruction formed by combining the more faithful halves of (a) and (b), Q = 18.15 dB . The
original image appears in figure 7.15.

The results presented in this section suggest that a significantly improved estimate of the
trne image can be obtained by forming a composite reconstrnction. This procedure does
not require that another ensemble of images degraded with statistically similar point spread
functions be obtained, just that the same ensemble be processed for two (or more) sets of I( I and
1,1 values or for two (or more) orientations of the trne image-form. Note that these variations
are equivalent to reconstrncting from different portions of the zero sheets representing the
ensemble of images. Therefore, forming a composite reconstruction requires at least twice as
much processing of ensembles of zero track sections compared with a standard reconstruction
(obtained from a single set of 1(1 and 1,1 values).

7.9

DISCUSSION

The new method for solving the two-dimensional ensemble blind deconvolution problem,
zero track-based ZAA, is applicable to any ensemble of images representable as the same
true image convolved with a set of different point spread functions and degraded by different
contamination functions. It is not necessary that the true image is of any particular form or
that estimates of the point spread functions are available. The algorithm has been applied to
ensembles of blurred versions of the same trne image with additive contamination levels of
60, 50 and 40 dB. The reconstructions derived from the 60 and 50 dB SNR ensembles usually
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show good resemblance to the true image. At a contamination level of 40 dB, the algorithm is
considerably less successful, but on occasions does produce useful reconstructions.
At present, the new algorithm has been applied to ensembles of forty or less images
where the true image and the forty point spread functions are all positive and 8 x 8 pixels
in extent or smaller. The high computational cost of calculating and storing the ensemble of
zero tracks has meant that it is presently impractical to process larger images and/or larger
sized ensembles. Consider that an ensemble of images resulting from the convolution of an
N f x N 1-pixel true image with M different N1i x N1i-pixel point spread functions is to be
deconvolved using the zero track-based ZAA algorithm. If</> is varied over J( equally-spaced
values between O and 1r /2 radians, then the algorithm requires the computation and storage of
3(N1 + N1i - 2)M J( point zeros. The number of computations required to calculate these
point zeros is approximately O(N 2 MK). In addition, the parameters describing each of the
3(N1 + N1i - 2)M zero track sections must be calculated and stored and, subsequently, three
distance matrices each containing ( N f +N1t -2) 2 M 2 entries must be derived. The initial search
of each distance matrix by the clustering algorithm involves (N f + N1t -2)(Nf +Nh -3)M 2 /2
comparisons between pairs of real numbers. Each successive ith search after that requires
( N f + Nh - 2 - i)( N f + N1t - 3 - i)M 2 /2 comparisons until eventually ( N f + N1t - 2 - i)M
is equal to CR, where CR is some previously selected number that indicates when the clustering
algorithm is to be halted (see section 7.5.2). Assuming that the computational requirement of
the searching of each distance matrix is approximately O ( N 2 M 2 ), it has been estimated that the
overall computational requirement of the parameter calculations, distance matrices calculation
and clustering stage of the algorithm is approximately 0( N 2 M 2 ). The final reconstruction from
the representative demands just O(N 3 ) computations. Therefore, since in the implementation
of the algorithm described here J( is significantly greater than M, the overall computational
requirement of the zero track-based ZAA scales according to O(N 2 M K). Furthennore, as
the size of the true image is increased, it is wise to increase the value of J( in order to provide
sufficient resolution to trace out the tracks of the zeros accurately. Thus, for larger ensembles
of practically sized images, it is expected that the calculation of the required zero track sections
will be the most computationally expensive stage of the zero track-based ZAA algorithm.
The computational time required to calculate the three ensembles of zero track sections
necessary to produce each of the reconstructions presented in this chapter (i.e. for which
N1 = N1t = 8, M = 40 and I( = 201) was 384 s of CPU time on a VAX 7610. Clustering
these three ensembles of track sections took 177 s and the final reconstruction of the estimate
of the true image required just 3 s of CPU time.
Visual inspection of the ensembles of zero track sections derived from a 40 dB SNR
ensemble can more accurately identify groups of similar track sections than can the clustering
algorithm. This could be because the track sections are not sufficiently well characterised by
the selected set of seven parameters described in section 7.5.1. It is difficult to determine which
features of the track sections the human eye uses to distinguish between different sections and
to match similar ones. Furthermore, this information must be representable numerically to be
of use in a computer-based algorithm. To gain some indication of the accuracy with which the
parameters represent the track sections, a second type of distance calculation was incorporated
into the algorithm. This scheme defines the distance between two track sections as the Euclidean
distance calculated from the differences in the positions of the point zeros of the two sections
for each </> value along the track. Thus, in effect, each zero track section is represented by the
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201 complex point zeros it comprises. This alternative scheme produces results that are not
significantly different to those obtained using the standard algorithm. This perhaps suggests
that the representation of the zero track sections with the set of seven parameters is adequate
when combined with the single linkage clustering algorithm.
The clustering algorithm described in this chapter must be made less sensitive to distortions
of the track sections if it is to successfully cluster track sections that are more distorted than those
presented here. At higher contamination levels it is expected that the clustering algorithm will
often fail to form one or more of the desired clusters. This problem can be partially alleviated
by reducing the maximum cluster size CM and increasing the value of CR so that the clustering
algorithm produces more clusters each having less members. The clusters that are thus formed
can be expected to be better localised in the parameter space. At high contamination levels it
is extremely unlikely that the algorithm will select the correct clusters if the ( N 1 - 1) largest
clusters are automatically selected. However, if the larger set of clusters is inspected visually it
is probable that the ( N f - 1) clusters containing track sections that exhibit the best alignment
can be recognised as the clusters that represent the zero track sections of the true image.
There are several further refinements to the algorithm that may result in improvements
in reconstruction accuracies. For example, it is known a priori that the zero sheet of each
image in the ensemble should contribute only a single track section to each cluster. Therefore,
since each track section can be identified as originating from a particular member of the image
ensemble; if a cluster already contains a track section derived from a certain image, no other
track sections from that image should be included in that cluster.
At present the distance between any two track sections is calculated at the onset of the
clustering algorithm and then after each fusing of clusters the distance matrix is redefined
according to the rule given by equation (7.17). This procedure gives rise to a property known
as chaining [Everitt, 1980] . Chaining refers to the tendency of the method to cluster together
two relatively well separated clusters through a series of intermediate clustering steps. This
occurs because the distance between any two clusters is defined as the distance between their
closest members and , consequently, the separation of the most remote members can be quite
large by comparison. Chaining is often observed in the clusters formed from the 40 dB SNR
ensembles. To avoid the chaining property of the single linkage algorithm, the centroid of
each cluster could be calculated and the distance between clusters defined to be the distance
between their centroids. The disadvantage of this method is that the centroid of each cluster
must be recalculated every time it is added to.
Once the clustering algorithm has been halted and the (NJ - 1) clusters representing the
zero track sections derived from the true image have been selected, the zero track-based ZAA
algorithm prunes the selected clusters by removing a certain number of the latest additions to
each cluster. This step has been implemented in an effort to reduce the variability of the track
sections within each cluster. A more effective implementation of this procedure may be to
calculate the centroid of each selected cluster and remove those members that lie furthest from
it. Note that it is possible to calculate the centroid of a cluster either in the space defined by
the set of characterising parameters or in the two-dimensional ,-plane.
Finally, the task of obtaining a representative track section from each ensemble could be
modified. At present reconstructions are formed from both the mean and median representative
tracks, providing a choice for the final reconstruction. Although for the results presented in
this chapter the mean representative tracks provided a better reconstruction in 70% of the
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total applications of the algorithm, there are a notable number of examples, especially at
the higher contamination level, where the median tracks have produced significantly more
accurate reconstructions. This result is expected since the number of tracks in each of the
selected clusters is often quite low for the 40 dB SNR ensembles. Therefore, while one
excessively wayward track will be detrimental to the mean representative track, it will have no
effect on the median track. When the number of members in the selected clusters is low it may
be beneficial to reconstruct several estimates of the true image by using various combinations
of one track section from each selected cluster. Visual inspection of the set of reconstructed
images may then reveal one that is more faithful than the others, especially if there is some
expectation a priori of the form of the true image.
The new algorithm performed creditably in comparison withLabeyrie 's speckle interferometry (see section 7.7) when applied to ensembles of simulated speckle images. On application
to ensembles of forty images the zero track-based algorithm produced significantly more accurate reconstructions than Labeyrie's technique. However, speckle interferometry is designed
to process ensembles of much larger size and, when applied to contaminated ensembles of
1000 images, Labeyrie 's speckle interferometry demonstrated a robustness to noise that the
zero track-based algorithm is unlikely to match.
The inaccuracies of the reconstructions produced by the zero track-based ZAA algorithm
are the result of two different mechanisms. Firstly, there are the errors produced by the
uncertainties in the positions of the point zeros obtained from the representative tracks and
used to form the reconstruction. Secondly, these errors are magnified by the noise amplification
characteristic of the GDFT method of reconstruction from zero sheets (see Chapter 6). While
some error due to position uncertainties is unavoidable, the processing steps demonstrated
in section 7.8 significantly reduce the effects of noise amplification in the final reconstructed
image. The use of the GDFT reconstruction method has been shown to substantially improve
the practicality of the zero track-based ZAA algorithm. As hinted at by some of the suggestions
presented in section6.3, there remains scope for innovative ways of combining reconstructions
and thereby minimising the effects of the noise amplification characteristic inherent to the
GDFT method.
The decreased performance of the zero track-based ZAA algorithm as the contamination
level increases is directly due to the increased departures of the zero sheets from the approximate
zero sheet union relationship shown in equation (5 .67). For signal-to-noise ratios lower than 40
dB, the component zero sheets become so hopelessly entwined that it seems virtually impossible
to identify the tracks common to each member of ensemble that represent the true image. It is
expected that at a contamination level of 40 dB the performance of the algorithm will improve
for larger sized ensembles. Other improvements in the performance of the algorithm are likely
to arise through modifications of the zero track section extraction and selection process. Many
of tl1e procedures employed in these stages of the algorithm are ad hoc and there is considerable
scope for improvement. However, in its present form the zero track-based ZAA algorithm is
likely to be useful only in situations featuring very high SNR and small image support.

CHAPTER 8

VISUALISATION OF ZERO SHEETS

The representation of two-dimensional images by the zero sheets of their z-transforrns has
proven to be an approach that is useful and rewarding when incorporated into algorithms developed to solve various forms of the image deconvolution problem [Lane and Bates, 1987;
Bates et al., 1990b; Watson et al., 1992; Ghiglia et al., 1993; Bones et al., 1993; Satherley and
Bones, 1994] and the phase retrieval problem [Lane et al., 1987; Parker and Bones, 1992a;
Bones et al., 1993]. However, although the theory of zero sheets is rigorous and widely
accepted, there is some frustration over our inability to fully understand the nature of zero
sheets and their behaviour in the presence of contamination. This is largely due to the difficulties associated with visualising a two-dimensional surface embedded in a four-dimensional
space. Until recently most research involving the use of zero sheets has taken the approach
of representing a zero sheet by a set of either one-dimensional or two-dimensional projections
[Sinton et al., 1986; Davey et al., 1986; Parker and Bones, 1992a; Lane and Bates, 1987; Lane
et al., 1987; Watson et al., 1992; Satherley and Bones, 1994]. While these approaches consider
accurately located samples of the zero sheet, little insight into the continuous four-dimensional
nature of the sheet is provided by the projection-style representation. Therefore, it has seemed
worthwhile to attempt to display zero sheets in a space of more than two dimensions. In particular, the approach of visualising zero sheets as two-dimensional surfaces in a three-dimensional
space, with the fourth dimension represented as a parameter along the surface, has been taken
[Scrase et al., 1992].
This chapter reports the use of graphical visualisation environments to produce pseudo
three-dimensional displays of zero sheets, where, as is customary, depth is perceived by
shading. Due to the extremely rapid increase in the intricacy of the form of zero sheets with
increasing image size, visualisation attempts have been limited to the zero sheets describing
very small real-valued images. In particular, the zero sheets representing two real-valued 3 x 3pixel images and the zero sheet representing their 5 x 5-pixel convolution have been investigated
by the visualisation scheme. By adding progressively larger amounts of contamination to the
convolution, it has been possible to observe the effect contamination has on the component
zero sheets of the convolution sheet. Figure 8.1 shows the two real-valued 3 x 3-pixel images,
f (x, y) and h( x, y ), and their 5 x 5-pixel uncontaminated convolution, b( x, y ).
Section 8.1 of this chapter details the process used to generate the set of three-dimensional
data points required to visualise a zero sheet. The method of rendering a two-dimensional surface from the data set is described in section 8.2. Section 8.3 presents zero sheet visualisations
of the two images f (x, y) and h( :i; , y ), and in section 8.4 the zero sheet representations of their
convolution, both uncontaminated and contaminated, are displayed. The main implications of

226

CHAPTER 8

(a)

VISUALISATION OF ZERO SHEETS

(b)

(c)

Figure 8.1 The images that are the subjects of the zero sheet visualisations. (a) and (b) The two 3 x 3-pixel
images, f ( x, y) and h ( x, y ). (c) The 5 x 5-pixel convolution, b( x , y ), of the images shown in (a) and (b ).

this chapter are discussed in section 8.5.

8.1

GENERATION OF THE ZERO SHEET DATA SET

In order to create a three-dimensional visualisation of a zero sheet it is necessary to firstly
calculate a set of three-dimensional points which, when joined together in the specified order,
produce a surface in three-dimensional space accurately representing the zero sheet. The
three dimensions represented in the visualisation are p, a and /3, where ( = p exp( i¢) and
, = a+ i/3. The fourth dimension,¢, spanning the space in which an actual zero sheet exists is
parameterised in the a/J-plane of the visualisation and its values are indicated by a continuous
colour scale.

To calculate a set of points representing Z[.F( (,,)],the magnitude of the complex variable
( is set to a constant, say p = Pc., and ( is varied around some circle in the complex (-plane
to form ,-plane zero tracks as described in section 5.6.1. A brief recap of the process is made
here to enable the subsequent steps to be understood. For an N x N -pixel image there are
necessarily ( N - 1) point zeros of the one-dimensional polynomial .F( ( = (c,, ), therefore,
( N - I) ,-plane zero tracks are formed. Along each zero track the value of ¢ progresses
from O through to 27T' radians. As noted in section 5.6.1, several tracks may combine to form
a closed contour. Therefore, although there are ( N - 1) zero tracks, there may be only M
closed contours, where 1 ~ M ~ N - 1. Figure 8.2 illustrates the formation of zero tracks
describing the 3 x 3-pixel image shown in figure 8.l(a). The ¢ parameterisation of the zero
tracks is indicated by the thickness of the tracks, beginning at O radians at the narrowest end
and progressing through to 27T' radians at the thickest end. Note that in figure 8.2(c) the two
zero tracks combine to form a single closed contour in the ,-plane.
At this point it is appropriate to introduce a new notation convention that is specific to this
chapter. In particular, the zero tracks described above are to be known as ¢-varying tracks and
are calculated for the set of ( values indicated by
= Pc exp( ic/>j ); j = 1, ... , J, where Pc is
constant, J is the number of steps taken to vary ¢ from Oto 27T' radians and the superscripted
¢ denotes that ¢ is the parameter being varied.

(!

The ¢-varying zero tracks calculated for a (-plane contour which maps out a circle of radius
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(3

(a)

(b)

/3

(c)

Figure 8.2 The generation of zero tracks for the 3 x 3-pixel image, f(x , y), shown in figure 8.l(a) . (a) (
is varied along an incomplete contour described by
= 0.4 exp( i</> 1); </> 1 = 0 to rr /2 radians. (b) The
corresponding tracks traced out by the two -y-plane zeros. (c) The completed zero tracks formed in the -y-plane
when ( continues to be varied around the curve initiated in (a) until the circle is complete.

C!i

Pc represent a cross-sectional slice through the three-dimensional zero sheet representation at
the value Pc on the p-axis. By varying p across a range of values, a set of slices is obtained
which can be combined to produce a three-dimensional representation of the zero sheet. In
order to render the surface, triangular tessellations are formed between two adjacent points on
slice p = Pi and one point on slice p = Pi+!. However, difficulty arises in knowing which
points on consecutive slices to associate. For each value of p there are ( N - 1) distinct zero
tracks and, because the zero sheet is continuous, the zero tracks calculated for p = Pi and
p = Pi+ E, where Eis a small real number, can be joined by tessellations to form a continuous
surface. However, for each p value the zero finding algorithm (see section 5 .6.1.1) does not
necessarily calculate the point zeros in the same order, thus it is not always clear which of
the ( N - 1) zero tracks of slice Pi should be associated with which of the ( N - 1) zero
tracks of slice Pi+I. To overcome this confusion, a set of linking zero tracks is formed by
setting the phase of ( to some constant, cf>c, and varying the magnitude of(. Thus, by setting
q) = c/> c, slowly varying p from Pi to Pi+! in 1( steps and calculating the point zeros for each
one-dimensional polynomial of the set .F((c = Pk exp(i¢c), -y); k = 1, ... , /(, a set of (N - I)
p-varying zero tracks is formed (see figure 5.8 and the related paragraphs of section 5.6.1).
These p-varying tracks are necessarily open, since the (-plane contour is unclosed, and form
links between the ¢-varying zero tracks of slice Pi and those of slice Pi+!. The p-varying
tracks are calculated for the set of ( values indicated by
= exp( ic/>c); k = 1, ... , 1(,
where c/> c is constant, the superscript indicates that p is varied, and 1( is the number of steps
taken to vary p from Pl to PK·

c;k

Pk

If the three-dimensional zero sheet representation is considered, the p-varying zero tracks
progress along the zero sheet surface in the general direction of the p-axis, whereas the
previously described ¢-varying tracks form contours in planes perpendicular to the p-axis.
By comparing the values of the first and last point zeros of the p-varying tracks with the
values of the first_point zeros of the ¢-varying zero tracks of slices P; and Pi+I respectively,
it is possible to determine how the ¢-varying zero tracks of consecutive slices should be
associated, since each p-varying track has traced the zero sheet surface continuously from the
start of one ¢-varying track in the Pi slice to the start of another ¢-varying track in the Pi+I
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slice. Thus, the points of each ¢ -varying zero track of slice Pi can be confidently joined,
with tessellations, to the points of the same c/> value on some ¢ -varying zero track of slice
Pi+I. Figure 8.3 illustrates how the linking p-varying zero tracks are formed for the 3 x 3pixel image shown in figure 8.1 (a). In figure 8.3(a) ( is varied along an unclosed contour
described by ( ;k = Pkexp(i¢c); k = l , ... , K , Pl= P1 = 0.3 , PK= P2 = 0.6 , c/>c = 1r/4
radians. The corresponding linking tracks traced out by the two ,-plane zeros are shown in
figure 8.3(b). Note that the parameter ¢ is constant and has the value of 1r /4 radians along
the entire lengths of the p-varying tracks. Also, since c/> is constant, these linking tracks exist
in the three-dimensional a(] psspace and thus the representations shown here in the a /3-plane
are simply projections from the three-dimensional space onto the plane. Figure 8.3(c) displays
a (-plane contour constructed by firstly varying the phase of(, then the magnitude of ( and
finally the phase of ( again. The , -plane zero tracks resulting from the composite (-plane
contour of figure 8.3(c) are shown in figure 8.3(d). Note that the tracks of slices Pi and Pz lie
on different planes in the three-dimensional a (Jp-space. When rendering the surface for the
three-dimensional visualisation, tessellations are formed between tracks I and I' and between
tracks 2 and 2'.
As pointed out earlier, the zero tracks of two adjacent slices Pi and Pi+I are not always
calculated in a consistent order, therefore, after matching with the p-varying tracks, it may be
necessary to rearrange the order of the zero tracks stored for Pi+I • Matching must then be
completed between the reordered tracks of slice Pi+! and the tracks of slice Pi+Z, reordering
the Pi+z tracks ifnecessary. This matching and ordering process is repeated until the final slice
is reached.
The method described above satisfactorily associates the zero tracks provided that there is
a unique one-to-one matching between tracks of adjacent slices. However, if there is a merging
of tracks between slices, extra information is required. This merging is indicated when two
or more zero tracks, which each individually form a closed contour on slice P;, combine to
form a single closed contour on slice P;+1. Similarly, two or more tracks, which together
form a closed contour on slice Pi, may separate and form individual closed contours on slice
P;+1. The merging of two separate zero track contours into a single contour is demonstrated
in figure 8.4. Figures 8.4(a) and 8.4(b) show the zero tracks of the slices P1 = 0.236 and
Pz = 0.238, respectively, of the zero sheet representing the 3 x 3-pixel image displayed in
figure 8.1 (b). Once again the ¢ parameterisation of the zero tracks is indicated by the line
thickness. Whenever merging of zero tracks occurs, a certain track on slice Pi+I must be joined
partially to two or more tracks on slice Pi in order to construct the three-dimensional zero sheet
representation correctly. Clearly, it would be incorrect to form tessellations between the tracks
labelled I and I' and between those labelled 2 and 2' in figures 8.4(a) and 8.4(b). Therefore,
extra information is required to indicate which parts of which tracks of slice Pi should be
joined with a certain track of slice P;+ J. To provide this extra information a dummy slice, Pl,
of point zeros is inserted between slices Pi and Pi+I • The dummy slice contains exactly the
same set of point zeros as slice P;, but with the point zeros rearranged so that they match the
order of the point zeros of slice Pi+I. Thus, although the dummy slice data set contains all
the correct point zeros for slice Pi, the zeros are reordered to form tracks similar in shape to
those of slice Pi+ 1 and are thus inconsistent with the correct slice of the zero sheet at Pi. When
the three-dimensional zero sheet surface is rendered about a point at which zero tracks merge,
tessellations are formed between the correctly ordered point zeros of slices Pi-I and P; and
then between the dummy slice Pl zeros and the P;+1 slice zeros. The zero tracks of the dummy
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Figure 8.3 The generation of linking zero tracks for the 3 x 3 -pixel image, f( x, y), shown in figure 8.l(a).
(a) The unclosed (-plane contour; (b) the corresponding unclosed -y-plane zero tracks; (c) ( is varied around
a composite contour formed by combining two circular contours of radii Pi
0 .3 and A
0 .6 with the
p-varying contour of (a). (d) The resulting </> -varying zero tracks for slices Pi and Pi and the linking zero
tracks form ed by varying p from Pi to A . In this example the tracks labelled 1 and 2 would be joined with
tessellations to the tracks labelled l' and 2' respectively.

=

=

slice which would be inserted between slices P1 = 0.236 and P2 = 0.238 are illustrated in
figure 8.4(c). These tracks comprise the exact set of points as the tracks of figure 8.4(a), but
with those points rearranged to give the same form as the tracks of figure 8.4(b). To ensure
the construction of a continuous zero sheet surface, tessellations would be formed between the
contrived tracks of the dummy slice (figure 8.4(c)) and the correctly ordered tracks of the slice
P2 = 0.238 (figure 8.4(b)), rather than between the tracks shown in figures 8.4(a) and 8.4(b).
Provided that the p values are sampled sufficiently closely about a point of merging, the
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Figure 8.4 An example of a merging of zero tracks. This example occurs in the zero sheet representing the
3 x 3-pixel image shown in figure 8.l(b). (a) and (b) The -y-plane zero tracks produced when ( is varied
around circular contours defined by Pi = 0.236 and Pz = 0 .238 respectively. (c) The dummy slice tracks
which are used during the rendering between the slices A = 0.236 and Pz = 0.238. These tracks contain the
point zeros calculated for P1 = 0 .236 but reordered in such a fashion as to construct contours which match
the shapes of the zero tracks of slice Pz
0 .238 .

=

method of inserting a dummy slice provides enough information to render a zero sheet smoothly
at a point of merging. It should be noted that merging will only occur if, at some p value Pi, the
zero tracks of slice Pi become very close or even intersect at some position on the o:{3-plane and
the ¢> values of the tracks are extremely close or even equal at that position. Thus, the merged
tracks of slice Pi+I have continuous ¢> parameterisation. The merging of two zero tracks on
consecutive p slices is equivalent to two points, each on a two-dimensional zero sheet surface
lying in four-dimensional space, actually meeting.

8.2

FORMATION OF THE ZERO SHEET SURFACE

Once a portion of the zero sheet of some two-dimensional image has been sufficiently sampled
and a data set has been generated, a visualisation of the sheet can be formed. The threedimensional representations of the sheet have been visualised using the two software packages:
the APE visualisation software package (developed at Ohio State University) [APE version 2.0
Reference Manual, 1990]; and the MATLAB numeric computation and visualisation software
package [Matlab Reference Guide, 1992]. To render the zero sheet surfaces, triangular facets
are formed between the points of two associated zero tracks belonging to adjacent p slices.
Each triangular facet has vertices comprising of one point on one track and two points on the
other. The ¢> parameterisations of two of the points specifying the triangle must be equal and
the other point will have a value of¢> that is one sample different to those of the other two.
The fourth zero sheet dimension,¢>, is displayed by colouring the triangular facets according
to the value of the ¢> parameterisation at each facet. The colour scale used to represent ¢ is
cyclic, thus avoiding discontinuities at the transitions between ¢> = 21r - 6.q, (where 6.r/> is
the¢> sampling interval) and ¢> = 21r . The colour scale changes through from red, to green
and then to blue as the value of¢> progresses from Oto 21r radians. To generate an arbitrary
colour scale it can be assumed that the colours red, green and blue have intensities r, g and b
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respectively and that the condition
(8.1)

is satisfied. By then setting one of the component intensities to zero and linearly varying the
other two such that equation (8.1) is always satisfied, a continuous colour scale can be obtained.
In this case the r, g and b components are designated to represent Cartesian coordinates (0, 0),
(0, I) and ( 1, 0), thus specifying a right triangle. The </> values are mapped onto the edges of
the triangle and coloured according to whether</> is less than 21r /3 radians, between 21r /3 and
41r /3 radians, or greater than 41r /3 radians. For example, along the edge from (0, 0) to (0, 1)
the intensity of the blue component is zero and the colour scale changes from red to green.
Similarly, along the other two edges the colour scale varies from green to blue and then through
to red again. The uneven spacing of point zeros along any particular track means that the zero
sheet surfaces of the resulting visualisations do not necessarily contain equal areas of red, blue
and green shading, although the numbers of facets coloured by each part of the colour scale
are equal.

8.3

COMPONENT ZERO SHEET VISUALISATIONS

Portions of the zero sheets for the two images f (x, y) and h( x, y ), shown in figures 8.1 (a) and
8.l(b), have been visualised using the method described in sections 8.1 and 8.2. As noted in
section 5.6.1, a zero sheet expands continuously out to infinity. Thus, for some ranges of p
values the corresponding ,-plane zero tracks are impossible to calculate. Conveniently, the
zero sheets describing the images shown in figure 8.1 have finite extent for p values between
0.05 and 1.0, so the visualisations presented here are limited to this region. The visualisations
of the zero sheets are most com pact at p = 0 .05, since as p ---+ 0 the zero sheets contract to point
zeros (see section 5.6.1), and most expansive at p = 1.0. On account off( x, y) and h( x, y)
having real-valued pixels, their Fourier transfonns exhibit symmetries and, therefore, so do the
zero sheets Z [F( (, 1 )] and Z[H( ( , 1 )] (see section 5.6.2). When the zero sheets are projected
from the full four-dimensional a/3 p</>-space onto the three-dimensional a/3 p-space the zero
sheet representations have mirror symmetry in the exp-plane. However, while the overall shape
of the two-dimensional surface exhibits this mirror symmetry, the ¢ parameterisation generally
does not (e.g. see figure 8.2). However, the point zeros corresponding to </>1 = 21r - lb.. ¢,,
where l is an integer, have mirror symmetry through the real axis of the ,-plane with the
point zeros pertaining to </>1 = lb.. ¢,. Thus, the shape of the completed zero tracks of each
slice, or equivalently, the rendered two-dimensional surfaces, has a resulting symmetry. The
top and middle pictures of figure 8.6 show views of the visualisations of Z[F( (, 1 )] and
Z [H( (, 1 )] respectively. These visualisations are calculated for p = 0.05 to p = 1.0. The
rendered surfaces are orientated so to provide the most infonnative visualisations, therefore
the orientation of the coordinate system on which the surfaces are rendered may appear a little
unconventional. Figure 8.5 explains the orientation of the three-dimensional axes system used
in these zero sheet visualisations. The visualisations of figure 8.6 illustrate the continuous
nature of the zero sheets as they progressively merge from two separated surfaces at p = 0 .05
into a single, fully connected surface at p = 1.0.
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Figure 8.5 The 0',8 p-coordinate system on which the visualisations of the three-dimensional zero s heet
representations presented in figure 8.6 are displayed.

8.4

CONVOLUTION ZERO SHEET VISUALISATIONS

When convolved, f (:i:, y) and h( x, y) produce the 5 x 5-pixel convolution, b( :i:, y ), shown
in figure 8.l(c). The zero sheet union relationship (section 5.6.4) holds for uncontaminated
convolutions, therefore the zero sheet visualisation of b( x, y) is simply the superposition of the
zero sheet visualisations of f (x, y) and h( x, y ). This can easily be confirmed by comparing
the top two pictures of figure 8.6, the visualisations of the component sheets, with the bottom
picture, the visualisation of Z [B( (, 1 )] for p = 0.05 to p = 1.0. The potential of the zero
sheet in deconvolution is obvious from this visualisation. Both of the component images
contribute a smooth two-dimensional surface to the zero sheet representing the convolution.
Due to this smoothness, it is extremely simple to separate the two surfaces, even without a
priori information of the shapes of the component zero sheets, and subsequently reconstruct
the images f(x, y) and h(x , y).
Although, as shown in the bottom picture of figure 8.6, zero sheets seem to promise a
unique and simple method of deconvolution, their behaviour in the presence of contamination
is somewhat unpredictable. To observe this behaviour, small amounts of contamination were
added to b( x, y) to create the contaminated convolution g( x, y) = f (x, y) (:) h( x, y) + c( x , y ),
where c( x, y) is the contamination. The zero sheets representing three differently contaminated
versions (with signal-to-noise ratios of 60, 50 and 40 dB) of the convolution were visualised.
To study these visualisations more closely the zero-sheet sections displayed in figure 8.6
were divided into five further subsections, thus revealing interesting details of the zero sheets
that were previously hidden from view. The delimiting values of p for the five subsections
are p = 0.05 , 0.15,0.25, 0.5,0.85, 1.0. These boundaries were specifically chosen so that
interesting parts of the zero sheet were foremost in the visualisations. To illustrate the effects
of contamination on the component sheets of the convolution, examples of visualisations of
two of the zero-sheet subsections are presented. These visualisations were generated using
the APE software package. The top picture of figure 8.7 presents visualisations of the zero-
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Figure 8.6 Top and middle, pseudo three-dimensional visualisations of a section of the zero sheet~of the two
3 x 3-pixel images shown in figures 8.l(a) and 8.1(6) respectively. Bottom, a visualisation of the convolution
b(x, y), where b(x, y) = f(x, y) 0 h(x , y), shown in 8.l(c). These visualisations were produced using the
MATLAB software package. The sections of the zero sheets displayed range from p
0.05 through to
p = 1.0. The orientation of these surfaces is described by the set of axes in figure 8.5

=
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sheet subsection spanned by p
0.15 and p = 0.25, and the bottom picture shows the
subsection corresponding to values of p between 0.85 and 1.0. Note that in these visualisations
the orientation of the a-axis has been reversed compared with that specified by figure 8.5.
Comparison of the visualisations presented in the two pictures of figure 8.7 emphasises the
increasing detail and expansion of the zero sheets as p increases from a value close to zero
towards a value in the region of unity. Note that the APE visualisation software scales each
rendered surface to fill the entire display region, consequently it is not meaningful to compare
the relative sizes of the zero sheet representations. Therefore, note that the visualisations of the
top picture of figure 8.7 extend along the a-axis from approximately -1.5 to 0.5 and between
approximately ±0.75 in the direction of the /3-axis. In contrast, the visualisations presented in
the bottom picture occupy a much greater portion of a/3 p-space, extending almost to ±5 .0 in
the /3-direction.
In both pictures of figure 8.7 the visualisation in the upper left quadrant represents the
respective subsection of the zero sheet describing the uncontaminated blurred image b( x, y)
shown in figure 8. l(c). Inspection of these two visualisations reveals that the zero sheet of the
convolution can be unambiguously partitioned into two analytical zero sheets each representing
one component image of the convolution. The upper right, lower left and lower right quadrants
of the pictures of figure 8.7 display, respectively, the visualisations of the zero-sh~et subsections
representing the convolution after additive contamination functions of 60, 50 and 40 dB levels
have further degraded the blurred image.
The top picture of figure 8.7 is a good example of the bridging that typically occurs between
component zero sheets when an image convolution is contaminated. Whilst at the 60 dB and
50 dB contamination levels the two component sheets, although somewhat distorted, are still
separable, at the 40 dB contamination level the two surfaces have linked together to form one
smooth surface. Therefore, at this contamination level and using the zero-sheet subsection
between p = 0.15 and p = 0.25, deconvolution is not possible unless some a priori knowledge
of one of (or both of) the component images is available. Note that at the sites where the two
component surfaces join together the ¢ values of the surfaces are equal . Consequently, the
resultant single sheet has continuous ¢ parameterisation.
The visualisations presented in the bottom picture of figure 8.7 show that this subsection
of the convolution zero sheet is significantly distorted by increasing levels of contamination.
Careful inspection of the visualisation of the zero-sheet subsection describing the 60 dB
SNR convolution shows that bridging of the component zero sheets occurs even at this low
contamination level. This may be easier to observe by considering the zero tracks shown
in figure 8.8. These zero tracks correspond to the edges of the zero-sheet subsections that
are foremost in the visualisations of the bottom picture of figure 8.7. The zero tracks of
figure 8.8(b) and representing the 60 dB SNR convolution display subtle bridging of the loops
that lie along the positive a -axis. For the particular random contamination functions added
to this convolution, the bridging does not occur at contamination levels of 50 and 40 dB (cf.
figures 8.8(c) and 8.8(d)). However, the distortion of the zero sheet is so severe at these
higher contamination levels (see bottom picture of figure 8.7) that samples obtained from this
subsection (i.e. spanned by p = 0.85 and p = 1.0) of the zero sheet are unlikely to produce
faithful estimates of the original component images f (x , y) and h( x, y ).
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Figure 8.7 Visualisations of sections of the zero sheet representing the convolution g( x, y) in the presence
of increasing co ntamination levels. These visualisations were produced using the APE software package.
Top picture, the zero-sheet section spanned by p = 0 .15 and p = 0.25 . These visualisations extend from
approx.i.mately-1.5 to 0.5 along the O'-ax.is and between ±0 .75 in the ,B-direction. Bottom picture, the section
spanned by p = 0.85 and p = .10. The relative ex.tents of each of these visualisations can be ga uged from
the zero tracks displayed in figure 8.8 which depict the two -dimensional projection of the zero sheet that
lies across the foremost edge of these three-dimensional visualisations. The four visualisations within eac h
picture (top and bottom) correspond to the following situ ations: Top left, the uncontaminated convolution
i.e. c( x, y) = 0; and top right, lower left and lower right, visualisations of the zero sheets representing the
co nvolutions with co ntamination levels of 60 , 50 and 40 dB respectively
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Figure 8.8 Zero tracks representing the convolution shown in figure 8.l(c). These tracks have been produced
by fixing p = 1.0 and varying 1> from 0 to 27r radians and thus correspond to the foremost edges of the zero
sheet visualisations presented in the bottom picture figure 8.7 . (a) The zero tracks of the uncontaminated
convolution; (b), (c) and (d) the zero tracks of the convolution with additive noise levels of 60, 50 and 40 dB
respectively. All axes in this figure extend between -5 and 5.

8.5

DISCUSSION

The method described in this chapter of displaying zero sheets as pseudo three-dimensional
surfaces has elucidated many of the intricate curiosities of zero sheets. Previously the display
of zero sheets has been limited to a series of projections onto a two-dimensional plane [Lane
and Bates, 1987) and crude pseudo three-dimensional hand drawings [Lane, 1988, §4.6] (cf.
figure 5.7). The complete nature and form of the zero sheet has been left somewhat to the
imagination of each individual researcher. Whilst this has clearly not prevented progress,
the recent colour visualisations have prompted a barrage of new observations and encouraged
many novel ideas.
Perhaps the most striking feature of the new visualisations is the demonstration of the
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uniqueness of the two-dimensional deconvolution problem. It can be seen instantly from
the visualisation shown in the top left quadrant of the top picture of figure 8.7 that, in the
absence of contamination, the zero sheets of the z-transforms of the two component images
can be straightforwardly and unambiguously separated and, consequently, the component
images can be reconstructed uniquely. Furthermore, no a priori information is necessary,
therefore the two-dimensional blind deconvolution problem is uniquely solvable provided that
the appropriate sections of the zero sheet are visualised and used to perform the deconvolution.
If, for example, the zero sheet representing b( x, y) was only visualised between p = 0.05 and
p = 0.12, the resulting surfaces would not be connected and thus it would be impossible to
uniquely determine which parts of the zero sheet pertain to which component image. This
is similar to the ambiguity of the one-dimensional blind deconvolution problem described in
section 5.2.2. However, visualising the zero sheet over a wider range of p values will permit
unique separation because eventually, at some range of p values, the zero sheet representing
each component image will form a single connected surface.
It has been shown that in the limit as p approaches very small or very large values the zero
sheet contracts to points (see figure 5.6 and the related text in section 5.6.1). This is quite
clearly demonstrated by the form of the zero sheet visualisations displayed here at the p = 0.05
extent. In contrast, it is also known that the zero sheet expands to infinity in some regions in
the neighbourhood of p = 1.0. Therefore, it is not possible to form a continuous surface for
visualisation from p close to zero through top much greater than unity. Indeed, the zero sheets
shown here rapidly expand in size beyond p = 1.1. Any expansions of a zero sheet towards
infinity will only occur within a limited range of p values and beyond this range the zero sheet
will contract again to a manageable size. Observations of the zero tracks representing the
image convolution g( :i: , y) considered here indicated it would be quite possible to construct
visualisations of Z[Q( (,,)]for p greater than approximately 1.2.
Another characteristic of zero sheets that has been highlighted by the visualisations is
that an apparent intersection of two-dimensional zero tracks or three-dimensional visualised
surfaces is not necessarily an intersection of the zero sheet. Indeed, all four variables, a, /3, p
and cp, of the two component sheets must be equal at a point of intersection. It can be seen from
the visualisations of figure 8.7 that contaminated zero sheets only merge together in regions
where the four variables describing one component sheet are equal to those of the other. Note
that the joining of component sheets in figure 8.7 occurs where the cp values or, equivalently,
the colours of the component sheets are equal.
Considering zero sheets as surfaces in three dimensions suggests new possibilities for the
techniques by which zero sheets are employed to solve deconvolution problems. Current
research is focused on using two-dimensional zero tracks to deconvolve the components of
an image convolution [Watson et al., 1992; Satherley and Bones, 1994]. However, it is
theoretically possible to separate the image components by considering the three-dimensional
surfaces rather than the two-dimensional tracks. At the present time, deconvolution using
surfaces in three dimensions would be restricted to impractically small images due to the
enormous computational expense of calculating and storing the zero sheet. As the size of an
image increases the zero sheet of its z-transform rapidly increases in intricacy (see figure 5.10).
Consequently, very small sample spacings for p and cp would be required to accurately represent
the zero sheet surface of a large image.

CHAPTER 9

CONCLUSIONS AND SUGGESTIONS FOR FUTURE RESEARCH

Part I of this thesis reviews existing techniques of two-dimensional image deconvolution and
presents advances in aspects of zero sheet-based deconvolution. In this chapter conclusions
are drawn from the original work presented and possible directions for further research are
suggested.

9.1

CONCLUSIONS

The analytically continued Fourier transform of a two-dimensional image is four-dimensional
and is equal to zero on an analytic two-dimensional zero sheet. This zero sheet uniquely
characterises the image to within an arbitrary complex scaling factor. Convolving an image
with a point spread function is equivalent to multiplying the Fourier transform of the image
with that of the point spread function. Therefore, the zero sheet describing the convolution
is the union of the zero sheets describing the two component images. Since deconvolution is
equivalent to factorising the Fourier transform of the image convolution, deconvolution can
be achieved through the separation of the component zero sheets. The concept of the zero
sheet, introduced by Lane and Bates [1987], elegantly proves the uniqueness of solution of
two-dimensional image deconvolution and phase retrieval.
Given sufficient knowledge of the zero sheet representing an image, it is possible to
reconstruct the image. Chapter 6 introduces a new method of image reconstruction from
zero sheets. This new method (the GDFT technique) is a generalisation of an established
technique (the CDFT method). While the CDFT approach constructs samples of the analytically
continued Fourier transform that lie in the plane defined by purely real values of the Fourier
space variables, the new GDFT method constructs Fourier samples on a hyperplane defined
by complex values of the Fourier variables. Thus, whereas the CDFT method allows image
reconstruction from a specific set of zero-sheet samples only, the GDFT method theoretically
allows reconstruction from samples on an arbitrary two-dimensional projection of the zero
sheet that is defined by two constants which are the imaginary parts of the Fourier variables.
Due to the flexibility it affords to the choice of zero-sheet samples used to reconstruct
an image, the GDFT method greatly increases the practicality of the zero track-based twodimensional ZAA algorithm introduced in Chapter 7. In some situations, deconvolution using
the zero sheet in the region of the samples required for CDFT reconstruction may be impossible
because the zero sheet happens to extend to infinity in that region or may be extremely difficult
due to significant distortion of the zero sheet in that particular region. Therefore, the GDFT
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method is significant because it allows for image reconstruction from regions of the zero sheet
where deconvolution can perhaps be effected more successfully. The GDFf method does not
afford such an extensive choice as does the linear equations method (see section 5.6.3.2), but
GDFf is significantly less computationally expensive than this algebraic approach.
Chapter 7 introduces an original algorithm to solve the two-dimensional ensemble blind
deconvolution problem. This algorithm, referred to as zero track-based two-dimensional ZAA,
is based on the principle of zero-and-add that has previously been applied to ensembles of onedimensional images [Davey et al., 1986] and ensembles of one-dimensional projections of
two-dimensional images [Sinton et al., 1986; Bates and Lane, 1987]. When applied to a
small ensemble of isoplanatically blurred images of the same object in the presence of low
levels of additive contamination, the zero track-based ZAA algorithm is capable of faithfully
deconvolving modestly sized images without the requirement of prior information of the form
of the image degradation. It is possible that with further development the zero track-based ZAA
algorithm may be applicable to ensembles of two-dimensional astronomical speckle images.
Chapter 8 presents examples of the first attempt to visualise three-dimensional projections
of zero sheets. These visualisations are displayed as pseudo three-dimensional pictures with
shading employed to create depth and with the fourth dimension of the analytically continued
Fourier space represented by colour. The significant contribution of these visualisations to the
body of research investigating zero-based deconvolution is the pictorial demonstration of the
uniqueness of the two-dimensional blind deconvolution problem and the bridging of the zero
sheets that occurs in the presence of contamination.

9.2

SUGGESTIONS FOR FUTURE RESEARCH

In theory the principle of the zero track-based two-dimensional ZAA algorithm is applicable
to any set of data representing some true image of arbitrary form degraded by an ensemble
of different point spread functions. However, in its present form the algorithm is limited to
application to modestly-sized ensembles of impractically small images with unrealistically high
signal-to-noise ratios. These restrictions are rooted in the computational expense of calculating
and storing the extremely intricate zero tracks representing images of practical sizes. With
increased computational power these restrictions will be somewhat relaxed, however the present
zero calculation and zero-track formation techniques are unlikely to be sufficiently robust to
cope accurately with increased image size and the corresponding increase in the intricacy
of the zero sheets. Ghiglia et al. [1993] have developed a numerically robust approach to
calculating zero tracks. Consider, for example, that the ,-plane point zeros corresponding to
( = 1(1 exp( iO) are already known and that it is desired to track along the zero sheet to the point
zeros corresponding to ( = 1(1 exp( i2-rr / N). To accomplish this, Ghiglia et al. [1993] vary (
over a contour that is specifically calculated to ensure that the ,-plane point zeros are positioned
such that any ambiguity in the association between the point zeros and previously calculated
tracks is eliminated. Their technique avoids the possibility of confusion between zero tracks.
The zero-track calculation procedure described in section 5.6.1 is not as robust and leads to
incorrect zero tracks when the image is large and the number of samples around a circular
(-plane contour is too small. Unfortunately the robust zero-track formation technique used by
Ghiglia et al. [1993] is inappropriate for use in the zero track-based ZAA algorithm. In every
member of the ensemble the true image suffers from different blurring and contamination, and
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therefore the method of Ghiglia et al. [ 1993] would propose a different (-plane contour linking
( = I( Iexp( iO) and ( = I( Iexp( i21r / N) for each degraded image. Thus, for each image the
resulting tracks will represent a different projection of the zero sheet and the data set will not
be suitable for application of the ZAA principle. However, note that although every zero track
ensemble used to produce the results presented in this thesis was calculated for some portion
of a circular (-plane contour, the zero track ensembles could be calculated for any (-plane
contour provided the contour includes the samples required for GDFT reconstruction and the
same contour is used for every member of the ensemble.
A simple approach to increasing the robustness of the zero track formation procedure would
be to adopt the method described by Lane [1988, §4.7] (see section 5.6.4) that takes advantage
of the analyticity of the zero sheet by ensuring that the first derivatives of the zero tracks are
continuous.
Throughout the course of this research it has been assumed that the process of matching
zero tracks, which contain information of the smoothness and connectivity of the zero sheet, is
a more robust approach to two-dimensional ZAA than the matching of point zeros as proposed
by Sinton et al. [1986] and Bates and Lane [1987]. Before effort is expended on further
development of the zero track-based ZAA algorithm, an attempt should be made to confirm
this assumption. A comparison could quite simply be performed between point-zero ZAA
and zero track-based ZAA. This would involve applying the zero track-based algorithm as
described in section 7.5 to some ensemble of images and then, for the same values of 1(1 and
I, I, calculating just the point zeros required by the GDFT reconstruction method and applying
the one-dimensional ZAA algorithm (as described in section 7.2) to the resulting ensembles of
point zeros. A comparison of the accuracies of the two resulting reconstructions will provide
an indication of any advantage gained by applying the ZAA principle to zero tracks rather than
point zeros.

An obvious area of further development is the recognition and extraction of aligning zero
track sections from the ensembles. The clustering approach adopted in this work is ad hoc
and has scope for considerable improvement. Details of ways of possibly improving the
clustering algorithm as it exists at present are described in the discussion of the algorithm given
in section 7.9. However, at a more general level, there are alternative approaches to zerotrack recognition which may be more robust than the clustering algorithm. Given sufficient
computational power, the ,-plane could be represented as a two-dimensional array of pixels
(as in the one-dimensional ZAA algorithm) and each pixel set to one or zero according to
whether a zero track does or does not pass through the region of the , -plane represented by
that pixel. Thus, the ensemble of zero track sections is represented as an ensemble of images.
In the absence of contamination, adding and thresholding these image will result in an an
image featuring the zero track sections of the true image. If contamination is appreciable,
the zero-track images could be each convolved with a Gaussian blurring function (as in the
one-dimensional ZAA algorithm), averaged and thresholded to produce an estimate of the zero
track sections representing the true image.
An approach to object recognition and classification that has escalated in popularity in recent
years is the theory of neural networks [Pao, 1989; Lau, 1991]. The problem of extracting the
zero track sections presenting the true image from the complete ensemble containing zero
tracks derived from both the image and the point spread functions seems to be suitable for
application of a neural network. Many forms of neural networks rely upon experience gained
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from a training set of data and a learning algorithm in order to correctly classify later inputs.
However, in solving the ensemble blind deconvolution problem it is not generally possible to
produce a set of training data. Therefore, the self-organising map [Kohonen, 1990], which has
the ability to learn patterns without supervision, is possibly the most suitable type of neural
network for application to the zero track-based ZAA algorithm.
The recognition of zero track sections has similarities with the problem of recognising
cursive handwriting, since both handwriting and zero tracks implicitly contain important directional information. This suggests that it may be possible to modify some of the techniques
employed to recognise handwriting in order to recognise groups of similar zero tracks.
In general, if the zero track-based ZAA algorithm is to be further developed along the path
it is currently following, that is treating each zero track section as an individual object to be
classified, then a thorough investigation of object recognition and classification schemes is
recommended. It is possible that one of the techniques (e.g. neural networks, hidden Markov
models, vector quantisation) used in the fields of handwriting, speech and pattern recognition
may be more successful than the present clustering scheme at extracting the common zero
tracks representing the image.
It is expected that the performance of the zero track-based ZAA algorithm could be dramatically improved if the linear system of equations reconstruction approach (see section 5.6.3.2)
is employed rather than the GDFf method. While the GDFf method affords significant choice
as to which parts of the zero sheets are used to effect deconvolution and thereby lead to an
estimate of the true image, it still requires that all the necessary point zeros are extracted from
the zero track sections corresponding to a constant value of 1(1. However, as recognised by
Bates and Lane [ 1987] in the case of point zeros, if the linear system of equations method is to
be used to reconstruct the estimate, it would be unnecessary to locate all the ( N f - 1) clusters of
track sections representing the true image within each ensemble defined by some value of 1(1.
The best formed clusters could be selected from a range of ensembles calculated for different
values of I( I and from these high certainty clusters the 2( N f - 1)2
I required point zeros
can be taken in order to form the system of linear equations and subsequently reconstruct an
estimate of the true image.

+

A weakness of the current zero track-based ZAA algorithm is the dependence of the reconstruction accuracy upon the faithfulness of the point zeros describing the one perpendicular
line through Fourier space used to evaluate the scaling factor C((p); p = 0, 1, .. . , N - 1.
Throughout the results presented in this thesis the perpendicular line is defined by , =
exp( i21r( ib )/ N), however the point zeros corresponding to any value of, belonging to the set
= exp( i21r( q ib )/ N); q = 0, 1, ... , N - 1, can be used for the purpose of evaluating the
C((p); p = 0, 1, ... , N - 1. Thus, if the zero track sections corresponding to 1,1 with P[,]
varied from Oto 1r /2 radians do not cluster well, it is worthwhile to instead consider using the
track sections defined by 1,1 and P[,] equal to 1r /2 to 1r radians. Ghiglia et al. [1993] have
developed a method whereby the complete Fourier transform of the image is constructed not
only columnwise (as has been done in this thesis) but also rowwise (in this thesis only one row
of the Fourier transform is constructed). They then implement a robust eigenvalue/eigenvector
method to evaluate the arbitrary complex scaling factors between every row and every column,
thereby removing the dependency of the quality of the final reconstruction from a single row
of the Fourier transform. While Ghiglia et al. [1993] describe their method of equalisation of
the rowwise and columnwise transforms in the context of the CDFf method of reconstruction,

,q

+
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it is expected that their scheme could be straightforwardly included in the GDFT method.
As described in section 7.5.3, representative tracks are calculated for each selected cluster
and one resultant image is reconstructed from the representative tracks. Alternatively, it is possible to form many combinations of one track section from each cluster and thereby reconstruct
several different estimates of the true image. Visual inspection of the set of reconstructions
may draw attention to one image which is most likely to be the best reconstruction of the true
image, particularly since in virtually every imaging situation there is some expectation of the
form of the true image.

If the zero track-based ZAA should be developed to such a level that it is applicable to
real-world astronomical speckle images, there are a few steps that could be taken to assist
the clustering algorithm. Firstly, if a valid model of the astronomical object (e.g. a binary
star) being viewed is available a priori, then some estimation of the form of the zero tracks
characterising the object could be made. This model information could be incorporated into the
algorit.hm to make it easier for the clustering process to recognise and group together the tracks
representing the true image. This expectation is reinforced by noting the orderly nature of the
zero tracks displayed in figure 7.13 (with the exception of those calculated for 1(1 = 1.0) that
are derived from a simulated binary star (see figure 7 .12). Secondly, if an ensemble of speckles
of an unresolvable object is available, an estimate of the power spectrum of the true image can
be obtained via Labeyrie's speckle interferometry technique (see section 4.5.1). Zero tracks
representing the autocorrelation of the true image can then be calculated. Half of these zero
tracks will represent the true image f (x, y) and the other half will characterise its reflected
conjugate f*( -x, -y ). However, only the tracks representing the true image will be contained
within the ensembles of zero track sections. Therefore, by using the zero tracks derived from
the autocorrelation as templates it should become evident from the zero track ensembles which
clusters describe the true image. Subsequently, either tracks from the selected clusters or the
tracks of the autocorrelation identified as pertaining to the true image can be used to form a
reconstruction.
Finally, perhaps the most promising avenue of future research arising from two-dimensional
ZAA is in the implementation of 'direct' two-dimensional ZAA as foreshadowed in section 7.3.3. While the zero track-based algorithm described in this thesis is a considerable
advancement over previous attempts to implement two-dimensional ZAA [Sinton et al., 1986;
Bates and Lane, 1987], it remains a long way from the ultimate realisation of two-dimensional
ZAA that will involve the comparison and matching of zero sheet surfaces. A 'direct' twodimensional ZAA algorithm will be particularly powerful if it can select regions of the zero
sheet that are least distorted by contamination from which to form the reconstructed image.

Part II

EEG Spectral Topography

CHAPTER 10

INTRODUCTION TO THE ELECTROENCEPHALOGRAM

The human brain contains approximately 10 11 nerve cells which are frequently activated.
These neural activations transmit electrical impulses which induce small circulating currents
in the brain tissue and surrounding fluid , skull and scalp. As a result, a potential distribution
which varies continuously in time and space is formed on the surface of the head. The
electroencephalogram (EEG) is a measurement of the variation with time in the voltages
between a set of electrodes positioned on the scalp. The EEG is a valuable clinical tool as it is
affected in various ways by such conditions as brain tumours, epilepsy, brain lesions, infectious
diseases, mental retardation, head injury, drug overdose and dyslexia.
This chapter is primarily concerned with familiarising the reader with the fundamentals
of electroencephalography, the process of recording the electrical activity of the brain. Section IO. I gives a brief overview of the history of the EEG. Section 10.2 briefly outlines the
techniques used in recording EEGs and section 10.3 describes the basic forms of activity
observed in an EEG and the related clinical applications.

10.1

HISTORY OF THE EEG

The existence of electric currents in the brains of animals was first demonstrated in 1875
by Richard Caton, a British physiologist [Caton, 1875]. Approximately 50 years elapsed,
however, before it was confirmed by measurement that electric currents were also generated
in the human brain. A German psychologist, Hans Berger, was the first to record the electrical
activity of the human brain and published his findings in 1928. His claims were met with some
scepticism and it was not until 1934, when his observations were confirmed by Adrian and
Matthews [ 1934], that Berger's findings were truly accepted. After the significance of Berger's
pioneering work was established , interest in electroencephalography became widespread. The
late 1930s and 1940s saw many groups actively researching in the area and the importance
of the EEG became apparent. Since then the EEG has emerged as a powerful neurological
research tool and has become a routine clinical measurement.

10.2

RECORDING EEGS

The time varying electric field on the scalp is measured by scalp electrodes placed at various
positions on the head. The most commonly used electrode placement configuration is defined
by the 10-20 International System [Jasper, 1958]. This system is designed to monitor specific
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strategic regions of the cerebral cortex which is the largest structure within the brain and the
origin of most neural activity. Figure 10.1 shows the major regions of the cerebral cortex,
namely the frontal, temporal, parietal and occipital lobes. The 10-20 International System
positions 21 scalp electrodes according to certain skull landmarks (the bridge of the nose
(nasion), the prominent bump at the back of the head (inion) and points immediately in front
of the ears (preauricular points)) and percentages of circumferential distances between these
landmarks. Therefore, the placement of electrodes is independent of head size and shape. The
electrode positions as specified by the International 10-20 System are shown in figure 10.2.
Each electrode is labelled by a letter indicating its position over the cerebral cortex and a
number to show whether it is on the left or right hemisphere. The EEG electrodes must be
very carefully positioned and attached to the scalp. Conductive gels or saline pads are usually
applied between the electrodes and the scalp to reduce contact impedance.

Frontal lobe

Occipital lobe

Figure 10.1 The major regions of the cerebral cortex .

The inhomogeneous conducting volume between the cortex and the surface of the scalp
comprises a protective layer of cerebrospinal fluid (CSF), the skull bone and the scalp tissue.
The presence of these intervening tissues means that the electrical activity of the brain recorded
using scalp electrodes can be considerably different from that recorded on the underlying
cortical surface [Geisler and Gerstein, 1961; DeLucchi et al., 1962; Cooper et al., 1965;
Henderson et al., 1975]. In particular, Geisler and Gerstein [ 1961] have shown that the high
conductivity of the CSF layer allows for significant current flow parallel to the scalp surface and
therefore causes a spatial averaging or 'smearing' of electrical potentials. Their demonstration,
based upon results obtained from both a mathematical model and a set of experiments that
involved recording the potentials on the exposed cortical surfaces of a monkey's head, is in
agreement with the results of a study on human patients which clearly show the attenuating
effect of the CSF layer upon the potential recorded on the scalp [Cobb and Sears, 1960]. The
conductivity of the skull, which virtually surrounds the active brain tissue, is very low compared
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Figure 10.2 The 10-20 International System of electrode placements.

to that of the tissue. It is widely accepted that the conductivity of the brain and scalp tissues
are approximately 80 times that of the skull bones [Rush and Driscoll, 1969]. Consequently,
the skull also inhibits current flow between the cortex and the scalp and acts to attenuate the
potentials on the head surface. Furthermore, the conductivity of the skull is lower in a traverse
direction rather than parallel to the surface of the head [Rush and Driscoll, 1968; Henderson
et al., 1975] and, therefore, as well as attenuating the potentials the skull contributes to the
spatial smearing of the EEG surface potentials. In conclusion, the combined attenuation effects
of the intervening CSP and skull means that the signals recorded on the scalp are typically as
small as 20 - 100 µ V, which is much lower than those recorded from the cortex [DeLucchi
et al., 1962].
Due to the low amplitudes of cerebral potentials (whether recorded on the cortex or on the
scalp tissue), it is necessary to amplify the signals before they are output to various recording
instruments such as paper chart recorders (polygraphs) and multichannel tape recorders. A
particular pair of scalp electrodes connected to a differential amplifier is referred to as a
derivation or channel. Commonly, sixteen channels are recorded simultaneously, although in
research applications EEGs have been recorded using up to 128 channels. Many derivations
are possible, however most EEG systems use only 48 derivations that have comparable interelectrode distances. A specified set of sixteen derivations, which are recorded simultaneously,
is known as a montage. For straightforward and accurate interpretation of the EEG, montages
comprise electrode derivations that follow some form of anatomical order. A set of standard
montages is regularly used in clinical applications. Within this set there are two basic forms of
montage: the bipolar and the referential [Kooi et al., 1978].
A bipolar recording measures the potential difference between two adjacent electrodes.
Both electrodes are assumed to be active and, consequently, the measured signal is simply a
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comparison of the electrical potential at one electrode with respect to the electrical potential at
the other. There are several types of bipolar montage with electrodes connected sequentially
to form chains running longitudinally, laterally or circumferentially over the scalp. Bipolar
montages are especially useful in the localisation of EEG activity that' is restricted to a small
region of the head (i.e. focal activity).
A referential montage involves measuring the potential differences between a common
reference electrode and every other electrode. Ideally, the reference electrode is unaffected by
brain electrical activity and is therefore considered to be an inactive (zero potential) reference.
The reference electrode may be positioned at one of many sites (e.g. chin, nose, ears, scalp
vertex, neck, or jaw), but there is no ideal site that can be assumed to be at a constant electrical
potential with respect to the scalp electrodes. A reference electrode positioned on the scalp
is subject to cortical electrical activity and one positioned anywhere else on the body is likely
to be contaminated by cardiac (ECG) or muscle (EMG) electrical activity or 50 Hz electrical
interference. Referential montages are useful because they allow for the direct comparison of
the voltage amplitudes measured at the various electrode sites.
A further complication of EEG recording and analysis is the inevitable inclusion of extraneous transient electrical signals. These signals, produced by extracerebral sources, are
collectively known as artifacts. Artifacts are commonly caused by muscle contraction (EMG),
eye blinking and movement, cardiac activity (ECG), bad contacts between the electrodes
and the scalp, movement of electrodes and electrical interference generated by equipment
[Offner, 1984). The occurrence of artifacts during an EEG recording can be minimised by
ensuring that the patient remains relaxed. Post-processing of the EEG can help remove any
recorded artifacts. Techniques to attempt this include visual inspection, filtering, and the use
of additional electrodes.

10.3

EEG ACTIVITY AND APPLICATIONS

In general, an EEG recording can be described in terms of the amplitude, frequency, morphology, spatial symmetry, phase, and location of its waveforms. The amplitudes of the measured
EEG signals typically vary between 10 and 200 µV and the frequencies between 1 and 70 Hz
[Duffy et al., 1989]. There are two basic types of EEG activity: the ongoing rhythmic activity,
known as the background activity, and high frequency transients. These transients, known as
spikes and sharp waves, are superimposed on the background activity and generally have higher
amplitudes than the background activity. Spikes are indicative of epilepsy [Jasper, 1949] but,
due to their relative infrequency of occurrence and brief duration, can be difficult to recognise,
especially in artifactual EEG .
Interpretation of an EEG is a long and complicated process performed by a highly trained
specialist, the electroencephalographer (EEGer). The EEGer must combine temporal, spectral
and spatial analyses with knowledge of the patient's age, medical history, state of alertness
during the recording and the recording procedure (i.e. the montage used) before interpreting the
data and reporting the findings. Furthermore, an abnormal finding in the EEG recording does
not necessarily imply a particular clinical abnormality. However, the EEG supplies information
invaluable in helping form an overall clinical diagnosis.
Compared to other modem brain imaging techniques, for example computed tomography
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and magnetic resonance, the EEG is less infonnative in localising structural brain defects.
However, the majorutility of the EEG lies in its ability to reflect the functional state of the brain.
Possibly the most common application of the EEG is in the search for epileptifonn activity
[Nuwer, 1988c; Dingle, 1992). If significant transients are detected, the EEG interpretation will
support a clinical diagnosis of epilepsy. The relationships between transient EEG wavefonns
and epileptic discharges are reasonably well understood and interested readers may consult
Jasper [ 1949] and Dingle [ 1992). Aside from epilepsy, researchers are discovering that the
background EEG activity can contain evidence of a number of brain conditions. The remainder
of this section discusses the clinical classification of the background activity, its appearance in
nonnal and abnonnal EEGs, and the significance of this in the clinical environment.

10.3.1

Normal EEG Background Activity

The background EEG activity is characterised by rhythmic or oscillating behaviours which
are conventionally classified according to frequency. Activity with frequencies less than 4 Hz
is known as delta activity, th.eta activity has frequencies between 4 and 8 Hz, alpha activity
encompasses wavefonns with frequencies between 8 and 13 Hz and beta activity includes
all frequencies greater than 13 Hz [Duffy et al., 1989). Figure 10.3 shows examples of the
four classical types of quasi -periodic activity. The activities within these bands are generally
considered and compared when the patient is awake with their eyes open and then with their
eyes closed. Although the activity of each band has a different amplitude and spatial distribution
on the head, the background activity of a nonnal patient is generally symmetric between the
left and right hemispheres of the brain.
The most prominent activity in an EEG of a nonnal and awake adult is the posterior
dominant rhythm, which occurs over the occipital regions. In adults this rhythm has a frequency
between 9.5 and 10.5 Hz and is consequently tenned the alpha rhythm [Nunez, 1981b]. The
amplitude of the alpha rhythm is typically up to 50 µV when the eyes are closed and is
dramatically attenuated when the eyes are open [Duffy et al., 1989, Chap.14).
Beta activity (frequencies greater than 13 Hz) is also common in the EEG of an awake
subject. However, the amplitudes of beta wavefonns are generally less than 20 µV, so beta
activity is not as prominent as the alpha rhythm. Indeed, when the eyes are closed, beta activity
is obscured by alpha activity. For this reason, beta activity is most easily observed in anterior
regions of the brain and when the eyes are open. In nonn al EEGs the amplitude and frequency
of the beta activity is expected to be the same on both sides of the head [Duffy et al., 1989,
Chap.14). Slight asymmetries in amplitude may be attributed to variations in skull thickness,
but large consistent asymmetries are considered to be abnonnal [Duffy et al., 1989, Chap.14] .
Theta activity is barely present in the EEGs of nonnal, awake adults. Any significant
occurrence of theta activity is considered abnonnal [Duffy et al., 1989, Chap.14). However,
theta activity increases significantly with drowsiness and , consequently, it is important that the
EEGer.can distinguish nonnal theta activity due to drowsiness from abnonnal theta activity
during wakefulness.
The patterns of nonnal background activity vary significantly with age. The posterior
dominant rhythm (or alpha rhythm in the EEGs of adults) is of slower frequency and higher
amplitude in children [Duffy et al., 1989). For young children the frequency of this prominent
rhythm lies below the alpha frequency band (i.e. in the theta band and, for very young children,
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(a)

(b)

(c)

(d)

1s
Figure 10.3 The four EEG rhythms: (a) delta, (b) theta, (c) alpha and (d) beta.

in the delta band), but it remains prominent over the posterior region and is attenuated when
the eyes are open. The frequency of the posterior dominant rhythm also decreases in old age
[Duffy et al., 1984]. Whereas the EEGs of alert normal adults show minimal signs of theta
activity, significant theta activity in the frontal and central lobes is quite common in normal
children. To avoid misinterpreting these age-related characteristics of the background activity
it is essential that the EEGer is aware of the age of the patient.

10.3.2

Abnormal EEG Background Activity

Various brain disorders produce changes in the frequency, amplitude, spatial distribution and
reactivity of the background EEG activity. These changes are judged to be abnormal if they
lie beyond the range of background activity determined as normal by the collective knowledge
and experiences of many EEGers. This section briefly describes some of the most common
background activity abnormalities observed in the EEGs of awake subjects. An interested
reader should consult Duffy et al. [ 1989, Chap.15] for further details.
Abnormal alpha activity suggests that the patient may be suffering from any of several
clinical conditions. A posterior dominant rhythm (normally the alpha rhythm) of an awake
adult which has a frequency less than 8 Hz is considered abnormal. The cause of this effect is
non-specific and may be due to one condition or a combination of several conditions, such as

10.3

EEG ACTIVITY AND APPLICATIONS

253

metabolic, toxic and infectious encephalopathies.

If the alpha rhythm slows asymmetrically with a consistent discrepancy of more than 1.5
Hz between the two hemispheres, then the possibility of a brain lesion (a discontinuity of tissue
or the functional loss of tissue in the brain) on the slower side is suggested. An alpha activity
amplitude difference exceeding 50 % between the two hemispheres is considered abnonnal.
This effect may be due to lesions of the cerebral cortex or some structural defonnity (e.g.
subdural or epidural hematomas (blood clots) and scalp edema (fluid accumulation)) that
results in a build up of excessive fluid between the brain and the head surface. The presence
of the relatively high conductivity fluid has the effect of shunting the electric field. Therefore,
in the region of accumulated fluid the attenuation of the EEG electric field is greater than over
healthy regions of the head, leading to asymmetrical EEG amplitudes on the head surface.
Widespread alpha activity in the frontal regions is abnonnal and may result from conditions
such as cerebral anoxia (a deficiency or absence of oxygen due, usually, to a reduced or absent
blood supply) or a brain stem infarct (an area of tissue death due to prolonged anoxia), or may
be the effect of a drug.
Beta activity which is attenuated or accentuated may be considered abnonnal. The EEGs
of patients with destructive cortical lesions often display attenuated beta activity. Again
this attenuation is often due to the collection of fluid between the cortex and the electrodes.
Widespread excessive beta activity is usually the effect of a drug, while a localised increase in
beta amplitude is generally observed over a defect of the skull [Duffy et al., 1989, Chap.15].
The following reasons for an increase in beta activity over a skull defect have been advanced:
Spectral analyses of simultaneous cortical surface and scalp EEG recordings have shown
that, compared to the cortical recordings, high frequency EEG activity (15 - 30 Hz) recorded
on the scalp is more attenuated than low frequency activity (0 - 15 Hz) [Pfurtscheller and
Cooper, 1975]. This suggests that the intervening media, in particular the skull, acts as a
low pass filter. However, Pfurtscheller and Cooper [ 1975] have shown that the electrical
conductivities of the brain, skull and scalp are constant for all frequencies of interest in the
EEG. Therefore, it is believed that the selective attenuation of the high frequency (beta) activity
occurs because tl1e higher frequencies tend to be spatially coherent only over smaller cortical
surface areas and tl1is, combined with the spatial averaging effect of the skull, means tl1at
each scalp electrode is recording a summation of polyphasic beta activity [Pfurtscheller and
Cooper, I 975; Nunez, 1981 a, Chap.7]. Thus, if there is a defect in the bone, the extent of tl1e
spatial averaging of coherent beta activity is reduced and, consequently, the beta activity may
become more apparent.
The appearance of significant slow activity (delta and theta) is abnonnal in the EEG
of an awake adult [Duffy et al., 1989, Chap.15]. Consistent hemispherical asymmetries in
the amplitude and frequency of delta and theta activities provide further infonnation of the
abnonnality. Theta activity accompanies drowsiness, so if it is suspected that the patient was
not alert, asymmetries of tl1e theta activity are more significant than its mere presence.
A common EEG background abnormality is intermittent rhythmic delta activity (IRDA).
These intennittent bursts of 2 - 3 Hz activity may be generalised over certain symmetric
regions of the head, may be restricted to one hemisphere (lateralised), or may occur in one area
(focal). Generalised IRDA usually occurs over the frontal or occipital region, or occasionally
it may appear in the temporal regions. IRDA is attenuated when the eyes are open. IRDA
is distinctive from the background activity because of its high amplitude, low frequency and
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similar in-phase waveforms. There is no specific clinical condition which produces generalised
IRDA as it simply reflects disturbances in cerebral function. Bursts of focal or lateralised IRDA,
however, suggest the possibility of underlying structural lesions.
Continuous delta activity is one of the most important indicators of abnormal brain function. A particular form of abnormal delta activity is polymorphic delta activity (PDA). The
waveforms of PDA alter continuously in frequency (between 0.5 and 3 Hz), amplitude and
shape. Unlike most other background activity patterns, PDA persists throughout both wakefulness and sleep and is unreactive to simulation. Continuous PDA is evidence of an underlying
structural lesion, particularly if the activity is focal.

10.4

SUMMARY

The EEG is a recording of the electrical activity of the brain as measured on the scalp. Many
brain disorders are reflected in the characteristics of the EEG and, hence, the EEG is an
important tool in the diagnosis of neurological conditions.
Analysis of the EEG is traditionally performed by an EEGer who visually inspects the
recorded waveforms. This analysis has two facets : identification of epileptiform activity and
observing trends in the spectral content and spatial distribution of the background activity.
Spatial asymmetries of frequency content and attenuated or accentuated activity are indicators
of possible brain abnormalities.

CHAPTER 11
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Throughout the last decade, computerised quantitative analysis of the electroencephalogram
has become increasingly popular as a result of the growing availability of more powerful
and less expensive digital computers [Gevins, 1984; Nuwer, 1988b; Nuwer, 1988c; Duffy
et al., 1989). Traditionally, EEG analysis has involved an experienced EEGer examining
many pages of polygraphic EEG recordings for visual evidence of normal and abnormal brain
activity. This analysis procedure requires considerable skill, is very time consuming, and is
inherently subjective. In contrast, computerised analysis of EEG waveforms can provide quick,
objective, and readily understandable interpretations [Barlow, 1979).
EEG analysis can be divided into two major areas. The first is identification and localisation
of high frequency transient waveforms, known as spikes and sharp-waves. Their presence is
strongly indicative of epileptic activity in the brain and, hence, the EEG plays a major role in
the diagnosis of epilepsy. The second major area of EEG analysis involves quantifying the
spectral properties of the continuous background activity of the EEG. The ongoing rhythmic
waveforms of the EEG are described in terms of frequency, amplitude, spatial distribution and
their variations with time. Brain lesions are characterised by an abnormal spatial distribution
of the background EEG activity [Gotman et al., 1973] and, hence, can be identified by careful
spectral analysis of the background waveforms.
Due to the complicated nature of both aspects of EEG analysis and the large amount
of experience that must be accumulated by a successful EEGer, considerable effort has been
directed towards developing techniques for automated interpretation of EEG recordings. Many
systems have been developed to attempt to automate the detection of epileptiform waves and
recent developments are proving highly successful (for reviews see Gotman [1985] and Dingle
et al. [1993]). Equally numerous are the computer-based systems for spectral analysis of
the background EEG activity. In conjunction with spectral analysis, many systems provide
displays to illustrate the spatial distributions of the results of the spectral analysis. This
technique in known as EEG spectral topographic mapping, hereafter referred to as EEG
spectral topography. The more general term, EEG topography, is used to describe a wider
class of techniques which may map any of a variety of EEG features. The maps produced by
spectral topographic techniques aim to assist in the visual assessment of overall EEG activity
by highlighting asymmetries or localised abnormalities in the frequency content of the recorded
EEG.
Although several EEG topography systems have been developed and, in some cases, are
now commercially available, difficulties with technical procedures and clinical interpretations

256

CHAPTER 11

EEG SPECTRAL TOPOGRAPHY

have inhibited the widespread acceptance and usage of EEG topography techniques. This
chapter reviews current systems, with particular emphasis on EEG spectral topography, and
discusses some of the more important issues that remain unsettled. Section 11.1 outlines the
concept and principles of EEG topography. Section 11.2 presents a brief history of EEG
topography systems and speculates on the future role of topography. The basic technical
aspects of EEG spectral topography are described in section 11.3 and in section 11 .4 many
of the contentious issues of EEG topography are discussed. Finally, section 11.5 gives an
indication of some of the specific clinical applications.

11.1

EEG TOPOGRAPHY

A computer-based EEG spectral topography system calculates the frequency content of the
EEG and graphically displays the spatial distribution of the average spectral magnitude of
various spectral bands on topographic maps of the scalp. In this way, EEG spectral topography
reduces the large amount of information contained within the waveforms of several channels of
EEG recording to a small set of numerical values describing the frequency content of the EEG
activity. Although such a reduction of the EEG information is appealing and presents the data in
a way which is more readily understandable to those unfamiliar with conventional EEG analysis,
a number of technical and clinical difficulties provide scope for gross misinterpretations of the
topographic maps [Nuwer, 1989b]. For this reason many authors have emphasised that the
role of quantitative EEG spectral analysis and topographic mapping is not to replace the expert
assessment of polygraphic recordings but to complement it [Duffy, 1989a; Nuwer, 1989a;
Petsche, 1989].
Topographic mapping is not restricted to spectral EEG parameters. The scalp surface
potential field, recorded at an instant in time, can also be mapped spatially to give indications
of regions with momentary similar potential. These equipotential maps can be derived for
spontaneous EEG (as obtained by routine EEG recording) or evoked EEG activity [Allison
eta!., 1977; Darcey eta!., 1980; RagotandRemond, 1978; Duffy et al., 1989]. Evokedpotential
(EP) recordings investigate the reactivity of the brain in response to some external stimulus.
The stimulus may be visual (e.g. a flash of light), auditory (e.g. a click) or somatosensory
(e.g. an electrical shock applied to a peripheral nerve). Immediately following the application
of the stimulus, the EEG contains evoked activity as well as the usual ongoing background
activity. However, the amplitude of the evoked activity is very small compared to that of the
background activity. To enhance to signal-to-noise ratio of the evoked activity the stimulus is
repeatedly applied and, assuming that each evoked response occurs at some constant time after
the stimulus onset, many epochs are averaged. A time series of equipotential maps, of either
spontaneous or evoked activity, can be viewed in sequence to illustrate the spatiotemporal
characteristics of the activity [Duffy et al., 1979]. It has been shown that the combination of
EEG, EP and topographic mapping is a useful tool in the investigation of clinical conditions
such as epilepsy [Nuwer, 1988a].

11.2

HISTORY AND FUTURE OF EEG TOPOGRAPHY

The analogy between the brain and a map was first suggested by Franz Joseph Gall (17581828), a German anatomist [Petsche, 1989]. He was mistakenly convinced that each region
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of the cortex had a restricted function and that the size of each region was directly related to
some particular character trait. However, at that time Gall's ideas were widely accepted and
physicians used models of skulls to determine human traits of character.
In 1926 Pavlov, a Russian physiologist best known for his work on conditioned reflexes,
wrote:

If one could observe the activity of the brain through the skull, one would see a
continuously changing light-spot whisking over the hemispheres and surrounded
by darker shadows arrested sometimes here, sometimes there and then again
jumping to other regions. In this way the ceaselessly changing function of the
consciousness seems to be activated from a central place.
While Pavlov speculated on this visual representation of cerebral activity, Hans Berger
succeeded in recording the first human EEG. The spatial distributions of the EEG were recognised by Adrian and Yamagiwa [1935], who discovered the posterior dominance of the alpha
rhythm (see section 10.3.1). In 1940 a Japanese EEG pioneer, Motokawa, produced the first
EEG map. This map displayed lines of equal electrical potential on a planar representation of
the skull. Furthermore, Motokawa, was the first to develop and use statistical analysis for the
quantification of EEG.
The early 1950s saw six independent groups developing displays, known as toposcopes,
for showing the spatial distributions that are not always obvious with the routine EEG
[Petsche, 1989]. Various forms of toposcopes were developed . Goldman, Walter and Shipton
displayed EEG voltage distributions using arrays of cathode ray tubes with the brilliance of
the oscillating signals being modulated by the EEG amplitude. Lilly and Livanov displayed
arrays of light spots on screens and recorded the brightness variations on film . R emand and
Petsche restricted their spatiotemporal investigations to one dimension and recorded the EEG
from a row of equally spaced electrodes. The potential amplitudes were displayed by glow
modulators and recorded on film. All these early attempts at topography were seriously limited
by the relatively primitive technology available and the associated expense.
During the 1960s investigations of brain mapping techniques continued. The increased
sophistication of the systems developed at this time reflected the progress in technology. For
example, Estrin and Uzgalis [ 1969] made short 'movies' of the spatiotemporal distribution of
electrical activity in the parietal-occupital area. At this time, however, no clinical use was made
of EEG topography systems. In the late 1970s and early 1980s more sophisticated, smaller and
cheaper computers opened the way for the systems developed by Duffy et al. [1979] and John
et al. [ 1977]. Following this lead, many groups have developed their own EEG topography
systems. Initially these systems were for use in research, but some have since developed into
clinical tools and are available commercially. These modem systems have shown that, unlike
the early toposcopists who set out to display representations of the instantaneous electric field
directly, EEG mapping promises to be more useful if average parameters or statistical values
are displayed.
The future of EEG topography appears promising, particularly in the diagnosis of functional
conditions of the brain. Studies are being conducted to investigate the influences of neurological, psychiatric and psychological conditions on the spatial distributions of the activity of the
brain. As these effects are better understood and large normative databases are established ,

258

CHAPTER 11

EEG SPECTRAL TOPOGRAPHY

EEG topography, as an adjunct to conventional EEG, will most likely help to improve the
diagnostic power of the EEG.

11.3

TECHNICAL ASPECTS OF EEG SPECTRAL TOPOGRAPHY

Many computer-based topography systems have been developed to assist in the clinical appraisal of background EEG activity [Duffy et al., 1979; Nuwer, 1988b; Fred et al., 1989].
Several of these systems have been extensively, and successfully, tested in clinical applications
[Duffy, 1981]. Although there are many procedural variations between these systems, all of
them have essentially the same major components. The overall structure of EEG spectral topography systems is outlined in this section, while the more characteristic details are discussed
in the following section.
By means of the fast Fourier transform (FFT) [Bracewell, 1978], and assuming that the EEG
signal is temporally stationary, an EEG spectral topography system calculates the spectrum of
each of the EEG signals recorded at the selected set of electrode sites over a nominated time
interval . Classically, the EEG background activity is described in terms of four frequency
bands corresponding to the major rhythms of the EEG: delta, theta, alpha and beta (see
section 10.3.1). Hence, the average magnitude of the spectral components within each of these
frequency bands is computed for each channel of EEG recording. For each frequency band,
the average spectral magnitude values are projected onto an array of pixels, representing the
head, at positions directly related to the scalp locations of the electrodes. The topographic
maps are then computed by interpolating the spectral magnitude between the known samples
at the electrode sites. The spectral amplitude at each pixel in the map is then indicated either by
an intensity, if using a grey-scale on a monochrome display, or by a colour on a colour display.
Thus, a set of maps is produced that shows the relative values of the spectral magnitude at all
regions of the scalp for the specified frequency bands. While these maps can provide no more
information than conventional polygraphic recordings, their quantitative nature and superior
means of displaying spatial relationships can often emphasise irregularities not obvious from
inspection of the polygraph. In interpreting topographic maps, however, the observer must give
careful consideration to the effects of artifacts, montage selection, an active reference electrode,
control settings, wakefulness , age and medication. While the experienced EEGer is generally
able to recognise and compensate for these effects when reading a standard polygraphic EEG
recording, they can be considerably more difficult to identify unequivocally when present in
topographic maps [Rodin, 1991] . Thus, much care must be exercised when interpreting the
maps in the context of some clinical diagnosis.

11.4

EXISTING TOPOGRAPHY SYSTEMS AND TECHNIQUES

Despite the fundamental similarities of EEG spectral topography systems, there are many procedural differences. Debate continues as to which of the many possible techniques provide
the most accurate topographical maps. One of the most contentious issues is that of determination of the optimal inter-connection of electrodes for recording an EEG to be analysed by
spectral topography and, in particular, the choice of reference electrode(s). Another important
issue is concerned with the means of surface interpolation. These two issues are reviewed
in sections 11.4.1 and 11.4.2 respectively. Sections 11.4.3 and 11.4.4 discuss various signal
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processing aspects of EEG topography and section 11.4.5 comments on tl1e format of brain
topography maps. Finally, section 11.4.6 briefly describes meiliods of statistical analysis of
topographic maps.

11.4.1

Montage Selection for EEG Topography

Most clinical EEG systems employ ilie International Standard 10-20 electrode placement configuration [Jasper, 1958] (see figure 10.2) and routinely record EEGs using a set of established
electrode pair combinations or montages. However, despite attempts to standardise systems,
iliere is no unanimity as to which montage is most appropriate for EEG spectral topography.
Of ilie two basic types of EEG montage, referential and bipolar, referential montages
are considered ilie most suitable for recording EEG signals deemed for EEG topography
analysis. Their primary advantage is iliat valid comparisons can be made between EEG signal
amplitudes measured at various electrode scalp locations [Duffy et al., 1989]. However, ilie
major shortcoming of referential montages, and ilie source of ilie ongoing montage debate,
is ilie lack of an ideal reference electrode. Several reference sites are available, but none
are immune to contamination by some source of electrical activity, be it cortical, ECG, EMG
or 50 Hz electrical interference. Focal cortical activity occurring close to ilie reference site
will appear of smaller amplitude ilian ilie same focal activity occurring at a site more distant
from ilie reference. While tlus effect can be recognised in ilie polygraphic EEG tracings and
equipotential maps, it will probably be misinterpreted in spectral arrays or maps due to ilie loss
of phase information [Binnie and MacGillivray, 1992].
A popular choice of montage in EEG topography is ilie referential linked-ears arrangement
of electrodes [Duffy, 1981; Fred et al., 1989; Samson Dollfus et al., 1989; Salinsky et al., 1992].
This montage involves connecting ilie earlobes and referencing every oilier electrode to tlus
common point (see figure 11.l(a)). The rational behind ilie linked-ears reference is iliat ilie
electrical connection (or 'short') between ilie ears provides a low resistance paili for currents
produced by cardiac activity [Nunez, 1981a]. Therefore, ilie likelihood ofECG interference at
ilie scalp electrode sites is reduced. However, at ilie same time, forcing ilie electrical potentials
of ilie two ears to be equal may severely distort ilie potential field over ilie entire scalp. Some
groups argue iliat ilie distortion introduced by linking ilie ears can result in false localisations
of sources of EEG activity [Fisch et al., 1989]. For example, if iliere were large amounts of
EEG activity in ilie region of one ear, ilie oilier ear would appear to be at a similar potential,
hence asymmetrical EEG activity would tend to appear more symmetrical, an effect known
as contra/ate rat intetference. Gonzalez Andino et al. [ 1990] have investigated ilie effects of
tl1e linked-ears reference and concluded tl1at iliere are no significant differences between EEGs
recorded when ilie ears are linked or unlinked. However, ilieir findings have been questioned
[Rodin, 1990] because of ilieir failure to include one or more examples of active ear references
in ilieir investigations.
An alternative, but similar, referential montage is ilie ipsilateral-ears reference. In tlus mon-

tage ilie ears are not linked and ilie electrodes on ilie left or right hemisphere are referenced to
ilie electrode on ilie lobe of ilie left or right ear respectively. Oken and Chiappa [1988] claim
iliat ilie ipsilateral-ears reference is less active ilian a scalp vertex reference (i.e. using ilie Cz
electrode as ilie reference), avoids ilie contralateral interference problem of ilie linked-ears reference and is significantly less susceptible to muscle activity artifact (EMG) ilian non-cephalic
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Figure 11.1 Referential montages: (a) linked-ears; and (b) ipsilateral-ears.

references. Some groups investigating aspects of EEG topography have reported using the
ipsilateral-ears montage [Buchsbaum et al., 1982; Oken and Chiappa, 1988]. Figure 11. l illustrates the electrode positions and connections of the linked-ears and ipsilateral-ears referential
montages.
The average potential reference montage, where electrical potentials are measured with
respect to a reference which is the average of the voltages of a set of the electrodes, is discussed
by Walter et al. [ 1984]. The rational for this montage is based on the assumption that the
voltages at the scalp electrodes are random and will therefore tend to have a mean of zero.
However, the disadvantage of the average potential reference montage is that this assumption
is often unsatisfied. For example, the inclusion of high localised activity (e.g. spikes or
artifacts at or centred on a single electrode) in the average calculation will result in a biased
non-zero average. The localised activity will therefore appear to have widespread distribution
which is attenuated over the focus [Duffy et al., 1989, Chap.12]. To reduce the likelihood of a
non-zero average, the electrodes Fp l , Fp2 and Cz are never included in the average calculation
(see figure 10.2 for the locations of these electrodes). This is because Fpl and Fp2 are often
contaminated with eye movement artifact and, if the EEG is recorded during sleep, the Cz
electrode is subject to the high amplitude vertex activity which accompanies a certain sleep
state. In some cases, the electrodes F7, F8, Fz and Pz are excluded for the same reasons.
If any other electrode shows high localised activity, it is the responsibility of the technician
conducting the EEG recording to identify the electrode and remove it from the average. Despite
the drawbacks of a non-zero average, the average potential reference has been the montage
employed in some EEG topography systems [Darcey et al., 1980; Fright et al., 1984].
Both Walter et al. [1984] and Nuwer [1988b] conclude that there is no optimal site of
inactivity and, consequently, suggest that the topographic analysis be performed using two or
more different reference sites. A comparison between maps of different references will then
identify any active reference sites and thereby show if an adequate approximation to reference
inactivity has been achieved.
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Interpolation Methods

Most EEG topography systems derive maps from measurements taken at 16 electrodes positioned on the scalp according to the Intemational 10-20 System (section 10.2). These measured
samples represent a mere 1% of the total number of pixel values required for a complete topographic map [Nuwer, 1988b] and result in an average inter-electrode spacing to approximately
6 cm [Spitzer et al., 1989]. Spitzer et al. have shown that sampling the surface potential at
this resolution is inadequate for some cerebral potentials and may result in map distortions
due to aliasing (see section 2.8.3). To investigate the resolution limit, Spitzer et al. [ 1989]
oversampled the spatial distribution of a somatosensory evoked potential and used spatial frequency analysis to determine the Nyquist sampling distance. Their results demonstrated that
for this particular cerebral potential, and possibly other forms of focal activity, inter-electrode
distances of 3 cm or less were necessary to prevent spatial aliasing. Although a large number
of researchers recommend the use of more electrodes [Gevins, 1984], technical limitations
of many systems restrict the number of electrodes to 16 and, consequently, completed topographic maps are generated by interpolation between this inadequate number of electrode sites.
Interpolation cannot prevent or remove the distortions arising due to aliasing, and it is crucial
that an interpolation scheme is employed that does not itself introduce further distortions to
the spatial distribution maps. Several interpolation schemes are possible and, as the accuracy
with which a map is interpreted is largely dependent on the quality of the interpolation scheme,
which scheme is most appropriate is the subject of active controversy.
In their Brain Electrical Activity Mapping (BEAM) system Duffy et al. [1979] employ
three-point linear interpolation, by which the values at unknown scalp locations are determined
according to the values of the three nearest electrodes and the distances to those electrodes
[Duffy, 1981]. Fred et al. [ 1989] also use linear interpolation from the three nearest electrodes,
but weight the value of each electrode by the squared inverse of the distance from the electrode
to the position being interpolated. Walter et al. [1984] investigated an interpolation scheme
whereby an unknown value is determined according to the four electrodes at the vertices of the
quadrilateral in which the point lies and the distances to those vertices. This scheme differs
from that of Fred et al. [1989] only in the number of known samples used and the form of
the weighting distance, however both can be described as methods of nearest neighbour or
local barycentric interpolation [Shepard, 1968]. Whilst Fred et al. [ 1989] weighted the sample
values by the inverse of the distance squared, Walter et al. [1984] used the inverse of some
power n of the distance. The choice of n is critical. For n close to zero the interpolated value
is simply the average of the four known values. For n greater than 20, the interpolated value
is essentially equal to the closest known value. Walter et al. [1984] thus made an intuitive
choice between n = 2 and n = 3 and decided empirically that n = 3 results in more plausible
maps. Obviously, for n = 2 the method is almost equivalent to that of Fred et al. [ 1989],
the only difference being the number of electrodes considered in the summation. Buchsbaum
et al. [1982] have also used the four nearest neighbour interpolation scheme, but with n = 1.
They appeared satisfied that this computationally simple method produced sufficiently accurate
maps without requiring extra assumptions concerning the expected form of the distribution to
be produced by the interpolation scheme. Although the maps resulting from the local nearest
neighbour interpolation method are not smooth (i.e. have discontinuities), this method is
widely used because of its straightforward computation algorithm.
Perrin et al. [ 1987a] have compared the nearest neighbour interpolation scheme with
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methods of swface or thin-plate spline interpolation. Thin-plate spline interpolation generates
an interpolated surface that is calculated by minimising the bending energy of a surface function
while constraining it to pass through the known points. Firstly, on comparison with samples
of known potential distributions, Perrin et al. [1987a] found that then = 2 nearest neighbour
scheme systematically produced more accurate results than the same approach using either
n = 1 or n = 3. They then investigated three schemes of thin-plate spline interpolation and
found that the 3rd degree spline resulted in more accurate estimates of the known distribution
than both the 2nd and 4th degree splines. Comparing the best versions of both interpolation
approaches, nearest neighbour and thin-plate spline, Perrin et al. [1987a] discovered that 3rd
degree thin-plate spline interpolation produces a significantly more accurate estimate that the
n = 2 nearest neighbour approach. An advantage of thin-plate spline interpolation is that
extrema of EEG activity (e.g. epileptic foci) are not restricted to the electrode sites as in
nearest neighbour interpolation. Thus, it was demonstrated by Perrin et al. [1987a] that the
thin-plate spline interpolation method estimates the extrema positions more precisely than
nearest neighbour interpolation. A further advantage of thin-plate spline interpolation is that
the estimated surface necessarily has a continuous first derivative and, therefore, is smooth.
Perrin et al. [1989] have also investigated the use of spherical spline interpolation. Whereas
thin-plate spline interpolation constrains a two-dimensional surface to pass through a set of
known points above a plane, spherical spline interpolation constrains a two-dimensional surface
to pass through known points positioned above a sphere representing the head. The interpolated
spherical surface is then translated onto a two-dimensional plane for mapping purposes. On
comparing the surface estimates obtained from spherical and thin-plate spline interpolation
with a completely specified surface calculated from a model, Perrin et al. [1989] found that
the spherical spline interpolated maps were slightly better representations of the original 'true'
map on the basis of an RMS error.
Koles et al. [1989] report the use of a bicubic spline to form EEG topography maps.
Like the thin-plate spline, the bicubic spline interpolates a surface that has a continuous first
derivative and is therefore smooth. However, in contrast to the thin-plate spline, the bicubic
spline requires that the known samples lie on a rectangular grid. Thus, application of the
bicubic spline interpolation method to EEG data requires the mapping of the electrodes onto a
rectangular grid. Despite this necessity to reposition the electrodes, Koles et al. [ 1989] invoked
the bicubic spline method of interpolation because it is much less computationally intensive
than the thin-plate spline method and they maintained that the distorting effect introduced by
the electrode repositioning was not significant.
All of the interpolation methods described so far produce maps which are essentially
two-dimensional representations of vertex views of the scalp surface. More recently, a threedimensional representation of EEG mapping has been developed by Soufflet et al. [1991 ]. They
present a set of three-dimensional interpolation methods which are extensions of three methods
used for two-dimensional map generation (nearest neighbour, polynomial [Ashida et al., 1984]
and thin-plate spline). Statistical evaluations of these methods showed that the polynomial
interpolations generally gave unsatisfactory results, the nearest neighbour interpolations were
reliable but disadvantaged by their incapabilities to localise extrema at positions other than
the electrode sites, and that the three-dimensional spline interpolation produced the optimal
mappings.
Four two-dimensional interpolation methods were investigated during the development
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of the PC-based EEG spectral topography system described in Chapter 12. Details of these
methods, which include nearest neighbour, thin-plate spline, bicubic spline and bilinear interpolation, are presented in section 12.3.

11.4.3

Artifact Removal

Artifacts (i.e. eye blinks and movements, ECG, EMG, electrode movement, electrode pop,
and mains interference) are unavoidable when recording EEGs and, where possible, must be
removed from an EEG recording before any quantitative analysis is carried out. In routine
EEG interpretation an EEGer can identify artifacts and subsequently ignore them. Conversely,
artifacts that are not excluded prior to spectral analysis cannot necessarily be identified as
such in topographic maps and may be mistaken for cerebral abnormalities. Indeed, the most
common errors in clinical interpretations of topographic maps arise from misleading features
due to artifacts [Duffy, 1989a].
Although screening the EEG for artifacts is most successfully performed visually, this
is time consuming and subjective. Many approaches have consequently been developed in
an attempt to automate the artifact rejection stage but have met with limited success. Duffy
and Maurer [1989] stress that while automated artifact removal is desirable, provision for
visual inspection and removal of artifact should be available in any quantified analysis system.
Duffy [ 1989a] also recommends the use of additional electrodes which are positioned so that
they are most sensitive to artifacts and, therefore, may assist in the identification of artifacts.
There are several simple methods of automated detection of artifacts [Nuwer, 1988b]. One
approach is to consider that all high amplitude transients indicate the onset of an artifactual
burst. Another approach considers the frequency content of the EEG. Intervals of unusually
high frequency characteristics are typically indicative of muscle artifact. Sudden changes in
the frequency content of the EEG signal also suggest the presence of artifacts. Unfortunately,
however, non-artifactual high frequency transients such as epileptic spikes are not always
distinguishable from artifacts when frequency characteristics are considered [Nuwer, 1988b].
Specially designed low-pass filters are used to minimise EMG artifact [Barlow, 1984] and
prevent aliased EMG activity contaminating the results of EEG spectral analysis [Oken, 1986].
These approaches are useful but must be supplemented by visual inspection. Most quantitative
EEG analysis systems advise rigorous visual inspection of the EEG waveform before submitting it for spectral analysis followed by topographic mapping [Duffy et al., 1984; Salinsky
etal., 1991].

11.4.4

Epoch Length

The length of EEG recording selected for spectral analysis is an important parameter of EEG
spectral topography systems. The application of the FFT to a signal requires that the signal
properties are stationary. However, stationarity is not generally a feature of EEG signals,
therefore measures must be taken to ensure that any spectral change over the total length of
the processed data is minimal. Furthermore, the epoch length is limited by the frequency of
occurrence of artifacts which need to be excluded.
At present there is no agreement as to how many seconds of artifact-free data are required
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to produce a topographic map which is an accurate and repeatable representation of cerebral
activity. While very short epochs (1 - 2 s) increase the probability of artifact-free segments,
the accuracy with which the low frequency components of the signal are determined is reduced
[Duffy and Maurer, 1989]. In general, the length of the EEG epoch must be at least as long
as the period of the lowest anticipated frequency component of the EEG [Nuwer, 1988b]. If
longer epochs (8 - 10 s) are used, the resolution of the components of the frequency spectrum
is increased, however the likelihood of artifact inclusion is also increased and the assumption
that the EEG signal is stationary is most likely to be invalid.
In the absence of artifacts, the mean spectral power calculated by averaging the spectral
powers of several shorts epochs (1 - 6 s) of EEG should display comparable spectral variability,
or signal stationarity, as the power spectrum of a single longer epoch (40 s) [Oken and
Chiappa, 1988]. However, when artifacts are present, the average of several shorter epochs
may show less variability than a single longer epoch since using short epochs allows for more
efficient avoidance of artifacts. Samson Dollfus et al. [1989] processed 2 s epochs and then
averaged over several epochs to obtain a result representative of 30 s of EEG. Nuwer [ 1988a]
performs frequency analysis on 6 s epochs of artifact-free EEG and then averages the spectral
amplitudes of approximately six of these epochs. Epochs of length 5.12 s, overlapping by a
quarter, have also been used [Fright et al., 1984]. Salinsky et al. [1992] processed a series
of 2.5 s epochs and observed that averaging over a longer total record length (up to 60 s)
improved the detection of abnormalities in patients with lesions. Considering the findings
of these various researchers, the optimal scheme appears in be averaging several artifact-free
epochs of length in the range of 2 to 8 s. Contrary to this trend, Rodin [1991] argues that
averaging the spectra of several epochs results in a reduced ability to identify any intermittent
focal events. However, this may be irrelevant if the aim of the resulting topographic maps is
to display the spatial distribution of the frequency content of the ongoing background activity.
To facilitate for the varying needs of different analyses, it is recommended that in commercial
systems the epoch length be variable [Nuwer, 1988b; Duffy and Maurer, 1989].

11.4.5

Graphical Display of Topographic Maps

Most EEG spectral topography systems generate maps displaying the average amplitude of
the frequency spectrum within each of the four classical frequency bands (delta, theta, alpha
and beta) [Duffy, 1981; Nuwer, 1988a; Hughes et al., 1991]. The advantage of displaying
the amplitude spectrum, rather than the power spectrum, is that the amplitude spectrum is
proportional to the EEG amplitude (measured in µV) and, therefore, more familiar to EEGers
[Duffy, 1981; Nuwer, 1988b]. While it is standard practice for EEGers to interpret recordings
in terms of the four frequency bands, Rodin [ 1991] warns that spectral topographic maps
representing these four frequency bands are alone insufficient to ensure that a single frequency
abnormality is not overlooked. If only one frequency, or a very small range of frequencies,
is abnormal then any indication of this could disappear when the frequency components are
averaged over the complete frequency band.
Some systems generate displays of relative spectral powers, that is, they express the power
in one frequency band as a percentage of the total spectral power. While relative powers have
the advantage of being independent of a particular system calibration, the map produced for
any individual band is also dependent on all other frequencies [Duffy, 1989a]. For example,
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an increase in absolute alpha activity will cause a decrease in relative theta power even if the
absolute theta activity has not changed .
A small number of EEG spectral topography systems are designed to produce a topographic
map which shows the ratio of the slow wave activity (delta and theta) to the fast wave activity
(alpha and beta). Such a ratio map can sometimes enhance the presence of a localised abnormality due to a tendency for some structural lesions to cause a decrease in fast wave activity
in addition to the more characteristic increase in slow wave activity [Got.man et al., 1973;
Nuwer, 1988b]. Salinsky et al. [1992] found that the (delta+ theta)/(alpha + beta) ratio of
spectral amplitudes correctly classified a group of patients with focal brain lesions as abnormal,
but concluded that the ratio was a redundant measure if used in conjunction with parameters
such as absolute and relative spectral amplitudes.
The use of colour can dramatically enhance the information contained within a topographic
map, but misuse of colour can produce distortions. Careful selection of the number and spacings
of contours to be displayed on the map and the colour coding of these contours is essential. For
example, simple scaling of the display levels can increase or reduce the apparent significance of
features on the map [Rodin, 1991; Binnie and MacGillivray, 1992]. Most systems use colour
scales which range from blue, corresponding to the minimum value, through to red for the
maximum value. Ideally, the colour gradation between blue and red should appear reasonably
uniform [Duffy and Maurer, 1989]. No single colour or change in colour should seem more
meaningful than any other. If two very contrasting colours are consecutive in the colour scale
they will draw attention to an apparently sudden change in activity level on the map when, in
fact, the gradient of the activity amplitude across the threshold specifying that colour change
may be smooth [Duffy, 1989a].

11.4.6

Statistical Analysis of Quantified Spectral EEG

As well as performing quantitative analysis and producing topographic maps, many computerbased EEG systems carry out statistical comparisons of EEG parameters using normative
databases. A quantitative EEG analysis system without statistical comparisons can only be
employed to confirm an EEGer's visual interpretation of the polygraph or to draw attention to
subtle abnormalities not immediately obvious from the polygraph. In contrast, a system incorporating normative database comparisons can provide an objective interpretation of the EEG
which is independent of the EEGer's assessment of the polygraph [Fisch and Pedley, 1989].
Duffy et al. [1981] have integrated a statistical analysis technique known as significance
probability mapping (SPM) into their BEAM system. SPM generates two statistical measures:
the t-statistic and the z-statistic. t-statistic mapping compares a set of normal topographic
maps, each obtained from a different healthy subject, with an experimental set of abnormal
maps obtained from a set of experimental subjects. The mean and variance of each set of
maps are calculated and at-statistic map is derived which indicates the regions of significant
statistical difference between the two sets. z-statistic SPM compares the maps of an individual
observation with a set of reference observations. A z -statistic map is generated by comparing,
on a point-by-point basis, the experimental map and the set of reference maps. For a particular
point, the z-statistic is calculated by
Z

= Jx -Xr eJI
8 r ef

(11.1)
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where Xr e f and S r e f are the mean and standard deviation respectively of the reference set and
x is the value of the subject's map. The z-statistic thus measures the normalised difference
between a subject's map and the mean map of the reference set. A map of the z-statistic values
may be valuable in the regional localisation of normal and abnormal brain function [Duffy
et al., 1981].
Displays of statistical measures of differences between an individual's map (or the maps of a
group of individuals) and those of a reference population are potentially very useful in assisting
the diagnostic utility of the EEG. The maps can be readily interpreted, even by a non-expert
in EEG. Yet there are many problems, both technical and inherent to EEG, that have restricted
the widespread use of statistical analysis of EEG maps. Duffy [1989b] warns that the finding
of a SPM abnormality does not necessarily indicate disease. A large number of variables are
investigated for statistical differences, thus some of them are destined to vary significantly
from normal simply by chance alone [Oken and Chiappa, 1986; Duffy et al., 1986]. To avoid
misinterpreting an apparently significant but actually random deviation from normality Duffy
insists that a certain SPM finding should be observed three times before it is taken to be truly
significant [Duffy, 1989a]. Large, consistent SPM abnormalities can be produced by artifacts,
once more emphasising the need to analyse relatively artifact-free EEG epochs.
Any reference ornormative database must be carefully created and Duffy and Maurer [ 1989]
have detailed strong recommendations for doing so. The characteristics of an EEG vary
markedly, in a non-linearfashion, with age [John et al., 1980; Duffy et al., 1984]. Therefore, it
is necessary to form a normative database that can cater for different age groups. The statistical
analysis of an individual's EEG should thus be performed with an age-matched reference set
[Duffy, 1989a]. Furthermore, the effect of medication should be considered [Rodin, 1991].
Some drug-induced effects background EEG rhythms have been investigated, but the vast
majority generally remain unknown.
Another problem with statistical analysis of topography maps lies with the assumption that
for statistical procedures (particularly the z-statistic) the data should ideally have a normal or
Gaussian distribution. However, this assumption is not satisfied and it has been shown that the
EEG data of a population of normals often forms a skewed distribution [Gasser et al., 1982]. A
commonly invoked solution to this problem is to express the spectral energy values as relative
or percentage values. These newly derived values are then subjected to the transformation
y = log(x/(1.0 - x )) to improve Gaussianity [John et al., 1977; John et al., 1988]. This
technique has been reported to have mixed success [Gasser et al., 1982; Coben et al., 1985].
Furthermore, there is the problem of lack of independence between the displayed values when
using relative values (see section 11.4.5). The optimal correction for non-normal distributions
remains undecided [Gasser et al., 1982].
Nuwer [1988b] warns that trying to interpret EEG normality on the sole basis of SPM
appears to be 'an extraordinary oversimplification'. However, when employed correctly, z statistic mapping still has some value in indicating whether a patient's EEG data does or does
not lie close to the mean of a normal control population. Rather than providing a vehicle for
non-expert interpretation of EEG data, Nuwer suggests that statistical analysis is more practical
for investigating subtle EEG features. Duffy [ 1989b] reinforces this opinion by recommending
that SPM should never be diagnostic alone, but rather contribute to a diagnosis along with
conventional clinical information.
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If employed wisely, EEG topography usefully presents information of the spatial distribution

of EEG activity. Many studies using topography systems in clinical environments have been
reported. In particular, several groups have successfully applied EEG topography to the EEGs
of subjects with cerebrovascular disorders [Nuwer, 1988c; Samson Dollfus et al., 1989; John
et al., 1989]. Asymmetries in the topographic maps indicate brain lesions which, in some
cases, are not advanced enough to show up in computed tomography scans.
Despite the obvious non-stationarity of EEG signals containing epileptic spikes, EEG
spectral topography has been applied to epileptic waveforms [Nuwer, 1988a; Gaches and
Gueguen, 1989]. Results of such studies have shown local abnormalities in the EEG background activity in the regions of the epileptic foci.
Topographic techniques have also been developed for clinical conditions such as mass
lesions and metabolic encephalopathies, dementia [Cohen et al., 1985], dyslexia [Duffy
et al., 1980], schizophrenia and depression. Although some of these techniques are reasonably
successful, it remains largely unknown as to what should be the exact approach to diagnosing
such brain disorders from topographic maps and how this would benefit the patients. For more
information of clinical applications of EEG topography the reader is referred to an extensive
review by Nuwer [ 1988c].

11.6

SUMMARY

EEG spectral topography has become a popular method for the presentation and evaluation of
EEG data. The attractive feature of EEG topography is that the spatial distribution of the scalp
recorded data is displayed as an image which can be more readily interpreted by a non-expert
than the conventional polygraph recordings. However, through this very simplification of EEG
analysis, topography mapping has opened up a new source for misinterpretation ofEEGs. Any
user of EEG topography mapping must be aware that every topographic map is a function of
the recording montage used, the artifact removal and signal processing techniques employed,
and the methods of interpolation and graphical display used . Non-ideal implementation of any
of these facets of EEG topography can lead to the appearance of misleading features within the
topographic maps. Therefore, while EEG topography is potentially a very useful approach to
simplifying clinical EEG analysis, the interpretation of topography maps must be performed
cautiously and should take into account the conditions under which the EEG data was recorded
and the procedures by which the topographic maps were produced.
The following chapter describes the development of a new PC-based EEG spectral topography system designed for immediate clinical use at Christchurch Hospital . In light of
the various aspects of spectral topography discussed in this chapter and the EEG recording
equipment currently available, the new system incorporates what is believed to be the most
suitable approaches of EEG spectral topography.
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Automated analysis and quantification of the EEG enables many attractive possibilities for
clinical neurophysiology. Some of these possibilities include displaying the EEG data in
alternative ways, reducing the time involved in interpreting the EEG, increasing the uniformity
of interpretation, transforming subjective analysis into objective analysis and elucidating more
subtle EEG abnormalities.
For approximately ten years the EEG research group at Christchurch Hospital has been
active in the development of a computerised EEG analysis system. The group has brought
together the expertise of electrical engineers, biomedical engineers, neurophysiologists and
neurologists in order to develop a system to perform automated detection of epileptiform
activity and spectral topography. The latter work is the topic of this chapter. The system for
automated detection of epileptiform activity is extensively described elsewhere [Dingle, 1992;
Dingle et al., 1993].
Section 12.1 briefly outlines the history of the research conducted by the Christchurch group,
with particular emphasis on the EEG spectral topography system . A description of a newly
developed EEG spectral topography system is provided in section 12.2. Section 12.3 discusses
and compares various two-dimensional interpolation schemes which have been investigated
for suitability in producing EEG topography maps. The new PC-based spectral topography
system is part of a major clinical trial currently in progress. The purpose of the trial, which is
briefly described in section 12.4, is to evaluate the clinical usefulness of automated analysis of
EEGs. Finally, suggestions for system modifications and future work are given in section 12.5.

12.1

MOTIVATION

Interest in EEG spectral topography at Christchurch Hospital began in the early 1980's with the
first EEG spectral topography system being developed in 1984 [Fright et al., 1984]. This early
system was implemented on a PDP-11/34 computer and the topographic maps were displayed
using a 16-level 256 x 256-pixel raster-scan refresh graphics board and a 19" RGB colour
monitor. The EEG was recorded using the instantaneous average of all 16 channels as the
reference voltage. The signal of each channel was low pass filtered at 70 Hz (100 dB/dee) and
sampled at a rate of 200 Hz. As only frequency components of the EEG up to approximately
20 Hz were of interest, and so as to reduce processing time, the original waveform sampled
200 times/sec was digitally filtered to remove frequencies above 25 Hz and resampled at 50
Hz.
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The spectra of several 5.12 s epochs of EEG wavefonn were calculated and the amplitudes
of these spectra were averaged for each channel. After averaging the spectral content within
each of the four frequency bands for each channel, four maps were produced (i.e. one map
corresponding to each of the delta, theta, alpha and beta frequency bands). The unknown pixels
of the maps were estimated using bilinear interpolation (see section 12.3.1). An additional fifth
map was also generated which presented the ratio of the slow wave activity (delta and theta)
to the fast wave activity (alpha and beta) (see section 11.4.5).
The clinical usefulness of this original system was, however, somewhat restricted. Most
of the patients referred for EEG recordings showed possible signs of epilepsy. Therefore,
automated analysis of the EEG was considered incomplete without a means for detection of
epileptic wavefonns. Furthennore, the inclusion of epileptic wavefonns in the epoch chosen
for spectral analysis can produce seriously distorted maps. Hence, without complementary
epileptic wavefonn analysis, the EEG spectral topography system had limited application.
Nevertheless, patients already diagnosed to have anewysmal subarachnoid haemorrhages
(SAH) were referred for EEG spectral topography, since the resulting maps provided helpful
infonnation on the location and extent of the SAH. Since that time considerable effort has
been directed towards the development of an automated spike detection system [Davey, 1989;
Dingle et al., 1990; Dingle, 1992; Dingle et al., 1993]. The spike detection system is now
fully developed and is producing world class detection rates in the epileptifonn EEG [Jones
et al., 1992; Dingle et al., 1993; Jones et al., 1993]. It therefore became appropriate to
complement the spike detection system with an improved EEG spectral topography system.

12.2

A PC-BASED EEG SPECTRAL TOPOGRAPHY SYSTEM

In 1991 the demise of the PDP-11/34 computer, coupled with the success of the automated
spike detection system [Jones et al., 1992; Dingle et al., 1993] and a renewed clinical interest
in EEG spectral topography, prompted the development of a new personal computer-based
(PC-based) system. The aim was to design and develop a system which combined the best
of the various techniques and approaches discussed in section 11.4 and which was compatible
with the current EEG recording system at Christchurch Hospital. The topography system is
implemented in the language Modula-2 and operates on an IBM-compatible PC with VGA
graphics and a colour monitor running under MS-DOS.
A routine EEG recording at Christchurch Hospital involves recording EEG waveforms
from four bipolar montages and three referential montages: the average potential reference,
the vertex reference and the ipsilateral-ears reference. With regard to the points summarised in
section 11.4.1, it was decided that the EEG recordings for input to the spectral analysis should
be recorded using the ipsilateral-ears reference. Thus, during any routine EEG recording, two
segments of EEG are specifically recorded for spectral topography using the ipsilateral-ears
referential montage. The 16 channels of EEG signals are low pass filtered with a cutoff
frequency of 70 Hz (100 dB/dee), then sampled at a rate of 200 Hz and digitised to 12 bits.
The two segments of EEG are initially stored on hard disk but are subsequently transferred to
tape for off-line processing on another PC.
At a later time the relevant segments of the EEG recording are read into the EEG spectral
topography system . The system provides a facility to view the data. A selection of the channels
or all sixteen of them can be viewed at any one time. There is also an option for scaling the
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displayed wave traces in both time and amplitude. This viewing facility is necessary to locate
portions of the EEG which are relatively free of artifacts that would distort the results of the
spectral analysis. It is possible to precisely select the epoch(s) to be processed. There are two
options for the form of the frequency analysis to be taken : either a single epoch up to 40 s in
length can be Fourier transformed, or a series of shorter epochs (2 - 10 s), overlapping by a
quarter, can be transformed and then their spectra averaged. Pilot trials showed no significant
differences between spectra obtained using the two methods and equivalent EEG segments
(cf. Oken and Chiappa [1988] and section 11.4.4). Note, however, that the averaged spectrum
calculated from several shorter epochs displays lower frequency domain resolution compared
to the spectrum of a single longer epoch. On the other hand , the use of a single epoch of longer
length increases the difficulty of avoiding artifacts. Therefore, in accordance with the points
summarised in section 11.4.4, the standard default method of the new PC-based topography
system is to process several overlapping epochs of length 5.12 s (1024 samples) and to average
their frequency spectra. This approach produces a frequency domain resolution of 0.2 Hz
which is sufficient to accurately determine the low frequency components.
Before applying the FFT, the mean of the EEG signal is removed from each channel to
suppress the de component of each spectrum, and each epoch is multiplied by a window
function with a cosine roll -off over the first and last quarters of the epoch. After the FFT is
calculated, the amplitude spectra of all sixteen channels can be viewed (again it is possible to
scale the displays in frequency and amplitude). The spectral components are then grouped into
three frequency bands delineated by the frequencies 0.5, 4.0, 8.0 and 13.0 Hz. The components
within each of these bands are averaged. These average values are then mapped onto an
airny representing the head at positions corresponding to the placement of electrodes for the
ipsilateral-ears reference montage. Complete maps are then created by interpolating between
the known values at the electrode sites. As discussed in section 11.4.2, several methods of
interpolation are available and no standard method has yet been widely accepted by groups
employing EEG spectral topography. Consequently, four different interpolation schemes have
been implemented in the system described here. The various maps produced are compared and
discussed in the next section.

12.3

TWO-DIMENSIONAL INTERPOLATION TECHNIQUES

The quality of topographic brain maps is highly dependent on the number and location of
known sample values (i.e. electrodes) and the interpolation method employed. As the aim of
this research has been to develop a system that is to be used as part of the routine clinical EEG
procedure currently in use at Christchurch Hospital, the number of electrodes is fixed to sixteen
(i.e. the number of channels on the Siemen's Mingograph EEG machine used). However,
the choice of interpolation scheme remains open. Therefore, four interpolation schemes
have been investigated and the results of comparative studies are discussed in section 12.3.5.
The investigated schemes are: bilinear interpolation [Fright et al., 1984]; global barycentric
interpolation [Shepard, 1968]; a bicubic spline interpolation method [Spath, 1974]; and thinplate spline interpolation [Harder and Desmarais, 1972].
Three of the four interpolation methods investigated assume that the head's upper surface
and the positions of the scalp electrodes are mapped onto a circular region of a plane as shown
in figure 12.1. The exception is the bicubic spline method and the reason for this is explained

272

CHAPTER 12

EEG SPECTRAL TOPOGRAPHY SYSTEM

in section 12.3.3. The diagram shown in figure 12.1 was first presented by Jasper [1958) and is
widely used to give an indication of electrode placement in routine EEG recording. Although
the electrode positions are unambiguously represented in the diagram, figure 12.1 is not a true
view of the scalp or a straightforward mathematical projection of the scalp onto a plane. If
instead, the circular region was a representation of the scalp as viewed from directly above
(an orthogonal projection), the electrodes around the temporal line of the scalp (i.e. Fp l, F7,
T3, T5, 01, 02, T6, T4, F8, Fp2) would appear much closer to the inner electrodes than they
actually are. This representation would be unsatisfactory for the purposes of mapping because
of the reduced representation of the scalp surface area around the sides of the head. Therefore,
in the work reported here, the format of figure 12.1 (familiar to clinicians) is adopted with
topography maps constructed inside the circular region bounded by the outermost electrodes.
The circular region, or more precisely decagon, is hereafter referred to by the term 'map'.

F3

•

C3

•
P3

•

F4

•
C4

•

P4

•

Figure 12.1 The plane on which the topography maps are interpolated. The region inside the ring fanned
by the outer electrodes is interpolated and displayed.

The following subsections describe the various methods used to interpolate the EEG spectral
amplitude over the map. Bilinear interpolation is described in section 12.3.1, section 12.3.2
details local (nearest neighbour) and global barycentric interpolation, the bi cubic spline method
is presented in section 12.3.3 and section 12.3.4 introduces the thin-plate spline method. Note
that in each of the following subsections, the number of electrodes is sixteen, (Xi, Yi) are the
Cartesian coordinates of the ith electrode in the map and Zi is the known spectral amplitude
value at the ith electrode position.

12.3.1

Bilinear Interpolation

Bilinear interpolation is a relatively simple two-dimensional technique and was the method
of interpolation employed in the original Christchurch Hospital topography system [Fright
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et al., 1984]. This method divides the map into a set of patches bounded by lines connecting
the electrodes (see figure 12.2). In the central region of the map these patches are quadrilaterals
with their vertices specified by four electrodes, but at the comers of the map the patches are
triangular. Each patch is interpolated independently of the neighbouring patches.
The first step of the bilinear interpolation algorithm is to interpolate linearly along lines
connecting adjacent electrode positions, as shown in figure 12.2. The interpolated value, Zint,
at ( x, y) on the line joining the electrodes at (Xi, Yi) and ( x j, Yi) is given by
.
Zi nt ( X,

)

Y

=

d [(x, y), (xj, Yi)]

Zi

+ d [(x, y), (x; , Yi)] Zj

) ( )]
d [( x.i,Yj,Xi,Yi

,

(12.1)

where d [(Xi, Yi), ( x j, Yj)], the Euclidean distance between positions ( :z:i, Yi ) and ( x j, Yj ), is
given by d [( x;, Yi), ( :z:j, Yi)] = ((Xi - Xj )2 + (Yi - Yj )2 12 . The interpolation of each patch

)1

is then completed by interpolating horizontally across the map between the values previously
interpolated along the patch boundaries.

Figure 12.2 The patches of the bilinear interpolation method. The first step of this technique interpolates
linearly along the lines shown joining the electrode sites.

Although the bilinear interpolation technique is simple and computationally fast, the maps
produced are not smooth and have discontinuous first derivatives at the boundaries of the
patches.

12.3.2

Barycentric/Nearest Neighbour Interpolation

The global barycentric interpolation scheme estimates the spectral amplitude value of each
unknown point on the map by weighting and summing the known data values of all the electrode
sites. In contrast, if the local barycentric or four nearest neighbour scheme is invoked, only
the four closest electrodes to each point to be interpolated contribute to the weighted sum of
known values. For both schemes, each contributing electrode value is weighted by a function
of the Euclidean distance from the point of interpolation to that electrode position. Let di be
the Euclidean distance between electrode i and the point to be interpolated at position ( :i;, y ).
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Then, by the global barycentric method the interpolated value, Zint ( x, y ), is

Zmt( x , y)

=

l

I:::~
I::::

1

Zi

1

z , /d~
I/cl~

if di =/- 0 for all i
( 12.2)
if di

= 0 for some i

where n is real and positive, and di = j( x - xi) 2 + (y - yr). As di approaches zero, the
value of the interpolated function smoothly approaches Zi. Therefore the interpolated function
Zint(x , y) is continuous [Shepard, 1968]. This is unlike the four nearest neighbour scheme
which has a discontinuous first derivative because two adjacent interpolated points may be
calculated from the weighted sum of different sets of four electrodes. Because of the lack
of smoothness of the maps produced by the four nearest neighbour method, only the global
barycentric method will be further considered.
The choice of the exponent n is very important to the implementation of the global scheme.
By considering the partial derivatives of equation ( 12.2) with respect to x and y, it can be shown
that n must be greater than unity if the interpolation function is required to be differentiable
[Shepard, 1968]. Empirical observations made during the development of the new PC-based
system showed that for a large value of n (i.e. n > 4) the interpolated maps are relatively
flat about the electrode sites and have very steep gradients over short intervals between the
electrode sites. This observation is confirmed by considering the behaviour of the interpolation
function as n approaches infinity. The dominant term in the summation of the numerator of
equation (12.2) is the zd d? term with the smallest di. Thus, the interpolated value tends
towards the value at the nearest electrode site as n is increased. Conversely, if n is small (i.e.
n < 1.5 ) the resulting interpolated surface is relatively flat, with brief steep regions around
the electrode sites to attain the true values at these positions. This can be demonstrated by
showing that as n tends to zero the value of the interpolated function approaches the average
of all the Zi values. Preliminary observations showed that an exponent value between n = 2
and n = 3 provided aesthetically satisfying results for the purpose of the topographic mapping
presented here. However, in accordance with the findings of Perrin et al. [1987a], n = 2 has
been used in the comparative investigations described in section 12.3.5.

12.3.3

Bicubic Spline Interpolation

Spline functions are used in many areas of scientific and engineering research to interpolate
maximally smooth curves through given points on a plane. In its simplest sense a spline
is a piecewise polynomial function which is constrained to comply with imposed continuity
conditions at the boundaries of each piecewise interval over which it is defined. The polynomials used can be of many forms and are chosen as appropriate to each particular application.
Common types of splines include: quadratic, cubic, B-spline, L-spline, exponential, rational
and Hermite. Although spline functions have been used for many years to interpolate onedimensional data sets, their application to higher dimensional data has only been understood
for approximately the last fifteen years [Chui, 1988]. For simplicity, the following discussion
is restricted to cubic spline interpolation functions and their extension to two-dimensional data
[Spath, 1974]. The two-dimensional cubic, or bicubic, spline has been previously used to
interpolate EEG topography maps by Koles et al. [1989].
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In one dimension, a cubic spline function, s( x ), interpolates a curve through a set of n
points at positions x 1 < x2 <, . .. , < Xn with known function values z1, z2 , .. . , Zn such that
s( x k) = Zk for k = l, ... , n. The cubic spline is a piecewise function comprising of a set of
( n-1) cubic (3rd degree) polynomials f k; k = l , . . . , n-1 , defined respectively on the interval
ranges [x k, x k+tl• The cubic polynomials f k are joined at the points xk ; k = 2 , ... , n - l , in a
manner which ensures that s ( x) and the first and second derivatives of s( x) are all continuous.
The cubic polynomials may be written in the form

( 12.3)

Therefore it is necessary to determine the 4( n - 1) unknown coefficients Ak, Bk, Ck , Dk; k
1, ... , n - l, in such a way that the continuity constraints described above are satisfied .

=

At the end points of the fixed interval [xk, x k+il the function values, fk (xk) and fk(Xk+l ),
and the first and second derivatives of the spline are found by appropriate substitution of the
positions Xk and x k+l into equation (12.3) and are given by

fk( x k)
fk(xk+I)

Zk

= Dk

Zk+I

= Ak(Xk+J

- x k) 3 + Bk( Xk+J - x k) 2

+ C\( xk+I

+Dk

f£( Xk)
!£( :i:k+J)

J[( x k)
J[( x k+I)

- Xk)
(12.4)

= C'' k
zt+1 = 3Ak( Xk+J

- x k) 2 + 2Bk (X k+J - Xk ) + c k

= 2Bk
zk+l = 6A k(Xk+l

- x k)

ZkI

(12.5)

zk

+ 2Bk.

(12.6)

Equations (1 2.4) and (12.6) can be rearranged to determine the coefficients in terms of the
known function values, Zk and Zk+l, and the second derivatives , z f and zf+i. Applying the
first derivative continuity condition, that is

( 12 .7)

and considering equation (12.5) requires that

(12 .8)

zt,

By then substituting for the coefficients Ak, Bk , and C\ in equation (12.8) in terms of the
a system of ( n - 2) simultaneous equations for then unknowns zk; k = l , . .. , n , is obtained.
Supposing that the quantities 1' and
are given or assumed, then a tridiagonal system of

z

z;:
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linear equations results , given by
2(.6. x , + .6.x2)
.6. x2

0

0

.6.x2

2( .6. x2

+ .6.x3)

2( .6.x3

~X3

0

z"2
z"3
z"4

.6.x3

+ .6. x4)

.6.x4

0

0
.6. xn - 2

0

0

0

II

Zn-I

2( .6.xn-2 + .6.xn-1)

(12.9)

Note that ~x 1 is shortened notation for the spacing x 1+1 - x; and ~ z; is notation for z;+ 1 - z;.
For a given z;' and z~, this system has a unique solution and the coefficients Ak, Bk, C\,
and Dk can be determined by substituting the
1 values into the rearrangements of
equations (12.4) and (12.6).

z1, ... , z;:_

Alternatively, the cubic spline can be characterised in terms of the first derivatives z 1, . .. , z;i .
By combining and eliminating terms of equations (12.4) and (12.5) the coefficients Ak and Bk
can be given in terms of zk and zk+I · Applying the second derivative continuity condition
requires that
(12.10)
which leads to ( n - 2) equations in the n unknowns z 1, ... , z~, that is

(12.11)
Now, if the quantities z 1and z;i are known, then the equations of (12.11) constitute a system of
linear equations of the same form as the system described by equation (12.9). This system is
also uniquely solvable and, once the z~, . .. , z;i-l values have been calculated, the coefficients
can be found using equations (12.4) and (12.5). When the complete set of coefficients,
{ Ak , Bk , Ck, Dk}; k = 1, ... , n - 1, have been found , whether in terms of z[ or z/:, the
interpolated curve is then obtained by evaluating the functions fk; k = 1, .. . , n - 1, over each
interval [xk, Xk+il and assembling them piecewisely.

zk

z;:

The choice between using the
or the
to determine the spline is a somewhat arbitrary,
but may be influenced by the type of boundary conditions that are to be applied. Specifying
the spline in terms of the z;: requires that z;' and z~ are given. In many applications, realistic
interpolation functions are produced by simply assuming that z;' = z;{ = 0. Alternatively, it is
· sometimes useful to apply the boundary conditions z 11 = az; and bz~_ 1 = z;:, where a and b
are arbitrary scalars. If the spline is to be described in terms of the values z1c, then z 1and z;i

12.3

277

TWO-DIMENSIONAL INTERPOLATION TECHNIQUES

must be given. These values can be approximated by
I

Zt

Zz -

= Xz

Z[

(12.12)

X[

and
(12.13)
The effect of the boundary conditions is generally unremarkable and only the regions adjacent
to the boundaries are significantly influenced [Spath, 1974].
One-dimensional cubic spline interpolation can be straightforwardly extended to two dimensions [de Boor, 1962; Spath, 1974]. The two-dimensional method involves forming a
lattice of one-dimensional splines through a rectangular grid of known points and then ensuring that the first and second derivatives are continuous at each point. A set of two-dimensional
functions which each define the interpolated surface over a rectangular subregion of the grid
are produced. Assembled together these functions are used to evaluate a bicubic spline.
Consider a set of function values z( Xi, Yi) = Zij evaluated at points on a rectangular grid
given by (Xi, y1); i = 1, . . . , n, j = 1, . . . , m. For each subregion of the grid define the
function
4

=

L

= 1, ... , n -

= 1, ... , m -

1,

(12.14)

= 1, 9z(x) = x - Xi, 93(x) = (x - Xi)2, 94(x) = (x - xi)3,
9t(Y) = 1, 9z(y) = Y - Yi, 93(y) = (y - Yi)2, 94(y) = (y- Yi)3.

(12.15)

fi.i ( x, Y)

aij kl 9k( x) 91 ( y); i

l, j

k,l=l

where in the case of bicubic splines the functions 9k; k

= 1, . .. , 4 , are

91(x)

The 16( n - 1)( m - 1) coefficients aijkl are determined so that z( x, y) and the first and
second derivatives of z( x, y) have continuity over the entire rectangular grid and that the
interpolated surface passes through the known Zij values.
Suppose for each subregion the first partial derivatives of equation (12.14) and the cross
derivative are formed and expressed in terms of their values at the comers of the subregions.
The resulting equations can be assembled to give the following matrix relationship for each
subregion [de Boor, 1962]
(12.16)
remembering that the quantities on the right hand side are matrices, and

Si 1

=

z(xi,Yj)

zy(a:i, y1)

z(xi,Yj+t)

zy(x;, Y1+1)

Zx(Xi,Yj)

Zxy(X i, Yj)

Zx(Xi,Yj+l)

Zxy(xi, Yj+I)

z(xi+t ,Yj)

zy(xi+l, Y1)

z(xi+l,Yj+I)

Zy (Xi+l,Yj+l)

Zx( Xi+l, Yj)

Zxy(Xi+[,Yj)

zx(xi+I, Yj+l) Zxy( Xi+l, Yj+l)

G(xi)

=

91 (Xi)

92(xi)

93 (Xi)

94(xi)

9; ( Xi)

9Hxi)

9Hxi)

9~(xi)

91(Xi+1)

9z(Xi+l) 93(Xi+l)

94(Xi+1)

9;( xi+1) 9Hxi+1) 9Hxi+l) 9~( Xi+l)

(12.17)

(12.18)
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and

Aij

=

a ij l I

aijI2

aijl3

aijl4

aij2I

aij22

aij23

aij24

aij31

aij32

aij33

aij 34

aij41

a i j42

aij43

aij44

If the matrices G(xi) and G(y1 ) are invertible, the coefficient matrix
terms of the derivatives, that is

( 12.19)

Aij

can be expressed in

( 12.20)
The matrix G( xi), and similarly G(y1), is easily evaluated by substituting the polynomials
of equation (12.15) into equation (12.18). Before the coefficients aijkl can be calculated,
the derivatives zx(xi,Yj), zy ( xi, Yj), and Zxy(x i, Yj) must be found. This is achieved by
firstly fitting one-dimensional cubic spline functions, for j = 1, . .. , m, through the points
z( Xi, Yj ); i = 1, ... , n, in the manner described above, thus providing the values zx ( Xi, Yj)
for all the grid points. Similarly, the values zy( Xi, Yi) are found by calculating one-dimensional
cubic splines, for i = 1, ... , n, through the points z( Xi, Yi); j = 1, . . . , m. In this way a lattice
of twice differentiable one-dimensional cubic splines which intersect at the Zij is formed.
The product of these one-dimensional splines is also made twice differentiable by forming
a pair of one-dimensional splines through the points zy ( Xi, Yi); i = 1, ... , n, for j = 1 and
j = m and then another set for i = 1, ... , n, through the points zx( Xi, y1); j = 1, ... , m. In
this manner the values zxy( Xi, Yi) are found for substitution into equation (12.20). Once the
coefficients aijkt are found by solution of (12.20), the interpolated surface z( x, y) is formed
by evaluating the !ii for each respective rectangular subregion of the interpolation grid .
Although this method of bicubic spline interpolation is reasonably simple compared to
the thin-plate interpolation scheme described in section 12.3.4, it has a major disadvantage of
requiring that the known sample values lie on a rectangular grid. Unfortunately, the positions of
the electrodes on the map representing the head do not form a rectangular grid (see figure 12.1).
All the same, the electrodes do lie in an approximate rectangular grid-like formation and it
was felt that a slight shifting of the known points would not introduce any major distortion,
especially when considering the sparseness of the original sampled data. Figure 12.3 shows
the electrode positions adopted for the maps produced by the bicubic spline interpolation. The
known values are simply shifted to lie at the points of the grid determined by the middle row
and columns of the true electrode arrangement.
A further difficulty in applying bicubic spline interpolation to the EEG data is that the
sixteen known values do not form an m x n array. Therefore, it was necessary to estimate
values at the four comer positions of the grid, thus forming a 5 x 4 array of points. These
values were estimated by linearly interpolating across the diagonal between the two electrodes
closest to each comer, and then linearly extrapolating along the diagonal lines towards the
comer points. For example, if three points having values z 1 , z2 and z3 form a right angle
triangle with z2 at the right angle vertex, as indicated in figure 12.3, then the point z4, such that
z 1 , z2 , z3 , and z4 are the vertices of a rectangle, is given by
Z4

z2 - 2
-Zz

( z2 - ( ZJ ;

+ ZJ + Z3.

z 3 ))

(12.21)
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Z[

Figure 12.3 The modified arrangement of electrodes required for bicubic spline interpolation (cf. figure 12.1). To complete the rectangular grid four additional electrodes were assumed to exist at the corners of
the grid . These electrodes are shown as unfilled circles.

Bicubic spline interpolation can then be be invoked on this modified data set. The horizontal
one-dimensional splines are calculated by estimating the boundary conditions zx ( x 1, Yj) and
zx( :i: 11 , Yj) for j = 1, ... , m, using the formulae given by equations (12.12) and (12.13). The
boundary conditions imposed on the vertical splines are similarly estimated by considering
the y-direction spacings . Thus, in this way, the one-dimensional splines are expressed in
terms of either zx( Xi, Yj) or zy{ Xi, Yj ). Finally, fitting splines through the the partial derivatives zx( Xi, Yj) and zy( Xi, Yj) requires that the boundary conditions zxy{ x1, YI), zxy{ Xn , YI),
Zxy(:i:1, Ym), and Zxy(xn, Ym) be estimated using

zy(xi+l,Yj)-zy(xi,Yj), .
d .
Zx y ( Xi , Yj ) = - - - - - - - - - , t = 1, n - 1 an J = 1, 1n.
Xi+I - Xi

12.3.4

( 12.22)

Thin-Plate Spline Interpolation

A thin-plate or surface spline is formed by minimising the deflections of an infinite plate which
is constrained to pass through the known sample points [Harder and Desmarais, 1972]. The
known points are not required to be located in a rectangular grid and the interpolated surface
is continuous.
The mth degree thin-plate spline Sm(x) defined by Sm(xi) = z(xi); i = 1, ... , n, and
interpolating the finite set of n irregularly spaced points Xi = (Xi , yi) is given by
n

Sm(x)

= I: )-i<fJm-1 (llx - Xiii)+ C/m-1 (x),

(12.23)

i=I

where <Pm-I is a radial basis function [Powell, 1990], II· II is the Euclidean norm and Cfm-1 (x)
is an ( m - 1)th degree polynomial of two variables. For thin-plate splines the radial basis
function <Pm- I is defined by
(12.24)
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and the polynomial is
d

m-1

qm-1 (x, Y)

=L

L qkdXd-kl.

(12.25)

d=O k=O

The spline Sm (x) is thus determined by the coefficients ,\;; i = 1, ... , n, and qkc1; d =
0, ... , m - 1, k = 0, ... , d. The ,\; are restricted by the interpolation condition

5\n(xi)

= z(x;); i = 1, ... ,n,

(12.26)

and must also satisfy the constraints
n

n

LA= LAXi
i=l

i=l

n

n

i=l

i=l

= L>-xf =, ... ,= L>-xt- 1 = 0.

(12.27)

Thus the ,\; and the qkd are solutions of the matrix equations

A->-+E·Q

Z
0,

(12.28)

where
( 12.29)
and

1

E=[

XJ

1 Xn

YI

Yn

x2

I

x2

n

X ym-2
. I I

XJYI

XnYn

Xn ym-2
n

Yin-I
ym-1
n

,\

(>-1,>-z, ... ,>-n?,

Q

( qoo, qo1, qll, · · ·, %n-l)(m-t)?,

z

( z; , z2 , ... , Zn) .

,

j,

( 12.30)

·T

Once the n + m( m + 1) /2 coefficients have been calculated the surface spline function
Sm ( x, y) can be evaluated over the map. The m = 2 and m = 3 degree splines have been
investigated and are herein referred to as the 2nd degree thin-plate spline and the 3rd thin-plate
spline methods respectively. Perrin et al. have interpolated distributions of potential [Perrin
et al., 1987a] and current scalp density [Perrin et al., 1987b] using either 19 or 41 electrodes
and found that the 3rd degree thin-plate spline produced more accurate interpolated surfaces
for their applications than the equivalent 2nd and 4th degree splines.

12.3.5

Map Comparisons

To evaluate the comparative performance of the interpolation techniques described in sections 12.3.1-12.3.4, it is necessary to know the value of the spectral amplitude for a specific
frequency band over the entire surface of the scalp, or at least at positions which are much
denser than the sixteen electrodes shown in figure 12.1. Soufflet et al. [ 1991] recorded EEG
activity at 64 electrode sites and then used a subset of 28 of these samples to interpolate an
estimate of the EEG activity. Comparing the 64 true values with the interpolated values at those
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electrode sites then gave them a measure of the accuracy of the interpolation. However, for the
investigations described in this chapter, recording the EEG simultaneously at a large number
of scalp locations was not possible with the equipment available. The interpolation methods
have therefore been assessed by simulating a cerebral electric potential field, sampling it at the
electrode sites and then comparing the results obtained by interpolating between the electrode
samples with the fully-specified simulated field. Others have adopted a similar approach [Perrin et al., 1987a; Perrin et al., 1989; Hassainia et al., 1992] . The following subsection briefly
describes a model which is widely used to simulate the electric potential on the surface of the
head.

12.3.5.1

The Three-Layer Model of the Head

The instantaneous potential distribution on the surface of the scalp can be simulated by using a three-layer spherical volume conductor model with a point current dipole inside [Ary
et al., 1981]. The three concentric layer model comprises a homogeneous sphere of conductivity abr representing the brain, and two surrounding layers of conductivities a sk and a sc,
each bounded by a spherical surface concentric with the sphere, representing the skull and
scalp respectively. The conductivities of the brain and the scalp are assumed to be the same,
while the conductivity of the skull is much lower. According to Rush and Driscoll [ 1968],
the ratio of the conductivities is given approximately by ask/abr ~ ask/asc ~ 0 .0125. Rush
and Driscoll [ 1968] also state that if the outer radius of the outermost surface is R, then the
ratios of the brain radius, 1'br, and the skull outer radius, rsk, to Rare rb,-/ R = 0.87 and
r sk/ R = 0.92, respectively. These ratio values have been used by several groups who have
applied the three-layer head model [Ary et al., 1981; Perrin et al., 1987a; Perrin et al., 1987b;
Cuffin, 1990] and , consequently, have also been employed in the investigation described here.
The geometry of the three-layer spherical head model is shown in figure 12.4.
The electric potential on the surface of the model due to an embedded current dipole source
can be expressed in terms of spherical harmonic functions. To derive this expression it is
useful to firstly consider a stationary current field in a homogeneous conductor. The total
current density, J, of the homogeneous conductor is given by
J

= aE + Ji,

(12.31)

where the Ji are the impressed current sources, Eis the electric field and a is the conductivity.
A stationary electric field can be expressed in differential form as

E

= -VV,

( 12.32)

where V is the vector gradient operator and V = V(x) is the potential at position vector x.
Maxwell's equations [Ramo et al., 1984] for stationary fields state that

V .J =0.

( 12.33)

Substitution of equations (12.31) and (12.32) into equation (12.33) gives

V ·J

+ V ·Ji= 0
Va· VV + V. Ji.

aV · E +Va· E
-aV 2 V -

(12.34)
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Figure 12.4 The coordinate systems and geometry of the three-layer spherical head model. The dipole, with
radial and tangential moments of fir and fit respectively, is located at a distance h from the centre of the
sphere on the z-axis.

Rearranging equation (12.34) then yields an expression for Vin the form of Poisson's equation
(12.35)
At any point x where Ji(x )
equation

0 and a is constant, equation (12.35) reduces to Laplace's
( 12.36)

A solution to this equation which expresses V in terms of spherical harmonic functions is
(12.37)
where r, 0, ¢ are the spherical coordinates of an arbitrary point and anm and b,.m are the
coefficients of the normalised spherical harmonic functions Y,im ( 0, <p) [Arfken, 1985]. This
expansion for the potential \/ converges outside a sphere of radius r provided all the sources
are confined within that sphere [Geselowitz, 1960]. The sources are represented using the
concept of an equivalent generator which allows the potential distribution on the surface to be
attributed to a simple electrical source. This fabricated source consists of current singularities,
or multipoles, at a fixed point. The coefficients anm and bnm of equation (12.37) represent the
components of the multi pole source. If the equivalent source is a dipole, the coefficients a1 ,-1,
a 1,o and a 1,1 represent the dipole's y, z and x components respectively.
The potential expansion of equation (12.37) can be applied to the three-layer head model
by imposing conditions of potential and current continuity between the layers and the condition
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that current flow out of the sutface of the sphere must be zero. Consider a dipole located on the
z-axis at a distance h from the centre of the sphere and restrict the moment of the dipole to lie
in the xz-plane, as shown in figure 12.4. Any other orientation of the dipole can be obtained
by simply rotating the coordinate system. The potential distribution produced on the sutface
of the three-layer model due to such a dipole is given by Ary et al. [ 1981] as

1 ~ 2n+ I (h)n-l f(2n+ 1)2 [ .
]
1
V(R , 0, </>)= LJ-- R
(
) nmrPn(cos0)+mtPn(cos0)coscp,
41ra
n=l
n
Wn n + 1
(12.38)
where mr and mt are the radial and tangential dipole moments respectively, Pn ( cos0) and
P,~ ( cos0) are the Legendre and associated Legendre polynomials respectively [Arfken, 1985],
f = CTsk/CTbr = CT sk/CTsc , and
Wn =[(n+l)f+n] [-nf
- + I ] +(1-0[(n+l)f+n] x
n+l
2n+ll
[( -7'Rb r) 2n+l - (7'sk)
R
12.3.5.2

-n(l

-02 (1'br
- )

2n+l

(12.39)

1'sk

Results

Potential distributions due to eight different dipoles were generated using the three-layer head
model described in section 12.3.5.1. For each of these distributions the eccentricity (i.e. the
ratio term h/ R appearing in equation (12.38)) of the dipole was 0.8, as most cortical sources
exist at eccentricities between 0.6 and 0.9 [Ary et al., 1981]. The resultant moment of each
dipole was arbitrarily chosen to be unity, but each dipole had a different orientation. Five of the
dipoles lay in the xz-plane which is the plane defined by ¢ = 0 in figure 12.4 and corresponds
to the plane through the central transverse row of electrodes (i .e. T3, C3, C4, T4) on the map
(see figure 12.1 ). The remaining three dipoles lay in planes rotated anticlockwise by 30°, 60°
and 90° respectively about the centre of the map and , thus, correspond to ¢ = 30°, 60° and
90° in the coordinate system shown in figure 12.4. Table 12.1 lists the characteristics of the
dipoles which produced the five simulated distributions.

mf m;

Because for each dipole h/ R = 0.8 and
+
= 1 (see figure 12.4), all of the simulated
potential distributions have the same maximum potential. This conveniently allows the error
measures of interpolated estimates of different distributions to be directly compared. The
eight simulated potential distributions were sampled at positions on the sutface of the spherical
model corresponding to the scalp positions of the sixteen electrodes used in the referential
ipsilateral-ears montage (see figure 11.1). The five interpolation techniques (bilinear, global
barycentric, bicubic spline, 2nd degree thin-plate spline and 3rd degree thin-plate spline) were
then invoked to calculate estimates of the true simulated potential distribution. The accuracy
of each estimated distribution was judged by means of an RMS error computation. If Z and
Z' are vectors of the simulated values and the interpolated values respectively at certain scalp
sites then the RMS error is given by
RMS error=

IIZ - Z'II
IIZII

( 12.40)

where Z = (z1, z2, . .. , znf and Z' = (z\, z~, ... , z;if, the superscript T denotes the transpose matrix and II · II the Euclidean norm. It has been assumed that the interpolated map
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eccentricity

radial

tangential

Rotation of

Azimuthal

Source

of dipole

component

component

dipole plane

orientation

dipole

h/R

mr

mt

<P

of dipole, 0

A

0.8

1.0

0.0

0.0°

0.0°

B

0.8

0.0

1.0

0.0°

90.0°

C

0.8

0.7071

0.7071

0.0°

45.0°

D

0.8

0.9239

0.3829

0.0°

30.0°

E

0.8

0.3829

0.9239

0.0°

60.0°

F

0.8

0.3829

0.9239

30.0°

60.0°

G

0.8

0.3829

0.9239

60.0°

60.0°

H

0.8

0.3829

0.9239

90.0°

60.0°

Table 12.1 The parameters of the dipoles used to produce the simulated potential distributions .

having the minimum RMS error is the one which most closely approximates the true simulated
distribution.
The sixteen electrode sites and a set of 33 points at positions midway between pairs
of the known electrode sites were chosen as the points over which the error measure was
calculated (thus n is 49). Points midway between two electrode positions as specified on the
spherical representation of the head (as shown in figure 12.4) can be straightforwardly mapped
to positions midway between the corresponding electrode positions on the interpolation map.
Figure 12.5 shows the positions on the map of the 49 points, including the sixteen electrodes,
used in the error calculations.
Table 12.2 presents the results of the evaluation. The RMS errors of each of the five
interpolation techniques interpolating each of the eight simulated distributions are listed. The
final column of table 12.2 shows the average RMS error of each technique. Figure 12.6 displays
contour maps of the interpolated estimates of the simulated distribution produced by dipole F.
For comparison, figure 12.6(f) shows the resulting estimate of the same distribution when it is
sampled at 49 points (the 16 electrode sites plus the 33 points midway between the electrode
positions) and then interpolated using the 2nd degree thin-plate spline method. By definition,
the RMS error of this estimate is zero.
Before considering the contents of table 12.2 in detail, it is worth observing the topographic
maps produced by the various methods. Comparison of the map shown in figure 12.6(f) with
every other map of figure 12.6 shows that a significantly different map is obtained through
the use of a larger number of samples. Clearly, sampling the potential distribution produced
by dipole Fat only the 16 electrode sites does not provide sufficient information to accurately
locate the maximum of the distribution.
Figure 12.6(a) illustrates the lack of smoothness resulting from the discontinuities of the
first derivatives which are inherent in the bilinear interpolation method. In contrast, the global
barycentric map (figure 12.6(b)) is obviously smooth, however the circular nature of many of
the contours causes the map to appear somewhat unnatural. Neither the bilinear or the global
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Figure 12.5 The 49 positions over which the RMS error was calculated. The sixteen electrode recording
sites (shown as black dots) were used in the interpolation calculations .

Interpolation
technique

A

B

C

D

E

F

G

H

Average
RMS error

Bilinear

0.817

0.416

0.719

0.796

0.565

0.573

0.581

0.571

0.630

GlobalNN
Bicubic spline

0.927

0.344
0.285

0.799

0.573
0.514

0.773

0.664

0.421

0.503
0.432

0.486
0.452

1.09
0.477

0.202

0.653
0.622

0.910
0.698
0.716

0.459

0.754
0.540
0.506 ·

0.202

0.631

0.727

0.426

0.437

0.456

0.463

0.512

Dipole

2nd degree TPS

0.708
0.742

3rd degree TPS

0.752

Table 12.2 The RMS errors for the five techniques interpolating the simulated distributions due to dipoles A,
B, C, D, E, F, G and H. Note that 'NN' and 'TPS' are abbreviated notation for the terms 'nearest neighbour'
and 'thin-plate spline' respectively.

barycentric technique can locate a point of extrema at any position other than an electrode site,
although both schemes can interpolate arbitrarily positioned samples. On comparing the bicubic
spline map (figure 12.6(c)) with those of the bilinear and barycentric techniques, the bicubic
method, despite the distortions introduced by forcing the electrodes to lie in a rectangular grid,
seems to produce preferable maps due to its ability to form smooth surfaces and locate extrema
at any position. Provided the person interpreting the bicubic maps is aware of the repositioning
of the electrode sites, the bicubic interpolation method may be a satisfactory interpolation
technique for this application. Indeed, as shown by the results presented in table 12.2, the
bicubic spline interpolation method produces a surprisingly low average RMS error. However,
in hindsight there are several reasons why this result should not be completely unexpected.
Firstly, comparison of the electrode positions displayed in figures 12.1 and 12.3 (which are
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 12.6 Contour maps showing the estimates of the potential distribution generated on the surface of the
head model from 16 samples of the potential due to dipole F. (a) Bilinear, (b) global barycentric, (c) bicubic
spline, (d) 2nd degree thin-plate spline, and (e) 3rd degree thin-plate spline. (f) The contour map estimated by
the 2nd degree thin-plate spline from 49 samples of the potential distribution due to dipole F. The isopotential
contour lines are plotted at 0.25 V intervals and the dots indicate the electrode positions .
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drawn to the same scale) shows that the most significant repositioning of the electrodes is near
the edges of the interpolation map. However, distortions near the edges of the maps may well
go undetected since the maps produced by the bicubic spline interpolation scheme are truncated
to be the same decagonal shape as the other maps. Also, since disproportionally more of the
49 positions used in the error calculation are in the central region of the map, the RMS error is
more heavily weighted by the estimated values near the centre of the map rather than those at
the edges.
According to the RMS errors listed in table 12.2, the bicubic spline interpolation method
produces more accurate estimates of the simulated distributions than either the bilinear or global
nearest neighbour methods. Furthermore, despite the warping of the estimated distribution
introduced by forcing the electrode samples to lie on a rectangular grid, the average RMS error
resulting from the bicubic spline interpolated estimates is only slightly greater than those of the
maps produced by the thin-plate spline methods. Therefore, in view of the results presented in
table 12.2 and the points noted above, it seems worthwhile to further investigate the effect of
the distortion that is due to electrode repositioning in the maps generated by the bicubic spline
interpolation method.
The distortion produced by the bicubic spline interpolation scheme can be clearly seen
on comparing the contour maps of the potential distribution generated by the radial dipole
(dipole A). Figures 12.7(a) and 12.7(b) show the contour maps produced by the bicubic spline
and 2nd degree thin-plate spline methods, respectively, from samples at the sixteen electrode
sites. To illustrate the full extent of the distortion of the bicubic maps, these figures show
the contours for the complete rectangular region over which the bicubic interpolating function
is evaluated (see figure 12.3). Figure 12.7(c) shows the contour map produced by the 2nd
degree thin-plate spline method from the 49 sample positions shown in figure 12.5 . Because
the sixteen electrodes are sparsely positioned, particularly in the centre of the map, neither the
bicubic or thin-plate interpolated maps contain the approximately circular contours that are
seen in figure 12.7(c). However, it can be seen that the map interpolated by the bicubic method
exhibits an additional rectangular-like distortion.
Comparing the average errors of the thin-plate spline methods with the average error of the
bicubic method (as shown in table 12.2), indicates that the best choice of interpolation method
must be a thin-plate spline. A thin-plate spline has the advantages of allowing for irregularly
spaced samples, placing no restrictions on the locations of any extrema and producing maximally smooth surfaces. These features are apparent in the maps shown in figures 12.6(d)
and 12.6(e). Although there is little difference in the RMS errors listed in table 12.2 for the
2nd and 3rd degree thin-plate splines and no obvious differences in their contour maps, the
2nd degree thin-plate spline shows the marginally smaller average error. Thus, due to the fact
that it requires slightly less computation (see equations (12.23) - (12.31)) and produces the
more favourable average RMS error, the 2nd degree thin-plate spline was selected over the 3rd
degree version as the interpolation scheme to be routinely employed to produce the maps of
the new PC-based EEG spectral topography system.
Table 12.2 also shows that the magnitude of the errors is strongly influenced by the
orientation of the dipole. The absence of sampling electrodes down the centre of the map (or
scalp) has meant that the distribution generated by the radial dipole (A) was not sampled near
its maximum and, thus, its interpolated surfaces exhibit the greatest RMS errors. In contrast,
the tangential dipole (B) produced a potential distribution with maximum and minimum points
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Figure 12.7 The map distortion introduced by the bicubic spline interpolation scheme. The potential
distribution is due to dipole A (mr
1.0, m 1
0.0). (a) Sixteen electrode site samples are interpolated
by the bicubic method and (b) the 2nd degree thin-plate spline method . (c) 37 samples are interpolated by
the 2nd degree thin-plate spline method. The isopotential contour lines are drawn at 0 .5 V intervals . The
electrode locations are indicated by dots.
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close to the sites of electrodes C3 and C4 and, therefore, is interpolated more accurately.
Without doubt, the use of a larger number of electrodes will vastly improve the accuracy of
EEG topographic mapping. This is demonstrated by the large differences between the map
shown in figure 12.6(f), which is calculated from 49 samples, and the five other maps of that
figure. The use of 49 or so electrodes will, however, not usually be an option in most clinical
situations, although a significant improvement could be achieved with the addition of a small
number of extra electrodes.
While it has not been possible to obtain EEG data simultaneously from more than 16
electrodes, an indication of the improvement gained through the use of more electrodes has
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been obtained using the model simulation. The International 10-20 System (see figure 10.2)
specifies three central electrodes (Fz, Cz, and Pz) that are not including in the referential
montages (see figure 11.1). The absence of these electrodes means that the EEG distribution
is not sampled through the central region of the head leading to possible large interpolation
errors in this area. Therefore, it seemed appropriate to investigate the effect of the inclusion of
electrodes Fz, Cz, and Pz. Consequently, the simulated potential distributions due to dipoles A
-H were each sampled at the extended set of 19 electrode positions (the 16 original electrodes
plus Fz, Cz, and Pz). Each sampled distribution was then interpolated using the 2nd degree thinplate spline method and the RMS errors of the resulting surfaces were calculated. Table 12.3
compares these RMS errors with those resulting from 2nd degree thin-plate spline interpolation
of 16 electrode samples.

2nd degree thinplate spline

Dipole
D
E

A

B

C

16 electrodes
19 electrodes

0.742
0.392

0.202

0.622

0.716

0.421

0.202

0.335

0.377

0.257

F

G

H

Average
RMS error

0.432
0.255

0.452
0.251

0.459
0.252

0.506
0.290

Table 12.3 The RMS errors for the 2nd degree thin-plate spline method interpolating the distributions due
to dipoles A, B, C, D, E, F, G and H from 16 and 19 samples.

Clearly there is a dramatic improvement in the estimated distributions when the simulated
distribution is sampled at 19 electrode sites rather than 16. To illustrate this improvement,
figures 12.8(a) and 12.8(b) display contour maps of the interpolated estimates calculated from
19 samples of the potential distributions due to dipoles A and F, respectively. These maps
should be compared with those displayed in figures 12.7(b) and 12.6(d), respectively, which
present estimates of the same distributions interpolated from 16 electrode samples.
While the investigations detailed in this section have dealt with simulated de potential
distributions, it is actually the time-varying behaviour of the potential which is ultimately
of interest in the EEG spectral topography application described in this chapter. However,
simulating the frequency content of an EEG recording is not practical and, therefore, the
assumption has been made that any scheme interpolating simulated potential fields will produce
results of a similar standard when interpolating spatial frequency distributions.
Figure 12.9 presents five interpolation variations of an abnonnal delta activity map. Again
the discontinuities of the bilinear map and the circular contours of the barycentric map are
apparent. The three spline methods have produced maps which have continuous derivatives
and contain no distracting features.

In conclusion, the new PC-based EEG spectral topography system adopts the following
procedures: the EEG in recorded using the 16 channel ipsilateral-ears montage; spectral
analysis is applied several overlapping epochs, relatively free of artifacts, of length 5.12 s; the
averaged frequency spectral is divided into specified frequency bands; for each channel, the
average spectral component of each band is mapped onto a plane representing the head; and
the maps a.re completed using 2nd degree thin-plate spline interpolation.

290

CHAPTER 12

(a)

EEG SPECTRAL TOPOGRAPHY SYSTEM

(b)

Figure 12.8 Contour maps of the estimates of the potential distributions obtained from 19 electrodes . (a)
The 2nd degree thin -plate spline estimate of the distribution produced by dipole A (cf figure l 2.7(b)), contour
lines at 0.5 V intervals. (b) The 2nd degree thin -plate spline estimate of the distribution due to dipole F (cf
figure 12.6(d)), contour lines at 0.25 V intervals .

12.4

CLINICAL EVALUATION

The new PC-based EEG spectral topography system has already undergone preliminary clinical
evaluations that have indicated that the topographic maps produced by the system can reveal
abnormalities in the background EEG activity. However, before the system can be integrated
into routine clinical EEG analysis its performance must be more thoroughly evaluated. Therefore, the new spectral topography system, along with the automated epileptiform detection
system (see section 12.1), is currently undergoing a large clinical trial .
The clinical trial is being conducted at Christchurch Hospital and has been designed and
instigated by Dr Richard Jones and Dr Alison Dingle of the Medical Physics and Bioengineering
Department, and Mr Grant Carroll, Associate Professor Ivan Donaldson and Dr Philip Parkin
of the Neurology Department of Christchurch Hospital. The aim of the trial is to establish the
clinical usefulness of the EEG spectral topography system and to determine the accuracy of the
automated spike detection system. An indication of the time savings afforded by automated
analysis of EEGs will also be gained.
Between 400 and 500 consecutive routine EEGs will be included in the trial which will
take approximately six months. The standard EEG recording, as specified by the trial protocol,
involves recording EEGs segments using bipolar and referential montages. The spike detection
system searches the recordings of all montages for signs of epileptiform activity and the EEG
spectral topography system analyses the background activity of two 50 s epochs recorded using
the ipsilateral-ears referential montage. Any epileptiform activity detected in the segments of
the EEGs recorded using the ipsilateral-ears reference is removed prior to the spectral analysis.
However, there is no facility for automatic detection and removal of any other form of artifact.
The onus is upon the EEG recording technician to obtain and specify relatively artifact-free
ipsilateral-ears recordings.
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(a)

(b)

(c)

(d)

(e)

Figure 12.9 The spatial distribution maps of abnormal delta activity shown using the five investigated
interpolation schemes: (a) bilinear, (b) global barycentric, (c) bicubic spline, (d) 2nd degree thin-plate spline,
and (e) 3rd degree thin-plate spline. The isocontour lines are separated by 0.25 V.
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The outputs of the automated analyses are interpreted by two independent neurologists
and, for comparison, the conventional polygraph recordings are read by two independent
EEGers. Discussion with clinicians revealed a significant doubt about the clinical value of a
map presenting beta activity (i.e. greater than 13 Hz). Thus, for the proposes of the clinical
trial, it was decided to display the three other frequency band maps (i.e. delta (0.5-4 Hz),
theta (4-8 Hz), and alpha (8-13 Hz)) and a ration map of (delta/2 + theta/2)/alpha The
decision to include the ratio map was based on the premise that it may help accentuate regions
of abnormality in which show activity is increased along with a suppression of.alpha activity.
However, the neurologists interpreting the maps have been reminded that the usefulness of the
ratio map has not been established and, consequently, undo emphasis should not be placed on
it.
· This is the first major clinical trial to integrate both automated detection of epileptiform
activity and EEG spectral topography. The outcome of the trial will determine the future
direction of both systems of computerised EEG analysis.
Figure 12.10 presents examples of the spectral topography maps produced by the new
system. The top four maps of figure 12.10 are derived from the EEG of an awake 58 year old
patient. These maps indicate normal background activity. The alpha activity increases at the
rear of the head because the patient's eyes were closed during the recording (see section 10.3.1 ).
In contrast, the bottom four maps presented in figure 12.10 indicate abnormal background
activity in the EEG of a 57 year old patient. The abnormal activity, most apparent in the delta
map, has been clinically described as 'mildly severe, symmetrical between hemispheres and
greatest in the anterior region of the head'.

12.5

DISCUSSION AND SUGGESTIONS FOR FUTURE WORK

Part II of this thesis has reviewed aspects of EEG spectral topography with the view of developing a local PC-based system. Several EEG topography systems are available commercially and
further systems have been developed for various research applications. However, despite the
growing popularity of EEG topography, there are a number of procedural variations within the
collection of reported systems and it remains largely undetermined as to which of the variations
are optimal. The investigation described in this chapter attempts to bring together the most
suitable combination, both intuitively and practically, of a variety of approaches and to use this
information in the design and development of a PC-based EEG spectral topography system .
The resulting system is compatible with the current EEG recording system at Christchurch
Hospital and is, therefore, of immediate clinical use.
Although the EEG spectral topography system appears to operate satisfactorily within the
limitations of the equipment available, there are some investigations which, given suitable
equipment, could validate some of the many assumptions made during the development of the
system.
Perhaps the first issue which requires more rigorous inspection is the choice of referential
montage. Considering the results of various studies which have been described in the literature,
the ipsilateral-ears montage appears to be the best intuitive choice. However, having two points
of reference that are unlikely to be at the same potential suggests that it is incorrect to compare
the EEG recordings from one hemisphere with those of the other. To conclusively support
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Figure 12.10 The maps produced by the new PC-based EEG spectral topography system. Top, a set of maps
derived from a normal EEG. Bottom, a set of maps derived from an EEG exhibiting abnormal background
activity.
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the decision to employ the ipsilateral-ears reference it would be necessary to compare EEGs
obtained with different referential montages. If additional recording channels are included in
the montage, EEGs for some referential montages can be reconstructed from the recordings
of other montages. For example, if the sixteen scalp electrodes are recorded with reference
to a nose electrode, while simultaneous recordings are made from the nose to each ear, an
ipsilateral-ears reference EEG can be reconstructed from the nose reference EEG. A linkedears recording, however, cannot be reconstructed this way because joining the ears with a low
resistance path will immediately alter the potential distribution over the entire scalp. Assuming
the spectral variability of a subject's EEG is negligible from one minute to the next, it would
be useful to record one minute of ipsilateral-ears EEG followed by one minute of linked-ears
EEG. Producing spectral topographic maps of these recordings will then provide an insight into
any differences resulting from the choice of reference electrode(s). In particular, this should
be investigated when there is prominent neural activity close to one ear. Practically, it may
be difficult to implement the successive recording of EEG with ipsilateral-ears and linked-ears
montages and it is likely to be even more difficult to obtain comparable ipsilateral-ears and
linked-ears recordings when there is any focal activity.
A model simulation could be considered as a means of investigating the montage question.
The effect of the linked-ears reference upon the potential distribution on the scalp could be
modelled by considering (say) the field on the surface of the three-layer head model when a
boundary condition requiring that the potentials at the two ear electrode positions be the same
is imposed. Although there is some indication in the literature as to how linking the ears may
effect the EEG, to the author's knowledge a conclusive study has not yet been conducted . This
may be due to the practical difficulties of simultaneously collecting linked-ears and ipsilateralears recordings, thus a model would be of great assistance in such an investigation.
It has been shown that the 2nd degree thin-plate spline interpolation scheme produces the
most accurate contour maps for the system described here. Nonetheless, it would be desirable
to confirm this by obtaining EEG spectral data from a large number of scalp electrodes,
interpolating from the sixteen 10-20 system sites and then using the remaining electrodes in
the error calculation.
Although the selected interpolation map (see figure 12.1) displays the EEG spatial distribution in a meaningful way to those familiar with EEG and the 10-20 International System of
electrode placement, it is not an anatomically correct projection of the curved surface of the
scalp. The possibility of a more accurate two-dimensional projection of the head should be
investigated, particularly if the topographic maps are ever to be viewed in conjunction with images of data obtained from sources other than the EEG (e.g. computed tomography, magnetic
resonance, positron emission tomography (PET) scans). The combination of two lateral views
and one vertex view of the head would supply an anatomically correct display of the spatial
distribution of the EEG activity. Ultimately, topographic contour lines could be drawn on a
three-dimensional representation of the head which could be rotated on the computer screen
for complete viewing.
The establishment of a normative database of EEG activity and the use of statistical analysis
would significantly improve the diagnostic ability of the system. Duffy [1989a] has suggested
guidelines for setting up a suitable database. His suggestions indicate that forming a database
would require a great deal of effort over an extended period.
The inclusion of artifacts in EEG epochs can be the cause of incorrect interpretations of
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topographic maps. This can be avoided by visual inspection of the EEG before analysis,
however this is a time consuming and subjective task. Consequently, a successful automated
artifact removal system would be a valuable addition to the topography system. Such a system
would require a high level of sophistication.
Finally, since the techniques have been developed to map the results of spectral analysis,
it would be very straightforward to extend the EEG spectral topography system to include the
mapping of instantaneous EEG potentials or evoked potentials. Although this extension may
not be of immediate clinical use, it could provide a useful tool in the research of brain electrical
activity.
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